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ABSTRACT

The productivity of organisms used in biotechnology may be enhanced when cer-
tain parts of their metabolism are rendered inaccessible. This can be achieved with
genetic modifications, but current techniques set a practical limit on number of mod-
ifications that can be applied. Taking advantage of this limit, we implement a brute
force algorithm that can compute cut sets for any set of metabolites and reactions that
is shown to perform better than alternative approaches. Also, an attempt is made to
approximate a binary linear program with a quadratic program; this approximation
is meant to be used when refining the growth model of organisms used in flux balance
analysis. The approximation is shown to be less efficient that the original program.
Finally, extensions to the brute force algorithm are proposed.
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INTRODUCTION

This thesis presents work on metabolic networks, transforming them into hyper-

graphs to delve into the problem of generating cutsets, as well as using quadratic

programming to generate flux vectors of low cost. The thesis begins by giving the

reader the appropriate background, after which the algorithms developed will be

presented with experimental results and relevant evaluation and discussion.

Context and Motivation

Metabolic networks are a set of interdependent biochemical reactions which, as

part of an organism’s metabolism, sequentially convert a set of initial metabolites

into a set of final metabolites. They are the core model of several approaches to

optimize the metabolism of an organism, usually bacteria, toward a desirable state.

A desirable state is, in the most general sense, a profile of activity for all reactions

in the network that achieves desirable properties. Usually this can be interpreted as

a profile that has high activities for the reactions that produce desirable metabolites

and corresponding low activities for reactions whose products are undesirable under

a particular set of conditions.

Metabolic networks are a useful model because they abstract an organism’s chem-

ical processing capability to its intuitive components: chemical reactions and the

metabolites they transform. This abstraction provides a framework to which well-

known algorithms and theoretical results can be applied following a simple conversion

into either hypergraphs or stoichiometric matrices.

Modeling metabolism as a hypergraph allows several theoretical results to be

applied to problems in genetic engineering. Specifically, the problem of finding the

minimal set of reactions whose removal would render the production of a target
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metabolite (or the functioning of certain target reactions) impossible. Removing

a reaction from the network often means deactivating a gene by means of a gene

knockout, which can be complicated and costly.

Modern techniques set the practical amount of gene knockouts per organism to

three genes [1]. Successfully avoiding the production of any target metabolite t that

is produced by more than three reactions must therefore be done indirectly. That is,

by removing reactions upstream of that metabolite, i.e. reactions whose products are

required as reactants (or precursors to the reactants) of the reactions that produce

t. As we will see, there are a variety of hypergraphs that can be derived from a

metabolic network with corresponding theoretical questions to which this problem

can be reduced.

While an organism’s productive capabilities can be improved by modifying its

genetic material, there are theoretical limits to its production, some of which may be

elucidated via flux balance analysis. Performing flux balance analysis, from here on

FBA, requires the reactions in the network to be put into the form,

ri : c1M1 + c2M2 + ... = ...+ cn−1Mn−1 + cnMn

where the left and right sides of the equation respectively represent the reactants

and products of reaction ri, and cj is the stoichiometric coefficient for metabolite

Mj. As will be discussed, a stoichiometric matrix is formed from the set of stoichio-

metric coefficients, and FBA is performed integrating the stoichiometric matrix as

a constraint to a linear program, which, when solved, yields an optimal flux profile

for the network. A flux profile can be interpreted as a vector of fluxes, where each

flux in the vector corresponds to the relative rate of a reaction. For example, given

a flux vector v = [1,2,4,0], we infer that r1 occurs at one half the rate of r2, at

one fourth of the rate of r3, and reaction r4 does not occur at all. By setting the
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linear program’s objective as the flux for a single reaction, and setting the equality

constraints from the stoichiometric matrix, flux balance analysis can be used to find

the theoretical limit of a certain reaction’s flux. This knowledge can be tested against

modified networks (matrices) to ask questions about the network’s capabilities with

the addition or removal of certain reactions, without having to create the modified

organisms in the lab.

Much richer analysis may be done by modifying the objective and constraints.

This thesis attempts to tackle the problem of optimizing networks whose objective

includes the total cost of a flux profile, given a cost function for each individual

reaction. This application of a cost function can be used to reflect the adaptive nature

of an organism’s metabolism. Metabolic reactions most likely require enzymes, which

naturally “cost” the organism energy and molecules to produce. This cost plays a

role in why certain reactions are only active under certain environmental conditions:

the payoff (in energy and other molecules) from these reactions must be enough to

justify their investment.

Contents

The rest of this thesis is organized as follows: Chapter 2 introduces the reader

to the analysis of metabolic networks using hypergraphs and flux balance analysis.

Chapter 3 introduces using cutsets to remove elements from the network as well as

our approach to generating them. Chapter 4 discusses coupling flux balance analysis

with cost functions for each reaction in the network and introduces our approach

to approximate an NP-hard problem instance. Chapter 5 details experiments on

the approaches developed in Chapters 3 and 4 and presents the results. Chapter 6
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discusses the potential of the approaches developed in this thesis. Chapter 7 outlines

future work.
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BACKGROUND

This chapter introduces the reader to hypergraphs and cutsets as well as stoichio-

metric matrices and linear and quadratic programming. The first section introduces

the reader to metabolic networks as a set of reactions. The second section deals with

hypergraphs and cutsets. The third section explains the derivation of stoichiometric

matrices as well as relevant aspects of linear and quadratic programming. The fourth

section introduces the concept of an elementary mode.

Bioengineering is an interdisciplinary field, both in theory as well as in applica-

tion. In application it can be linked to materials design, pharmacology, agriculture,

mechanical engineering, architecture, among others. This thesis is an example of an

interdisciplinary approach to theoretical problems in the field. Diversification of the-

oretical aspects has come with an increased understanding of the mechanisms which

can enable the effective control of an organism’s useful properties. This increased

understanding allows the biological processes which control an organism’s function-

ality to be organized into roles and functions generalizable to similar problems in

previously unrelated areas of research.

Escherichia coli, from here on E.coli, is one of the most widely used and understood

organisms in bioengineering [2, 3]. E.coli is an ideal organism for bioengineering be-

cause it is relatively safe (it has low human virulence), its highly adaptable phenotype

allows for straightforward introduction of recombinant DNA via plasmids, besides

naturally producing a plethora of useful biochemicals [4]. Plasmids provide an ideal

platform for genetically enhancing an organism because they are short sequences for

which a small replication error rate can be achieved, and since they are independent

of the bacterial host’s genetic material they can be introduced into the host with a

minimized risk of causing fatal mutations. E.coli, unlike more complicated organ-
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isms, naturally utilizes plasmids to gain adaptations from its bacterial community.

Therefore, naturally occurring E.coli is fully capable of accepting and using plasmids.

E.coli has been used to produce biofuels such as ethanol [5], essential amino acids

and other basic nutrients [4, 6], and even in pharmaceuticals for which customized

proteins are necessary [7]. Its metabolic network is amongst the most well charac-

terized for bacterial organisms and organisms in general [3]. The metabolic networks

used in the experiments of this thesis belong to E.coli. We refer the reader to [8] for

a discussion on the reactions included in the E.coli network.

Metabolic Networks

Cells are an amalgam of chemical processes as complex as they are varied. To

abstract their mechanism of growth, therefore, to graphs and simple arithmetic equa-

tions seems not only to oversimplify the system, but to do so in a way which renders

the abstraction too limited to be of practical value. There are however, very simple

principles which guide even most complicated of a cell’s metabolic processes, and it is

the responsibility of the researcher to recognize the potential as well as the limitations

of considering only these principles to formulate the problem correctly.

A point in case is one dealt with specifically in this thesis, where, by recognizing

that since a chemical reaction’s activity is determined by the presence of its reactants,1

a reaction r is dependent on any other reaction which produces the reactants of r.

Thus, to determine this dependency it is only necessary to know the reactions in the

network in terms of their participating metabolites.

1 There are many other contributing factors to the activity (such as whether it is thermodynam-

ically favored or there is an enzyme present) but determined here indicates whether the reaction

occurs or not, all other circumstances permitting.
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Therefore, for this thesis a metabolic network N can be formally defined as

N := (M,R)

where M and R are the set of metabolites and the set of reactions, respectively. A

reaction Ri ∈ R is a chemical equation the form

Ri : aA+ bB → cC + dD

where this indicates that a moles of metabolite A and b moles of metabolite B combine

to form c moles of C and d moles of D. Reversible reactions can be split into two

reactions, forward and backward, which will form part of R instead. We can define

two functions on Ri. They are defined as,

reactants(Ri)⇒ {A,B}

products(Ri)⇒ {C,D}

where for all Ri ∈ R, reactants(Ri) and products(Ri) must be subsets of M . Also,

all Mi ∈ M must belong to the set of reactants or products of at least one reaction.

Throughout this chapter, we will be using an exemplary network M defined by,

M := {M1,M2, ...M12,M13}

where R := {R1, R2...R5} such that

R1 : 8M1 + 14M2 → 6M3 + 9M4

R2 : 31M5 + 25M6 → 9M9 + 6M10 + 11M11

R3 : 4M3 + 7M4 → 7M7 + 78M8

R4 : 9M9 + 3M10 +M11 → 2M12 + 9M6



8

R5 : 3M8 + 9M12 → 3M13

Note that none of the coefficients which accompany the metabolites in the reactions

listed will be included in their graphical representation. This goes to the point referred

to above where the researcher must recognize the limitations of the abstraction applied

to the metabolic network, since a path through the metabolic network in graph form

may not be stoichiometrically balanced. The next section will introduce hypergraphs

and how to derive them from a list of reactions in the form above.

Hypergraphs

This is a brief introduction to hypergraphs and cut sets. Readers looking for a

more thorough overview are referred to [9].

Definition

Hypergraphs are graphs that can be described by two sets: edges and vertices. In

this thesis, this will be expressed as,

H := (V,E)

where V is the set of vertices and E is the set of edges. Edges in a hypergraph are

sets themselves. More precisely, an edge ei ∈ E is a non-empty subset of V . This

defines edges in undirected hypergraphs. Edges in directed hypergraphs are also sets,

but divide their vertices between a head and a tail. For a directed hypergraph,

Hdirected := (V ′, E ′)

an edge ei ∈ E ′ is defined as

ei := (T, h)

where T and h are respectively the tail and head of the edge. T ∪h cannot be empty.

Finally, directed edges are considered to go in direction from the tail to the head.
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A graph of network M is as follows,

Figure 2.1: Network M

Note that the tail of R1 is composed of metabolites M1 and M2, and the head is

correspondingly composed of metabolites M3 and M4 as indicated by the arrows.

Cut Sets

A cut set is a set of hyperedges defined by two disjoint vertex subsets. Thus, given

a directed hypergraph H = (V,E), defining two subsets VH ⊂ V , and VT ⊂ V , we

have defined a cut set by

cutset(H, VH , VT ) = {ei ∈ E | head(ei) ∩ VH 6= ∅ ∧ tail(ei) ⊆ VT}

where head(ei) and tail(ei) indicate the set of vertices that respectively conform the

head and tail of ei. Note that any edge ei for which head(ei) ∩ VT 6= ∅ can still be
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included in the cutset, however if tail(ei) ∩ VH 6= ∅ then ei is not included in the

cutset.

Suppose VH := {M7,M8,M12,M13} and VT := V − VH , cutset(M, VH , VT ) then

becomes {R3, R4}, as in the following graph.

Figure 2.2: Cut 1

A helpful thing to notice in this example is that all metabolites in VH are to the

right of the black bar whereas all the metabolites in VT are to the left. Thus, the

reader can visually ascertain that neither the tail of R3 nor the tail of R4 intersect

with VH and that even though the head of R4 is not completely within VH it is still

included in the cutset.

Now suppose V ′H := VH + M3 and V ′T := V − V ′H as illustrated in the following

graph:

This leads to the exclusion of R3 and the inclusion of R1 in the new cutset, which

can be formally defined as cutset(M, V ′H , V
′
T ) := {R1, R4}.
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Figure 2.3: Cut 2

Cutsets define a special dependency in the context of hypergraphs derived form

metabolic networks. For the applications in this thesis VH is chosen to include metabo-

lites whose production is undesirable. A cutset derived from this set of undesired

metabolites becomes the set of reactions which must be removed so that the metabo-

lites in V ′H are not produced.

In this context the rules which define a cutset are easier to understand: the

edges whose head intersect with VH become the reactions that produce any of the

metabolites in VH . Also, those reactions whose tail is in VT are now those reactions

which are not dependent on the metabolites in VH as reactants. Should they be
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dependent on any metabolite in VH , the removal of VH should render the reactions

impossible. Thus, the reactions in a cutset are the minimum set of reactions that

must be removed to ensure VH is not produced.

Linear and Quadratic Programming

Linear programs are problems of the form

minimize

cTx

subject to

Ax = b

Px ≤ d

where x is a vector representing the values of a set of variables, and c represents

different weights corresponding to each variable. A and P represent matrices which

express constraints on the values of x along with the b and d vectors. The function

being minimized is referred to as the objective function.

Continuing with our sample networkM, let the vector x indicate the flux through

the reactions in R, where the ith element x represents the flux of the ith reaction in

R. Also, let vector c represent the cost of each reaction in R, where the ith element

in c represents the cost for the ith reaction in R. The total cost of a flux profile is, as

indicated above, cTx. Solving the linear program above would yield the flux profile of

least cost. Note that, as per the definition beginning this section, we are minimizing

the function cost(x) := cTx; in general, we can maximize any cTx by minimizing

−cTx.

Several algorithms have been developed to solve linear programs. Linear programs

can be solved in polynomial time, though there are caveats to each algorithm used to
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solve them [10]. Their polynomial complexity makes them an ideal framework with

which to find the low cost flux profiles that cells have adapted to and efficient profiles

for cells to be used in mass metabolite production. For a more thorough introduction

to linear programming, we refer the reader to [11].

Quadratic programs are more general than linear programs, because they allow

the minimization of an objective function with quadratic components. This imposes

some constraints on the problems that can be solved in polynomial time. Quadratic

programs are defined by

minimize

xT
1

2
Qx+ cTx

subject to

Ax = b

Px ≤ d

where Q is derived from the coefficients which weight the quadratic components of

the objective function. That is, qij := cxixj , where cxixj is the coefficient for the term

xixj of the objective function. To illustrate, given the objective function,

ax21 + bx22 + cx2x3

the corresponding Q matrix can be defined as,

Q := 2

∣∣∣∣∣∣∣∣∣∣
a 0 0

0 b c

0 0 0

∣∣∣∣∣∣∣∣∣∣
where the scalar multiplication by two is included to offset the 1

2
coefficient in the

formal cost function definition. Note that though c is at q23 it may equivalently be

at q32.
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In the simplest case, FBA can be done by defining a linear program

minimize

cTx

subject to

Sx = 0

Bx ≤ b

where x is a vector representing the flux for each reaction in R, c is the set of

coefficients for each flux in the objective function, S is the stoichiometric matrix

derived from R, and B sets inequality constraints on the possible values for each

element in x. Additional constraints may be added by expanding S or B matrices.

Network M is then expressed as a stoichiometric matrix S by designating each

row in S for the stoichiometric coefficients of a specific metabolite Mi, and a column

for each reaction Rj in R. The stoichiometric coefficient for Mi in the reaction column

Rj will be negative if Mi is one of reactants of Rj.

The stoichiometric matrix S for M can be seen in the following page. Rows 1 to

13 are respectively designated for M1,M2, ...M13, and columns 1 to 5 for R1, R2, ...R5

respectively.

Diligent readers will have begun to notice what the constraint Sx = 0, denoted the

stoichiometric constraint, accomplishes; namely, it ensures that for each metabolite

Mi, the net quantity produced by the network under the fluxes in x is exactly zero.
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S :=

∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣

−8 0 0 0 0

−14 0 0 0 0

6 0 −4 0 0

9 0 −7 0 0

0 −21 0 0 0

0 −25 0 9 0

0 0 7 0 0

0 0 78 0 −3

0 9 0 −9 0

0 6 0 −3 0

0 4 0 −1 0

0 0 0 2 −9

0 0 0 0 3

∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣
Note that M13 is not consumed by any reaction in R. Therefore, for the the

stoichiometric constraint to hold, x must have a flux of zero for all reactions that

produce M13. Since the flux of M13 will be zero, metabolites M8 and M12 will not be

consumed, and so on throughout M. In fact, with the given R the only solution is

for all fluxes of x to be set to zero.

To deal with external metabolites2 their rows may be removed from S, or they

may be made internal by adding reactions to R. These reactions would remove or

provide the excess metabolite as appropriate. To internalize M13 we add Rx to R,

defined as:

M13 → ∅

2An internal metabolite is one that is both produced and consumed by reactions in R; external

metabolites therefore are either not produced or not consumed by any reaction in R.
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where the empty right hand side simply means that Rx consumes one unit of M13 but

produces nothing. Note that to deal with all external metabolites, reactions should

be added to produce M1,M2,M5, and to consume M7.

Introducing these reactions allows for the rate at which metabolites leave or enter

the network to be explicitly controlled by constraints applied to their fluxes. These

reactions, however, should only be applied to deal with external metabolites, since the

internal metabolites must be balanced by the equations representing actual reactions.

Otherwise, the solution space becomes all possible fluxes and pathways cannot be

found. Thus, S finally becomes

S :=

∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣

−8 0 0 0 0 1 0 0 0 0

−14 0 0 0 0 0 2 0 0 0

6 0 −4 0 0 0 0 0 0 0

9 0 −7 0 0 0 0 0 0 0

0 −21 0 0 0 0 0 5 0 0

0 −25 0 9 0 0 0 0 0 0

0 0 7 0 0 0 0 0 −1 0

0 0 78 0 −3 0 0 0 0 0

0 9 0 −9 0 0 0 0 0 0

0 6 0 −3 0 0 0 0 0 0

0 4 0 −1 0 0 0 0 0 0

0 0 0 2 −9 0 0 0 0 0

0 0 0 0 3 0 0 0 0 −1

∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣
Where Rx is in column 10.

Now that we have derived S, all we need is an objective function to begin flux

balance analysis. Suppose we wanted to know the maximum amount of M13 network

M could produce, given a limited supply of M1 and M2. We define the objective as
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the amount M13 that the network produces as a function of fluxes,

3x5

and, since the linear program will minimize the objective, by changing the sign of

the coefficients

−3x5

becomes the appropriate equivalent to maximizing the amount of M13 produced.

Given the above function we can define the cost vector c as

c := [0 0 0 0 − 3 0 0 0 0 0]

Finally, we must set the bounds on the fluxes of each reaction. If all reactions

in R are irreversible, then fluxes from zero to infinity are possible. However, there

are limits to the activities of enzymes as well as how fast metabolites may enter or

leave the system. For this example, only limited supplies of M1 and M2 are specified.

Therefore, the fluxes of R6 and R7 will be set to be between zero and one. Finally,

we will assume all reactions are irreversible. The fully specified linear program can

be seen at the end of the chapter.

Elementary Modes

The stoichiometric constraint ensures that the solutions to the linear and quadratic

programs represent steady states, i.e. no net production of metabolites, for the or-

ganism. The nullspace3 of S, in which all solutions are contained, represents the

collection of all fluxes profiles which achieve steady state. Though composed of an

infinite number of flux profiles, the nullspace may be summarized by a finite number

3 The nullspace of a matrix A is the set of all vectors x for which Ax = 0.
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of flux profiles. This is because the nullspace of S has a special shape, the outline of

which is the finite number of flux profiles we will use to describe it.

This shape is a convex polyhedral cone, and the flux profiles that conform its

outline are its elementary modes. Formally, an elementary mode is defined as a flux

profile in the nullspace whose support4 is not a proper superset of the support of

another flux profile also in the nullspace. This means no two flux profiles may share

the exact same set of active reactions if they are elementary modes. Furthermore, if

a flux profile is an elementary mode, its set of active reations cannot contain the set

of active reactions of any other profile also in the nullspace. This gives elementary

modes their name: they are elementary in that they cannot be broken down into more

steady states. A significant consequence of this is that, in turn, every flux profile in

the nullspace can be decomposed into a set of elementary modes. Any solution to our

programs will simply be a linear combination of elementary modes.

Elementary modes have many interesting and useful properties. For a more thor-

ough discussion on elementary modes, we refer the reader to [12].

4 The support of a vector x = [x1, x2...xn] is the set of elements xi for which xi 6= 0. In the

context of flux profiles, the support of a profile x is the set of reactions which have a non-zero flux,

i.e. the set of active reactions in the profile.
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Fully Specified Linear Program

minimize

[0, 0, 0, 0,−3, 0, 0, 0, 0, 0]Tx

subject to∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣

−8 0 0 0 0 1 0 0 0 0

−14 0 0 0 0 0 2 0 0 0

6 0 −4 0 0 0 0 0 0 0

9 0 −7 0 0 0 0 0 0 0

0 −21 0 0 0 0 0 5 0 0

0 −25 0 9 0 0 0 0 0 0

0 0 7 0 0 0 0 0 −1 0

0 0 78 0 −3 0 0 0 0 0

0 9 0 −9 0 0 0 0 0 0

0 6 0 −3 0 0 0 0 0 0

0 4 0 −1 0 0 0 0 0 0

0 0 0 2 −9 0 0 0 0 0

0 0 0 0 3 0 0 0 0 −1

∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣

x = [0 0 0 0 0 0 0 0 0 0 0 0 0]

∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣

0 0

0 0

0 0

0 0

0 0

1 0

0 1

0 0

0 0

0 0

∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣

x ≤ [0 0 0 0 0 1 1 0 0 0]
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CUTSETS

Computing Cut Effects

Removing the cutset of a set of metabolites may inadvertently render impossi-

ble downstream reactions beyond the intended producers of undesired metabolites.

Therefore, compiling a full list of the reactions affected by a cutset is necessary to

completely evaluate the usefulness of removing a cutset.

To do so, let M := (M,R) be a metabolic network where again R the is the

set of all reactions that participate in M and M the set of all metabolites that

participate in any reaction Ri ∈ R. Also, let X ⊂ R be the set of reactions that will

be cut from M. Recall that reactants(Ri ∈ R) denotes the set reactants of Ri and

producers(Mi ∈M) is the set of reactions which produce Mi.

Algorithm 3.1 is pseudocode which will compile a list of the metabolites and

reactions eliminated by cutting the reactions in X from M. This list is compiled by

iteratively growing the list of eliminated network elements to include those reactions

whose reactants have been eliminated along with those metabolites whose producers

have all been eliminated.
The complexity of this algorithm is polynomial, n3log(n), as will be demonstrated

in the following paragraphs.

Lines 2, 3 and 7 can be done in constant time.

The complexity of reactants(Ri) and producers(Mj) is K, given a hash table H

with a hash function of complexity K, where the keys are reactions and metabolites

and the values are the appropriate list. Formally, H[Mj] := reactants(Mj) and

H[Ri] := reactants(Ri). Deriving H from M has a complexity of n2, where n :=

max{||M ||, ||R||}.
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1. Procedure eliminated(M, X)
2. previousReactions ← ∅, previousMetabolites ← ∅
3. newReactions ← X, newMetabolites ← ∅
4. repeat
5. previousReactions ← previousReactions ∪ newReactions
6. previousMetabolites ← previousMetabolites ∪ newMetabolites
7. newReactions ← ∅, newMetabolites ← ∅
8. forMi ∈M
9. if producers(Mi) ⊆ previousReactions

10. newMetabolites ← newMetabolites + Mi

11. endif
12. endfor
13. forRi ∈ R
14. if reactants(Ri)∩ previousMetabolites 6= ∅
15. newReactions ← newReactions + Ri

16. endif
17. endfor
18. until newMetabolites - previousMetabolites = ∅ and
19. newReactions - previousReactions = ∅
20. EndProcedure

Algorithm 3.1: Algorithm Eliminated

Lines 5 and 6 can vary according to the algorithm and data structures being used.

In this case the lists being combined are sets, and the elements of the sets are unique

strings and therefore hashable. Two lists can therefore can be merged at complexity

2kn if the lists are sorted. Sorting the lists initially can be done in nlog(n) (in line

2), and elements will be added so that the list remains sorted.

Lines 10 and 15 can be done in log(n), as they are the addition of a single element

to a sorted list.

Subtracting the sets in 18 and 19 can also be done in 2kn time, since both sets

are sorted lists.

Lines 9 and 14 are also set operations which can be done in 2kn time.
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The loop at line 4 will repeat at most 2n times. This is because of the relation-

ship between previousMetabolites and newMetabolites along with the relationship

between previousReactions and newReactions.

To show this let

oldElements = previousMetabolites ∪ previousReactions

newElements = newMetabolites ∪ newReactions

Any iteration of the loop will either add one or more new elements from M ∪ R to

newElements or it will not. Due to the conditions in lines 18 and 19, if newElements

does not receive at least one new element the loop will finalize. Note that this will

happen because newElements is empty or because all the elements in newElements

are already in oldElements. Since elements are never removed from oldElements, it

holds all the elements that were in newElements until the current iteration. Given

a finite M ∪ R, line 4 will iterate at most ||M ∪ R|| + 1, or 2n, times. That is, by

iteration ||M ∪ R|| + 1 the set oldElements will hold all the elements in ||M ∪ R||,

causing newElements to be empty and thus fulfilling the stopping condition.

The Improvement Heuristic

Given a set of undesired metobolites Z, we have implicitly defined a cutset X by

partitioning the set V into two subsets as follows

X := cutset(M, Z, V − Z)

This is not, however, the only cutset which will eliminate Z from the network. In fact,

any cutset for which Z ⊆ VH and VT = V − VH will eliminate Z from the network.

Finding the VH which will eliminate Z and yield the smallest cutset is an NP-

hard problem for hypergraphs [13]. However, given an initial VH , improving it via



23

the addition of the metabolites can be tackled applying all sorts of polynomial time

heuristics. A review of the heuristics is beyond the scope of this thesis, but, as an

example, consider algorithm 3.2. Let the set C ⊂ M be defined as the tail of the

reactions in X. Explicitly, C is defined as

C := {Mi ∈M | Mi ∈ reactants(Ri),∀Ri ∈ X}

Recall one can disqualify any reaction Xi from X by making tail(Xi) intersect with

VH . Since metabolites in C compose the tail of the reactions in X, adding a metabolite

from C to VH will remove at least one reaction from X. This, of course, results in

the possible inclusion of reactions not already in X, so we only add those metabolites

from C which will result in a net reduction of the size of X. Algorithm 3.2 improves

VH by this method.

1. Procedure improve(M, VH , VT )
2. reducing ← ∅
3. X ← cutset(M, VH , VT )
4. C ← {Mi ∈M | Mi ∈ reactants(Ri),∀Ri ∈ X}
5. forallMi ∈ mets(C)
6. added ← size( producers(Mi)−X )
7. subtracted ← size( {Rj ∈ X | Mi ∈ reactants(Rj)} )
8. if size(subtracted) > size(added)
9. reducing ← reducing + Mi

10. endif
11. endfor
12. VH ← VH + reducing
13. EndProcedure

Algorithm 3.2: Algorithm Improve

From this we can see that what the above pseudocode does is cull the metabolites

for which the number of reactions which would be removed exceeds the number of the

ones which would be added with its inclusion in VH . Then, one of those cut-reducing

metabolites is added to C. Though algorithm 3.2 deals strictly with addition of
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metabolites, removing metabolites from VH can also be used to reduce the size of

the cut, by a similar method. Expanding this improvement method into an effecive

heuristic is a matter of creativity, e.g. it may be used to influence an ant’s path in

ant colony optimization [14] where the ant’s path is the set of metabolites to add, or

similarly guide the generation of candidate solutions in other generative algorithms,

as well as finding the local minima some search algorithms employ.

Generating Cuts

Generating cuts using the only the improvement heuristic, however, neglects a

principle which would reduce the initial search space from the 2|M | possible VH to

only the relevant cuts. That is, since a cut of four or more reactions is infeasible,

searching only among feasible cuts may reduce the search space considerably. Cuts

may be of one, two, or three reactions, so size of the search space now becomes(
|R|
3

)
+

(
|R|
2

)
+

(
|R|
1

)
which is usually smaller than 2|M | even though, since some metabolites are used in

multiple pathways, there are generally more reactions than metabolites. For perspec-

tive on the reduction of the search space, even a small metabolic network composed of

35 metabolites and 62 irreversible reactions, as found in [8], will have a search space

ratio of

r =
235−size(Z)(

62
3

)
+
(
62
2

)
+
(
62
1

)
where size(Z) is the size of the set of metabolites whose production we wish to avoid.

If we wish to avoid a single metabolite, the ratio between the size of the spaces is on

the order of half a million. Even if ten metabolites (almost one third of the total) are

to be avoided, the ratio is on the order of one thousand.
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Designating all subsets of R of size less than three, referred to as subsets3(R),

as candidate cuts is naive in that is is unkown a priori whether a candidate cut X

will eliminate Z from the network. This is especially wasteful if the cuts are to be

optimized using FBA to measure how much of the objective they can produce, since

all evaluations of ineffective cuts will be wasted computation.

Fortunately, algorithm 3.1 can be used to fully qualify the effects of cutting X in

polynomial time. However, applying it to all cuts in subsets3(R) is also neglecting

an important property of cuts. Cuts are monotonic with respect to the metabolites

and reactions they eliminate. More formally,

X ⊂ X ′ → Eliminated(M, X) ⊆ Eliminated(M, X ′)

where the arrow denotes implication. Intuitively, this is because once we have removed

X from M, removing yet another reaction Rx from M adds Rx to the eliminated

reactions (if it was not already there) along with any metabolites Rx was the sole

producer of, thus only incrementing both sets.

Formally, that Eliminated is monotonic with respect to X will be proven as

follows. First, let S ⊂ S ′ and let loopi denote the loop in Eliminated that begins at

line i. By loop8, newMetabolites can be defined as all metabolites whose producers

are a subset of previousReactions. We may therefore write newMetabolites as a

function,

newMetabolites(previousReactions) :=
∑

Mi∈M∗

Mi

where M∗ := {Mi ∈ M | producers(Mi) ⊆ previousReactions} If producers(Mi)

is a subset of previousReactions, it must be a subset of all sets which con-

tain previousReactions. Thus, newMetabolites(S ′) will contain all metabolites in

newMetabolites(S).
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Similarly, by loop13, newReactions may be written as a function

newReactions(previousMetabolites) :=
∑
Ri∈R∗

Ri

where R∗ := {Ri ∈ R | reactants(Ri) ∩ previousMetabolites 6= ∅}. Note that if

reactants(Ri) intersects with previousMetabolites, it must intersect with any set

that contains previousMetabolites. Thus newReactions(S ′) will contain all reactions

in newReactions(S).

From this we can see that for two cuts X ⊂ X ′, previousReactions for

Eliminated(M, X) will be a subset of previousReactions for Eliminated(M, X ′)

at line 2. Thus, by the first iteration of loop4 we know that newMetabolites for

Eliminated(M, X) is a subset of (or equal to) newMetabolites for Eliminated(M, X ′).

By the arguments above, this ensures that Eliminated(M, X) ⊆ Eliminated(M, X ′).

Algorithm 3.3 generates a set of candidate cuts given a set Z of undesired metabo-

lites and an integer MaxSize indicating the maximum size of a feasible cut. All of

the candidate cuts returned will be effective. Algorithm 3.3 exploits monotonicity

by testing all cuts of size one or two before it evaluates cuts of size three. When a

successful cut is found of size one is found, all its supersets are immediately added to

the set of cuts to be returned. The same is done for successful cuts of size two.

To ensure that none of the supersets computed and added are redundant, a canon-

ical ordering is imposed on R. Since R is typically a set of reaction names, i.e.

a list of alphanumeric strings, this ordering can be assumed to be lexicographic.

Thus, whenever a successful cut X is found, supersets(X) will compute a list of

supersets whose elements are greater than the last element in X. As an example,

suppose R := {A,B,C,D} and a succesful cut X := {B} has been found. All

the sets supersets(X) will be added to the set of successful cuts, i.e. sets {B,C},

{B,C,D}, and {B,D} will be added. Because the main function in algorithm 3.3,
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GenerateCuts, performs a depth-first search, set {A,B} has already been added. In

fact, it is because of the depth-first search along the canonical ordering that we can

say that all supersets of X have been tested which include elements less in ordering

than the last element of X.

1. Procedure GenerateCuts(M, Z,MaxSize)
2. R← canonical(R), goodCuts ← ∅, subset ← ∅
3. goodCuts ← GetCuts(M, Z,MaxSize,goodCuts, subset)
4. EndProcedure
5.
6. Procedure GetCuts(M, Z,MaxSize,goodCuts,subset)
7. if Z ⊆ Eliminated(M, subset)
8. goodCuts ← goodCuts + subset
9. goodCuts ← goodCuts ∪ supersets(R,subset)

10. elsif MaxSize > 0
11. forall super ∈ supersets(R,subset)
12. GetCuts(M, Z,MaxSize− 1,goodCuts,super)
13. endfor
14. endif
15. EndProcedure
16.
17. Procedure Supersets(R,subset)
18. supersets ← ∅
19. i← index(R,max(subset))
20. while i < size(R)
21. newSuperset ← subset + R[i]
22. supersets ← supersets + newSuperset
23. i← i+ 1
24. endwhile
25. EndProcedure

Algorithm 3.3: Algorithm GenerateCuts

Generating Cutsets from a Gene Set

We will now relax an implicit assumption that has been made thoughout the

chapter. Recall that the method by which a reaction is removed from the network is
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by disabling a gene. Up to now we have assumed that by disabling a single gene in

the organism’s genetic code, exactly one reaction will be removed from the network.

This assumption is valid under the condition that the gene contains all the genetic

material capable of catalyzing the reaction.

This condition may be violated by a variety of circumstances. Some reactions, pos-

sibly quite essential to the organism, may be protected against catastrohpic replication

errors (those that would render the enzyme encoded useless) by having multiple copies

encoding the enzyme across multiple genes. It may also be that several complexes

encoded across multiple genes are ultimately combined into our target enzyme. There

may also be multiple reactions catalyzed by the same enzyme, or whose catalysts are

encoded in the same gene. Finally, a reaction may be catalyzed by mutliple enzymes.

To address these concerns, we will formally define the generalized problem. A

network N is defined as

N := (M,R,G, f)

where M is the set of metabolites which participate in the set of reactions R, and

G is a set of genes which f maps to R. We may then generate our list of potential

cuts by finding all subsets of G of size less than three, and using f to figure out what

reactions will be in X.
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COST FUNCTIONS

As discussed, an organism’s phenotype adapts to express the pathways, and there-

fore reactions, most appropriate to its current situation. Knowing the relative costs of

reactions can serve as an indication of which modes will be applied in a nutrient-rich

medium versus one that is more frugal. Depending on what cost functions reflect,

however, applying cost functions to reactions allows for much more than just finding

the pathways that cost an organism less to metabolize nutrients with.

Problem Context

The linear and quadratic programs in Chapter 2 can be generalized as

minimize

cost(x)

subject to

Sx = 0

Bx ≤ b

where cost(x) is the cost of a flux profile x := {x1, x2, ...xn} and is defined by

cost(x) =
n∑
j=1

cj(xj)

In the case of a linear program

cost(x) =
n∑
j=1

cj(xj) =
n∑
j=1

kjxj = kTx

where kj is a constant weight assigned to reaction xj, and k = {k1, k2, ...kn} is the

vector of weights. In the case of a quadratic program

cost(x) =
n∑
j=1

cj(xj) =
n∑
j=1

qjx
2
j + kjxj = xTQx+ kTx
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where Q is as explained in Chapter 2. When paired with proper lower bounds, the

above generalization can be used to balance multiple objectives.

For example, suppose we wished to maximize the production of a metabolite m

while guaranteeing an appropriate growth rate for the cell. Our approach would be

to solve two linear programs. First, to find the maximum flux possible for the growth

reaction we set the cost function of the first program to

cost1(x) = gTx

where g is composed of all zeros except for gi corresponding to the growth reaction,

which is set to a negative coefficient. The solution to this problem contains the max-

imum flux possible x∗i through the growth reaction. The second problem is similar,

with cost

cost2(x) = hTx

where h is composed of all zeros except for hj corresponding to the reactions which

produce or consume m, which are set to the stoichiometric coefficient of m in those

reactions, with opposite sign. To ensure that the growth is not affected significantly

by the optimization, we set the lower bound for the flux on the growth reaction to a

fraction of the maximum growth flux computed in the first problem corresponding to

an acceptable loss in growth. As an example, the lower bound could be set to 90%

of the maximum growth.

We may cultivate any number of behaviors by sequentially solving programs and

refining constraints. Multiple objectives may be cultivated alternatively by including

coefficients for both objectives into the same cost functions and optimizing the com-

bined objective cost function. The potential disadvantage of this approach is that

performance is not guaranteed for either objective, i.e. the final solution may be
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optimized only for one objective since the payoff for optimizing the single objective

was greater than the payoff for optimizing both.

Finding solutions which satisfy several optimizations can be used to discriminate

among cuts which eliminate the set of undesired metabolites. Recall from Chapter 3

that every cut set has a set of reaction and a set of metabolites that it will eliminate

from the network. However, it may be difficult to know a priori whether eliminating

one set from the network will yield better performance than another. Flux profiles

which satisfy multiple optimizations can be used to find the reactions necessary for

performance on multiple objectives. Thus, cuts which preserve as many of the reac-

tions active in these flux profiles are more desirable than those which remove them.

These flux profiles can be decomposed into elementary modes, which can also be

compared to the list of eliminated elements to see which elementary modes were

preserved versus those that were removed.

Optimizations are limited to the forms of cost(x) that can be solved efficiently.

This chapter discusses optimizing functions in general and derives an approximation

on to use with a special kind of non-linear function.

General Problem

Let {cj : R ⇒ R}, j ≤ n be a set of functions, where cj(x) denotes the cost of

running reaction j at flux x. The cost of a flux profile x = {x1, x2, ..., xn} is given by

C(x) =
n∑
j=1

cj(xj)

Each cost function cj(xj) can be approximated by a corresponding polynomial func-

tion pj(xj). The values for xj which yield the lowest pj(xj) can be deduced from its

derivative p′j(xj).
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More formally, if we denote by Mj the set of points for which pj(vj) reaches a

local minimum, we have that for all mi ∈Mj:

p′j(mi) = 0 (4.1)

p′j(mi − ε) ≤ 0 (4.2)

p′j(mi + ε) ≥ 0 (4.3)

where ε approaches, but is greater than, zero. Note that Mj may be empty, as in the

case where pj is monotonic, or infinite, as in the case where pj is periodic.

For any Mj 6= ∅ there exists a subset M∗
j ⊆Mj which yield the global minima of

pj. More formally, m∗i ∈M∗
j implies that:

pj(m
∗
i ) ≤ pj(mk), ∀mk ∈Mj (4.4)

Given M∗
j for all j, the flux profiles x which yield the global minima of C(x) can be

found by taking the cross product of all sets M∗
j for all j.

This approach is sufficient for a problem which satisfies certain conditions. The

first is that a precise approximation requires polynomials with a small number of

roots. Also, the global minima must be easily distinguishable from local minima.

Finally, it must be easy to ascertain whether the constraints on the solutions to the

problem are satisified by a certain point. Note that even if all three conditions are

fulfilled, none of the minima may be inside the feasible region, which makes the fourth

condition: at least one global minimum must be within the feasible region.

The problem central to this thesis, optimizing metabolic networks, in general does

not satisfy the fourth condition, which is why linear and quadratic programming is

required. Also, the accuracy of linear and quadratic approximations of step functions

decays as the size of the step, which may cause a violation of the first condition.
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The accuracy and practicality of the approximations derived in this chapter will be

explored in Chapter 5.

Step Functions Approximation

We introduce a linear step function

s(i) :=

 0 : i = 0

mi+ b : i ≥ 0
(4.5)

where m and b are respectively the slope and the y-intercept of the linear component

of s. Also, s is undefined for i less than zero.

Given the nonlinear nature of step functions1, if any cost function is a step func-

tion, we are unable to use linear or quadratic programs to optimize the cost objective.

However, we may use both linear and quadratic programs to approximate the objec-

tive if we approximate each cost function with a linear or quadratic function.

There are many linear and quadratic approximations applicable to a step function

s, but there are two properties that an approximation a should have. First, a should

be a lower bound for s, that is, for the continuous range of points I we are considering,

a(i) ≤ s(i),∀i ∈ I

This guarantee will allow us to bound the value of the optimal solution.

Also, the approximation a should be as precise as possible. That is, given a set

of parameters for the approximation, these parameters should minimize the error of

the approximation. More formally, let the approximation parameters be a vector

P := {p1,p2, ...,pn}, the parameters should have values P∗ such that

error(s, a,P∗) ≤ error(s, a,P), ∀P

1It should be noted that if b = 0, s is indeed linear.
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where error(s, a,P) measures the error of an approximation function a with param-

eters P. As an example, a linear function has two paramters, the slope and the

y-intercept.

Optimizing without Approximation

Optimization problems whose objective is the sum of linear step functions can

be solved directly by solving a linear program with special binary variables. Linear

programs with binary variables in general, however, have been shown to model several

NP-Complete problems [15] and, as such, there exists no polynomial time algorithm

to solve the general problem. As implied by the name, binary variables are restricted

to have values of zero or one.

The program formulation is as follows. Given a flux profile x = [x1, x2, ..., xn], let

si(xi) :=

 0 : xi = 0

mixi + bi : xi ≥ 0
(4.6)

describe the cost si of running reaction Ri at flux xi. Let xb = [xb1, x
b
2, ..., x

b
n] be the

set of binary variables, one for each flux in x. Finally, let m = [m1,m2, ...,mn], where

mj ∈ m is the slope coefficient for the cost sj of flux xj, and let b = [b1, b2, ..., bn] be

the same for the y-intercepts. Given these variables, the program becomes

minimize

mTx+ bTxb

subject to

SxT = 0

xi ≤ xbi , ∀xi ∈ x
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Linear Approximation

In the following sections we will derive both a linear and a quadratic approximation

to step functions. Each cost function si can be approximated by a function ai. Thus,

the cost of a flux profile, defined as

n∑
i=1

si(xi) (4.7)

will approximated by
n∑
i=1

ai(xi) (4.8)

Because the same method will be applied to approximate all cost functions, we will

limit our discussion to deriving a single approximation a for a single cost function s.

Since a is a lower bound for s, the error can be defined in general as

error(s, a) =

∫ If

I0

s(x)− a(x) (4.9)

Throughout the rest of the calculations, we will assume that fluxes are bound to be

between zero and one. That is,

I = [I0, If ] = [0, 1]

This assumption is used without loss of generality since it represents a normalization

of the flux vector. Also, we will assume bs > 0, since bs = 0 needs no approximation,

and bs < 0 implies a negative cost for at least one i ∈ I, something not permitted in

our model. We assume ms > 0 since our model posits that the cost of a reaction is

based on enzyme production, and an increase in flux requires more frequent enzyme

production.

Thus, the error for a linear approximation a(x) = max+ba of a step function with

linear component msx+ bs approaches

ε =

∫ 1

0

(msx+ bs)− (max+ ba)
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Note that the true error is not exactly ε, since s(0) = 0 and not bs, as the integral

implies. The true error is therefore no greater than ε, given that a(0) is at most zero,

since the difference between a(0) and s(0) will be less than the difference between

a(0) and bs. Note also that, because a is a lower bound for s, a(0) ≤ 0 and therefore

ba ≤ 0. Once we integrate, ε becomes

ε =

∣∣∣∣12(ms −ma)x
2 + (bs − ba)x

∣∣∣∣1
0

and finally

ε =
1

2
(ms −ma) + (bs − ba) (4.10)

Recall that we have two parameters P := {ma, ba} for which ε must be minimized.

We see that ε will be minimized as ma and ba increase. Since ba ≤ 0, the maximum

value for ba is zero. Because msx+ bs and max+ ba are lines, we may infer that they

intersect at most once in I. If ma > ms, once the lines intersect at x∗, a(x) will be

greater than s(x) for all values of x greater than x∗. Thus, if ma > ms, a and s must

intersect at a single point in I and, specifically, this point must be at If = 1 to ensure

no a(x) > s(x). Setting s(1) = a(1) and solving for ma yields a maximum m∗a of

m∗a = ms + bs

Quadratic Approximation

Parameters which minimize error for a quadratic approximation can be derived

by a similar analysis. First, we calculate the error ε of a quadratic approximation

a(x) = qax
2 +max+ ba by integrating

ε =

∫ 1

0

(msx+ bs)− (qax
2 +max+ ba)

which yields

ε =

∣∣∣∣−1

3
qax

3 +
1

2
(ms −ma)x

2 + (bs − ba)x
∣∣∣∣1
0
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and finally

ε = −1

3
qa +

1

2
(ms −ma) + (bs − ba) (4.11)

Minimizing ε we may begin by setting ba to its maximum value of zero. We may

be tempted to increment qa and ma indiscriminately, but ma and qa cannot be set

independently if the lower bound requirement is to be kept, as will be discussed.

We know that a is a parabola, and therefore it will intersect msx+ bs at most two

times. However, they will intersect at most once in I. To show this, recall that at

x = 0, a is zero and thus less than msx+bs. Therefore, until a(x) = msx+bs, we may

assume the derivative a′(x) is positive and greater than ms, at least for x immediately

preceding the meeting point x∗. For qa > 0, an “u”-shaped parabola, once a′ becomes

positive its value continues increasing. Therefore, if a and msx+ bs meet it must be

at x∗ = 1 to keep the lower bound requirement. For qa < 0, a “n”-shaped parabola,

once a′ is positive it continually decreases. If a and the linear component of s meet it

may be at a′(x∗) = ms, where the linear component of s is tangent to a, or otherwise.

If a′(x∗) > ms then x∗ must be 1 to prevent a from becoming greater than msx+ bs

in I. If a′(x∗) < ms we know the lower bound requirement is not kept since the values

a(x) preceding x∗ are greater than msx+ bs. We know this because, going backwards

from x∗, msx + bs would decrease more rapidly than a(x) until the two derivatives

become equal.

In the previous paragraph, we have shown that a and the linear component of s

will intersect at most once in I, and that if a′ is not equal to the linear component of

s at their intersection, then they must intersect at x∗ = 1. We will show that for a

and s and intersection point x∗ such that

a′(x∗) = 2qax
∗ +ma = ms (4.12)

a(x∗) = qa(x
∗)2 +max

∗ = s(x∗) = msx
∗ + bs (4.13)
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the value for x∗ which will minimize ε is 1. To show this we will rewrite the error

function in terms of x∗. First, will write ma in terms of qa using equation 4.12

ma = ms − 2qax
∗ (4.14)

Substituting into equation 4.13 we get

qa(x
∗)2 + (ms − 2qax

∗)x∗ = msx
∗ + bs

which simplifies to

−qa(x∗)2 = bs

from which we can derive

qa = − bs
(x∗)2

(4.15)

Finally, we substitute qa and ma into the error function (eq. 4.11), as follows

ε =
bs

3(x∗)2
+

1

2
(ms − (ms − 2qax

∗)) + bs

which simplifies to

ε =
bs

3(x∗)2
+ qax

∗ + bs

Applying equation 4.15 again we get

ε =
bs

3(x∗)2
− bs

(x∗)2
x∗ + bs

which finally simplifies to

ε = (
1

3
− x∗) bs

(x∗)2
+ bs (4.16)

From equation 4.16 it is clear that the higher the value for x∗, the smaller the

error becomes. In other words, x∗ must be 1 for all parabolas. To summarize, from

equations 4.15 and 4.14 we can derive the optimal parameter values

q∗a = −bs
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m∗a = ms + 2bs

for a′ = ms at x∗.

Whether or not to use a concave (“n”-shaped) or convex parabola can be easily

explained graphically. As shown in figure 4.1, the error for a concave parabola will

be greater than that of a linear approximation. The error for a convex parabola will

be even less.

Figure 4.1: Linear, convex quadratic, and concave quadratic approximations

The solid line represents the linear function s(x) = x + 1, and the dashed lines

represent the three approximations discussed in this chapter.

Formally, the benefit of a concave function can also be shown from 4.11 if we

rearrange the terms and set ba to zero, as follows

ε = (
1

2
ms + bs)−

1

3
qa −

1

2
ma

Knowing that x∗ = 1 we get

ms + bs = ma + qa
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and since ms, bs are constants, it becomes clear that as ma increases, qa must decrease

in exactly the same proportion, and vice versa. The error ε can therefore be minimized

by maximizing ma since it reduces ε by a factor of 1
2
, while incrementing qa only

decreases ε by a factor of 1
3
. Thus, ε for qa ≤ 0 will always be less than ε for qa > 0,

which forms a convex parabola.
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EXPERIMENTS

This chapter will ascertain the problem conditions for which the approaches to

optimizing metabolic networks discussed in this thesis are practical. First, the param-

eters which qualify a metabolic network are discussed. Published metabolic networks

are then surveyed to establish a set of appropriate network parameters for testing.

Finally, the tests on metabolic networks generated according to these parameters will

be described along with their results.

Metabolic Network Parameters

Metabolic networks can be described, when abstracted to a hypergraph, by de-

scribing the topology of the appropriate hypergraph.

Recall that a hypergraph is defined by

H = (V,E)

where ei ∈ E is a pair of subsets of V : one for the head and one for the tail. The most

basic parameters a hypergraph are therefore the number of vertices and the number

of edges which conform the graph. However, graphs that have the same number of

vertices and hyperedges can differ significantly in their structure.

To further describe H, we may refer to how well the vertices are distributed. A

graph may have vertices distributed evenly amongst hyperedges, or it may not. If we

were to express “evenly distributed” in terms of sets, we may say that the vertices

are evenly distributed if

∀ei, ej ∈ E,
|head(ei) ∪ tail(ei)|
|head(ej) ∪ tail(ej)|

≤ ρ

where ρ is the bound for the size difference between the vertices of two hyperedges,

and |head(ei) ∪ tail(ei)| ≥ |head(ej) ∪ tail(ej)|. Determining an appropriate value
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for ρ may be done according to various criteria. For this thesis, ρ will be determined

according to the observed values in published stoichiometric matrices.

An even distribution of vertices should not be confused with modularity. Suppose

that, for all ei, ej ∈ E, tail(ei) = tail(ej) and head(ei) = head(ej). This is a distribu-

tion of vertices as even as can be made, since ρ will always equal one, its lowest value

possible. However, this network is the least modular network possible. Modularity

is intuitive when thought about in the context of metabolic networks. In a modu-

lar network, most metabolites participate in a relatively small number of reactions.

This is because metabolic networks often have pathways. Pathways are sequences

of reactions which have a distinct functionality, e.g. the production of ATP or the

breakdown of lactose1. This has been used as an approach to organize metabolic

networks, and is especially useful for their visualization and interpretation [16, 17].

For the theory behind metabolic pathways we refer the reader to [8, 18]. Formally, a

modular network is one for which

∀ei ∈ E,
|{ej ∈ E | (head(ei) ∪ tail(ei)) ∩ (head(ej) ∪ tail(ej)) 6= ∅}|

|E|
≤ β

where β represents the maximum fraction of the edges a single edge may share a

vertex with. This also bound the number of reactions a metabolite may participate

in. Again, setting β will be done according to values derived from published networks.

1 All sequences of reactions break down precursors and synthesize products, making a specific

pathway structure for a network arguably arbitrary. Criteria for pathway definition are beyond the

scope of this thesis, however it should be noted that pathways have two types of functionality, one

defined by what metabolites they produce/consume, and the other by what those metabolites are

used for in the organism. Pathways are usually understood bearing the latter criteria in mind.
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Parameters of Published Metabolic Networks

There are several online respositories for metabolic networks to be published. For

convenience, we have chosen only to survey those which have been compiled into the

online2 repository at MetaNetX [19]. MetaNetX incorporates models from BiGG [20],

BioCyc [21], UniPathway [22], and the semi-automated SEED tool [23,24].

Number of Metabolites and Reactions

MetaNetX has a “Pick from Repository” page which summarizes the properties

of all the networks in the repository. The following histograms summarize the sizes

of the reaction and metabolite sets for the models. A total of 505 networks were

examined.

Figure 5.1: Networks Summary: number of reactions

As can be observed, there are two peaks for the number of reactions; one in the

100 to 200 range, and the other at the 1000 to 1300 reactions range. Similarly, the

2http://metanetx.org
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Figure 5.2: Networks Summary: number of metabolites

Figure 5.3: Networks Summary: Ratio of reactions to metabolites
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number of metabolites has two peaks, one at 100 to 300 and the next at 900 to 1200

metabolites. The ratio of reactions to metabolites is mostly between 0.5 and 1.5, but

it is unclear whether the range 1.0 to 1.5 represents two peaks or just one.

Vertex Distribution

While difficult to quantify due to the high variability of the networks available,

there is a trend in the distribution of metabolites as figures 5.4, and 5.6 exemplify.

Each figure shows the number of reactions whose metabolite set was of size n, for

a single network. Even in large networks, the vast majority of metabolite sets that

participate in a reaction are not larger than ten times the smallest metabolite set.

There is, however, a very small set of reactions whose metabolite set is much larger

than ten times the smallest set of metabolites in a reaction. It is likely this is the

biomass reaction. Since they model an organism’s growth, these reactions use as

reactants the products of several pathways to produce the biomass metabolite. This

trend is not present in networks which lack a biomass reaction, like the one in 5.5.

Due to our application, we will focus on networks which do have biomass reactions.

Modularity

As anticipated, networks retained a high modularity. However, as shown by the

figures derived from exemplary networks, even though the networks were modular

for the most part, there were outliers just as for distribution. Quite possibly these

are metabolites like ATP, whose functionality can be applied throughout multiple

pathways, and even in several transformations within the same pathway. Figures

5.7, 5.8, and 5.9 all demonstrate the modularity exhibited by a single network by

measuring the frequencies at which a metabolite participates in n reactions.
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Figure 5.4: Metabolite distribution of sample network 1

Setting Parameters

Since the tests will be used to determine the viability of the approaches presented,

there is no bound on the size of the networks tested. It is clear, however, that the

performance of the alrogithms on networks with a number of reactions between 100

and 1200 metabolites is key. Also, the ratio of reactions to metabolites should be

between 0.5 and 1.5.

Note that these numbers are all applied to networks with reversible reactions.

Following the transformation of these networks into networks with all irreversible

reactions should skew the numbers since the conversion requires that reversible reac-

tions be “split” into two irreversible ones. Therefore, a network with 100 reversible

reactions is actually a network with 200 irreverible ones. Thus, our range of relevant

sizes can be expanded to include networks with up to 2400 reactions. This is also

true for the ratios, which can be expanded to include ratios of up to 3.0.
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Figure 5.5: Metabolite distribution of sample network 2

Figure 5.6: Metabolite distribution of sample network 3
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Figure 5.7: Modularity of sample network 1

Setting values for ρ and β can be done by averaging the values over all networks.

However, from the graphs for modularity and distribution it is clear that a more

precise description can be achieved by complementing these values with a probability

function. That is, if ρ and β serve as bounds for the possible values of their respective

functions, we may assign each value within the bounds a probability. We begin by

assigning the number n of metabolites a reaction may have a weight w(n):

w(n) =


0 : n > ρ

1
cnk : 0 < n ≤ ρ

0 : n = 0

(5.1)

where c and k are tunable parameters, and w(n) is the weight given to n. The

probability that a reaction will have n metabolites involved is proportional to w(n).

In the above equation, n may not exceed ρ since ρ is a bound on the size ratio

between any two metabolite sets, and the smallest set is assumed to be of size one.

This is a valid assumption given the reactions that produce and consume the external
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Figure 5.8: Modularity of sample network 2

Figure 5.9: Modularity of sample network 3
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metabolites, which involve only that external metabolite. The value for ρ varies with

the size of each network, but averages 0.42m, where m is the number of metabolites

in the network. Parameters c and k were both set to one for all networks since it was

the simplest heuristic and tuning c and k yielded no immediate benefits.

Setting the value for β was done with a similar function. For the networks exam-

ined, β averaged 0.46r, where r is the number of reactions in the network. The greatest

number of reactions a metabolite participates in that is not an outlier averages ten.

Thus, the probability function becomes

w(n) =


0 : n > β

1
c(n−1)k : 1 < n ≤ β

0 : n ≤ 1

(5.2)

where the probabiliy of a metabolite participating in n reactions is proportional to

its weight w(n), and c and k are again tunable parameters set to one. No metabolite

participates in only one reaction: internal metabolites are both consumed and pro-

duced by reactions in the network, and reactions involving external metabolites are

complemented by adding consuming or producing reactions where needed. Therefore

n must be greater than one to have a positive probability.

The weight function is a measure of relative importance, e.g. w(n1) = 2× w(n2)

implies that n1 is a value twice as likely to be present in the network than n2, but

the probability of n1 and n2 can only be deterimined by taking into account all n in

the acceptable range. Deriving p(n) from w(n) can be done as follows,

pd(n) =
w(n)∑ρ
i=1w(i)

(5.3)

where pd describes the probability of that a reaction involves n metabolites, and

pm(n) =
w(n)∑β
n=2w(i)

(5.4)

where pm describes the probability that a metabolite will participate in n reactions.
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Testing Eliminated

Generating Networks

Testing Eliminated was done on metabolic networks generated according to the

parameters discussed, rather than on actual networks from the repository. This was

done to ensure a variety of cut effects would be measured. That is, since cuts are

restricted to one, two, or three reactions, the vast majority of cuts will eliminate only

small portions of the networks. This, in turn, yields a small number of iterations of

the main loop in Eliminated. A variety of cases (including the worst case where all

elements of the network will be eliminated) were tested for all networks by generating

metabolic networks from digraphs3 with a special structure.

All digraphs were generated by iteratively adding children to the set of network

ends. This set will contain the nodes in the digraph that do not have children. The

set of network ends, from now on referred to as E, begins with a single father node.

This node then fathers three children. These children are added to E, while the father

node is removed from E. The main iteration then begins: a random node from the

E is selected, and, according to a probability4, it fathers from zero to five nodes. If it

fathers a positive number of nodes, it is removed E, and its children are added to E.

If it fathers zero nodes, then it “adopts” one of the children already in E. Since the

node now has a child, it is from removed from E, where its adopted child remains.

Each father-child relationship will represent a reaction in the final metabolic network.

Once the desired number of reactions is reached, the digraph will be turned into a

hypergraph. The digraph is several interconnected paths, with three beginnings and

|E| ends.

3A “normal” graph; one for which both the head and tail of all edges consist of a single vertex.
4During testing, the probability of having n children was given a weight 1

n .
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Transforming the digraph into a hypergraph with the parameters discussed above

is simply a matter of assigning a set of vertices to each node in the digraph. That is,

if there exists in the digraph an edge ed = {n1, n2}, then the corresponding edge in

the network hypergraph will be eh = {v(n1), v(n2)}, where v(ni) returns the subset of

the hypergraph vertices V assigned to ni. Vertices assigned to nodes will not overlap,

i.e. v(ni) ∩ v(nj) = ∅ for all ni and nj in the digraph. Therefore assigning vertices

to nodes becomes a matter of computing how many to assign, which can be done via

equation 5.3.

This design gives the hypergraphs generated desirable properties. First, by cutting

the first three reactions (the ones with the father node), we can test the worst case.

Second, the modularity of the network is controlled by the number of edges in which

a node in the digraph participates. A high modularity ensures that metabolites are

produced and consumed by a small number of reactions. Setting a limit on the

number of children a node may have sets an initial upper bound of five. However, the

number of parents a node may have is not strictly limited, since it depends on how

many nodes “adopt” it before the node itself fathers children. The expected value for

the children a node will have is 2.19, while 0.91 is the expected value for the number

of times a node will be adopted. This means the number of parents most nodes will

have is two, making them more vulnerable to cuts. This modularity is similar to that

of the sample networks, where metabolites have a an average reaction participation

of four.

Test Results

Tests on Eliminated were run on a Dell Precision T5400 workstation with eight

Intel Xeon E5420 processors (2.50 GHz) and 16GB of RAM. The code itself, however,

was not parallelized. Subsequent tests run on an Intel i7 quad-core Dell Latitude
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E6420 (2.70 GHz) therefore showed no performance loss. The algorithm was imple-

mented in Python, and the time was measured using the standard time module.

Figures 5.10, 5.11, and 5.12 summarize the concrete effects of network size and

the number of iterations on evaluating the network elements eliminated by a single

cut. Figure 5.13 records the time required to compile, from a stoichiometric matrix,

the hash table required for the reactants and producers functions. Testing was done

on networks up to six times larger than the previously specified range to denote the

trend more clearly.

Figure 5.10: Relationship of time to main loop iterations for Eliminated

Results Discussion

The practicality of using Eliminated as a subroutine in GenerateCuts is

discussed in 5. The tests tend to agree with the complexity analysis in 3. If we treat

the time it took to compile the reactants and producers directory as a function of the

network size, we can regress a polynomial curve to estimate the complexity. Fitting
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Figure 5.11: Relationship of time to the size of the network

Figure 5.12: Relationship of time to the size of the network
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Figure 5.13: Time required to build the reactants and producers directory

a polynomial curve of degree two yields a residual of 50.19, vastly better than the

570.68 residual the curve of degree one yields. Increasing the degree to three only

minimally improves the residuals to 49.28, that is, about two percent, suggesting the

n2 complexity predicted.

The practical complexity of computing the eliminated elements was also approx-

imated. Each iteration of the main loop was predicted to have approximately n2

complexity. Regressing a polynomial curve to the computation time of Eliminated

as a function of the number of iterations of the main loop the residual went down

from 62.61 to 5.19 when changing the degree of the polynomial from one to two.

It improved to 4.11 when incrementing the degree to three, about twenty percent.

This significant similarity to n3 can be attributed to an increase in the network size

along with the increased iterations. The residual only improved three percent when

incrementing the degree to four.
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The time for computing the eliminated elements as a function of the network size

showed a linear relationship, as in figures 5.11 and 5.12. The respective residuals of

the linear and the quadratic approximations, 2.89 and 2.87, differed by less than one

percent. This is less than the predicted with n2 complexity. In practice, the n3log(n)

complexity is not encountered in the worst case due to the networks’ topology. The

worst case complexity is in2, where i is the maximum number of iterations the main

loop may have. This was proven to be up to 2n, but only when all elements are

eliminated and a single network element is discovered per iteration. Because the

networks are sequential, even when the top three reactions are cut to eliminate all

network elements, multiple reactions and metabolites are added per iteration. Also,

the sizes of previousReactions and previousMetabolites are rarely size n. If they

ever are, it is on the main loop’s last iteration. The log(n) term was not included in

the regressions since the sorting occured at most once, and the merging of lists was

done by Python internals and is thus very fast compared to the other operations.

Testing GenerateCuts

Networks and Undesired Metabolites Used

Testing GenerateCuts was done on two networks from MetaNetX, called

“bigg textbook” [25], which models the core E. coli metabolism, and “bigg iJR904”,

which “expands” [26] bigg textbook. These networks were chosen because this thesis

is primarily intended for use in E. coli applications. They also have the sizes which are

most common to metabolic networks according to our survey. Network bigg textbook

has 95 reactions (142 irreversible) with 94 metabolites, while bigg iJR904 has 1066

reactions (1320 irreversible) with 906 metabolites.

For testing on bigg iJR904 the undesired metabolite was chosen from a set known

to be eliminated by cutting three reactions. This allows for data on successful cuts,
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and has no bearing on the solutions to be tested or how quickly they are evaluated.

For bigg textbook all metabolites were tested one by one as the undesired metabolite,

since it was viable to do so within time constraints. Finally, to generate more data

on successful cuts, if a cut of one or two reactions was successful, the test code still

tested its supersets to see which elements were eliminated.

Test Results

The following tables summarize the results of the GenerateCuts experiments.

Network Cuts Evaluated Time (s) Avg. Time Per Cut Successful Cuts
bigg textbook 477,333 54.25 1.13 ×10−4 10152
bigg iJR904 8,500,00 18071.00 2.23 ×10−3 38876

Table 5.1: GenerateCuts: Total time and cuts evaluated

Tables 5.2 and 5.3 summarize the effects of cuts eliminated the chosen undesired

metabolite from the network verus those that did not. Statistics on table 5.2 are from

cuts for a specific undesired metabolite in bigg iJR904, while 5.3 has statistics from

tests on multiple undesired metabolites.

Effect on bigg iJR904 (Average) Successful Cut Unsuccessful Cut
Metabolites Eliminated 9.78 1.68
Reactions Eliminated 13.12 4.64
Eliminated Iterations 13.42 3.57
Eliminated Time (s) 1.17 ×10−2 3.01 ×10−3

Table 5.2: Effects of Successful and Unsuccessful Cuts in bigg iJR904

Effect on bigg textbook (Average) Successful Cut Unsuccessful Cut
Metabolites Eliminated 1.22 0.33
Reactions Eliminated 5.15 3.54
GetEliminated Iterations 3.04 1.60
GetEliminated Time (s) 2.11 ×10−4 1.10 ×10−4

Table 5.3: Effects of Successful and Unsuccessful Cuts in bigg textbook
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Figure 5.14: Total successful cuts found per metabolite in bigg textbook

Tests were also run to accurately measure how many of the successful cuts had

subsets which were also successful. Tables 5.4 and 5.5 summarize this statistic for the

cuts which eliminated the a specific undesired metabolite from each network.

Cut Size Total Subset also Succesful Percentage
1 3 N/A N/A
2 3955 3954 99.97
3 34918 34909 99.97

Table 5.4: Distribution of Successful Cut Size Evaluated in bigg iJR904

Cut Size Total Subset also Successful Percentage
1 1 N/A N/A
2 142 141 99.30
3 10009 9870 98.61

Table 5.5: Distribution of Successful Cut Size Evaluated in bigg textbook

Figure 5.14 summarizes the number of successful cuts found for each undesired

metabolite tested in bigg textbook. Note that this figure includes only those metabo-

lites for which at least one successful cut was found: a slight majority at 49.
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Figure 5.15: Distribution of percentages of successful single-reaction cuts

Figure 5.15 shows what percentage of the successful cuts found consisted of a

single reaction, for each of the metabolites tested in bigg textbook. Figures 5.16 and

5.17 respectively show the percentages for cuts of two and three reactions. As figure

5.17 suggests, some metabolites can only be eliminated by removing three reactions.

Figures 5.18 and 5.19 show what percentage of successful cuts had successful subsets,

for each metabolite tested.

Results Discussion

Using GenerateCuts to find the set of cuts which will eliminate a set of un-

desired metabolites Z from the network is clearly practical for smaller networks.

Note that all possible 477,333 combinations of reactions were examined in under a

minute. Running the 94 iterations of GenerateCuts necessary to test each of the

metabolites in bigg textbook as Z took less than two hours. More importantly, Gen-

erateCuts need only be run once to relate each cut to a set of eliminated elements.
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Figure 5.16: Distribution of percentages of successful double-reaction cuts

Figure 5.17: Distribution of percentages of successful triple-reaction cuts
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Figure 5.18: Successful Two-Reaction Cuts that are Supersets of a Successful Cut

Figure 5.19: Successful Three-Reaction Cuts that are Supersets of a Succesful Cut
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If the algorithm is modified to create an index system from cuts to elements and vice

versa, all subsequent queries would be as quick as using the index.

In fact, this becomes the only practical way to use GenerateCuts on larger

networks. The performance of GenerateCuts is influenced by the time it takes to

create the directory and the time it takes to evaluate each cut. However, because

even for small networks Eliminated iterates several hundred thousand times, it

is the execution time of Eliminated that becomes the determining factor in the

performance of GenerateCuts. Recall from the complexity analysis in 3 and the

tests in 5 that the execution time of a single iteration of Eliminated increases linearly

with the size of the network. If we compound this with the increase in the size of the

search space, we can begin to assess the limitations of GenerateCuts. From table

5.1 we can see that the average time taken to evaluate a cut in bigg iJR904 is 2.13

×10−3 seconds, 19 times greater than the time for a cut in bigg textbook, a network

9 times smaller. The search space has incremented by a factor of 803, from 477,333

to 383,329,100 cut combinations. When compounding these the time necessary to

evaluate all possible cuts in bigg iJR904 comes to 9.02 days. This is certainly too

long for a query, but may be acceptable as a one time investment for all future queries,

especially if the code is parallelized.

The benefit of optimizing using the monotonicity of Eliminated will now be

discussed. First, recall that if cut X removes a set Z of network elements, the

elements removed by a superset of X will be a superset of Z. To know the full set of

elements eliminated by a superset of X, we would have to run Eliminated on that

superset. Monotonicity should not be used when building an index, and therefore we

will discuss its benefits only in the context of retrieving successful cuts.

The conditions under which this optimization is beneficial are well known, but our

tests show that the exact performance improvement is hard to know a priori. Using
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monotonicity allows us to ascertain whether a cut will be successful or not without

having to run Eliminated on it, but only if the cut is a superset of an already

successful cut. Therefore, optimizing using monotonicity will improve performance

only in cases successful cuts exist for the undesired metabolites. Specifically, the

optimization will improve performance only when the successful cuts found are single

or double-reaction cuts.

We will extrapolate from bigg textbook for our discussion. Testing showed that 49

of the 94 metabolites (52.11%) had at least one successful cut. Of these metabolites,

34 could not be eliminated by cutting a single reaction, as shown in figure 5.15. This is

69.38% of the 49 that could be eliminated and and 36.17% of the total. Six could not

be eliminated by removing two reactions, 12.24% of those which could be eliminated

and 6.38% of the total. The total number of cases for which the optimization is useless

comes to 51: 45 metabolites which could not be eliminated plus the six cases which

have no successful cuts of size two. This is 54.25% of the 94 metabolites studied.

Finally, we assess the concrete improvement in the best case, where successful cuts of

size one and two exist for the chosen undesired metabolite. Multiplying the average

time Eliminated takes to process successful cut (see 5.3 and table 5.5) by the number

of cuts which came from successful subsets we get an improvement of 2.11 seconds.

This is 3.91% of the total running time.

Testing the Quadratic Approximation

Networks and Cost Functions Tested

Testing the accuracy of the quadratic approximation was done on the newtork

described in [27]. Even though is a relatively small network, at 62 irreversible reactions

and 35 metabolites, its behavior has been studied using FBA and has been used to

successfully design E. coli strains of efficient growth [27] as well as predicting stress
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response [28]. It has also been used as a basis for larger metabolic networks [29]. It

was used for this test because its graph [27,30] is simple enough to help interpret the

data results.

The costs for all reactions were assigned randomly. Reaction costs may be based

on anything from the energy required to produce its catalyst, to the energy required

to power the reaction itself, to the number of molecules which compose the catalyst,

or other factors biologically relevant. It is not, however, the focus of this thesis to

measure how a model may be improved by the use of cost functions in the objective.

The intent is to measure the extent to which these functions, which we have assumed

to be step functions, may be accurately described by a quadratic approximation.

Specifically, we would like to know whether the error induced by the approximation

will lead to a significant difference in the approximate least cost flux profile and the

actual least cost profile.

Though assigned randomly, the cost functions used had some restrictions. Even

when choosing an approximation’s parameters to minimize error, its final accuracy

depends on the parameters of the cost function5. Cost functions, as linear step func-

tions, are subject to four parameters. Two of these describe the linear component

of the step function, i.e. the slope and the y-intercept, from now on referred to as

ms and bs. The remaining two are the constant value the step function has before

becoming linear, set to zero according to our model, and the value at which the step

occurs, also zero according to our model. Testing was designed to measure the impact

of these parameters on the accuracy of the approximation.

All values for ms and bs were set to be between zero and one. This was done

to ensure that the trends in accuracy would not be skewed by a reaction cost that

5Equation 4.11
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dominated the rest. For example, given a reaction whose cost function has bs >> 1,

no matter how small its flux is, it will still dominate the cost of the whole profile.

The same can be said for ms >> 1. By restricting ms and bs, even reactions with the

highest possible cost, ms = bs = 1, running at the highest flux will have a moderate

cost of two, which can be offset if the rest of the reactions run at a low enough cost,

especially since there are 62 reactions even in this small model. The approximation

is thus able to diverge more freely in its choice of which fluxes to keep low.

To test for the impact of values for ms and bs sixteen test cases were devised.

The values for ms and bs were binned into four categories: low (0-0.25), low medium

(0.25-0.50), high medium (0.50-0.75), and high (0.75-1). Then, tests were run on each

of the combinations of categories, e.g. one for low ms and bs values, one for low ms

and low medium bs values, and so on. The parameter values for each reaction were

chosen randomly according to the test being run. As an example, all low values for

ms were picked from the range 0-0.25 according to a uniform random distribution.

New random values were picked for every test.

Finally, the objective function was set to be the sum of all cost functions. To

avoid the all zero flux solution, the flux of the biomass reaction was constrained to

be greater than to 1.0 ×10−3, about 80% of its maximum possible flux of 1.2 ×10−3.

This value was chosen to provide some flexibility in the reactions that could form

part of the solution, yet still guarantee a high growth rate.

Test Results

Table 5.6 summarizes the cost for the flux profiles derived by finding the optimal

solution and compares them to the cost of the profiles derived from minimizing the

approximation. Note that the cost given for both profiles is the actual cost, not the

approximate cost.
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ms bs Optimal Cost Approx. Cost Approx./Opt.
Low Low 2.094 2.158 1.030
Low Low Medium 4.665 5.266 1.129
Low High Medium 6.469 7.643 1.181
Low High 9.205 11.103 1.206
Low Medium Low 4.344 4.355 1.003
Low Medium Low Medium 6.956 7.880 1.133
Low Medium High Medium 9.372 9.377 1.001
Low Medium High 11.182 11.204 1.002
High Medium Low 6.946 6.946 1.000
High Medium Low Medium 9.325 9.336 1.001
High Medium High Medium 11.214 11.230 1.001
High Medium High 13.671 13.672 1.000
High Low 8.559 8.571 1.001
High Low Medium 11.439 11.450 1.001
High High Medium 13.551 13.561 1.001
High High 15.804 15.818 1.001

Table 5.6: Cost of the Optimal and Approximate Solutions, for all Test Cases

Figures 5.20, 5.21, and 5.22 compare the optimal flux profile to the profile derived

from mimizing the quadratic approximation, for a sample of the tests. Each flux has

two parts, the optimal (left) and the approximation (right).

Results Discussion

Testing revealed a major flaw in our approach. We intended to use interior point

methods to solve the approximation’s quadratic program. Interior point methods

find the optimal solution with polynomial complexity, but impose certain constraints

on the quadratic objective function [31]. Among other constraints, the quadratic

coefficients, (qa in Chapter 4) must be zero or positive. Because this would decrease

the accuracy of our approximation, we opted to use the active set method solver in

the QUADPROG optimizer for MATLAB. While it does not guarantee optimality, a

higher number of iterations yields higher optimality. The tests were run in case active
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Figure 5.20: Optimal vs. Approx. Fluxes, Low ms-Low bs and Low ms-High bs
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Figure 5.21: Optimal vs. Approx. Fluxes, Low Medium ms-Low Medium bs
and Low Medium ms-High Medium bs
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Figure 5.22: Optimal vs. Approx. Fluxes, High Medium ms-Low bs and
High ms-Low bs
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set methods could achieve acceptable accuracy in much less time. The binary linear

program was also solved using MATLAB’s optimizing toolbox.

On average, both the binary linear program and the quadratic approximation were

solved in less than one second. However, as the results show, especially figure 5.20,

the difference in accuracy can be significant. Therefore, using the approximation is

not justified. To fully differentiate the difference in performance, a stress test was

performed using one of the largest E. coli networks available: seed Opt83333 1 with

1639 metabolites and 1769 (2972 irreversible) reactions. Solving the binary linear

program took an hour with four parallel processes, much shorter than the four hours

it took the quadratic program solver to stop. When it did stop, it did so because the

maximum number of iterations allowed had been exceeded. Clearly, it is detrimental

to both accuracy and time to use a quadratic approximation such as we devised.

Some curious trends in error can be seen in, table 5.6, the details of which can be

observed in figures 5.20, 5.21, and 5.22. Namely, the accuracy of the approximation

improves with a higher ms, and the optimal solution may be very nearly found using a

quadratic approximation even when bs > 0. The approximation accuracy will decay,

however, if ms becomes too high, even with a low bs.

Due to the random reassignment of ms and bs values, the exact values for the

optimal flux profile change between tests. However, the average difference between

optimal flux profiles is only 4.96 ×10−3 per flux, that is, 2.61% of the average value

of non-zero fluxes of 1.90 ×10−1. The largest difference in an optimal flux between

tests was 2.73 ×10−2 on an average flux size of 3.29 ×10−1: a change of 8.28%. What

this implies is that for the given network and parameter space, the optimal solution is

unique. That is, for all tests the optimal soution will give preference to the same set

of reactions. Given a unique optimal solution, we may consider discrepancies between

the optimal flux profile fo and the approximation flux profile fa as errors, not valid
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alernatives. Furthermore, if fa differs from fo in the same way across two tests, we

may infer that the same error was made.

Figures 5.20, 5.21, and 5.22 illustrate the trends in error. Discrepancies between

fa and and fo, for low ms are salient to the point of running the forward version of

a reaction in fo and the reverse version in fa (reaction indices 1 and 2), to fa having

a flux of almost 0.5 on a reaction with flux zero in fo (index 61), as in fig. 5.20.

However, as ms increases the fluxes in both profiles become very similar, but are

never quite equal. Unfortunately it is unclear whether this is due to stopping criteria

of the solver or the error from the approximation.
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CONCLUSIONS

This chapter will discuss the usefulness of the algorithms presented in the thesis,

in light of the results in Chapter 5.

Chapter 5 shows that, for our application, directly solving the binary linear pro-

gram is preferable to using a quadratic approximation. Even though in larger net-

works this may take hours to solve, the active set solver by no means provided any

benefit to performance. Quadratic approximation in general should be discarded as

an approach, since negative qa values, the only ones which provide a better accuracy

than a linear approximation, make the problem non-convex. Research has shown this

type of problem to be NP-Hard even for simple cases [32], even though interior point

methods have been used as subroutines for non-convex problems [33].

On the other hand, Chapter 5 proves that both Eliminated and GenerateCuts

perform well for small metabolic networks. The performance of GenerateCuts,

however, decays rapidly with the size of the network since the number of iterations of

Eliminated increases combinatorially. This is aggravated by an increase in running

time per iteration of Eliminated proportional to the increase in the size of the

network. Even though processing a network with 142 reactions takes just under a

minute, extrapolating from the results in Chapter 5, networks with 300 reactions and

300 metabolites would take fifty minutes to process and those with 500 reactions and

500 metabolites would take four and a half hours.

The performance enhancements given by the monotonicity optimization are doubt-

ful. Since the optimization only reduces the running time when a small successful

cut is found, its overall impact is very limited in most cases. Perhaps the best use of

the monotonicity optimization would be to use it to come up with a set of successful

cut alternatives quickly. Trying all cuts of one or two reactions first would take much
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less time than the depth first approach in GenerateCuts and, assuming that the

metabolites in bigg textbook are not more vulnerable to cuts than those in other

networks, it may be that the metabolite we wish to eliminate is one of nearly half

of the metabolites in the network that can be eliminated by two or less reactions.

Extrapolating, all cuts of size one or two for a network of 500 reactions and 500

metabolites may be evaluated in around two minutes. However, this approach can

only be guaranteed to find a subset of the successful reactions, and in networks as

large as bigg iJR904, trying out all cuts of size one and two would still take around

a half hour.

Even with its n3log(n) complexity, Eliminated is quick enough to completely

enumerate the effects of any cut in less than one minute, even if we include building

the hash table required as part of the algorithm’s cost. Chapter 5 introduced the

notion of modifying GenerateCuts to build an index mapping cuts to effects as an

investment for all future queries. However, to properly assess whether the investment

is worth making, a discussion of the alternative approaches to generating cut sets is

necessary. Hädicke and Klamt, in [34], distinguish three approaches to generating cut

sets, including their own.

The main idea behind their approach is to eliminate a set of undesired reactions

from the network by disabling all the elementary modes in which these reactions

occur. Their approach has three steps. First, compute the set of elementary modes.

Then, make an undirected hypergraphH whose edges are the set of elementary modes

which contain the reactions we wish to eliminate, and whose vertices are the set of

reactions in those modes. An edge ei will contain a vertex rj if rj has a non-zero flux

in the elementary mode ei. Finally, compute the transversal of H. The transversal

of H, or tr(H), is a hypergraph that has the same vertices as H, but the edges
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are the minimal vertex covers1 of H. Therefore, selecting an edge from tr(H) and

removing all the vertices in that edge from H is tantamount to removing a minimal

set of reactions that form part of all elementary modes that contain the undesired

reactions.

Comparing this approach, henceforth Transversal, to GenerateCuts it

should be noted that they do not solve exactly the same problem. Transversal

finds the set of reactions which will eliminate a set of undesired elementary modes.

Though removing a target reaction (especially target reactions like “biomass” which

cannot be cut directly) was the algorithm’s original purpose [13], it is really only

a means of choosing which elementary modes are undesirable. Elementary modes

might be considered undesirable for other reasons [34]. On the other hand, modifying

GenerateCuts to judge whether a cut is successful or not based on whether it

eliminates a set of elementary modes can be done since Eliminated computes a list

of the reactions that a cut removes, which can then be shown to intersect with all the

undesired modes, or not. However, since GenerateCuts was developed to remove

metabolites from the network, the data we have is pertinent for this application only.

Therefore, our comparison is done exclusively in this context.

Comparing the complexity of Transversal and GenerateCuts is difficult.

In [35], Acuña, et al. mention that the complexity of computing the set of elementary

modes is unknown even though it is known that there may not be more than
( |R|
|M |+1

)
of

them. Computing the transversal of a hypergraph is also of unknown complexity; even

the complexity for the most popular approach, Berge’s algorithm, is unknown [13].

Thus, any comparisons in performance must be done by running time alone.

1 A vertex cover for a graph G = (V,E) is a set vc ⊆ V such that for all ei ∈ E, ei ∩ vc 6= ∅. A

minimal vertex cover v∗c is one for which no set vs ⊂ v∗c is also a vertex cover.
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GenerateCuts takes less time on average.. Performance tests for Transver-

sal are found in [13], where the tests were run on a Sun Fire V90 with 32GB of

RAM and 16 processors (1200MHz). The tests were as follows: the set of elementary

modes to be eliminated was given to Transversal as binary array with rows for

each mode and columns for each reaction. The minimal cut sets were then derived

by computing the transversal of the input modes after some preprocessing steps. The

metabolic network used for testing was the E. coli central metabolism, consisting of

of 110 reactions and 89 metabolites. To assess the vulnerability of the system, the

biomass reaction was chosen as the reaction to be eliminated. Four runs were made:

each one for modes active under different substrates, e.g. one included only the modes

active while the organism grew exclusively on acetate, another for the modes active

under glucose growth, etc. Three of the four runs lasted more than ten minutes, the

remaining one ran for five seconds.

We may compare the running time for both algorithms because GenerateCuts

is able to solve the same problem, even though, unlike Transversal, it requires

the stoichiometric matrix of the original metabolic network to do so. Suppose that,

along with the matrix, GenerateCuts is given the matrix of active modes that

Transversal is given. From this list we may derive the subset of reactions in

the original metabolic network we will consider and use that as the input stoichio-

metric matrix for GenerateCuts. Also, we replace the biomass reaction with the

biomass metabolite as our target. The run of Transversal which was solved in

five seconds dealt with 104 original reactions. However, the runs which lasted longer

than ten minutes also dealt with 104 or 105 reactions. The average running time for

Transversal was four hours. The last two runs, which dealt with several thousand

modes rather than the several hundred for the first two tests, caused this steep dis-
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crepancy. Interestingly, even in the worst case, the Berge algorithm never ran more

than 12 minutes, meaning most of the computational time was spent in preprocessing.

Though GenerateCuts outperforms Transversal in the context of finding

feasible cuts for eliminating metabolites from a network, it should be recognized that

Transversal will find the minimal cut sets, i.e. it will find a set of reactions that

remove the metabolites even if they are infeasible by modern technology. Granted,

this is considered a useless result for our application, but it may yet be useful to

the researcher as technology progresses. The performance of GenerateCuts should

be expected to decay quite rapidly with an increase of the number of feasible cuts,

since
(|R|

4

)
>>

(|R|
3

)
for our range of values. We will defer the comparison with

the other two approaches, OptKnock [36] and Minimal Metabolic Functionality [37].

These approaches also generate minimum cut sets, but the criteria for generating

cuts is that they must maximize biomass production. As such, comparing them to

GenerateCuts is not only more difficult, but also less sensible. While part of the

motivation behind GenerateCuts is to improve the efficiency of the organism, this

does not inform the generation of cuts directly.

In conclusion, the contribution of this thesis is two-fold. GenerateCuts is shown

to be a feasible alternative for the derivation of feasible cuts for the removal of elements

from small networks. It is also shown to be worth the investment of computing power

to study larger networks still within the 1300 reaction range, especially since the

code has high parallelizing potential, and the efficiency of alternative approaches is

dependent on the number of elementary modes in these larger networks, which can

reach half a million even for networks of size 110 reactions by 89 metabolites [38].

These performance enhancements are perhaps a product of the limitations on the

solution space imposed by GenerateCuts.
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FUTURE WORK

As pointed out in previous chapters, there are several straightforward improve-

ments that should be applied to GenerateCuts. Perhaps the most useful one is to

parallelize the code to allow the user to take full advantage of the computer power he

or she may have. A second improvement would be to modify the iterative structure

of GenerateCuts. Recursive algorithms usually consume a lot of memory, and

there is no requirement for GenerateCuts to iterate through the cuts in any order.

In fact, it may be better to iterate through all the smaller cuts first (breadth-first

search) since this may yield more varied solutions earlier in the execution. These two

improvements may complement each other; we may choose to parallelize the code

by separating the cuts to be evaluated into queues and assigning to each queue a

process which evaluates Eliminated on each cut in the queue and stores the result.

The smaller cuts would be the first to be distributed evenly among the queues. In

fact, the traversal itself of the search space is ripe for improvement. With the queue

structure, all that is needed is a special process that computes the next cut for any of

the processes that request one to evaluate. This can serve as a testing ground for any

number of heuristics that we may wish to try, e.g. enumerate the combinations of

reactions nearest to the undesired network elements first, and then gradually include

the farther ones.

An extension of GenerateCuts to improve subsequent queries is to build an

indexing system to map cuts to eliminated elements. Ideally this would allow the

user to query both ways. That is, via the indexing system a user would be able to

input a set of elements to be removed, and the server would return the appropriate

set of cuts to try out, along with the complete list of elements removed by those

cuts: the functionality of GenerateCuts. The reverse would be the functionality of
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Eliminated where the query is a cut and the response would be the set of eliminated

elements.

Eliminated may also be put to use outside of GenerateCuts. Haus, et al.

ran performance tests in [13] on Transversal because they were testing it against

another algorithm they had developed. This algorithm takes the same input as

Transversal, but unlike Transversal, it does have a complexity bound, and it is,

in their words, “surprisingly good”. The bound is mo(log(m)) where m is the combined

size of the elementary modes fed as input and the transversal to be output. This is

a good bound considering the possibly combinatorial expansion of the alternatives.

This algorithm requires an oracle which will decide whether a given cut is a valid

cut set. Haus, et al. used an LP which tried to maximize the flux of the undesired

reactions as their oracle. If the flux was non-zero, then the cut was not a valid cut

set. Eliminated has the possibility of being much faster and therefore improving

the performance considerably.

The functionality of GenerateCuts and Eliminated should also be comple-

mented by a module designed to rank the cuts returned. All other approaches to

generating cuts seem to take the biomass objective (or some other objective besides

minimizing the flux of undesirable reactions) into consideration as a way of ranking

their cuts. A ranking system may be put in place after GenerateCuts has gener-

ated the list of candidates to help the researcher distinguish among candidates, the

simplest of these ranking systems being the biomass flux. Interestingly, in [34] the

cuts returned are required to preserve a certain number of desired modes. A similar

policy of preservation is straighforward to implement in GenerateCuts since it is a

matter of confirming that certain reactions are not members of the set of eliminated

elements.
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