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ABSTRACT  

 
Since the amount of text data stored in computer repositories is growing every 

day, we need more than ever a reliable way to group or categorize text documents. Most 
of the existing document clustering techniques use a group of keywords from each 
document to cluster the documents. In this thesis, we have used a sense based approach to 
cluster documents instead of using only the frequency of the keywords. 

We use relationships between the keywords to cluster the documents. The 
relationships are retrieved from the WordNet ontology and represented in the form of a 
graph. The document-graphs, which reflect the essence of the documents, are searched in 
order to find the frequent subgraphs. To discover the frequent subgraphs, we use the 
Frequent Pattern Growth (FP-growth) approach, which was originally designed to 
discover frequent patterns. The common frequent subgraphs discovered by the FP-growth 
approach are later used to cluster the documents.  

The FP-growth approach requires the creation of an FP-tree. Mining the FP-tree, 
which is created for a normal transaction database, is easier compared to large document-
graphs, mostly because the itemsets in a transaction database is smaller compared to the 
edge list of our document-graphs. Original FP-tree mining procedure is also easier 
because the items of a traditional transaction database are stand-alone entities and have 
no direct connection to each other. In contrast, as we look for subgraphs in graphs, they 
become related to each other in the context of connectivity. The computation cost makes 
the original FP-growth approach somewhat inefficient for text documents.  

We modify the FP-growth approach, making it possible to generate frequent 
subgraphs from the FP-tree. Later, we cluster documents using these subgraphs.  
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CHAPTER 1  

INTRODUCTION 

 
Organizations and institutions around the world store data in digital form. As the 

number of documents grows, we need a robust way to extract information from them. It 

is vital to have a reliable way to cluster massive amounts of text data. In this thesis we 

present a new way to mine documents and cluster them using graphs.  

Graphs are data structures that have been used in many domains, such as natural 

language processing [1], bioinformatics [2] and chemical structures [3]. Nowadays, their 

role in data mining and database management is increasing rapidly. The domain of graph 

mining includes scalable pattern mining techniques, indexing and searching graph 

databases, clustering, classification and various other applications and exploration 

technologies. Graph mining focuses mainly on mining complicated patterns from graph 

databases. This can be very expensive, as subgraph isomorphism [4] has very high time 

and space complexity compared to other operations of different data structures [5].  

The problem of frequent subgraph mining is to find the frequent subgraphs in a 

collection of graphs. A subgraph is frequent if its support (occurring frequency) in a 

given graph database is greater than a minimum support. Currently, there are two major 

trends in frequent subgraph mining: the Apriori-based approach and the Pattern-growth 

approach [3] [6] [7]. The key difference between these two approaches is how they 

generate candidate subgraphs.  
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In this thesis, we have utilized the Frequent Pattern growth (FP-growth) approach 

[8] that discovers frequent patterns (i.e. association rules), and modified this approach so 

that it can discover frequent subgraphs. Originally, this algorithm was designed to mine 

frequent itemsets in the domain of market basket analysis [9], which examines the trend 

of consumers’ choices during purchases. Unfortunately, it was not designed with graph 

mining in mind and does not efficiently mine frequent subgraphs. We made the necessary 

changes to this algorithm so it can be used for graph mining. 

Using an algorithm for association rule mining [10] to cluster documents based on 

their concept is a fairly new approach. Most of the current document mining techniques 

depend on the frequency of the keywords or the bag-of-words (BoW) approaches [11] to 

cluster documents. In these models, a document is represented as a vector whose 

elements are the keywords with their frequencies. In most cases, this is not sufficient to 

represent the concept of the document and can give an ambiguous result. If we have 

thousands of documents, we have to store a large amount of information about the 

keywords. Also, there is no way to keep the information concerning the relationship 

between the keywords in each document. Many words have multiple meanings, and once 

they are stored as individual units, it is hard to identify the specific meaning of a keyword 

in that document. In the BoW representation of the documents, the overall concept of a 

document does not become apparent. Therefore, it may provide low quality clustering.  
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Scope and Objectives 

 
In this thesis, we mostly focus on retrieving the senses of the documents to cluster 

them. Sense-based document clustering is more human-like and we believe that it 

provides more accurate clustering. Our approach has three major steps: 

1. Transforming documents into graphs, 

2. Discovering frequent subgraphs in the document-graphs, and 

3. Clustering documents using the discovered frequent subgraphs. 

We have used the 20NG [12] dataset as our benchmark corpora, which consists of 

19,997 articles divided into 20 categories. From these articles, a set of keywords is 

selected using the Bow [13] toolkit. We use WordNet [14] to retrieve part of speech 

information about the keywords. In this work, we have concentrated only on the noun 

keywords. 

Once we have the noun keywords, we use WordNet’s IS-A relationship to create a 

graph to represent the relationship between the keywords in a document. The graph, 

called the document-graph, is the hierarchical representation of the keywords appearing 

in a document. We construct such hierarchical document-graphs for every document in 

the archive. In the second stage of this process, these document-graphs are searched for 

frequent subgraphs using the FP-growth approach. As we stated earlier, FP-growth has 

been developed primarily for discovering frequent itemsets. These itemsets are stand-

alone entities which do not need to maintain properties of graphs. We have made 

necessary modifications to the FP-growth algorithm so that it can be used in the graph-

mining domain to discover frequent subgraphs. To make our FP-growth approach faster, 
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we do not generate all possible frequent subgraphs; rather we generate subgraphs that are 

important for clustering. Subgraphs found at the top levels of the ontology are not good 

candidates for clustering because they appear in most of the documents. Similarly, 

subgraphs found at the bottom levels of the hierarchy are too specific to perform accurate 

clustering. Our FP-growth approach generates most of the subgraphs from the mid-levels 

of the ontology. 

In the context of document-graphs, frequent subgraphs hold the key concepts that 

appear frequently in the document archive. After the generation of frequent subgraphs, 

the resultant graphs do not have to contain all of the original keywords. Instead, we focus 

on the hierarchy of concepts related to those keywords. Therefore, the process of frequent 

 
 
 

 

 

 

 

 

 

 

 

 

Figure 1: Graph-based document clustering approach. 
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subgraph mining in documents can also be viewed as a process of frequent concept 

mining. The overall procedure followed in our graph-based text document clustering is 

shown in Figure 1.  

 
Thesis Organization 

 
The rest of this thesis is organized as follows. Chapter 2 describes the background 

literature. We give an overview of FP-growth and explain the methodology along with 

the details of the modification in Chapter 3. The results and their comparisons comprise 

Chapter 4. Finally, we conclude in Chapter 5 by describing the outcome and the future 

direction of this research. 



 

 

 

6

CHAPTER 2  

BACKGROUND  

 
In this chapter, we will explain some of the key terms that have been used 

frequently in the thesis. We start by describing the principle of the WordNet [14] 

ontology. We use the WordNet ontology to create the document-graphs for each 

document. The document-graphs are used to discover frequent subgraphs using 

association rule mining [10]. Thus, we also explain the idea behind association rule 

mining. This is followed by a section that describes a specific approach of graph mining 

(pattern-growth). At the end, we give a brief overview of text mining.  

 
WordNet 

 
WordNet [14] is a semantic lexicon for the English language. We have utilized it 

to retrieve the semantic relations between noun keywords of the documents. The benefit 

of WordNet is that it produces a combination of a dictionary and a thesaurus that is more 

intuitively usable. It divides the lexicon into five categories: nouns, verbs, adjectives, 

adverbs, and function words. WordNet groups words into sets of synonyms called synsets 

and also provides short, general definitions and examples. Every synset contains a group 

of synonymous words or collocations; different senses of a word appear in different 

synsets. Most synsets are connected to other synsets via a number of semantic 

relationships. These relationships vary based on the type of word.  
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In WordNet nouns are organized in lexical memory as topical hierarchies, verbs 

are organized by a variety of entailment relations, and adjectives and adverbs are 

organized as N-dimensional hyperspaces. Each of these lexical structures reflects a 

different way of categorizing experience. Attempts to impose a single searching principle 

on all categories will badly misrepresent the psychological complexity of lexical 

knowledge. This is why we chose only one part of speech, the noun, for this thesis. Also, 

since WordNet has different kinds of semantic relations among nouns, it might become 

ambiguous if we try to incorporate all of them into a single graph. This is why we only 

use the hypernymy relation (IS-A) between nouns. Definitions of common nouns in 

WordNet typically give a super-ordinate term along with its distinguishing features. The 

distinguishing features are entered in such a way that it creates a lexical inheritance 

system, a system in which each word inherits the distinguishing features of all its super-

ordinates.  

We transform the documents into graphs using the WordNet ontology of the 

keywords that the documents contain. Later we utilized the FP-growth approach, which is 

a special kind of association rule mining algorithm, to discover the frequent subgraphs 

from the document-graphs. 

 
Association Rule Mining 

 
 The aim of association rule mining [10] is to discover frequent patterns that 

appear together in a large database. In the context of market basket analysis, let 

{ }diiiI .....,,, 21=  be the set of items and { }NtttT .....,,, 21= be the set of transactions made 
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by consumers. Each transaction ti contains a subset of the items from the set I. A set of 

items in a transaction is called an itemset. The rules are generated depending on the 

itemsets that appear frequently. The quality of an association rule can be determined by 

the support and confidence count. Support of a rule YX ⇒ is the percentage of 

transactions that contains both the items X and Y. Confidence YX ⇒ is the number of 

transactions that contain X and Y divided by the total number of transactions that contain 

X. Usually an association rule is said to be interesting if it satisfies a minimum support 

threshold and a minimum confidence threshold.  

Two most popular approaches to association rule mining are Frequent Pattern 

growth (FP-growth) [8] and Apriori [15]. Apriori algorithm uses prior knowledge of 

frequent itemsets to generate the candidate for larger frequent itemsets. It relies on the 

relationship between itemsets and subsets. If an itemset is frequent, then all of its subsets 

must also be frequent. But generation of the candidates and checking their support at each 

level of iteration can become costly. FP-growth introduces a different approach here. 

Instead of generating the candidates, it compresses the database into a compact tree form, 

known as the FP-tree, and extracts the frequent patterns by traversing the tree.  

We have developed an FP-growth-based approach for document clustering. As in 

our system the documents are represented by graphs, we made the necessary changes to 

the FP-growth algorithm so that instead of generating frequent itemsets it can generate 

frequent subgraphs. Details of the FP-growth algorithm are described in Chapter 3. Since 

we are using graphs to discover the frequent subgraphs, we will now present a review of 
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pattern-growth approach of graph mining. We have used DFS coding in our document-

graphs inspired by one of these approaches (i.e. gSpan [3]).  

 
Pattern Growth 

 
 

Recent research on pattern discovery has progressed from mining frequent 

itemsets and sequences to mining complicated structures, including trees and graphs [7]. 

As a general data structure, graphs can model arbitrary relationships among objects. 

Graph mining focuses on mining frequent subgraph sets [16] and special path mining  

[17]. The pattern growth approach [18] [19] avoids two costly operations of Apriori 

approach [20]: joining two k edge graphs to produce a new (k+1) edge candidate graph 

and checking the frequency of these candidates separately. These two operations are the 

performance bottleneck of the Apriori algorithms. Pattern growth mines frequent patterns 

without generating candidates. The method adopts a divide-and-conquer approach to 

partition databases based on the currently discovered frequent patterns. Moreover, 

efficient data structures have been developed for effective database compression and fast 

in-memory traversal [21]. One algorithm, Diagonally Subgraphs Pattern Mining (DSPM), 

has been developed that uses some features from both Apriori and FP-growth approach 

[6].  

A number of pattern-growth algorithms have been invented and used for frequent 

subgraph mining. Among these, Molecular Fragment Miner (MoFa) [2] is extensively 

used in bioinformatics. Graph–Based Substructure Pattern Mining (gSpan) [3] uses 

canonical labeling and the right-most extension technique. GrAph/Sequence/Tree 
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extraction (Gaston) [22] begins by searching for frequent-path, then frequent free trees 

and finally cyclic graphs. Yan et al. presented another new method: Closed graph pattern 

mining (CloseGraph) [23]. The success of this method lies in the development of the 

novel concepts of equivalent occurrence and early termination, which help CloseGraph 

prune the search space substantially with small additional cost.  

In our thesis, the frequent subgraphs discovered by the modified FP-growth 

approach were used to cluster the documents. Next section will give a brief overview of 

some of most commonly used text mining techniques.  

 

Text Mining  

There have been a number of efforts to make organizing text documents easier 

and more efficient [24] [25]. To improve the efficiency of document clustering, they have 

been transformed to vectors that describe the content of that document [26] [27]. Most 

terms in a document are function words; they are usually removed by almost all 

clustering methods at the very beginning. Stemming [28] is another useful operation that 

collapses different word forms to a common root. Thus, the verb go, went and going will 

all be mapped to the same root go.  

A word appearing multiple times in a document may or may not be relevant to 

document clustering. Term frequency, jitf , , indicates the relevancy of the word. It 

indicates the frequency of a term ifw appearing in a document jd . To indicate how 

informative a word is, the vector space model uses inverse document frequency (idf), 
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defined as: { }dt
D

idf
∈

= log , where D is the total number of documents in the 

document set and { }dt ∈  is the number of documents containing the term t. In the 

classic vector space model [26], the term-specific weights in the document vectors are 

products of jitf ,  and idf. The weight vector for document d is 

[ ]T
dNddd wtwtwtv ,,2,1 ,...,,= where 

{ }ji
D

tfwt jiji ∈
⋅= log,, . The similarity in vector 

space models is determined by using various measures between the document vectors 

where overlapping word indicates similarity. The most popular similarity measure is the 

cosine coefficient, which measures the angle between two document vectors [29].  

Aside from the vector space model, thematic description treats the text as a set of 

tokens, which can be either equal or completely different. Conceptual graph 

representation, however, permits us to describe the text as a set of concepts and relations 

between them [30] [31]. They can partially differ and partially coincide. Extensive 

studies have been conducted with document graphs in the field of document 

summarization [32] [33]. A document graph contains two kinds of nodes, concept/entity 

nodes and relation nodes.  

Although we also name our graph representation of the documents as document-

graph, our document-graphs have different structure than the document graphs described 

in [32] [33]. We use only one type of node that stores the synsets, and we use the noun 

keywords with their hypernymy relationship to construct our document-graphs. 
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CHAPTER 3  

METHODOLOGY AND IMPLEMENTATION 

 
In this chapter, we explain the implementation details of this thesis. The overall 

mechanism we used in this thesis is briefly portrayed in Figure 2. 

In the following sections we describe the 20NG dataset [12], the preprocessing 

required for this work, the details of the FP-growth algorithm, and our modified version 

of FP-algorithm for frequent subgraph discovery. Additionally, we analyze FP-growth 

approach and point out its problems for subgraph discovery. We also describe the 

clustering mechanism and its evaluation used for documents’ clustering.  

 

Keywords W and their 
frequency per document

Frequent 
Subgraph 
Discovery 

Frequent 
Subgraphs 

Create and label Master 
Document Graph (MDG), and 
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each document  
WordNet 

Hierarchical Agglomerative Clustering 
(HAC)  

Dataset: 20NG 

Labeled DGs 

Bow 

FP‐growth 

Create the 
FP‐tree 

Document Clustering 

Pre‐processing 
i

 
Figure 2: Overall mechanism of graph-based document clustering using FP-growth. 
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Dataset 

 
20 NewsGroup (20NG) [12] is a dataset that consists of 20,000 text documents 

taken from 20 Usenet newsgroups. Around 4% of the articles are multi-labeled. It means 

that one article may belong to multiple groups due to its content. The articles are normal 

postings on various topics: they have headers including subject lines, signature files and 

quoted portions of other articles. A number of subsets exist for the 20NG dataset [34]. In 

this thesis, we use customized subsets of 20NG. For our experiments, we have used two 

subsets of 20NG: one contains 500 documents from 5 groups and the other contains 2500 

documents from 15 groups. We use Bow [13] to extract keywords from the documents’ 

corpora. Bow contains a library of C code that has been mostly used for writing statistical 

text analysis, language modeling and information retrieval. Based on the set of retrieved 

keywords (W), two files are generated: one contains the sparse matrix for each document, 

the other file contains the set of selected keywords (w) appearing in the documents and 

their corresponding frequencies. Table 1 gives a brief description of the files generated by 

Bow. 

Table 1: Description of 2 files generated by Bow for 20NG dataset. 

File Content 

Filename Group   w1  w2   w3  w4…… Sparse Matrix 
42222  alt.atheism  1 1 1 1..  
42223  alt.atheism  0 1 0 0..   
42224  alt.atheism  1 1 0 0..  

Filename Group    Word-frequency Word-
frequency 42222  alt.atheism  article 2  writes 1  game 4 … 

42223  alt.atheism  writes 3  … 
42224  alt.atheism  article 1  writes 1  god 3 … 
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Pre-processing  

 
In our thesis, we use the word-frequency file generated by Bow to create the 

document-graph for each document. The relationship between the keywords in a 

document is retrieved using the WordNet ontology. In WordNet, words are related to 

each other based on different semantic relationships among them. We have considered 

the hypernymy relation of noun keywords, which is a super-ordinate or IS-A (“a kind 

of”) relationship. We believe that, for sense-based document clustering, this relation is 

more suitable than the others because it provides the generalization of a concept or a 

word. For example, the word Orion will create a hypernymy hierarchy as stated below: 

Orion @ …@ Universe @  Natural object @  Physical object @  Entity 

where @  denotes a semantic relation that can be read ‘is a.’ If we can utilize this 

relationship during the clustering of the documents, a document containing the word 

Orion will have a high chance of being in the cluster that has documents related to 

Universe, even though the other documents in the cluster may not contain the exact word 

Orion.  

In the most updated version of WordNet, Entity is the highest level of abstraction 

and all the words connect to it. Thus, for each keyword of a document, all of their 

hypernymy hierarchies will be connected up to Entity. This results in a connected graph 

called a document-graph (DG). Once we have all the DGs, we create a Master Document 

Graph (MDG) [35] by selecting all the keywords and creating one graph based on the 

keywords’ IS-A relationship in the WordNet. We use the MDG for a number of reasons. 

Instead of taking the entire WordNet as the background knowledge we use MDG that 
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contains the ontology related to the keywords only. This allows us to concentrate on the 

area of the WordNet which is relevant to our dataset. Second reason why we use the 

MDG is that it can facilitate the use of the DFS codes. The DFS code helps us to mark 

each edge uniquely, so even if the same edge appears in various DGs, all of them will 

have the same DFS code. Finally, MDG can help our modified FP-growth approach for 

checking the connectivity constraint.  

FP-growth was designed for mining frequent itemsets in market basket dataset 

[9]. We transformed our graph representation of the documents to a table consisting of 

list of edges appearing in each document. This helps us to fit the frequent subgraph 

discovery task to frequent itemset discovery problem. Each edge of the DG is considered 

to be an item of a transaction, and each document is considered a transaction. We used 

DFS coding inspired by gSpan [3] to identify the edges. The code is generated by 

traversing the MDG in Depth First Search order. This gives us the DFS traversal order 

(DFS code) for the entire MDG. This unique DFS code is used to mark every edge of all 

the DGs. DFS codes are mostly used as canonical labels. They also provide a useful way 

to point out the edges that create cycle in the MDG. Cycles are very common in WordNet 

as one word may have different meanings all of which can share one common higher 

abstraction level. The edge that creates a cycle is known as the backward edge. All the 

other edges are called forward edges.  

The mechanism to create the MDG from the DGs and generating DFS codes are 

described from Figure 3 through Figure 5. Figure 3 shows the DGs of three documents. 

The keywords (marked as black nodes) are retrieved by Bow [13]. We generate the DGs 



 

 

 

16

by traversing the WordNet ontology up to the Entity level from each keyword. For a 

keyword, the more we traverse to the upper levels of the hierarchy the concept of that 

keyword becomes more abstract. This behavior plays an important role in our sense-

based clustering approach. Very high abstractions do not provide relevant information for 

clustering. All the keywords can be linked back to Entity causing the high level 

abstraction to appear in all the DGs. A concept that appears so frequently does not 

provide enough information to separate the clusters properly. This can influence the 

clustering towards a single cluster as well. 

Figure 4 (a) shows the MDG for the three DGs presented in Figure 3. The MDG 

is created by taking all the keywords and creating a single graph based on their IS-A 

relationship in the WordNet. Figure 4 (b) shows the construction of the DFS codes of the 

MDG. The dashed lines show the backward edges of the graph. Each of the DFS codes 

points to a unique edge of the MDG. Once we have the DFS codes of the edges of the 

MDG, we use this information to mark the edges of the DGs. Figure 5 shows each DG 

with the imposed DFS codes from the MDG. Finally, we get a set of documents having 

all the edges marked using consistent DFS codes. We use these DFS codes for the edges 

of each document as items appearing in a transaction. This makes our dataset compatible 

for the original FP-growth that was designed for a transaction database where each of the 

transactions contained a list of items purchased by the consumer.  
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Figure 3: DGs for 3 documents. 
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Figure 4: MDG for the repository of the 3 DGs of Figure 3. 
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The FP-growth Approach  

 
The FP-growth algorithm consists of two major steps. First we must create an FP-

tree which is a condensed representation of the dataset. Then we need to create a mining 

algorithm that would generate all possible frequent patterns from the FP-tree by 

recursively traversing the conditional trees generated from the FP-tree. 

 
Creating the FP-tree 

The algorithm that creates the Frequent Pattern (FP) Tree is shown in Table 2. 

This algorithm first scans the DG database (DB) to find the edges that appear in the DG 

database. These edges and their corresponding supports are added to a list called F. Then 

we create a hash table called transactionDB for all the DGs. Hash table is a data structure 

that associates keys with values. Given a key it finds the corresponding value without 

linearly searching the entire list. The document ids are stored as the keys of our hash 

table. A value against a key stores a vector consisting of all the DFS codes of the edges 

for the DG in the corresponding key. Based on the minimum support (min_sup) provided 

by the user, the list F is pruned and sorted in descending order. This newly created 

frequent edge list is denoted as the FList. Thus, 

( ){ }1supmin_,|, +≥≥∈= iiiiii andMDGeeFList ββββ . Based on the sorted order 

of FList, transactionDB is also altered so that all the infrequent edges are removed from 

each entry and the most frequent edges appear at the beginning. 

Once we have the sorted FList and transactionDB, we create the FP-tree. Initially 

the root of the FP-tree is an empty node referred to as null. We then call the insert_tree([p| 
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Pi], T) method to insert the sorted edges of DGi in the FP-tree, denoted as T, where p is the 

first edge of DGi and Pi is the remaining edge list of DGi. Every time insert_tree([p|Pi], T) is 

called, it checks whether T has a child N (node for an edge) from root that is identical to p. 

This check is performed by selecting the root node of the existing FP-tree and listing its 

outgoing nodes. 

If any of the outgoing nodes of the root contains p, then the child N’s (node 

containing p) count is increased by one. At this point, the pointer to the root node is 

changed to N (node containing p) and the next edge of Pi is selected for addition in T 

Table 2: Algorithm for FP-tree Construction [8] 
Input DG database DB and  

Minimum support threshold, min_sup. 
Output Frequent Pattern Tree (T) made from each DGi in the DB. 

1.  Scan the DB once. 
2.  Collect F, the set of edges, and corresponding support of every edge. 
3.  Sort F in descending order and create FList, the list of frequent edges. 
4.  Create transactionDB 
5.  Create the root of an FP-tree T, and label it as “null”. 
6.  For each DGi in the transactionDB do the following: 
7.    Select and sort the frequent edges in DGi according to FList. 
8.   Let the sorted frequent-edge list in DGi be [p|Pi], where p is the first 

 element and Pi is the remaining list. 
9.   Call insert_tree([p|Pi], T) which performs as follows: 
10.  If T has a child N such that N.edge_dfs = p.edge_dfs,  

then N.count++; 
Else 

create a new node N, with N.count=1 
Link N to its parent T and link it with the same edge_dfs 
via the node-link structure. 

If Pi is nonempty, call insert_tree([p|Pi], N) recursively. 
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following the same procedure. This continues until there are no more edges left in Pi to 

add in T or until there is a root that does not contain p as its outgoing node indicating that 

T does not have a child N. In such case, the program creates a new node N with the count 

of N set to one. This new node N points to the root node as its parent, and its node-link 

points to the nodes with the same DFS edge id. This method continues recursively as long 

as there are edges remaining in the Pi list of DGi. The same edge can appear in different 

branches (at different levels) of the FP-tree, because different DGi can contain them. 

Thus, for every edge we also need to maintain a list of node links to point out where they 

appear in the FP-tree. FList holds the edges with their corresponding support and a 

pointer to an edge in the FP-tree. The edge in the FP-tree further creates a chain of 

pointers if there are other edges with the same DFS code.  

 
Figure 6 describes the sorting procedure for the document edge list (Pi). If we 

have  three  DGs named X, Y and Z,  we  collect  the DFS  code  (DFS id)  of  every  edge 

    DG        DFS Id list (P)
 
     X  1, 3, 4 
     Y  5, 2, 3 
     Z  2, 1, 6 

DFS Id            Frequency 
 
      1          2 
      2          2  
      3          2 
      4          1 
      5          1 
      6          1 

    DG        DFS Id list (P)
 
     X  1, 3, 4 
     Y  2, 3, 5 
     Z  1, 2, 6 (b) FList

(a) 

(c) 

min_sup = 1 

 
 

Figure 6: Sorting Document Edge list by Support 
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null 

1:1 

3:1 

4:1 

 DFS Id Frequency 
 
      1        2 
      2        2  
      3        2 
      4        1 
      5        1 
    6     1

    DG        DFS Id list (P)
 
     X  1, 3, 4 
     Y  2, 3, 5 
     Z  1, 2, 6 

Header table (FList) Document edge list  

 
 

Figure 7: Creating the FP-tree (for DGi = X). 

null   

1:1   

3:1   

4:1   

DFS Id   Frequency  Node-link 
  
    1         2 
    2        2  
    3         2
    4         1 
    5         1 
    6         1 

  Header table (FList) 

 

Figure 8: Node-link field in the header table 

null   

1:1 2:1   

3:1 3:1   

4:1 5:1   

     
  
    1             2   
    2             2   
    3             2   
    4             1   
    5             1   
    6             1   

Header table (FList) 
  

 DFS Id    Frequency    Node-link

 

Figure 9: Adding edges in the FP-tree (for DGi = Y) 
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that belongs to these DGs. Figure 6 (a) shows each DG with its respective DFS edge ids. 

We then create a list F based on the DFS edge ids and store the corresponding 

frequencies (support). Consider that in this case the minimum support provided by the 

user is 1; thus every edge in F will be frequent. If the user provides a minimum support 

of 2, edges with DFS edge id 4, 5 and 6 should be removed from F since their support is 

lower than the provided minimum support of 2. We get FList (Figure 6 (b)) after pruning 

F according to the minimum support (i.e. 1) and sorting the DFS edge ids in descending 

order of supports. The FList is usually referred to as the header table in original FP 

approach and is used to sort the edge list of all the DGs (Figure 6 (c)). The header table 

(FList) and the sorted document edge lists (Pi) are used to create the FP-tree.  

We start with DG database (DB) and select each DGi to add its edges in the FP-

tree. For example, DG X is selected first during the FP-tree creation process. We now 

select edge list of DG X (i.e. {1, 3, 4}) and create the FP-tree based on them. To create the 

FP-tree we first create a null node and link it to the first edge of the edge list Px (i.e. the 

edge with DFS id 1). Then we add the second edge from the edge list to the tree and link 

it to the first edge. Every node in the FP-tree contains two fields, the DFS edge id and the 

support of that edge encountered so far. These two fields are separated by a semicolon 

from Figure 7 through Figure 12. The FP-tree created for DG X is shown in Figure 7. 

Creating an FP-tree also requires us to store the pointer to the edges in the tree. For this, 

we add another field to the header table (FList) called node-link, which contains the 

pointer to the edge in the FP-tree. The pointer to the FP-tree in the header table is shown 

in Figure 8.  



 

 

 

23

If an edge is added to the FP-tree for the first time, the node-link pointer only 

holds the pointer of this edge. If an edge is already present in the FP-tree and our current 

set of edges (Pi) requires us to place it as a separate node in the FP-tree, we link the new 

node to the already existing node. Once we have created the branches related to DG X, 

we select the next DGi (i.e. DG Y) from the transactionDB. We follow the same 

procedure to add the edges of Y (i.e. {2, 3, 5}) in the FP-tree shown in Figure 9. Since the 

tree already contains edge 3 but it was placed as the edge co-occurring with edge 1, we 

create a link between the previously inserted node 3 (co-occurring with edge 1 in X) and 

the newly added node for 3 (co-occurring with edge 2 in Y). 

Next, we select the edge list of Z which is {1, 2, 6} (see Figure 7). We start from 

the root node (null) of the FP-tree (see Figure 8) to see if it contains 1 as its child. Since 

there is already a node 1 as child, we increase its support by one and change our pointer 

to root to this child (i.e. node with DFS edge id 1). We then follow the same procedure to 

check if the root (i.e. node 1) has any children with label 2 (second edge in the current 

edge list of Z  ({1, 2, 6}). Since 2 does not exist as 1’s child in the FP-tree, we create a 

new node for DFS edge id 2, and create a link between the node with 1 (currently the root 

node) and the newly created node for edge 2. The pointer to the root is also changed to 

point to the newly created node 2. Although 2 is a new child for 1, the FP-tree already 

contains a node for edge 2. So the header table contains a pointer to the first node with 

DFS edge id 2. In this case, we only need to link the earlier node designated for the DFS 

edge id 2, to the newly created node with the same DFS edge id. Both the nodes for edge 

2 represent one edge in the MDG. They are stored separately in the FP-tree to denote the 



 

 

 

24

characteristics of individual DGs. In the document-graph Y, edge 2 co-occurred with edge 

3 and 5 while in Z it co-occurred with edge 1 and 6. Therefore, DFS edge id 2 is placed in 

two different branches of the FP-tree (Figure 10). 

Edge 6 is new in the currently investigated sub tree of the FP-tree, so we add this 

new node as the child of 2 and create a new pointer to the respective row in the header 

table. This process continues until all the DGs in the database (DB) are mapped into the 

FP-tree. The final FP-tree with its header table is shown in Figure 10. We have described 

an example with larger document-graphs in the Appendix. 

 
Mining the FP-tree [8]  

After we create the FP-tree, we need an efficient algorithm to discover the entire 

set of frequent patterns. The algorithm that we will explain takes the FP-tree and the 

minimum support min_sup as inputs and discovers all possible patterns of the FP-tree that 

are frequent. The idea behind the FP-tree mining algorithm is to transform the problem of 

finding long frequent patterns into looking for shorter ones recursively. This is done 

 

DFS Id Frequency Node-link
 
     1         2 
     2         2  
     3         2 
     4         1 
     5         1 
     6         1 

Header table (FList) 
null   

1:2 2:1

2:1   3:1

4:1 6:1   5:1

FP ‐ tree   

3:1

  

 
Figure 10: Adding edges in the FP-tree (for DGi = Z). 
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using divide-and-conquer strategy. We start with all the frequent edges (i.e. 1-edge 

subgraphs) in our data repository (DB). Then we create a conditional pattern base for 

each of them.  

A conditional pattern base for an edge is the prefix path of the FP-tree that has the 

corresponding edge as its suffix. For example, in Figure 10 the prefix path for edge 6 

contains nodes 1 and 2. Thus 1 and 2 creates the conditional pattern base for edge 6. This 

conditional pattern base (i.e. 1, 2) is used to create the conditional FP-tree for the edge 6. 

Instead of using the original FP-tree, we need to generate a conditional FP-tree for each 

edge since some edges may be frequent for the entire FP-tree but may not appear 

frequently with other frequent edges. This conditional FP-tree is divided further using the 

same principle. 

The FP mining algorithm (Table 3) starts with the header table (FList) and selects 

the edges starting from the least frequent ones. A conditional pattern base is created for 

the edge ai by traversing the edge ai-specific pointers to the FP-tree and selecting the 

branches that end with ai. After generating the conditional pattern base, a conditional FP-

tree is created based on the conditional pattern base. We check the frequency of the edges 

appearing in the conditional pattern base for ai and select only those that support the 

min_sup for adding them in the conditional FP-tree. The conditional FP-tree is then 

recursively mined to discover all possible frequent patterns. Table 3 describes the 

algorithm used for generating frequent patterns from the FP-tree. 

As long as there are branches in the conditional FP-tree (multi-path), we increase 

the size of ai by adding edges from the conditional header table (step 5 of Table 3). We 
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then create the new ai’s conditional pattern base along with its conditional FP-tree (step 

6). This process continues until there is a single path in the tree (step 1). The algorithm 

then generates all possible combinations of this single path and adds these combinations 

with ai to generate the set of frequent patterns for ai. The frequent patterns of all the 

frequent edges that appear in the header table (FList) form the entire set of frequent 

patterns appearing in the database.  

We will now describe the FP-growth algorithm with an example. Figure 11 shows 

the process for mining frequent patterns related to edge 6. We first create the conditional 

pattern base for 6 by traversing the FP-tree. This conditional pattern base consists of the 

edges 1 and 2. Both of their supports are kept as 1, as the support of 6 is 1.  

Table 3: FP_growth algorithm for mining the FP-tree [8] 

Input The FP-tree T  
Frequent pattern α (at the beginning, α =null) 
Header table hTable, with edges denoted as ai 

Output Frequent patterns β  
1.  if T contains a single path P then 
2.  for each combination (denoted as β) of the nodes in path P 
3.  generate pattern (β⋃ α) with support =MIN( supports of all the 

nodes in β) 
4.  else for each ai in the hTtable of T 
5.  generate pattern β = ai⋃ α with support = ai.support; 
6.  construct β’s conditional pattern base and use it to build β’s 

conditional FP-tree Treeβ,  
construct β’s conditional header table hTableβ 

7.  if Treeβ ≠∅  then 
FP_growth(Treeβ, β, hTableβ); 
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This conditional pattern base is used to retrieve the conditional FP-tree for edge 6 

(Figure 11) from the original FP-tree. Since the conditional tree does not have multiple 

branches in it, it will be considered as a single path consisting of the edges 1 and 2. 

Following the algorithm described in Table 3, we generate the combinations of this single 

path with DFS edge ids 1 and 2. The combinations are: {1}, {2}, {1, 2}. These 

combinations are added with the suffix 6, thus resulting in the frequent patterns {1, 6}, {2, 

6} and {1, 2, 6}. 

 

Conditional pattern 
base for 6: {1:1, 2:1}

Conditional FP‐
tree for 6FP ‐ tree   

null   

1:2   2:1   

3:1   3:1   

6:1 4:1   5:1   

2:1   

null

1:1

2:1

Frequent patterns:
{1, 6 : 1}   
{2, 6 : 1}   
{1, 2, 6 : 1}   

  

 
Figure 11: Mining the FP-tree (single path). 

 
 
 

Conditional pattern 
base for 3: {1:1} {2:1}

‐
tree for 3FP ‐ tree   

1:2   2:1  

3:1 3:1 

6:1   4:1   5:1 

2:1   

null

1:1   

null   null   
Conditional pattern 
base for 3,1: null

Conditional pattern 
base for 3,2: null

null   

Conditional FP ‐ 
tree for 3, 1   

Conditional FP‐
tree for 3, 2   

  

2:1
 

Conditional FP

 
           Stage 1                       Stage 2                                        Stage 3 
 

Figure 12: Mining the FP-tree (multi-path) 
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Figure 12 shows the decomposition process of the conditional FP-tree if there is a 

multi-path in the tree. In such case, the suffix that generated the conditional FP-tree (e.g. 

node 3) is combined with the elements of the conditional header table to create the new 

conditional pattern bases (stage 3 of Figure 12). Later, the conditional FP-tree is created 

with the elements of conditional pattern base (stage 3 of Figure 12). The process 

terminates when the conditional FP-tree becomes empty (contains null node.) The 

frequent patterns discovered whose appearance is conditional to 3 are {3, 1} and {3, 2}. 

FP-growth is efficient for a number of reasons. First of all, it compresses the 

dataset to a tree format which does not contain the infrequent edges. The size of the FP-

tree can be smaller than the size of the original dataset if lots of infrequent edges have 

been removed. The algorithm reads each of the DGs from the database, removes 

infrequent edges and then maps the remaining edges to the path of the FP-tree. DGs that 

share a common substructure in their graphs will create an overlap in this tree in the path 

that represents this common segment. The more the same substructure is shared, the 

better the compression of DGs into the FP-tree. This compression makes the future search 

for frequent patterns easier. Although, most of the time, the size of the FP-tree is smaller 

than that of the original dataset; sometimes the tree can be as large as the original dataset 

if the documents do not share concepts. The physical storage requirement of such FP-tree 

can be higher, since its nodes need to store pointers along with their supports. 

A second benefit of the FP-growth is that it discovers the complete set of frequent 

patterns without the expensive candidate generation process. Instead of looking for large 

patterns, it finds the smaller ones that are frequent and concatenates them with their 
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suffix pattern. This divide-and-conquer strategy begins by selecting the least frequent 

edges over more frequent ones. The order of the edges plays a vital role in the size of the 

FP-tree. Since it begins the pattern mining by first selecting the least frequent edges, it 

offers good selectivity in most cases [36]. Creating an FP-tree starting with the least 

frequent edges, usually results in less branching at the top of the tree. This practice also 

reduces the number of nodes in the FP-tree [36]. 

  
Feasibility of FP-growth in Text Clustering  

 
 Graphs have been used in this thesis to represent the documents. We create a DG 

of an individual document using the IS-A relationship between its noun keywords in the 

WordNet. Our intention is to find frequent subgraphs within these DGs. We believe that 

these frequent subgraphs will better reflect the sense of the documents, provided that the 

documents are focused on a specific subject which is reflected by their keywords. The 

existing FP-growth approach was designed to find the frequent items, and it requires 

extensive tree traversing to discover those patterns (i.e. itemsets). The original FP-growth 

algorithm, when applied to our problem (which we made possible by mapping edges to 

items, and DGs to transactions), generates a set of frequent edges which do not 

necessarily constitute to a connected subgraph. The DGs that we have contain a list of 

connected edges. Generation of all possible frequent patterns not only outputs all possible 

frequent subgraphs but also generates a lot of overhead in the form of all possible sets of 

frequent, but disconnected, edges. This causes unnecessary costs during the mining of the 

DGs as we are only looking for frequent subgraphs and these sets of frequent 
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disconnected edges bear no useful information for our document clustering. The time and 

space required to generate and store these disconnected frequent edges have negative 

impact on the overall performance of the FP-growth approach. 

This leads us to the second problem, which is related to the computational cost 

and the memory requirement of the FP-growth approach. The FP-growth compresses the 

original dataset into a single FP-tree structure. Creating this tree is not computationally 

expensive, but if the database consists of thousands of DGs then the tree can become 

large. Our main concern was the second step of the FP-growth. Usually the DGs contain 

hundreds of edges. Generating all possible frequent patterns for these edges often creates 

a huge number of frequent patterns, and the memory runs out. FP-tree requires extensive 

mining to discover the frequent patterns. This mining became extensive based on the 

minimum support. If the minimum support of a subgraph is very low it can appear rarely 

in the DGs. Also, if the number of documents is large, the cost of generating these 

subgraphs becomes enormous. Moreover, if during the FP-tree mining process we find a 

single branch in the FP-tree, we generate all possible combination of that branch. This 

often caused our program to run out of memory even with high minimum support.  The 

compression factor of the dataset plays a vital rule on the runtime performance of FP-

growth. The performance of this algorithm degrades drastically if the resulting FP-tree is 

very bushy. In this case, it has to generate a large number of sub groups and then merge 

the results returned by each of them [34]. Originally, FP-growth was tested on datasets 

which have small numbers of items. On the contrary, in our case every document has a 

large amount of edges which constitute the DG. To achieve high quality clusters in 
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frequent pattern-based clustering, the support is usually kept very low (i.e., 3-5%). With 

the normal FP-growth approach, we often ran out of memory (we had a machine with 1 

GB of RAM) even when the minimum support was as high as 70% to 80%. 

 
FP-growth Approach for Frequent Subgraph Discovery  

 
To make the existing FP-growth algorithm suitable for graph mining, we changed 

the algorithm so that it discovers frequent connected subgraphs and performs better for 

even bushy DGs. The outline of our process of frequent subgraph mining is described 

briefly in Table 4. We start by creating a hash table called transactionDB for all the DGs 

which is similar to original FP-growth procedure described in Table 2. Next, we create 

the headerTable (same as the FList) from all the edges appearing in the MDG. After 

creating transactionDB and headerTable, we call the method FilterDB with 

transactionDB, headerTable and minimum support as parameters. Depending on the 

minimum support provided by the user, this method reconstructs both of the lists (i.e. 

Table 4: Modified FP-growth algorithm 

Input  Document graphs’ database DB  
Master Document graph MDG 
Minimum support min_sup  

Output Frequent subgraphs subGraphj 
1.  Create a list called transactionDB for all DGi∈ DB 
2.  Create headerTable for all edge ai ∈ MDG 
3.  FilterDB(transactionDB, headerTable, min_sup) 
4.  FPTreeConstrcutor() 
5.  FPMining() // see Table 5 for details 
6.  For each subgraph subGraphj 
7.   includeSubgraphSupporteDocs(subGraphj) 
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transactionDB and headerTable) by removing the infrequent edges and sorting them in 

descending order by frequency. Before constructing the FP-tree, we prune the header 

table at top and bottom for a second time to reduce too specific and abstract edges. This 

mechanism is explained in Chapter 4. transactionDB is updated to reflect this change in 

the header table. After this refinement, we create the FP-tree by calling 

FPTreeConstructor() method. Later, the method FPMining() generates the frequent 

subgraphs by traversing the FP-tree. Most of the modifications we did were on the FP-

Mining part which traverses the FP-tree to discover the frequent patterns. For each 

frequent subGraph, a list of document ids is created in which the subGraph appears.  

We will now explain the modified mining algorithm for FP-tree, which is also 

Table 5: Algorithm for Modified FP-Mining: FPMining() 

Input  FP-tree T  
FList headerTable  
Frequent pattern α (initially, α =null) 

Output Frequent subgraphs β 
1.  If T contains a single path 
2.   If (T.length> SPThreshold) 
3.   Delete ( T.length - SPThreshold ) number of edges from the 

top of T. 
4.   for each combination (denoted as β) of the nodes in path T 
5.    If (isConnected(β, α) = = true) // see Table 6 for details 
6.  generate β⋃ α, support = MIN (support of nodes 

in β) 
7.  else for each ai in the headerTable of T  
8.   generate pattern β = ai⋃ α with support = ai.support; 
9.   If (isConnected(β, ai) = = true) 
10.  construct β’s conditional pattern base and use it to build β’s 

conditional FP-tree Treeβ and β’s conditional header table 
headerTableβ 

11.    if Tree β ≠ ∅  then  
12.     call FP-Mining(Treeβ, headerTableβ, β); 



 

 

 

33

described in Table 5. We start by calling the FP-Mining algorithm with the FP-Tree, 

headerTable and initially a null value which is the suffix for a possible frequent pattern. 

If the FP-Tree does not contain any single path, the algorithm selects the least frequent 

edge ai from the header table and combines this edge with the null value. The result of 

this combination is β (i.e. after the first iteration, β = (ai)). A new conditional pattern base 

is created for β. The size of β may keep growing by adding edges from the conditional 

header table provided that the support of the growing pattern (possible subgraph) is 

higher than the min_sup threshold. This means that the pattern is frequent. Once we have 

the frequent pattern β, we create a conditional FP-tree Treeβ and conditional header table 

headerTableβ based on it. If Treeβ is not empty the FP-Mining algorithm is called again 

with Treeβ, headerTableβ and β as parameters. If at any point, a single-path is 

encountered in the FP-tree, we prune edges from the top of the single path based on the 

user provided threshold SPThreshold. After that, each combination of the existing single 

path is generated and checked to see if the edges are connected in the MDG using the 

method isConnected(). We will explain the details of this process later. All the 

combinations of the edges that are connected create frequent subgraphs and their 

discovery is conditioned on β. The support of the combined subgraph is determined by 

the support of β before the merging.  

One of the other concerns of this work was to generate all possible combinations 

of a single path appearing in any conditional FP-tree. The depth of the MDG can reach up 

to 18 levels, this is the maximum height of the IS-A hierarchy of WordNet. Since our 

DGs contain hundreds of edges, the depth of the FP-tree can reach up to hundreds 
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depending on the number of edges in a DG. While searching for a single path, if we reach 

a path which consists of 10 to 12 levels of depth, it becomes a large number to generate 

the combinations. We used an algorithm described by Rosen [37], which is one of the 

fastest, to generate all possible combinations. 

One of the key modifications done in the original FP-growth is checking the 

connections during the subgraph discovery part. Conventional FP-growth generates all 

possible subsets of a single path for every edge-conditional FP-tree. Instead of accepting 

all possible combinations of the single path we only kept the combinations that were 

Table 6: Algorithm for checking connectivity: isConnected (β, α) 

Input  Combination of edges, β   
Frequent pattern, α 

Output Returns true if β and α composes a connected subgraph, otherwise returns 
false. 

Global 
variable 

connectedList   

Method isConnected(β , α) 
1.  connectedList=null; 
2.  edge = the first edge of  β; 
3.  Iterate(edge, β);    // is β connected 
4.  if (connectedList.size ≠ β.size) 
5.   return false; 
6.  for each edge ei in  β    // is α and β connected 
7.   edge = the first edge in β 
8.   If (isConnected(edge, α) == true) 
9.     return true; 
10.  return false; 

  
Method Iterate(edge, subset) 

11.  connectedList = connectedList ⋃ edge 
12.  neighbors = all incoming and outgoing edges of edge 
13.  for each edge ei in neighbors 
14.   If (subset contains ei && connectedList does not contain ei ) 
15.    Iterate(ei, subset)  
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connected to generate a subgraph. This was done by first taking one of the edges from the 

combination of the single path and adding it to a list called connectedList. A neighboring 

edge list, neighborListi, was created for this edge using the MDG. The construction of the 

neighborListi was dependent on the source and target vertex of the edge i. We selected 

these vertices for each edge and retrieved all of their incoming and outgoing edges. The 

neighborListi was checked to see if it contained any edge from the combination of the 

conditional FP-tree’s single path. If there were such edges we followed the same 

procedure for all of them until no new edges from the combination of the single path 

were added to the connectedList (Table 6). At the end, the size of the connectedList was 

compared with the size of the combination (in step 4 of Table 6). If both of their sizes 

were the same, then the whole combination must be connected generating a subgraph. 

Then we try to combine this subgraph β with the frequent subgraph α in step 6 through 9 of 

Table 6.  
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Figure 13: Generation of combinations for a single path in the FP-tree 
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For example assume that, for DG1, there is a single path in the conditional FP-tree 

of an edge with DFS Id 7, as shown in Figure 13.  According to the original FP mining 

algorithm, we need to generate all possible combinations of this single path, and all of 

these combinations will count towards the set of frequent patterns. But for frequent 

subgraphs mining, we are only interested in the sets of connected edges (i.e. subgraphs).  

A single path of length k, can result in a maximum k-edge subgraph. Four of the 

possible combinations of the single path of Figure 13 are shown in Figure 13 (a) through 

(d), two of which are connected (Figure 13 (a) and (c)). The rest of them are disconnected 

(Figure 13 (b) and (d)). Let us assume that, for the first combination (Figure 13 (a)), the 
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Figure 14: Checking the connectedness of some possible combination 
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isConnected method of Table 6 takes {1, 2, 3} as its input parameter and finds whether 

this combination contains a connected subgraph or not. isConnected uses another method 

Iterate that adds the first edge (1) to the connectedList (marked in gray in Figure 14 (a)) 

and creates its neighboring edge list neighborList. The neighboring edges are selected 

from the MDG (Figure 4(a)). 

To create the neighborList for an edge e we select its source vertex and target 

vertex from the MDG. All the incoming and outgoing edges of these two vertices are 

added to the neighborList of e except for the edge e itself. The edges from the 

neighborList are compared with the edges of a combination one by one. At any point, if 

one edge from the neighborList that is not listed in the connectedList is found in the 

combination, then that edge is selected for the next recursive call to Iterate() (see Table 

6). This edge is then combined with the connectedList (marked in gray in Figure 14). The 

process continues until there is no new edge to add from the combination of the single 

path to the connectedList. Finally isConnected method checks the size of the final 

connectedList and compares it with the size of the combination. If both of them are the 

same then the combination contains a connected subgraph; otherwise the combination of 

the edges produces a disconnected subgraph. The process is shown in Figure 14 for four 

different combinations of Figure 13. For all the combinations, the edge ids that are 

inserted to the connectedList for the first time are marked in gray. Edge ids from the 

connected list that are already traversed during the iteration are marked in bold and black. 

The final connectedList also contains edge ids in gray. 
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It should be noted that isConnected method checks for the connectivity of one 

combination at a time. If the edges under consideration of this combination do not 

compose a connected subgraph, but composes multiple disconnected subgraphs, then 

some other combinations of the single path will generate these smaller connected 

subgraphs. So, we do not loose disjoint but smaller connected subgraphs of a larger 

disconnected combination of the single path. Additionally, we control the single path 

length by a threshold so that our FP-growth approach performs faster. We discuss about 

the single path threshold in Chapter 4. 

 
Clustering 

 
Finding the frequent subgraphs leads us to the next step of our thesis – clustering 

the documents based on the occurrence of the frequent subgraphs. Clustering groups 

similar objects in such a way that the similarity between the groups (inter-cluster) is low 

and the similarity between the objects within each group (intra-cluster) is high.  

One of the goals of this thesis is to cluster text documents based on their senses 

rather than keywords, which up until now, has been the most commonly used form of 

document clustering. We represented the text documents in a graph using noun keywords 

and the WordNet IS-A ontology of those keywords. Mining those document graphs 

resulted in the discovery of frequent subgraphs. These subgraphs can be viewed as a 

concept appearing frequently within the documents. If we evaluate similarity of the 

documents based on the co-occurrence of the same frequent subgraphs, and then use this 

similarity values to cluster the documents, we will get a sense-based clustering of the text 
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documents. Currently many techniques are available for clustering datasets [36]. 

Hierarchical Agglomerative Clustering (HAC) is one of the most popular among them.  

 
Hierarchical Agglomerative Clustering (HAC) 

Given n elements, HAC creates a hierarchy of clusters such that at the bottom 

level of the hierarchy, every element is considered as a single independent cluster and at 

the top level all the elements are grouped in a single cluster. Unlike other clustering 

techniques, HAC does not require the number of clusters as its input. The desired number 

of clusters can be achieved by cutting the hierarchy at a desired level. The graphical 

representation of the hierarchy that represents the clusters in HAC is known as the 

Dendrogram. Dendrograms are very tall trees since with each iteration of HAC, only two 

clusters are merged. The example of Figure 15 shows a Dendrogram of hierarchical 

clustering of 5 points.  

There are two major approaches towards HAC, agglomerative and divisive. 
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Figure 15: Dendrogram- a result of HAC. 
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Agglomerative clustering starts with n elements and merges the closest pair of elements 

into a single cluster. This process of merging the clusters continues until all the clusters 

are finally merged into a single cluster. While HAC follows a bottom-up approach, 

divisive clustering follows a top-down approach. It begins by grouping all the elements in 

a single cluster. It then repeatedly splits the clusters to the point where every cluster 

consists of a single element.  

 One of the key concerns of HAC is how to define the closest pair of clusters. A 

number of distance measures, like Single Link (MIN), Complete Link (MAX) and 

Average Link (Group Average) have been used to define the distance between any two 

clusters. All of these are suitable for graph based clusters. We have implemented the 

Group Average method to cluster the documents where the distance between two clusters 

is defined by the average distance between points in both the clusters. 

A number of similarity measures  exist that can be used to measure the distance 

between documents to find the closest or distant pair of documents to merge during HAC. 

Among them, cosine measure [38] is the most frequently used one which penalizes less in 

cases where the number of frequent subgraphs on each document differs significantly. 

Document clustering often compares documents of various sizes, and having different 

sizes does not guarantee that the documents are not similar. Since cosine measure focuses 

more on the component in the documents and is not influenced by the document length, it 

has been used widely in document clustering. We have chosen this measure to compute 

the similarity between two document-graphs: 
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( )
( ) ( )( )

( )( ) ( )( )cosine

count FS DG1 FS DG2
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count FS DG1 count FS DG2
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×

I
 

 To cluster the documents we have used a dissimilarity matrix which stores the 

dissimilarity between every pair of document-graphs using the formula, dissimilarity = 1 

– similarity. The value of dissimilarity can range from 0 to 1.  

 
Evaluation Mechanism  

 We have compared our clustering results with the clustering results of the 

traditional frequency based system. Traditional frequency based system uses the 

frequency of keywords to measure the similarity between the documents. We used the 

following equation: 

( )
( ) ( )∑∑
∑ ×

=
22

biai

biai

ff

ff
Similarity , where aif  is the frequency of keyword wi in Doca and 

bif  is the frequency of keyword wi in Docb. The similarity value ranges from 0 to 1.  

To measure the quality of clustering we have used average Silhouette Coefficient 

(SC) [38]. Given a document-graph x in a cluster A, a(x) is the average distance between 

the document-graph x and the other document-graphs in A while b(x) is the average 

distance between the document-graph x and the other document-graphs in a second 

cluster B. The Silhouette Coefficient of x is defined as [38]: 

( ) ( ) ( )
( ) ( ){ }

b x a x
SC x

max b x ,a x
−

=   
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The value of the SC can range from -1 to 1. A negative SC value is undesirable since it 

denotes highly overlapping clusters. The other evaluations of the SC value of a cluster are 

described as [38]:  

0.7 SC 1 Strong seperationof clusters
0.5 SC 0.7 Medium seperationof clusters
0.25 SC Nocluster clearly distinguishable

< ≤ =
< ≤ =
≤ =

 

 We have used average SC value to evaluate the results of our clustering. The 

overall quality of clustering can be measured by the average SC value of all clusters. It is 

calculated by taking the average of all the SC values of the document-graphs in a cluster. 

If there are N document-graphs in cluster j then,  

N

SC
SCAverage

N

i
i

j

⎟
⎠

⎞
⎜
⎝

⎛

=
∑
=1  . 
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CHAPTER 4  

EXPERIMENTAL RESULTS 

 
In this chapter we explain our experimental results and evaluate the efficiency of 

our modified FP-growth approach for document clustering. We have used two different 

subsets of 20NG [12] for our experiments: the first subset contains 500 documents from 5 

groups and the second one consists of 2500 documents from 15 groups. 

To make our FP-growth approach time efficient, we reduced the size of the 

original header table. The header table contains the edges that maintain the min_sup 

threshold. Each entry of this table contains an edge, its corresponding frequency and a 

pointer to the FP-tree. The header table is sorted according to the frequency of the edges 

in descending order. As a result, the edges at the top of the header table are the most 

frequent ones, usually representing links to very abstract concepts and edges at the 

bottom are the least frequent ones representing very specific concepts. Concepts that are 

very abstract appear in many documents while specific concepts tend to appear in a very 

small number of documents. Therefore, very-abstract and very-specific concepts are not 

good candidates for clustering. We consider the edges that appear between certain 

minimum support threshold values to make the clustering more meaningful.  

We concentrated on the combination generation part of the FP-growth algorithm 

as a major modification (Table 5). As stated in Chapter 3, whenever a single path is 

encountered in the FP-tree (or recursively generated conditional FP-trees), each of its 

combinations is generated and checked to make sure that it follows the connectivity 
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constraint. The length of the single path can be as large as the number of all the edges 

appearing in a DGi. Taking each combination of a large single path and checking the 

connectivity constraints is computationally intensive. The construction of the FP-tree 

forces the edges with higher frequencies to appear at the top of the FP-tree. So, it is more 

likely that nodes at the top levels of the FP-tree indicate edges at more abstract levels of 

the MDG. After observing that a higher abstraction level of MDG does not provide 

enough information for reliable clustering, we restricted the generation of combination of 

a single path of the FP-tree to a certain length. When we mine the FP-tree, we start from 

the edges appearing the least in the pruned header table. Thus, if we reach a single path of 

length greater than the single path threshold, we prune the upper part of the single path 

above that threshold and generate each combination of the lower part only. This 

mechanism prunes nodes of single paths of the FP-tree at the upper levels which are 

representative top level edges of the MDG. 

 
Experimental Results on Modified FP Growth Approach 

 
Table 7 to Table 11 contains some of our experimental results with the subset of 

500 documents from 5 different groups of 20NG. The min_sup was kept 5% and we 

selected 397 edges out of 2092 edges (i.e. 19%) from the middle of the header table to 

use them in our FP-growth approach. After the pruning, the support of the most frequent 

edge in the header table was 481 whereas the support of the least frequent edge was 25.  

Consider that the number of edges in the largest subgraph is k for a certain single 

path threshold t. Table 7 shows corresponding k and support count for the k-edge 
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subgraphs discovered with different single path threshold. It shows that as we increase 

the single path threshold (t), we get larger frequent subgraphs from the same FP-tree. 

Therefore, we can control the maximum size of the discovered subgraphs by varying the 

single path threshold. As the size of the largest k-edge subgraph increases, the frequency 

of its appearances in the document-graphs becomes smaller. In other words, frequent, 

larger subgraphs tend to appear in smaller number of DGs than the smaller ones. The 

second column of Table 7 shows the evidence: if the km-edge subgraph is the largest k-

edge subgraph when the single path threshold is m and kn-edge subgraph is the largest k-

edge subgraph for the single path threshold n, then kn≥ km, if n>m.  

Due to the applied threshold of the single path we do not discover the set of all 

frequent subgraphs; rather our approach discovers subgraphs with maximum size 

controlled by the SP threshold. Moreover, an SP threshold of 16 does not guarantee that 

all discovered subgraphs are subsets of the set of the frequent subgraphs discovered using 

an SP threshold of 18. In Table 7, the row for SP threshold of 14 has a lower support than 

Table 7: Largest subgraph with varying Single Path (SP) threshold 

# of documents: 500, #of groups =5, min_sup=5% 

SP threshold  
( t ) 

Size of the largest 
k-edge subgraph 

( k ) 

 
Support of k-edge 

subgraphs 
 

2 3 476 
4 5 455 
6 7 432 
8 9 363 
10 11 327 
12 13 245 
14 15 95 
16 17 122 
18 17 122 
20 20 1 
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its upper and lower rows. This can happen if the subset of the smaller subgraphs of 17-

edge subgraphs, discovered using SP threshold of 16, appears to be disconnected in a SP 

threshold of 14. This means that the 2 important edges were responsible for the 

connectivity of the edges when SP threshold was 16. As they are missing in the single 

path with SP threshold 14, the combinations of the single path appear to be disconnected. 

 Now we would describe the impact of SP threshold in total number of all k-edge 

subgraphs. Table 8 depicts the frequencies of all k-edge subgraphs discovered at different 

single path thresholds. As we increase the threshold, the number of discovered subgraphs 

also increases or remains the same. The number remains the same when added new edges 

are totally disconnected from the edges of the previous single path. Inclusion of these 

new edges in the single path does not result in additional subgraphs. 

Increasing the single path threshold has different effects on the number of 

discovered frequent subgraphs. This is shown in Table 9 where N(k) is the number of k-

edge frequent subgraphs discovered for a certain single path threshold. For the same k-

Table 8: Frequency of subgraphs for different SP threshold. 

# of documents: 500, #of groups =5, min_sup=5% 
SP threshold  

( t ) Frequency of all subgraphs 

2 1450 
4 2384 
6 3298 
8 4130 
10 4947 
12 5727 
14 6037 
16 6621 
18 6621 
20 6728 
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edge subgraph, the support of the subgraph increases as single path threshold is 

increased. For example, when SP threshold is 10, 425 9-edge subgraphs (i.e. N(9) in 

Table 9) are discovered. Increasing the SP threshold to 12 introduces 450 9-edge 

subgraphs. Also, higher order subgraphs are discovered as a result of increased single 

path threshold. So when we increase the SP threshold from 14 to 16, 122 new 17-edge 

subgraphs (i.e. N(17) in Table 9) are discovered. For a specific SP threshold, larger 

subgraphs appear in fewer documents compared to the smaller ones. 

Table 10 merges Table 7 and Table 8. It gives the overview of two of the previous 

Table 9: Decomposition of subgraphs for different SP threshold. 

# of documents: 500, #of groups =5, min_sup=5% 
SP 

threshold 
(t) 

….. N(6) ….. N(9) ….. N(13) ….. N(17) ….. N(19) N(20)

10  473 ….. 425 ….. 0 ….. 0 ….. 0 0
12  479 ….. 450 ….. 245 ….. 0 ….. 0 0
14  480 ….. 450 ….. 277 ….. 0 ….. 0 0
16 ….. 480 ….. 456 ….. 317 ….. 122 ….. 0 0
18 ….. 480 ….. 456 ….. 317 ….. 122 ….. 0 0
20 ….. 480 ….. 456 ….. 321 ….. 114 ….. 37 28

 

Table 10: Impact on largest subgraphs with varying SP threshold. 

# of documents: 500, #of groups =5, min_sup=5% 

SP threshold 
(t) 

Size k of the 
largest  
k-edge 

subgraph 

# of unique 
largest k-edge 

subgraphs 

Support of 
largest k-edge 

subgraphs 
Frequency of 
all subgraphs 

2 3 4 476 1450 
4 5 1 455 2384 
6 7 1 432 3298 
8 9 1 363 4130 
10 11 2 327 4947 
12 13 4 245 5727 
14 15 2 95 6037 
16 17 3 122 6621 
18 17 3 122 6621 
20 20 1 1 6728 
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tables in the current section. It also includes the number of unique largest k-edge 

subgraphs in its third column. 

Table 11 gives a partial description of one row of Table 10. The corresponding 

row of Table 10 is highlighted by bold-italic text. In Table 11, a value N(k) for a certain 

row of the header table indicates the number of k-edge subgraphs discovered by our FP-

growth approach, taking the edge of that row as the starting of a recursive decomposition.  

Now, column N(6) of Table 11 shows that our algorithm has detected a total of 

583 6-edge subgraphs. In contrast, Table 9 shows that N(6) is 480 when the single path 

threshold is 18. This number is different because N(6) of Table 9 indicates the number of 

unique subgraphs but N(6) of Table 11 indicates total subgraphs discovered by different 

Table 11: Subgraphs generated for each edge in the header table. 

# of documents: 500, #of groups =5, min_sup=5%, (SP threshold =18) 
Row of 
header 
table 

N(2) N(3) N(4) N(5) N(6) ……. N(14) N(15) N(16) N(17)

……. ……. ……. ……. ……. ……. ……. ……. ……. ……. ……. 
308 5 5 7 16 23 ……. 5 1 0 0

……. ……. ……. ……. ……. ……. ……. ……. ……. ……. ……. 
302 14 9 0 0 0 ……. 0 0 0 0

……. ……. ……. ……. ……. ……. ……. ……. ……. ……. ……. 
279 5 5 1 0 0 ……. 0 0 0 0

……. ……. ……. ……. ……. ……. ……. ……. ……. ……. ……. 
186 1 1 1 1 1 ……. 0 0 0 0

……. ……. ……. ……. ……. ……. ……. ……. ……. ……. ……. 
84 16 8 0 0 0 ……. 0 0 0 0

……. ……. ……. ……. ……. ……. ……. ……. ……. ……. ……. 
27 1 3 5 7 8 ……. 0 0 0 0

……. ……. ……. ……. ……. ……. ……. ……. ……. ……. ……. 
16 19 26 30 31 30 ……. 0 0 0 0

……. ……. ……. ……. ……. ……. ……. ……. ……. ……. ……. 
12 8 14 17 19 19 ……. 0 0 0 0

……. ……. ……. ……. ……. ……. ……. ……. ……. ……. ……. 
Total 312 387 446 534 583 ……. 154 71 21 3
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rows of the header table. In Table 11, some subgraphs discovered by the i-th row of the 

header table may be already encountered by a previous row j of the header table, where 

i<j. Therefore, the last row of Table 11 shows total number of subgraphs detected by all 

the header table rows, where Table 9 shows how many of them are unique. For example, 

a 3-edge subgraph consisting of edges {4, 5, 7} will be discovered for each of the 

corresponding edges of the header table.  

The behavior of the number of discovered k-edge subgraphs from Table 11 is 

shown in Figure 16. The number of 1-edge frequent subgraphs is same as the number of 

edges appearing in the header table after pruning. We start the plot from 2-edge 

subgraphs. This number increases as the size of subgraph increases, but after a certain 

point it starts to decrease since large subgraphs become rare in the document-graphs. 

Figure 17 shows a similar plot for our second dataset with 2500 documents from 

15 groups with 400 keywords. The single path threshold is 15 for Figure 17. There were 
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Figure 16: Discovered subgraphs of 

modified FP-growth (500 documents) 
Figure 17: Discovered subgraphs of 

modified FP-growth (2500 documents) 
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2145 unique edges in the corresponding MDG of this dataset. After pruning the header 

table by the min_sup (5%) we further reduced the number of edges from the top and 

bottom of the header table because edges at the top of the header table are very frequent 

and edges at the bottom are very rare. There were 402 edges left in the header table from 

the mid level of it. After pruning, the most frequent edge of this table had a support of 

2327 and the support of the least frequent edge was 122. As mentioned earlier in this 

section, we take 397 edges for 500 documents from the header table.  

Figure 18 and Figure 19 show the corresponding runtime behaviors of frequent 

subgraph discovery process using our FP-growth approach. Figure 18 is for 500 

documents and Figure 19 plots runtime for 2500 documents. As our FP-growth approach 

starts from the bottom of the existing header table with the least frequent edges, the X-

axis of each of the plots indicates the sequence of the edges from the bottom of the 

header table. The plots show the time required for discovering all subgraphs for each 
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Figure 18: Running time for FP-Mining 
(500 documents, SP threshold=18). 

 

Figure 19: Running time for FP-Mining 
(2500 documents, SP threshold=15). 
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edge in the header table. The times plotted in the figures are cumulative. The figures 

show that the execution time is almost linear in terms of time required to discover 

subgraphs for each edge of the header table. Moreover, at the end the execution time 

becomes almost constant. This is more noticeable in Figure 18. After discovering all 

subgraphs up to 320 edges from the bottom, the time line becomes almost horizontal. 

This happens because edges at the top of the header table have higher chance of pointing 

to nodes at the top of the FP-tree. Nodes closer to the top of the FP-tree cause 

construction of smaller conditional FP-trees. As a result, the time required to discover the 

frequent subgraphs with edges from the top of the header table becomes small.  

 Figure 20 and Figure 21 show number of frequent k-edge subgraphs detected by 

the FP-growth approach of Figure 18 and Figure 19 respectively. Both the figures show 

that the larger the k (size of the subgraphs) the smaller the number of discovered k-edge 

subgraphs.  
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Figure 20: Number of k-edge subgraphs 
(500 documents). 

 

Figure 21: Number of k-edge subgraphs 
(2500 documents). 
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Clustering 

 
We used the frequent subgraphs discovered by the FP-growth approach of the 

previous section to cluster the corresponding document corpora with 500 and 2500 

documents. We took different numbers of keywords from each dataset for the clustering. 

To investigate the accuracy of our clustering, we compared the results with the 

commonly used frequency-based clustering technique. 

Table 12 shows the comparison between our approach and the traditional 

approach for the dataset with 500 documents. We calculated the average Silhouette 

coefficient for 5 clusters with different numbers of keywords from the same dataset.  In 

Table 12: Average SC coefficients for 5 clusters. 

# of documents: 500, #of groups =5 
SC coefficient for 5 clusters 

Number of 
keywords FP-growth 

approach (X) 
Traditional 
frequency 
based (Y) 

% Better 
X Y 100

X
−⎛ ⎞×⎜ ⎟

⎝ ⎠
 

200 0.20219064 0.054568320 73.01 
300 0.21034962 0.052667454 74.96 
400 0.22800271 0.024996204 89.04 
500 0.34292123 0.021473328 93.74 
600 0.25682740 0.035883773 86.03 

 

Table 13: Average SC coefficients for 15 clusters. 

# of documents: 2500, #of groups =15 
SC coefficient for 15 clusters 

Number of 
keywords FP-growth 

approach (X)
Traditional 
frequency 
based (Y) 

% Better 
X Y 100

X
−⎛ ⎞×⎜ ⎟

⎝ ⎠
 

200 0.442671 0.009031121 97.96 
300 0.733246 -0.007208774 100.98 
400 0.430419 -0.014922377 103.47 
500 0.669504 -0.013861327 102.07 
600 0.562792 -0.028308742 105.03 
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every case with 500 documents, our approach provided better accuracy than the 

traditional vector model representation of text documents. We plot the Silhouette 

coefficients with different numbers of keywords in Figure 22(a) to better visualize the 

difference between the accuracies of our approach and the traditional approach. Figure 

22(b) shows percentage gain of SC that represents a quantitative approach of how good 

our clustering mechanism is compared to the traditional one.  
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Figure 22: Comparison of clustering with 

500 documents from 5 groups. 
 

Figure 23:  Comparison of clustering with 
2500 documents from 15 groups. 
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We show similar experimental results with 2500 documents from 15 groups in 

Table 13. As the dataset is larger than the previous one, but provided keywords are not 

sufficient for clustering 2500 documents, the clustering accuracy (average SC) is very 

low for traditional vector based model. Moreover, the average Silhouette coefficient is 

negative most of the time indicating inaccurate clustering. In contrast, our approach 

shows good clustering accuracy even with small numbers of keywords. Table 13 shows 

that our clustering approach is 105.03% better than the traditional approach when there 

are 15 clusters in 2500 documents with 600 keywords. Figure 23(a) shows the average 

SC of our clustering mechanism and the traditional clustering approach with side by side 

bars. Figure 23(b) presents percent improvement of the average SC value of our approach 

compared to the traditional clustering. With any number of keywords, our clustering 

approach is significantly better than the traditional frequency based clustering 

mechanism. 

For the same number of documents, if we increase the number of keywords, the 

MDG has the tendency to contain more edges. More keywords better clarify the concept 
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Figure 24: Average SC for traditional keyword frequency based clustering. 
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of the documents. In such case, the edges in the mid level of the MDG will have more 

connections between them. As a result, more subgraphs will appear in the middle of the 

MDG. So, our approach has the tendency to take the advantage of inclusion of keywords 

by discovering more subgraphs and using them in the clustering. The keyword frequency 

based traditional approach does not possess this tendency if small amounts of keywords 

are added. It requires inclusion of thousands of keywords for better clustering. The 

average SC for different number of clusters using traditional keyword frequency based 

approach for 2500 documents from 15 groups with 20,000 keywords is shown in Figure 

24. With 20,000 keywords, the average SC was improved to only 0.0105 for 15 clusters. 

The highest average SC for the same dataset using our clustering mechanism was 

0.733246 for 300 keywords. Therefore, our clustering mechanism is able to cluster the 

documents more accurately, even from low dimensional dataset. 
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CHAPTER 5  

CONCLUSION  

 
Document clustering is a very active research area of data mining. Numerous 

ideas have been explored to find suitable systems that cluster documents more 

meaningfully. Even so, producing more intuitive and human-like clustering remains a 

challenging task. In our work, we have attempted to develop a sense-based clustering 

mechanism by employing a graph mining technique. We have introduced a new way to 

cluster documents based more on the senses they represent than on the keywords they 

contain. Traditional document clustering techniques mostly depend on keywords, 

whereas our technique relies on the keywords’ concepts. We have modified the FP-

growth algorithm to discover the frequent subgraphs in document-graphs. Our 

experimental results show that modified FP-growth can be successfully used to find 

frequent subgraphs, and that the clustering based on the discovered subgraphs performs 

better than the traditional vector based model.   

We started our research by using an association rule mining algorithm for mining 

frequent subgraphs. The original FP-growth algorithm for a market-basket dataset can 

efficiently discover the set of all frequent patterns. The traditional FP-growth algorithm 

does not fit to a non-traditional domain like graphs. When it is directly used in graph-

mining, it mostly produces sets of disconnected edges. We have modified the FP-growth 

approach to ensure that it follows the connectivity constraint for all frequent pattern 

discovered. As a result, our discovered patterns are always connected subgraphs. 
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Additionally, we analyzed the single path behavior of the FP-growth approach for better 

performance. We then focused on the clustering of the documents based on their senses. 

We represent our documents as graphs generated by a hierarchical organization of the 

concepts of the related keywords. We believe that the frequent subgraphs discovered by 

our FP-growth approach reflect the concept of the documents better than the keywords. 

Thus, we use these frequent subgraphs for document clustering. Experimental results 

show that our clustering performs more accurately than one of the traditional document 

clustering mechanisms. 

This work can be extended in a number of directions. Mining the FP-tree for 

larger single path lengths is still computationally expensive. We can generate some 

optimization techniques for computing the combinations of larger single paths which can 

improve the FP-growth performance. Additionally, devising an intelligent system to 

extract the useful edges from the header table remains as another future work.  
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APPENDIX A 

AN EXAMPLE OF FP-TREE CONSTRUCTION 
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In this appendix, we show an example of the construction of the FP-tree with the 

edges of three document-graphs DG1, DG2 and DG3. The document-graphs and the 
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corresponding sorted edge-lists are shown in Figure 25 (a), (b) and (c) respectively. 

Figure 26 shows the FP-tree after inserting the edges of DG1. 

Since DG1 and DG2 contain common edges at the starting of their sorted edge-

lists, the insertion of the new nodes in the FP-tree begins after DFS edge id 7. This is 

shown in Figure 27. The support count is increased accordingly for the already existing 

edge ids in the FP-tree. The FP-tree nodes containing the common edge ids are marked 
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Figure 26: FP-tree after inserting the edges of DG1. 
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by gray color in Figure 27. Now, we insert the edges of DG3 in the FP-tree. The first two 

edges are already present in the existing FP-tree. So, the insertion of the new nodes 

begins after DFS edge id 18 in the FP-tree. The final FP-tree after the insertion of all the 

edges of DG3 is shown in Figure 28. The gray nodes of Figure 28 indicate the already 

existing edge ids. For simplicity, we have not shown the header table and the node-links 

in this example. 
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Figure 27: FP-tree after inserting the edges of DG2. 
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Figure 28: FP-tree after inserting the edges of DG3. 


