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ABSTRACT

The realm of quantum engineering holds immense promise for revolutionizing tech-
nological landscapes, particularly with the advent of 2D materials in quantum device
applications. The fundamental properties of these materials make them pivotal in various
guantum applications. However, the progress in quantum engineering faces signi cant
roadblocks, primarily centered around two challenges: accurate 2D material detection and
understanding the random nature of quantum uctuations. In response to the rst challenge,
| have successfully implemented a new deep learning pipeline to identify 2D materials in
microscopic images. | have used a state-of-the-art two-stage object detector and trained
it on images containing akes of varying thickness of hexagonal boron nitride (hBN, a 2D
material). The trained model achieved a high detection accuracy for the rare category of
thin akes (50 atomic layers thick). My further analysis shows that this proposed pipeline
is robust against changes in color or substrate background, and could be generalized to
various microscope settings. As an achievement, | have integrated my proposed method to
the 2D quantum material pipeline (2D-QMaP), that has been under development by the
MonArk Quantum Foundry, to provide automated capabilities that unite and accelerate
the primary stages of sample preparation and device fabrication for 2D quantum materials
research. My proposed algorithm has given the 2D-QMaP fully automatic real-time 2D ake
detection capabilities, which has never been done e ectively before. To address the second
challenge, | assessed the random nature of quantum uctuations, and | developed time series
forecasting deep learning models to analyze and predict quantum emission uctuations for
the rst time. My trained models can roughly follow the actual trend of the data and, under
certain data processing conditions, can predict peaks and dips of the uctuations. The
ability to anticipate these uctuations will allow physicists to harness quantum uctuation
characteristics to develop novel scienti c advances in quantum computing that will greatly
benet quantum technologies. The automated 2D material identi cation, addressing the
laborious process of ake detection, and the introduction of innovative quantum uctuations
analysis with predictive capabilities not only streamline research processes but also hold the
promise of creating more stable and dependable quantum emission devices, thus signi cantly
advancing the broader eld of quantum engineering.
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INTRODUCTION

Quantum Materials and Properties

Two-dimensional (2D) materials, consisting of one or a few atomic layers in their
physical structure, exhibit many quantum phenomena in systems. Exploring these features,
including strong many-body interactions, pristine interfaces, and strong con nement in a
single direction, may lead to many research and development opportunities [11{14]. In bulk,
2D materials form van der Waals crystals where strong in-plane bonding within a single layer
is complemented by signi cantly weaker van der Waals bonding between the layers [15]. Van
der Waals forces refer to the attractive or repulsive forces between molecules or atoms. These
forces play a crucial role in the behavior of gases, liquids, and solids. Van der Waals crystals
typically refer to crystals held together primarily by van der Waals forces. The anisotropy
in bonding strengths, combined with a chemical structure where the bonds within a single
layer are completely passivated, enables individual layers of the 2D material to be isolated,
forming chemically and structurally robust sheets of atoms that are atomically thick (i.e.,
1-3 atomic layers thick). Although ultrathin, these 2D crystallites can have lateral sizes that
are 10-100um { 10,000-100,000 larger than their thickness.

In single- and few-layer form, many 2D materials exhibit excellent optical, electronic,
and/or magnetic phenomena that provide means to prepare, interact with, and study
guantum states in matter [16{20]. With over 1000 known van der Waals 2D materials
that span all functionalities (insulators, metals, semiconductors, ferromagnets, ferroelectrics,
etc.), a proli c parameter space of systems and structure-property relationships for quantum,
optoelectronic, and magnetic technologies exists [21{23]. Di erent Van der Waals materials

have been used to demonstrate appealing device applications such as emitting diodes. One
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such material is hexagonal boron nitride (hBN).

The wavelength, polarization, and intensity of the photons from a quantum emitter
must be stable in order for integrated quantum photonics to be as useful and valuable as
possible. However, random variation of emission energy caused by the inhomogeneity in
local environment is a major challenge for all solid-state single photon emitters. The task
of exploring the vast world of 2D materials requires the ability to e ciently and reliably
produce single- and few-layer samples of 2D materials [24, 25]. However, the most widely
used state-of-the-art method for preparing single- and few-layer samples of 2D materials relies
on the manual exfoliation of a large population of smaller crystallites from a bulk crystal.
The resulting crystallites have a range of thicknesses, and the entire population must be
manually searched using optical re ected light microscopy to identify those that have a
desired thickness, which is most often the thickness of a single layer. This labor-intensive
method for collecting single- and few-layer samples strongly inhibits rapid discovery and

exploration of these material systems.

Machine Learning for Detection and Prediction

Object detection is an important computer vision task that deals with detecting
instances of visual objects of certain categories in digital images. The goal of object detection
is to develop computational models and techniques that provide one of the most basic pieces
of information needed by computer vision applications [26]. In other words, the goal of object
detection is to determine whether there are any instances of objects from given categories
in an image and, if present, to return the spatial location and extent of each object instance
[27]. Object detection supports a wide range of applications, including robot vision, consumer
markets, autonomous driving, human computer interaction, content based image retrieval,
intelligent video surveillance, and augmented reality [27, 28].

Rapid progressions in deep learning (DL) and improvements in device capabilities
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including computing power, memory capacity, power consumption, image sensor resolution,
and optics have improved the performance and cost-e ectiveness and assisted the spread of
vision-based applications as well as time-series problems. Compared to traditional computer
vision techniques, which have a long trial-and-error process, deep learning enables end-
to-end object detectors to achieve greater accuracy in tasks such as image classi cation,
semantic segmentation, object detection and Simultaneous Localization and Mapping [29].
Deep learning computer vision methods identify and analyze numerous images into useful
information at a fast rate with a high accuracy. Deploying DL algorithms for 2D material
search can automate the ake detection task with minimal need for human intervention. So
far, there have been various attempts taken toward ake identi cation in images [3, 30{35]

However, these methods failed to detect akes within di erent microscope settings and
image magni cation.

Time-series modeling has held a signi cant role in academic research and practical
applications across various elds, including climate modeling [36], biological sciences[37],
medicine[38], retail[39], and nance[40]. Traditional approaches have centered on parametric
models informed by domain knowledge, such as autoregressive (AR), exponential smoothing,
or structural time-series models. However, modern machine learning techniques o er the
capability to capture temporal patterns solely through data-driven methods. Given the
growing availability of data and improved computing power in recent years, deep learning
has emerged as a crucial component of the next wave of time-series forecasting models. [41].
Therefore, deep learning time-series forecasting models have the capacity and potential to

analyze and address QE prediction problem.

Dissertation Outline

In this work, | focus on two obstacles preventing the commercial adoption of quantum

materials: 2D material detection and quantum emitter uctuation prediction. Solving this
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problems will enable the mass production of quantum materials as well as improve the
consistency of their behavior within a fabricated quantum device. In Chapter 2, | delve into
the foundational knowledge required for a comprehensive understanding of the topics covered
in this study. This chapter gives an overview of several key concepts, each contributing
to the overall context and groundwork for my research. In this chapter, the nuances of
computer vision techniques and object detection methods are explored, showcasing their
diverse applications across domains. Firstly, | delve into the atomic-level intricacies of 2D
materials, exploring their practical applications, and the fascinating quantum phenomena
that underpin their behavior. Then, | dive into object detection and the talk about the
traditional techniques versus machine learning techniques that are used in this area. Here,
| explain the crucial role of machine learning in object detection and image processing.
Furthermore, | investigate the art of time-series forecasting, underpinned by recurrent neural
networks, highlighting its relevance in predicting future trends and patterns. This chapter
serves as the intellectual bridge that connects the areas of machine learning and quantum
material development and characterization, setting the stage for the innovative research that
follows.

In Chapter 3, | present on a comprehensive exploration of 2D materials detection. This
chapter presents an overview of prior research in the eld, providing insights into established
methodologies that laid the foundation for my work. Subsequently, | discuss my contribution
in developing a new detection pipeline which not only makes improvements in detection
accuracy, but also is able to detect the rare class of thin akes<(50 atomic layers). My
work is divided into several critical areas: data acquisition, data preprocessing and labeling,
model development and training, results analysis, and the integration of techniques for a fully
automatic real-time 2D ake detection. By examining the progress made in this domain and
my innovative approaches, | contribute to the advancement of 2D material research and

studies.
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In continuing my research in machine learning for 2D materials, chapter 4 presents
my work on developing time-series forecasting machine learning models to analyze and
predict QE uctuations for the rst time. Within this chapter, | initiate my exploration by
introducing the fundamental concepts and complexities surrounding this phenomenon. Here,
| investigate the uctuations of QEs in monolayer tungsten disul de (1L-WS2), and state the
problem of QE uctuations. Then | outline my methodology to address this problem, which
includes data acquisition, preprocessing, and model development. Subsequently, | provide a
detailed explanation of my experimental procedures and the models employed in predicting
the QE patterns. As | navigate through this chapter, | 0 er comprehensive insights into my
ndings, encompassing correlations and the predictive capabilities of my models. Finally, |
engage in a thorough discussion, highlighting the broader implications of my research within
the intriguing eld of quantum emission prediction.

Chapter 5 presents a comprehensive summary that distills the key insights and ndings
from the preceding chapters of this thesis. Over the course of the prior chapters, | have
delved into a deep exploration of my extensive study on automatic detection of 2D materials
and quantum emission prediction using deep learning based models, dissecting the various
elements, uncovering critical insights, and examining the implications. This last chapter
o ers readers a consolidated perspective, allowing them to grasp the overarching themes
and conclusions that have emerged from the earlier sections, and paving the way for future

investigations in the eld.
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BACKGROUND

2D Material

Atomic Structure and Application

To study quantum phenomena in systems, researchers often turn to two-dimensional
(2D) materials: single sheets of atoms arranged in a lattice. They are described as 2D
because the sheets are much smaller in one dimension than the other two. Since they are
only a few atomic layers thick and cannot be made thinner, 2D materials are sometimes called
monolayers and are subject to the laws of quantum mechanics. Properties such as thermal
and electrical conductivity are retained in a monolayer, but at this scale, the properties may
become more or less e cient, or the material could take on other qualities altogether. These
materials come in all types of di erent avors. There are over 1,000 known 2D materials,
each of which could possess a unique set of quantum properties. They can have unique band
structures and characteristics which make them special for di erent applications.

Fig. 2.1 shows dierent 2D materials and their interesting applications areas. For
example, graphene has distinctive band structure and high carrier mobilities for some
applications, however it is not desirable for semiconductors due to its zero bandgap [1, 42].
Another 2D material, is hexagonal boron nitride (hBN), an isomorph of graphene with a
very indistinguishable layered structure. hBN holds interesting opto-electrical properties
merged with mechanical robustness, thermal stability and chemical inertness [43]. These
properties have made hBN highly convenient for various demanding applications in Deep
Ultraviolet (DUV) photonic devices [44], dielectric tunneling [45], power devices [46],
electronic packaging [47], bio-medicines [48], and nanoelectronics [49]. Several 2D layered
inorganic materials such as Mo§ WS, and Sn$S, due to their layer-dependent electrical
properties, have recently been developed and used in various applications like new sensors

including gas sensing, electrochemical sensing, surface-enhanced Raman scattering (SERS)
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and biosensing, SERS sensing and photodetection [50].

Figure 2.1: Dierent 2D Materials [1].

These 2D materials have been under research in diverse areas during the past several
years [51{57]. Ultrathin 2D nanosheets of layered transition metal dichalcogenides (TMDs),
unlike the graphene sheet, are chemically versatile, therefore they are of interest. Single- or
few-layer TDMs are direct-gap semiconductors. Depending on their composition, structure
and dimensionality, they can have di erent bandgap energies and carrier types (n- or p-
type). In [58], Manish et al. have investigated the TMDs features which make them a
good t for various applications including opto-electronics and energy storage like batteries.
Xu et al. [59] have investigated 2D materials considering their distinct properties and high

speed surface areas for exible supercapacitors as they are one of the most promising energy
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storage devices. Wenbin et al. [60] have examined the thermodynamic and kinetic features
of 2D phase transitions resulting from dimensionality con nement, elasticity, electrostatics,
defects and chemistry inherent in 2D materials. They also discussed the applications of 2D

phase transitions and future opportunities.

Material Exfoliation

The properties of 2D crystals discussed previously are very dierent from the 3D
compounds from which they are derived. As an example, the 2D-material graphene is a
zero-gap semiconductor, while the 3D-material compound graphite is a semimetal with a
band overlap. Many monolayers of transition metal dichalcogenides (TMDC) in 2H phase
are direct-bandgap semiconductors, whereas the band-gap of bulk forms is indirect. Any
one of these materials, or layered combinations of them, have led to the creation of unique
heterostructures, enabled the study of new physical e ects and development of new devices
[61] and also could be the basis of the next generation of quantum technology.

Crystalline planar structures bound by in-plane covalent bonds and out-of-plane van
der Waals forces characterize layered materials. Single layers can be peeled away from bulk
material by breaking the van der Waals conds using adhesive tape [1]. The most e ective
methods to obtain high-quality single- or few-layer nanocrystals from their native multi-
layers structures are mechanical exfoliation and transfer [62]. Fig. 2.2 shows the mechanical
exfoliation of 2D crystals using a tape, and Fig. 2.3 shows optical microscopic images from
exfoliated 2D materials.

Relatively few of the 1,000-plus 2D materials have been explored because studying
2D materials has one major impediment: acquiring them in a single-layer form involves a
time-consuming procedure. Hence, obtaining high quality samples of 2D materials is a major
bottleneck. The manual exfoliation process based on transferring thin layers of material with

adhesive tape is an impediment for future discovery and exploration of 3D materials [63], as
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searching for these materials within microscopic images manually is a time consuming and

tedious task.

Figure 2.2: Mechanical exfoliation of 2D crystals. (a) Pressing adhesive tape against 2D
crystal. (b) Top few layers are attached to the tape. (c) Pressing the tape with crystals
against a surface of choice. (d) The bottom layer remains on the substrate after peeling o

2].
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Figure 2.3: Optical microscopic images after exfoliation. (a) hBN, (b) MoS2, (c) Graphene
and (d) WTe2 [3].
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Quantum Fluctuations

Being able to apply quantum science to real world technologies would enormously
bene t certain tasks such as communication [64], computation [65], simulation [66], sensing
and fundamental science [67]. However, it requires novel manufacture of quantum technolo-
gies to be capable of implementing huge instances of quantum algorithms or deploying a
global communication network. Exploiting single particles of light as quantum information
carriers, together with wafer-scale fabrication, Integrated Quantum Photonics (IQP) is a
compelling platform for the future of quantum technologies [68]. Various Van der Waals
materials, including semi-metallic graphene, semiconducting transition metal dichalcogenides
and insulating hBN, have been used to demonstrate attractive device applications [69] such
as emitting diodes [70], laser [71] and optical modulators [72]. Quantum emitters (QES)
are the essential components in any integrated quantum photonic systems. To maximize
the utility and value of IQP, the wavelength, polarization and intensity of the photons from
a QE must be stable. However, the random variation of emission energy, caused by the
inhomogeneity in the local environment, is a major challenge for all solid-state single photon
emitters as it breaks the indistinguishability of single photons from multiple emitters [73].

Fig. 2.4 shows induced deleterious uctuations in a QE caused by the local environment
surrounding the QE, including nearby metallic and dielectric structures. Large-area
encapsulation of the devices with thin layers of hBN provides a potential means to mitigate
these uctuations. However, they are not an absolute solution to eliminate them completely.
To address further stability, QEs that are dynamically tunable can be used alongside a
feedback system that intermittently samples of QLED emission and applies corrective stimuli.
Machine learning time-series forecasting models have the potential to predict QE uctuations

and apply corrective stimuli to stabilize their emission wavelength and intensity.
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Figure 2.4: Fluctuations in intensity and energy for a nanobubble QE in 1L-WsSon an Au
surface.

Object Detection

Computer vision is an interdisciplinary eld that aims to enable computer-based systems
to work the same as human vision, that is, to extract and understand useful information
from visual inputs such as images and videos. There are various tasks in computer vision
like object classi cation, segmentation and detection. Among current computer vision tasks,
object detection is an important task that deals with detecting instances of visual objects of
certain categories in digital images. The goal of object detection is to develop computational
models and techniques that provide one of the most basic pieces of information needed by

computer vision applications [26]. In other words, the goal of object detection is to determine
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whether there are any instances of objects from given categories in an image and, if present, to
return the spatial location and extent of each object instance [27]. Object detection supports
a wide range of applications, including robot vision, consumer markets, autonomous driving,
human computer interaction, content based image retrieval, intelligent video surveillance,
and augmented reality [27, 28].

Over the past decades, object detection progress has mostly followed two historical
eras: the traditional object detection period and the machine learning period. Traditional
object detection methods deploy image processing techniques that require a domain expert
to identify the majority of the applicable characteristics and features in order to simplify the
data and make patterns easier for algorithms to learn. As a result, feature engineering is a
major part of traditional methods where the raw data is needed to be selected, manipulated
and transformed into features that can be used by the algorithms.

On the other hand, machine learning-based models have revolutionized object detection
by automatically learning discriminative features from data. Machine learning is a subset
of arti cial intelligence that teaches computers to learn from experience. Without using a
preexisting equation as a model, machine learning algorithms employ computer techniques
to learn information directly from data. Machine learning-based approaches have grown
dramatically over the past ten years, having an impact on a wide range of applications,
including autonomous driving [74], healthcare [75], security systems [76], medicine [77],
banking [78], and manufacturing [79], to name a few. Machine learning algorithms are
capable of handling multivariate and multi-dimensional data, and of creating a mapping
from the input data to decision-making outputs. They are able to classify the data into
various categories without human intervention needed.

ML methods are commonly divided into four categories: supervised learning, unsuper-
vised learning, semi-supervised learning and reinforcement learning. Supervised learning

models have transformed object detection by leveraging labeled training data. These



14

models learn from labeled examples and require annotated data for training. In contrast,
unsupervised learning-based models, like clustering or generative adversarial networks
(GANSs), can discover patterns and structures in unlabeled data. They aim to identify objects
without explicit labels by learning from inherent data properties. Semi-supervised learning
is situated between supervised and unsupervised learning, in that it uses both labeled and
unlabeled data to perform speci c learning tasks. The idea of these techniques is to leverage
the large amount of unlabeled data available for many use cases, combined with a smaller set
of labeled data [80]. In reinforcement learning, an agent receives a state and a reward from
the environment. The agent's job is to choose the best course of action that that maximizes
the reward, which is sometimes referred to as being exploitative [81]. Similar to how infants
explore their environment and discover the behaviors that enable them to accomplish a task,
reinforcement models learn through interactions with the environment and observations to
achieve a goal. In other words, reinforcement learning is trial-and-error learning based on
rewards for desired behaviors and punishment for undesired behaviors.

All four types of learning approaches have played pivotal roles in advancing object
detection, o ering diverse avenues for developing accurate and e cient models for a variety
of applications in computer vision. In the following, | will focus my review on (1) traditional
methods for object detection, (2) supervised ML for object detection, and (3) unsupervised

ML for object detection.

Traditional Methods

Conventional digital image processing algorithms focus on performing di erent oper-
ations on image data in order to get speci c information and enhance visual information
to facilitate human interpretation. These techniques involve the use of mathematical or
statistical operations to modify images for many applications, including medical [82, 83] and

satellite imagery [84], digital photography, object recognition and tracking, remote sensing,
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augmented reality and industrial inspection [85]. Digital image processing involves various
procedures, including data preprocessing, image enhancement and restoration, as well as
image analysis to extract features, segment and classify speci c data [86, 87].

Raw image data obtained from a camera does not often yield optimal results when
used directly for computer vision tasks due to various factors such as environment noise and
compression artifacts. Preprocessing is an essential step that encompasses the operations
that are typically necessary prior to the main analysis of data and extraction of information.
Some preprocessing techniques used to improve image processing results include noise
reduction, image resizing, Itering and blur and focus corrections [88]. The selection of
these techniques relies on the characteristics of the image and the intended application.
Following are some well-known image processing techniques that are widely employed.

Image enhancement : Image enhancement refers to processing images with the aim of
improving their usefulness by increasing the clarity and details. Depending on the applica-
tion, the enhancement objective may be to improve perceptual aspects such as intelligibility
and visual appearance- or to improve machine object detection performance. The algorithms
used in image enhancement often exhibit simplicity and a qualitative nature [86]. An image
can often be enhanced through various techniques including gray-scale modi cation (where
the gray scale is change to a di erent gray scale based on a speci c transformation), ltering
(such as low-pass and high-pass lItering, median lItering and adaptive ltering), color and
contrast enhancement (enhancing the colors and contrast between di erent elements within
the image to make them more distinguishable), hue, intensity and saturation enhancement
(an important color system to manipulate image appearance) and edge enhancement (to
highlight and enhance the edges or boundaries between di erent objects or regions within
an image) [89]. Image restoration and enhancement are closely interconnected processes.
In the context of image restoration, the goal is to recover a degraded image and make the

processed image closely resemble the original as much as possible. The degraded image is
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assumed to be an imperfect version of the ideal or original image, and restoration techniques
are employed to reduce or reverse the e ects of degradation, such as noise, blurring, or other
forms of distortion.

Image thresholding : Image thresholding is a popular technique used for image
segmentation and classi cation, which involves separating an image into distinct regions
or objects based on pixel intensity values. Thresholding techniques assign pixels to di erent
classes or labels depending on various criteria. It is a commonly used technique for extracting
foreground objects, creating binary images, or identifying specic regions of interest in
an image. Common image thresholding algorithms include global thresholding, adaptive
thresholding, and Otsu's thresholding [90]. In global thresholding, a single threshold value
is applied to the entire image. All pixels with intensities above the threshold are assigned
to one class, while pixels with intensities below the threshold are assigned to another class.
This technique assumes a bimodal distribution of pixel intensities in the image. Adaptive
thresholding is useful when the image has varying illumination or local intensity variations.
Instead of using a single threshold for the entire image, adaptive thresholding calculates
di erent thresholds for di erent image regions based on local characteristics. This allows for
more accurate segmentation in images with uneven lighting or intensity gradients. Otsu's
method is an automatic thresholding technique that determines the optimal threshold value
based on the image's histogram. It aims to maximize the separability between foreground
and background classes by minimizing the intra-class variance. This technique is e ective
when the image has a clear bimodal histogram.

Morphological operations : Morphological operations are a set of image processing
techniques used to analyze and manipulate the shape, structure, and spatial features of
objects within a digital image. These operations are based on mathematical morphology,
which applies set theory concepts to image processing [91]. There are two fundamental

morphological operations that are often used in combination to implement image processing
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operations: erosion and dilation. Erosion removes pixels from the boundaries of objects in an
image. It involves scanning the image with a small, prede ned structuring element (often a
small matrix or kernel) and replacing each pixel in the image with the minimum pixel value
within the corresponding neighborhood de ned by the structuring element. Erosion can
be used to eliminate small noise or thin structures, shrink objects, and separate connected
objects. In contrast to erosion, dilation adds pixels to the boundaries of objects in an image.
Like erosion, it uses a structuring element and replaces each pixel with the maximum pixel
value within its neighborhood. Dilation can be used to Il in gaps or holes in objects, enlarge
or thicken structures, and merge nearby objects.

Traditional image segmentation and classi cation methods have been categorized into
three following approaches as pixel-based, edge-based and region based methods [92].

Pixel-based methods : These methods also known as point-based segmentation, and
encompass techniques such as thresholding in the feature space. The goal is to partition the
image into meaningful regions or objects at the pixel level, by assigning labels to individual
pixels in an image based on certain criteria or features.

Edge-based methods : These methods focus on detecting and delineating boundaries
between dierent objects or regions based on intensity gradients or other edge-related
properties. Common techniques include edge detection using operators like Sobel, Canny, or
Laplacian, and subsequent edge linking or contour tracing [93].

Region-based methods : These methods divide an image into regions based on criteria
such as homogeneity, texture, similarity and spatial proximity [94, 95]. These methods
often involve iterative processes to merge or split regions to achieve desired segmentation.
Examples include region growing, merging and splitting techniques and their combinations.

Traditional image processing methods have been foundational in the eld of computer
vision, primarily focusing on manipulating and enhancing images through a series of

systematic techniques. These methods often involve preprocessing steps such as image
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enhancement and image segmentation to improve the overall quality of the visual data.

SupervisedMachine Learning

As technological progress continues, the integration of supervised machine learning
methods seamlessly complements traditional computer vision techniques, ushering in a new
era of enhanced capabilities in image analysis and interpretation. In supervised learning, a
set of input data along with their known responses (outputs) is fed to the algorithm. During
the training procedure, the algorithm tries to learn an e ective way to map inputs to their
corresponding outputs. Once the model is trained, it is used to predict the outputs for new
data. In a supervised learning model, a preliminary step is to collect and label the data.
Supervised learning consists of two main categories: classi cation and regression. Regression
is the problem of predicting direct responses (such as numerical values), whereas classi cation
has the goal of classifying the input into a specic category. To address classi cation
task, there are many traditional supervised machine learning methods, such as Support
Vector Machines (SVMs), Random Forest, k-Nearest-Neighbor, and Naive Bayes [96]. More
recently, deep learning (DL) methods, including convolutional neural networks (CNNs) have
been successfully used for classi cation and object detection. Traditional classiers and
object detectors are based on physically de nable and extractable image features (shape,
color, texture, and spectral features) that are manually chosen, whereas in DL methods, the
selection of suitable image features is handled in the training procedure.

In 2001, the rst real-time human face detection algorithm without limitations such
as skin color was developed by Viola and Jones (VJ detector) [97, 98]. This detector
incorporates integral image, feature selection and detection cascade techniques and utilizes
sliding windows to go over all possible locations within an image and nd the possible
windows that contain a human face. A few years later, thehistogram of oriented gradients

(HOG) feature descriptor was introduced by Dalal and Triggs [99] using a linear SVM
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detector. They used locally normalized histograms of gradient orientation features in a
dense overlapping grid for person detection. The HOG detector scales the input image
several times while maintaining the size of a detection window in order to detect objects of
various sizes. The HOG detector has served as a crucial building block for numerous object
detectors [100{102] and a wide range of computer vision applications [103]. As inspired
by the HOG detector, the Deformable Part-Based Model (DPM) detector [100] achieved
the best average precision in the 2006 PASCAL person detection challenge. The training
procedure in this model can be thought of as simply learning the correct way to break down
an object, and the inference can be thought of as an ensemble of various object parts. In
this method, a margin-sensitive approach for data mining hard negative examples with a
latent SVM is used to build a recognition system based on multiscale, deformable models.
The fundamental building blocks for this model are the HOG features. Later on this model
was enhanced to handle real world objects with greater variations [101, 104{106].

Rapid progressions in deep learning and improvements in device capabilities including
computing power, memory capacity, power consumption, image sensor resolution, and optics
have improved the performance and cost-e ectiveness and further quickened the spread of
vision-based applications. At present, deep learning-based object detection frameworks fall
into two main categories: two-stage detectors and one-stage detectors. Two-stage detectors,
consist of two stages: one stage to generate region of proposals as candidate boundary
boxes and another stage to do object classi cation for each proposed region. In one-stage
detectors, both stages are done directly on an image without proposing any pre-generated
regions. Therefore, on public benchmarks, one-stage detectors are signi cantly more time-
e cient and more suited to real-time applications, whereas two-stage detectors typically
achieve higher accuracy [107]. Following, some representative methods in each group are
described.

Two-Stage Detectors : In 2014, Girshick et al. [4] proposed a new object detection
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algorithm by combining region proposals with CNNs. They called their method R-CNN,
which stands for Regions with CNN features. Their object detection systems consists of
three modules. The rst modules proposes regions which are category-independent, by
using a selective search method. A CNN consisting of ve convolutional layers and two fully
connected layers is used in the second module to extract a 4096-dimensional feature vector
from each region. To make the regions compatible with the CNN (inputs size of 227 * 227),
they are wrapped in a tight bounding box. The third module consists of a set of linear SVMs
to classify each region. Fig. 2.5 shows this architecture. This object detection algorithm
succeeded to give a 30% relative improvement over the best previous results on PASCAL

Visual Object Classes Challenge 2012.

Figure 2.5: Architecture of R-CNN object detection [4].

Fast R-CNN [5] and Faster R-CNN [108], which are the fast and faster version of R-
CNN, were introduced within one year after R-CNN. In R-CNN, a ConvNet forward pass
is performed for each object proposal without sharing computation, hence it is slow on
SVMs classi cation. Fast R-CNN uses pooling networks to speed up R-CNN by sharing
computation. In this method, a convolutional feature map is computed for the entire input

image and then each object proposal is classi ed using a feature vector extracted from the
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shared feature map. In fact, both the full image and the identi ed regions of interests (ROIS)
are fed into a CNN. Then each ROI is pooled into a a feature map which is xed in size,
and then fully connected layers map them to a feature vector. Softmax probabilities and
bounding-box regression o sets are two outputs for each ROI. This architecture is shown in

Fig. 2.6.

Figure 2.6: Fast R-CNN framework for object detection [5].

R-CNN and Fast R-CNN use selective search for proposal regions which is slow. Faster
R-CNN, introduces the Region Proposal Network (RPN) to improve the region-based CNN
baseline and enable nearly cost-free region proposals. RPN improves the baseline by sharing
the full-image convolutional features with the detection network. It not only reduces the
region proposal time, but also improves the detection accuracy. Up to now, all these methods
were only for object detection and providing a boundary box around the object. Mask R-
CNN [6] is a later extension of Faster R-CNN primarily for object instance segmentation.
Each candidate object in Faster R-CNN has two outputs: a class label and a bounding-box

o set. Mask R-CNN uses the same two-stage procedure with an identical RPN which is the
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rst stage as Faster R-CNN. In the second stage, by adding a branch for predicting an object
mask, Mask R-CNN detects objects in an image while generating a segmentation mask for

each instance. Mask R-CNN's framework for instance segmentation can be seen in Fig. 2.7.

Figure 2.7: Architecture of Mask R-CNN framework [6].

One-Stage Detectors : You Only Look Once (YOLO) [7] is a well known one-stage
object detector. In this algorithm, object detection is posed as a regression problem to
spatially separate bounding boxes and corresponding class probabilities. Here, instead of two
separate stages for proposing regions and classifying them after, bounding boxes and class
probabilities are predicted only in one step and directly from full input images. Therefore,
you only look once at an image to do object prediction. In this detection system, the input
image is resized to 448 by 448, then it is fed to a single CNN which has 24 convolutional
layers followed by 2 fully connected layers. Then, the resulting detections are threshold by the
model's con dence score. This simple and straightforward detection system is extremely fast.

The base YOLO model proposes 98 bounding boxes per image, which is much fewer than 2000
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