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 ABSTRACT 

There is a need for robust solutions to the challenges of near real-time spatio-

temporal outlier and anomaly detection. In our dissertation, we define and demonstrate 

quality measures for evaluation and comparison of overlapping, real-time, spatio-temporal 

data providers and for assessment and optimization of data acquisition, system operation 

and data redistribution. Our measures are tested on real-world data and applications, and 

our results show the need and potential to develop our own mechanisms for outlier and 

anomaly detection. We then develop a representative, near real-time solution for the 

identification of outlying sensors that far outperforms state of the art methods in terms of 

accuracy and is computationally efficient. When applied to a real-world, meteorological 

data set, we identify numerous problematic sites that otherwise have not been flagged as 

bad. We identify sites for which metadata is incorrect. We identify observations that have 

been mislabeled by provider quality control processes. And, we demonstrate that our 

method outperforms enhanced versions of state of the art methods for assessment of 

accuracy using comparable or less computation time. There are many quality-related 

problems with real data sets and, in the absence of an approach like ours, these problems 

may have largely gone unidentified. Our approach is novel for the simple but effective way 

that it accounts for spatial and temporal variation, and that it addresses more than just 

accuracy. Collectively these contributions form an overarching data-mining framework 

and example that can be used and extended for data-mining method development, model 

building and evaluation of spatio-temporal outlier and anomaly detection processes. 
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CHAPTER ONE 

INTRODUCTION 

1.1 Problem and Significance 

The problem we address in our research is that of near real-time determination of 

outliers and anomalies in spatiotemporal weather sensor data, and the implications of 

quality assessment on computation from the perspective of the data aggregator. This 

problem is a part of data-mining, machine learning and data science research that focuses 

on outlier and anomaly discovery. Examples include Chapter 12 of Han, et al [1] and 

Chapter 10 of Tan, Steinbach and Kumar [2]. It is an advanced topic, often not covered in 

classes because it falls late in textbooks, or is only superficially covered with simple, 

“textbook” examples. 

For a variety of reasons, data may not reflect the specific conditions they are 

intended to measure and represent. The challenges go beyond identifying individual 

outlying observations, particularly when viewed in spatial or temporal isolation, or when 

dimensions are considered equivalent. A sensor might become “stuck” and produce the 

same output over an extended period. A sensor’s output may conform to other nearby 

observations and fall within an acceptable range of values, yet not reflect actual conditions. 

A sensor may drift, reporting values further and further from ground truth over time. A 

sensor may report correct values, but its clock may be incorrect, resulting in bad 

timestamps. Similarly, an incorrect location may be associated with a site, and that site’s 

sensor observations may be associated with a position far away. These problems and more 
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like them impact real-life challenges of spatio-temporal outlier detection, and are far more 

complex than outlier detection as typically presented in textbooks and literature, if at all. 

Our over-arching goals include defining spatio-temporal data quality measures, 

using these measures to determine the impact of data quality on system performance, 

defining data quality related requirements, conducting data acquisition and aggregation 

relative to stated requirements, evaluating state of the art algorithms for assessing data 

quality, and developing a new, near real-time algorithm to identify spatio-temporal outliers 

and anomalies in the presence of poor and uncertain data quality. 

The amount and availability of data from sensor networks has grown rapidly in 

recent years due to increased computing power, greater coverage and bandwidth of 

communication networks, and reduced storage costs, as well as reduced costs for sensing 

equipment. The types of monitoring have expanded from environmental sensing, industrial 

monitoring and control, as well as traffic monitoring, to the monitoring of household 

appliances, power consumption and control of household heating/cooling. The evolving 

“Internet of Things”, will surely make even more data available for new applications from 

numerous, overlapping providers. Increased attention must be given to quality control from 

the perspective of the aggregator and disseminator of data, and to the impact of quality 

control on their processes and products. 

“Quality” is inherently subjective and dependent on the user and use of the data. 

Quality control is an exercise in measuring the quality of data, assessing it for a given use, 

and applying the results to that use. For instance, measures such as accuracy, precision, 

timeliness, reliability, etc., can be formulated and used by data consumers to determine 
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which data is “good” and which data is “bad” relative to their applications. For real-time 

applications, data that is not timely (i.e., data that is stale or old when it first becomes 

available) may be of little use even if it is accurate, whereas it may be useful for other 

applications that are not time-sensitive. Data may be accurate in terms of representing real-

world conditions such as ambient air temperature, yet that data becomes unusable if the 

metadata associated with it such as location or time are incorrect. Having access to provider 

quality control measures and to data and metadata that can be used to formulate quality 

control measures is critical to successful use by consumers.  

Quality control measures, if included at all, are generally presented from the 

perspective of the original data provider, with a focus on sensor accuracy, precision or 

other measures assessing the direct performance of the sensor. Differing quality control 

measures and policies from providers yield further challenges to data aggregators. For 

instance, one data provider may present quality control indicators at the sensor level while 

another flags quality assessment at the site level, leaving uncertainty as to which of multiple 

sensor observations is in question. Aggregating such data into a uniform and cohesive 

offering is a challenge, as is the task of selecting which providers should be used from 

multiple, overlapping offerings. 

Spatio-temporal data, used in the absence of quality assurance, may yield 

questionable or poor results. Because of these challenges, we must investigate ways to 

aggregate and derive quality control measures from provided data including sensor 

observations and timestamps not only corresponding to the original observation, but also 

to the times at which the data is made available, processed and redistributed. The best 
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approach to improving the quality of data is to start at the source – the sensors. But, we 

must recognize and work with what is within our control. As aggregators of data from 

sensor networks controlled by other agencies, we make the best of what they give us and 

ideally add value to this data. In all likelihood, we will have no control over the content, 

format and distribution mechanisms used by the providers. We might not even have a direct 

mechanism for reporting problems to the provider and seek resolution. What we can do is 

implement our own quality control mechanisms and use them to optimize the performance 

of our systems. 

For instance, we can evaluate the spatio-temporal coverage of provider data in the 

presence of multiple, overlapping providers and considering bandwidth and processing 

constraints. We can seek answers to questions of whether to include data from one provider 

relative to others. For example, what do we gain in terms of spatial coverage by using data 

from one provider versus two, and what is the cost in terms of bandwidth and storage? 

What is the overlap in data from multiple providers? Does it improve spatial and temporal 

coverage? We can evaluate the impact of quality control processes implemented on our 

systems and in provider systems. We can compare providers to determine overlap, and 

determine which data we should use based on quality control measures, and we can 

determine spatial and temporal gaps in the data we are provided. 

Quite often, sensor-level quality control processes utilize domain-specific, rule-

based systems or general outlier detection techniques to flag “bad” values. For instance, 

NOAA’s Meteorological Assimilation Data Ingest System (MADIS) [3] applies a range of 

[-60° F, 130° F] to its validity check for air temperature observations [4] while the 
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University of Utah’s MesoWest [5] uses the range [-75° F, 135° F] in their quality control 

checks for air temperature [6]. These ranges are intended to represent the possible air 

temperature values that could be observed in real world conditions, at least within the 

coverage area of the provider. If an observation falls outside the range, then the provider 

will flag that observation as having failed the range test and the observation will, for all 

practical purposes, be considered “bad”. Range tests are not perfect checks. For instance, 

the record high United States temperature would fail MADIS’s range test, although it 

would pass MesoWest’s test. Both MADIS and MesoWest employ a suite of tests that go 

beyond their simple range tests. “Buddy” tests are used to compare an observation at a 

given point to neighboring observations. MADIS uses Optimal Interpolation in conjunction 

with cross-validation to measure the conformity of an observation to its neighbors [4]. 

MesoWest uses multivariate linear regression to estimate observations [7]. A real 

observation is compared to the estimate for its location, and if the deviation between 

estimated and observed is high, then the real observation is flagged as questionable. 

These approaches help to assess the accuracy of the given observation, yet quality 

and performance in general needs to be assessed in a manner that also accounts for spatial 

and temporal aspects of applications. For instance, we may want to maximize visual 

“coverage” of a map display in a web application at “critical usage times” with “good” data 

values while working within limited bandwidth. Such problems involve multiple, 

conflicting objectives, making them challenging to solve. Formulating such problems is 

challenging too because we generally first view “quality” as being more subjective than 

“quantity”. Our challenge is to express quality in quantifiable terms. 
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The approaches may also be flawed in that they do not account for bad metadata 

such as incorrect timestamps or incorrect locations. And, they do not necessarily account 

for chronically bad sites, that produce bad data, including data that may sometimes appear 

correct. Of even greater concern, they may not do a good job in assessing accuracy, and 

may be incorrectly labeling bad data as good and good data as bad. 

We do not attempt to correct erroneous data or improve collection at the source. 

Others state correctly that correction at the source is the best way to improve data quality 

[8]. Our objective in this dissertation is to make the most of the original data from providers 

as is. We will use provider quality control descriptors to assess performance of processes 

and demonstrate the need to implement our own quality control processes. We will 

optimize measures such as coverage relative to bandwidth and scheduling downloads of 

provider data. Our interest is that of data aggregator/consumer, and we work within the 

relevant constraints of what can and cannot be controlled from this role. We will use these 

descriptors in conjunction with evaluation of our quality control processes.  

Multiple quality attributes must play a role in the necessarily complex techniques 

of assessing sensor accuracy, creating a chicken and egg problem. If we assess the quality 

of an observation by comparison to neighboring observations, then we must also account 

for the quality of those neighboring observations. If neighboring observations are not 

accurate, then our comparisons to them for accuracy will lack validity. But the problem 

goes beyond accuracy of the observations. We must also account for timeliness and 

reliability. And we must account for accuracy of metadata. If an observation is incorrectly 
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located or if the timestamps of observations are incorrect, then we may be comparing 

against observations that are correct, but are distant in terms of time, location or both. 

The consequences of ignoring data quality are summarized by the often-used adage, 

“Garbage in, garbage out.” How can we trust our applications and models if the inputs are 

bad? In turn, how can we assess our data for quality so that we can be confident in its use? 

1.2 Definitions and Approach 

Our research involves (fixed) site-based, spatio-temporal sensor big data, as 

acquired and evaluated for data quality with real-time potential. The key computational 

problems and approaches are defined in general terms within this section. 

1.2.1 Direct Computational Challenges 

There are many computational challenges associated with our problem. We focus 

subsequent evaluation on scalability and accuracy. 

 

Scalability. Our data sets include hundreds and possibly thousands of sites, and 

there is potential to expand to tens of thousands of sites. Sites have varying reporting 

frequencies ranging from every minute to hourly or less. These sites collectively generate 

hundreds of thousands to millions of observations daily. We desire to eventually run our 

algorithms in near real-time on our production systems, and scalability is key to achieving 

this goal. 
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Accuracy. The underlying data has many data quality challenges. Some of these are 

listed below. Accurately modeling the data is challenging, because the modeled data will 

inherently include error. We desire robust, accurate models that can be used to assess the 

quality of individual observations. 

1.2.2 Indirect Computational Challenges 

There are many indirect issues causing challenges that must be overcome. These 

all influence or are influenced by computation in one way or another. 

 

Real-World Cost and Infeasibility of Verifying Ground Truth. It is not feasible for 

agencies to verify ground truth on a regular basis across hundreds or thousands of sites. If 

problems can be identified automatically, then human-required resolution processes can be 

focused. In the case of third-party aggregators of data, there is no control over original data 

quality and there is no mechanism for rectifying problems at the source. Assessment of 

quality is essential for use. 

 

Non-Isotropic Covariance. Distance cannot be treated equally in all dimensions nor 

in all directions. There are differences between the time dimension and spatial dimensions. 

Other implicit differences stem from elevation, proximity to the ocean, terrain, 

microclimates, prevailing weather patterns, the diurnal effect, seasonal change, etc. 

 

Near-Real-Time Operation. We intend for our processes to run on our production 

systems in near-real-time, at the time in which observations become available from sources 

and providers and are then acquired by our systems. We will store and use only the most 
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recent observations for near real-time presentation and comparison. We do not intend to 

store third-party historical data on our production systems. This does not preclude the 

potential for offline preprocessing and analysis that makes use of historical data. Even if 

providers apply their own quality control measures, this sort of operation may require us 

to obtain and use observations that have not been fully quality-checked. 

 

Further Challenges with Time. Sites report observations at discrete times resulting 

in granularity and non-uniformity. There are varying observation frequencies and reporting 

times across sites. Other issues such as network latency and batch processing result in 

further disruptions of timely data. 

 

“Bad” Data. Bad data includes but is not limited to erroneous observation data – 

individual observations that differ, sometimes by large amounts, from ground truth; “bad” 

sites – sites that chronically produce erroneous observation data; and “bad” metadata 

including incorrect locations and/or incorrect timestamps. Bad data may include items that 

are not normally considered outliers. 

 

Other Quality Factors. There are many other quality factors including reliability 

(site, sensor, communication network), timeliness or lack-there-of for data, imprecision of 

data, and imprecision of metadata. 

1.2.3 General Definitions 

An individual site refers to a fixed-location facility that houses one or multiple 

sensors that each measure a condition of some kind. A measurement and associated 
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metadata are subsequently referred to as an observation. The set of all sites, represented by 

S, is the set of sites for which observations are available for a time period and geographic 

area of interest. 

Formally, an observation, 𝑜𝑏𝑠, is represented as a 4-tuple, 𝑜𝑏𝑠 = 〈𝑠, 𝑡, 𝑙, 𝑣〉 =

〈𝑜𝑏𝑠𝑠, 𝑜𝑏𝑠𝑡, 𝑜𝑏𝑠𝑙 , 𝑜𝑏𝑠𝑣〉 consisting of the site/sensor s, timestamp t, location l (spatial 

coordinates), and an observed value v. We investigate observations from a single sensor 

type, so we assume that s identifies both the site and sensor. The set of all observations, 

represented by O, consists of observations from sites in S over a time-period of interest. 

 

Ground-truth is the exact value of the condition that a given sensor is intended to 

measure at a given location and time. Ground-truth will rarely be known because of sensor 

error, estimation error, and high human costs, among other reasons. The human cost side 

of this problem is a huge challenge, with agencies struggling to accurately inventory assets 

and, as a result, technicians are unable to service and maintain equipment, including that 

they may not even be able to find the equipment. 

We wish to evaluate observations to determine if they are erroneous. To do so, we 

will compare individual observations to corresponding estimates of ground-truth. For our 

purposes, these estimates will be determined via interpolation, which is commonly used in 

the GIS community, as well as in the weather and road-weather communities. 
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1.2.4 Computational Problems / Elements of our Data-Mining Process 

 

Identification of Outlyingness and Outliers. We measure outlyingness as the 

absolute deviation between an observed value and ground truth. Since ground truth may 

not be known, outlyingness is estimated as the absolute deviation between an observed 

value and modeled ground truth corresponding to the observed value in time and location. 

Given the degree of outlyingess (exact or estimated), outliers can be identified using a 

threshold. If the degree of outlyingness for an observation meets or exceeds the threshold, 

then the observation may be flagged as an outlier. Otherwise, it is flagged as an inlier. The 

degree of outlyingness is more informative than an outlier/inlier label. 

 

Model. For our situation, a model estimates ground truth corresponding to the 

observed value in terms of time and location using the most recent observations from other 

sites and a parameter configuration. For our purposes, and by definition, these models will 

be interpolators. 

 

Model Training.  For a given model instance, there may be a set of parameters P. P 

may be determined via training on a similar data set.  For instance, observations from a 

prior, representative time period can be used for training. A model instance can be 

evaluated using a set of parameter configurations, and the configuration that minimizes 

mean-squared-error relative to ground-truth or a subset of known good values can be 

chosen as the optimal configuration, P. 
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Our approach is consistent with general model-based approaches for outlier 

detection found in Han, et al [1], Tan, Steinbach and Kumar [2] and Aggarwal [9], and 

follows the general data-mining framework of Train, Test and Evaluate. 

1.2.5 General Algorithms 

 

Identification of Outlyingness and Outliers Algorithm. Algorithm 1 provides both 

an indication of outlier/inlier and the degree of outlyingness. Analysis of the degree of 

outlyingness is prerequisite to determining the threshold for identifying outliers, and we 

treat the selection of the threshold as a subjective choice based on analysis of alternative 

threshold values. 

 

Algorithm 1. EVALUATE_OUTLYINGNESS(Model,o,O',threshold) 

Input: 

Model is a (generic) estimator for an individual observation given the most 

recent observations from other sites. 

𝑜 is an observation. 

𝑂′ is the set of single most-recent-observations from all sites other than 𝑜𝑠. 

𝑡ℎ𝑟𝑒𝑠ℎ𝑜𝑙𝑑 is a scalar threshold value for degree of outlyingness that separates 

outliers from inliers. 

Output:  

𝐷𝑜 is the degree of outlyingness for the observation.  

𝐿𝑜 is the classification (outlier/inlier) for the observation, 

 

Algorithm: 

𝐸𝐺𝑇𝑜 = 𝑀𝑂𝐷𝐸𝐿( 𝑜, 𝑂′) 
𝐷𝑜 = |𝑜𝑣 − 𝐸𝐺𝑇𝑜| 
𝒊𝒇 𝐷𝑜 ≥ 𝑡ℎ𝑟𝑒𝑠ℎ𝑜𝑙𝑑 𝒕𝒉𝒆𝒏 

𝐿𝑜 = 𝑜𝑢𝑡𝑙𝑖𝑒𝑟 
𝒆𝒍𝒔𝒆 

𝐿𝑜 = 𝑖𝑛𝑙𝑖𝑒𝑟 
𝒓𝒆𝒕𝒖𝒓𝒏 𝐷𝑜 , 𝐿𝑜 
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Generic Model. Algorithm 2 is a generic representation of a model of ground truth, 

and instances include Inverse Distance Weighting, Least Squares Regression, Universal 

kriging, Ordinary kriging, and our subsequent SMART method. 

 

Algorithm 2. MODEL(o,O',P) 

Input:  

𝑜 is an observation. 

𝑂′ is the set of single most-recent-observations from all sites other than 𝑜𝑠. 

𝑃 is a parameter configuration for the model. 

 

Output:  

mv = the modeled value for observation 𝑜.  

 

Algorithm: 
… 

𝑚𝑣 is determined using 𝑜,  𝑂′ and 𝑃. 
… 

𝒓𝒆𝒕𝒖𝒓𝒏 𝑚𝑣 
 

Model Training Algorithm. We present a single, consistent algorithm for training 

models as Algorithm 3. Given ground truth observations or a reasonable approximation of 

ground truth observations, model parameters are selected so-as to minimize the difference 

between estimated/modeled values and ground truth. 
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Algorithm 3. TRAIN_MODEL(Model,S,O,GT,PC) 

Input:  

Model is a (generic) estimator for an individual observation given the most 

recent observations from other sites. 

𝑆 is the set of sites. 

𝑂 is a set of observations. 

𝐺𝑇 is the ground truth values associated with each observation. 

𝑃𝐶 is a set of parameter configurations considered for the model. 

 

Output:  

𝑃, the optimal parameter configuration.  

 

Algorithm: 
𝑚𝑖𝑛𝑡𝑖𝑚𝑒 = min

𝑜∈𝑂
𝑜𝑡 

𝑚𝑎𝑥𝑡𝑖𝑚𝑒 = max
𝑜∈𝑂

𝑜𝑡 

𝒇𝒐𝒓 𝒆𝒂𝒄𝒉 𝑝 𝒊𝒏 𝑃𝐶  
𝑠𝑠𝑞𝑒𝑟𝑟 = 0 
𝒇𝒐𝒓 𝑡 = 𝑚𝑖𝑛𝑡𝑖𝑚𝑒 𝒕𝒐 𝑚𝑎𝑥𝑡𝑖𝑚𝑒 

𝒇𝒐𝒓 𝒆𝒂𝒄𝒉 𝑜 𝒊𝒏 𝑂 𝑤ℎ𝑒𝑟𝑒 𝑜𝑡 = 𝑡 

𝑂′ = {𝑜𝑏𝑠𝑠′,𝑡′|𝑠′ ∈ 𝑆 − 𝑜𝑠, 𝑡′ ≤ 𝑡, 𝑜𝑏𝑠𝑠′,𝑡′ ∈ O, 𝑡′ = arg 𝑚𝑎𝑥
𝑜𝑏𝑠𝑠′,𝑡′′∈O,𝑡′′≤𝑡 

𝑡′′} 

𝑒𝑠𝑡𝑖𝑚𝑎𝑡𝑒𝑑_𝑔𝑟𝑜𝑢𝑛𝑑_𝑡𝑟𝑢𝑡ℎ = 𝑀𝑂𝐷𝐸𝐿(𝑜, 𝑂′) 
𝑠𝑠𝑞𝑒𝑟𝑟 = 𝑠𝑠𝑞𝑒𝑟𝑟 + (𝑒𝑠𝑡𝑖𝑚𝑎𝑡𝑒𝑑_𝑔𝑟𝑜𝑢𝑛𝑑_𝑡𝑟𝑢𝑡ℎ − 𝐺𝑇𝑜)2

 

𝑚𝑠𝑒𝑝 =
𝑠𝑠𝑞𝑒𝑟𝑟

|𝑂|
 

𝑃 = arg min
𝑝∈𝑃𝐶

𝑚𝑠𝑒𝑝 

𝒓𝒆𝒕𝒖𝒓𝒏 𝑃 

1.3 Framework and Contributions 

Here, we briefly list the major contributions of our dissertation. Collectively these 

contributions form an overarching data-mining framework and example that can be used 

and extended for data-mining method development, model building and evaluation of 

spatio-temporal outlier and anomaly detection processes: 
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• New spatio-temporal quality control measures, and demonstration of use of these 

measures in conjunction with system requirements, and optimization of feed 

consumption and load-shedding relative to overlapping data from multiple 

providers. 

• Demonstration of need to develop our own spatio-temporal quality control 

processes. 

• A method for creating a representative, artificial data set that can be used for data-

mining method development, model building and evaluation. The artificial data set 

can be treated as ground-truth, and can be perturbed with errors of varying types. 

• A method for extending spatio-temporal raster data so that it can be used for method 

development, model building and evaluation. 

• A new, robust interpolator, that far outperforms state-of-the-art interpolators in the 

presence of bad data. 

• A robust, data-mining algorithm for performing near real-time spatio-temporal 

outlier and anomaly detection that goes beyond assessment of accuracy and 

identification of outlying values, by identifying bad sites and bad metadata, and 

accounts for the temporal aspect. 

• Evaluation by way of an in-depth analysis of our new algorithm against traditional 

algorithms that includes evaluation in terms of computation time, data 

requirements, accuracy performance, and investigation of performance relative to 

configurations of neighborhoods. 
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• Identification of outliers and anomalies in real sensor data including identification 

of mislabeled data, bad sites and bad metadata that otherwise were not identified or 

were mislabeled by providers. 

1.4 Organization 

The remainder of this dissertation is organized as follows: Chapter 2 provides 

background, motivation and related work. Chapter 3 presents new spatio-temporal data 

quality measures, analyses the impact of data quality on computation and performance, and 

demonstrates the opportunity and need to develop our own quality control assessment of 

accuracy. Chapter 4 presents a new, robust data-mining algorithm for performing outlier 

and anomaly detection that outperforms state of the art methods in the presence of bad data. 

This interpolator is then employed to assess accuracy. Informal methods are also 

demonstrated to identify bad metadata and bad sites. Chapter 5 presents an in-depth 

evaluation of our algorithm as compared to the state of the art algorithms and tested on 

multiple data sets, including three real world data sets. Evaluation is conducted relative to 

computation time and accuracy. Chapter 6 presents conclusions and future work. 

 



17 

CHAPTER TWO 

BACKGROUND AND RELATED WORK 

2.1 Background 

Since 2003, the Western Transportation Institute (WTI) at Montana State 

University (MSU), in partnership with the California Department of Transportation 

(Caltrans), has developed web-based systems for the delivery of information from 

Department of Transportation (DOT) field devices and data from other public sources 

including current weather conditions and forecasts. These systems present traveler 

information to the traveling public and assist DOT personnel with roadway maintenance 

and operations. It is critical that we display quality information in these systems, yet 

determining the quality of the data remains a challenge.  

The WeatherShare system [10] was originally developed by WTI in partnership 

with Caltrans to provide a single, all-encompassing source for road weather information 

throughout California. Caltrans operates approximately 170 Road Weather Information 

Systems (RWIS) along state highways, and their coverage is limited. It is unrealistic to 

expect pervasive coverage of the roadway from RWIS alone given the costs of deployment 

and operation. WeatherShare aggregates Caltrans RWIS data along with weather data from 

other third-party aggregation sources such as NOAA’s Meteorological Assimilation Data 

Ingest System (MADIS) [3] and the University of Utah’s MesoWest [5] to present a unified 

view of current weather conditions from approximately 2000 sites within California. A 

primary benefit of the system is far greater spatial coverage of the state, particularly 
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roadways, relative to the Caltrans RWIS network. Other systems such as the One-Stop-

Shop for Rural Traveler Information [11] present this weather information to the traveling 

public in conjunction with road camera images, incidents, and more.  

The importance of data quality for these application cannot be understated – RWIS 

data is used by maintenance personnel in determining how and when to treat the road to 

mitigate ice; it is used by operations personnel to determine when to issue warnings and 

chain control and when to close lanes or entire roadways; it is used by automated safety-

warning systems to issue warnings to drivers; and it is used by traveler information systems 

that provide road-weather conditions to the traveling public. Bad data leads to bad 

decisions and bad decisions decrease safety and can cause the loss of life. 

In Phase 1 of WeatherShare, the system was developed to cover Northern California 

as a proof of concept. In Phase 2 of WeatherShare, the system was expanded to cover the 

entire state of California. In Phase 3 of WeatherShare, the system began transitioning to 

become the official repository and source for Caltrans RWIS data. In Phase 4, further steps 

are being taken in this transition, including the implementation of user profiles, alerts and 

notification capability. 

The Phase 1 and Phase 2 WeatherShare systems achieved the primary goal of 

enhancing Caltrans’ ability to assess current and prospective short-term weather conditions 

and act accordingly, and further success in this area has been achieved in Phases 3 and 4. 

The Phase 4 system is scheduled to replace a legacy system, and become the official 

repository and source for Caltrans RWIS data. In WeatherShare, an emphasis has been 

placed on creating an easy to read and understand at a glance interface.  
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In Phases 1 and 2 we implemented automated quality control procedures for 

identification of “bad” data with limited success. The system did not fully achieve a 

secondary goal of increasing Caltrans ability to assess RWIS sensor accuracy in an efficient 

manner, guided by automated procedures. This shortcoming stemmed from limitations in 

automated quality control procedures.  

We implemented automated quality control procedures within WeatherShare for 

identifying “bad” data principally to assess sensor accuracy for Caltrans RWIS as well as 

for all other sensor observations stored in the system. Quality control indicators from 

providers such as MADIS were considered for use from time to time, but differences across 

providers and suspected short-comings limited our usage of these indicators. Within the 

scope of the WeatherShare project, we have not made a concerted effort to reconcile these 

differences, nor to formally quantify and evaluate the impact of quality control, and 

optimize the performance of these systems relative to quality control measures. 

Ian Turnbull, Chief ITS Engineer at Caltrans District 2 in Redding was the original 

project champion for the WeatherShare project, and has been involved with all subsequent, 

related projects. It is from Ian that we were given the directive of providing “accurate, 

timely and reliable” information. Given our experience with these projects, we recognized 

the need for more formal, quantitative handling of multi-dimensional quality measurement. 

To date, such measurement has been elusive for a variety of reasons. For instance, sensors 

are not uniformly distributed through the state of California, yet we desire a uniform 

presentation of sensor data in a spatiotemporal sense in our displays.  

  



20 

 

 

2.2 Challenges from the (Near Real-Time) Spatial Perspective 

Figure 1 shows the Current Air Temperature layer from Caltrans’ Aviation 

WeatherShare system [12], another web-based system developed for Caltrans. Caltrans’ 

Aviation WeatherShare provides weather information to underserved airports and general 

aviation personnel. Notice that approximately 150 observations are shown, and these 

observations visually cover most of the state. It is not viable to show all observations at 

this zoom level despite there being potentially 1000 or more observations available at a 

given time. The map would be too cluttered to read, and there would be performance issues 

associated with display overhead. Yet it is desirable to select a subset sufficient to show 

representative conditions throughout the entire state. Note too that there are some 

apparently erroneous observations shown. (Our systems use the Google Maps API for a 

base map layer and associated mapping functionality. Thus, Google Maps content is shown 

in many of screenshots shown as figures in this dissertation. Google Charts content from 

our systems is also shown in several figures. We are appreciative to Google for this 

functionality.) 

Figure 2 shows the Current Air Temperature layer from the aviation system in 

proximity to Los Angeles. At this zoom level, it is apparent that the spatial distribution of 

sensors is not uniform. There are many sensors reporting observations from downtown Los 

Angeles while there are far fewer in the outlying areas to the north. Notice also the apparent 

bad data. There is an 0° F observation near Interstate 5, which is apparently incorrect 
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because no neighboring observations are that cold. By similar reasoning, should we also 

conclude that the nearby 62° F observation is incorrect?  

 

 

Figure 1. Current Temperature Layer (°F) from aviation.weathershare.org 
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Figure 2. Temperatures (°F) near Los Angeles in aviation.weathershare.org 

 

2.3 Challenges from the Temporal Perspective 

Figure 3 shows the WeatherShare Phase 4 time series plots for air temperature and 

(pavement) surface temperature at the Caltrans Fredonyer Summit RWIS on June 6th, 

2016. Several observations are missing from the air temperature plot between 4 PM and 5 

PM. Three apparent erroneous observations are shown in the surface temperature plot, 
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including a 0° F observation. While these errors appear obvious in these time series 

displays, similar errors may be less apparent in a map display.  

 

 

 
Figure 3. Air and Surface Temperature (°F) Screenshots in WeatherShare 

 

The Caltrans District 2 Dunsmuir RWIS site, shown in Figure 4 and referred to 

subsequently in this document as CTDUN, exemplifies the challenges of data quality 

assessment at the site level. CTDUN sits near the northern extreme of the Sacramento 

Canyon. Starting north of Redding and extending nearly to Mt. Shasta, the Sacramento 

Canyon progresses along Interstate 5 from an elevation of approximately 500 feet to over 

3900 feet near the base of Mt. Shasta. Dunsmuir sits at an elevation of approximately 2450 

feet. Mt. Shasta has an elevation of over 14,000 feet and the Trinity Alps, to the west of 

Dunsmuir, rise as high as 9000 feet above mean sea level. Separate from Mt. Shasta, the 

area to the north of Dunsmuir is arid relative to the canyon area to the south, and rain forest 

is present near the coast less than 100 miles to the west. With varying terrain and climate, 

the spatial neighborhood of CTDUN is far from homogeneous, as shown in Figure 5. 
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Figure 4. Photo of the Caltrans Dunsmuir RWIS Tower 

 

 

Figure 5. Surrounding Area Facing North and South from CTDUN 
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Figure 6 shows observed air temperature at CTDUN in January 2010. The variation 

shown is generally periodic, with an apparent diurnal effect, as well as influence from 

(winter) weather systems. There are several interesting non-periodic episodes within this 

timeframe. The temperature hovers slightly above freezing from 1/20/2010 to 

approximately 1/25/2010. Are observations from this period erroneous? Certainly they are 

suspect, although they could be caused by a temperature inversion in the canyon. The 

observations approach but never cross below freezing. There are several sub-periods that 

span more than 24 hours in which there is almost no variation. It is challenging to determine 

if this data is erroneous when looking at the time series for CTDUN alone. In subsequent 

figures, we compare the observations from CTDUN to observations for the same period 

from other nearby Caltrans sites.  

Black Butte Summit sits north of CTDUN and is the location of another Caltrans 

RWIS site, Caltrans Black Butte Summit (CTBBS). Observations from CTBBS can be 

compared against those from CTDUN and generally agree with the observations from 

CTDUN, as shown in Figure 7. Note, however, the absence of data for this site between 

1/20/2010 and 1/24/2010, overlapping the questionable data from CTDUN. The cause of 

this gap is unknown. This missing data could be a consequence of communication 

problems and/or problems with equipment at the site, and makes the comparison between 

sites incomplete. 
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Figure 6. Air Temperature at CTDUN in January 2010 

 

 

Figure 7. Air Temperature at CTDUN and CTBBS in January 2010 
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Caltrans’ Snowman Summit Site, CTSNS, is located on Snowman Summit, south 

of Mt. Shasta along California State Route 89. While CTSNS is close to CTDUN, there is 

significant variation in terrain between the two sites, as shown in Figure 8. When 

comparing the two sites, there is general agreement in the observations between CTSNS 

and CTDUN. There are two periods from approximately 1/20/2010 to 1/31/2010 in which 

data was not available from CTSNS, again overlapping the questionable period from 

CTDUN. A period immediately prior to 1/21/2010 shows very little variation, like what 

was observed subsequently at CTDUN. Yet temperatures do dip below freezing multiple 

times at CTSNS. 

 

 

Figure 8. Air Temperature at CTDUN and CTSNS in January 2010 
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Caltrans Vollmers Site (CTVOL), is located south of CTDUN at Vollmers. 

Observations from CTVOL also show agreement with observations from CTDUN, 

although it does generally appear to be slightly warmer at CTVOL than at CTDUN, as 

shown in Figure 9. There are several apparently erroneous observations of 32 degrees on 

approximately 1/12/2010 and 1/13/2010. 

 

 

Figure 9. Air Temperature at CTDUN and CTVOL in January 2010 

 

2.4 Motivation 

From ad-hoc comparisons between observations from CTDUN shown in Figure 6 

and  compared with those from CTBBS, CTSNS and CTVOL, shown in Figures 7, 8 and 

9, respectively, we begin to see some of the challenges in assessing spatiotemporal data 

quality. As expected, there is a strong correlation in observations between neighboring 
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sites, yet the data does not match perfectly. Neighboring sites have their own issues with 

accuracy, timeliness and reliability. As such, there may not always be observations to 

which we can compare directly.  

Bad observations, inconsistent reporting of observations, and non-uniform 

distribution of sensors make it challenging to present an “accurate, timely and reliable” 

depiction of current conditions across the entire state. Yet it is important to present 

“quality” data in a timely manner so that users can recognize changing weather conditions 

such the passing of a cold front, which in turn might cause icy roadways, or icing conditions 

in the air. In fact, we personally used the One-Stop-Shop [11] recently (February 10th, 

2017) so as to avoid freezing rain and ice on the roadway while evaluating an alternate 

route subsequent to closure of our primary route. Our primary route was closed due to 

flooding. Strong winds are also problematic for both surface transportation and aviation, 

as is precipitation, especially when combined with below freezing temperatures, and these 

present significant hazards. 

2.5 Related Work 

2.5.1 Outlier Detection 

Data mining texts nearly all include data preprocessing and data cleaning as critical 

components of the data mining process. The identification and handling of outliers, i.e., 

outlier analysis, is addressed within these headings by Han, et al [1], and the impact of 

outliers is covered by Nisbet, et al [13]. Robust regression techniques such as least median 

squares are employed in data mining to help to overcome outliers and low quality data in 
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the process of data cleaning by Witten, et al [14]. The handling of errors and missing values 

is also presented in relation to data mining by Steinbach and Kumar [2], along with quality 

attributes such as accuracy and precision, as well as the adverse impact that outliers can 

have on clustering algorithms. This demonstrates the chicken-egg nature of the problem in 

which a method used to identify outliers is adversely impacted by outliers. Further 

treatment of outliers is given by Everitt, et al, in their text devoted to cluster analysis [15]. 

Outliers are given extensive treatment in the context of temporal data mining, particularly 

in relation to clustering in the work of Mitsa [16]. Machine learning texts also discuss 

outliers in conjunction with data preparation/preprocessing, in the context of applications, 

and as objects for further investigation, with examples including Alpaydin [17], 

Cherkassky and Mulier [18], Flach [19], Marsland [20], and Ratner [21]. There is extensive 

treatment of outlier detection in time series data and data streams, with attention is focused 

on abrupt change detection in Aggarwal’s text on outliers [9].  

An entire volume is dedicated to the topic of bad data by McCallum [22]. Outlier 

detection and analysis is presented by Aggarwal [9], with applications including but not 

limited to intrusion detection systems, credit card fraud, interesting sensor events, medical 

diagnosis, law enforcement, earth science, meteorology, traffic analysis, disease outbreak, 

quality control, finance, web log analysis, text and social media, and demographics. Other 

books specifically address spatial data quality including those by Goodchild and Gopal 

[23], Zhang and Goodchild [24] and Shi, et al [25]. 

Aggarwal [9] presents a number of useful, general observations. Correlation across 

time series can be used to identify outliers, by using one or multiple series to predict 
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another. Deviations between predicted and actual values can then be used to identify 

outliers. Distance-based methods can be used to identify time series outliers, although care 

must be taken in the selection of the method and there are many choices. Spatial and 

temporal continuity play important roles in spatial, temporal and spatio-temporal outlier 

detection. When used on temporal snapshots of data, spatial methods can fall short because 

they do not address the time component. Decoupling the spatial and temporal aspects can 

be suboptimal. Neighborhoods can be used to make predictions, yet it is a challenge to 

combine spatial and temporal dimensions in a meaningful way. Domain-specific methods 

can be used to filter noise, but such filtering can mask anomalies in the data. 

Functional Outlier Detection offers overlap with the problem of identifying bad 

sites and bad metadata. In [26], Hubert, et al presented several useful types of functional 

outliers in a taxonomy including isolated outliers, which exhibit outlying behavior over 

short time periods; persistent outliers which produce outliers over all or nearly all of the 

time period investigated; shift outliers that have the same shape as other data but are shifted 

in value; and amplitude outliers, which have the same shape as other data but for which the 

scale/amplitude differs. Unfortunately, as we show later, the data sets that we are dealing 

with may include sites that yield data that is not a function. Disparate reporting frequencies, 

sporadic and limited reporting, and the potential for bad timestamps introduce further 

challenges to applying functional outlier detection. Minus these challenges, approaches for 

functional outlier detection such as functional outlier maps (refer to Hubert, et al [27] for 

further information) and “functional adjusted outlyingness” (refer to Hubert, et al [28]) 

may be applicable. 
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Robust regression methods including Least Trimmed Squares Regression play a 

role for us in addressing the problem of identifying bad observations. We use the approach 

developed by Rousseeuw, et al [29] to perform Least Trimmed Squares Regression within 

methods for the association of like sites and the identification of bad sites to then identify 

bad observations. And, we use Least Trimmed Squares as a metaheuristic, going beyond 

just Linear Least Trimmed Squares. 

Cheng and Li present an approach that identifies spatio-temporal outliers as being 

significantly different from other objects from the same spatial and temporal neighborhood 

[30][31]. Their steps include classification (clustering), aggregation (filtering), comparison 

and verification. They argue that most methods consider only spatial relations and ignore 

semantic relations. They use clustering for the classification step to identify semantic 

relationships. While this approach will group like items, the groups are not optimal relative 

to individual observations. An observation on the edge of a cluster or partition may be most 

like other objects within its cluster as well as objects in an adjacent cluster. The hard cutoff 

between clusters/partitions is problematic. 

Outlier detection for high-dimensional data is tackled by Adam, et al in [32] using 

neighborhoods to assess quality of traffic and streamflow data. Their approach treats time 

series as the high-dimensional data, and identifies periods of time for which there is 

anomalous behavior within series. Angle-based techniques are used by Kriegel, et al in 

[33] to identify outliers in high-dimensional data.  

In [34], Shekhar, et al present a unified approach for detecting spatial outliers and 

a general definition for spatial outliers, but they do not address the spatio-temporal 
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situation. In the context of visualizing data quality, Ward and Zheng demonstrate that data 

quality at a given location changes over time [35]. While data quality could certainly vary 

over time, we believe the variation observed is likely due more to uncertainty and variation 

in neighboring data. 

2.5.2 Data Quality 

Data quality from the perspective of the consumer is presented subjectively by 

Wang and Strong [36] as a comprehensive framework of data quality attributes. Batini, et 

al [37] present a more recent survey and summary of data quality dimensions, and point 

out varying definitions for dimensions such as timeliness and completeness. Luebbers, et 

al [38] develop data mining tools to assist in data quality assessment, and present a 

definition for data auditing that includes measurement and improvement of data quality. 

Bisdikian, et al [39] present overlap and differences between “Quality of Data” and 

“Quality of Information” (QoI). While these papers are useful in general terms, they do not 

include specific, comprehensive measures that can be applied to the spatio-temporal data 

quality challenges that we have encountered. 

Devillers and Jeansoulin [40] provide a comprehensive review of spatial data 

quality, including treatment of temporal aspects, and distinguish between internal and 

external quality. Internal quality includes dimensions such as accuracy, completeness and 

consistency, while external quality is defined as fitness for use or purpose. They also cite 

and expand on prior work from Bédard and Vallière [41], which presented six 

characteristics of external quality for geospatial databases: definition, coverage, lineage, 
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precision, legitimacy, and accessibility. Work from Shi, et al in [42] is relevant because it 

presents sources of uncertainty in spatial-data mining, and these sources can also be viewed 

as sources of data quality problems. While these papers provide general guidance to us, 

they do not provide specific measures and algorithms that address our spatio-temporal 

situation. 

In [9], Aggarwal defines Data Cleaning as “Given a data set, remove discordants 

from it. Correct any errors in the data if possible.”. Data cleaning is presented by Sathe, et 

al in the context of pull-based and push-based data acquisition in [43], along with a model-

based approach to outlier/anomaly detection. Ives, et al [44] present an adaptive query 

system for systems integrating overlapping data sources, including query optimization, 

while Sofra, et al [45] investigate the trade-offs between accuracy and timeliness of 

information acquired in a data aggregation network. Also from the networking domain, the 

work presented by Charbiwala, et al in [46] focuses on rate control guided by Quality of 

Information (QoI) measures. They indicate that such efforts are highly application-

dependent. Another network-related publication, this one by Hermans, et al, [47] presents 

four components of data quality: accuracy, consistency, timeliness and completeness. 

Timeliness is expressed principally as a network phenomenon. Fugini, et al [48] define 

completeness, currency, internal consistency, timeliness, importance, source reliability and 

confidentiality for cooperative web information systems. These definitions are general and 

useful conceptually, but require further definition specific to spatio-temporal data to be of 

direct help to us. 
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Klein, et al present work in relation to the transfer and management challenges 

related to the inclusion of quality control information in data streams and develop optimal, 

quality-based load-shedding for data streams in [49]–[53]. Specific measures presented 

include accuracy, confidence, completeness, data volume and timeliness, and all are 

presented in relation to sensor data streams. A missing component in these works relative 

to ours is an accounting for the spatial aspect. For Klein, et al, data is considered and 

managed as individual streams. In our work, it is important to not only consider data 

streams from individual sites and sensors but the collective of all sites and sensors and their 

interrelationships. We are generally working with batches of data that cover relatively short 

amounts of time. Data from one site may be in error while data from another nearby site 

may be good. The latter (“good”) could be used in place the former (“bad”) in some of our 

applications. Specific measures are presented by Klein, et al and are of use as examples, 

while some such as completeness have apparent short-comings for our application which 

we subsequently address. In several applications, we wish to evaluate overlapping data 

providers, and there is no direct mechanism to do so here. In subsequent work, Klein, et al 

[54][55]incorporate their data quality measures into a larger middleware architecture 

named GINSENG, intended for performance monitoring and control of sensor networks. 

The specific measures used are like those presented by Klein in prior work. 

Quality of Service (QoS) is used by Tatbul for load-shedding in [56] while noting 

that conflicting objectives are common. Similar work is presented in the context of operator 

scheduling by Carney, et al [57]. Mokbel, et al [58] present load-shedding for spatio-

temporal data streams, but they do not specifically address quality control measures. Other 
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work regarding load-shedding for data streams can be found in Babcock, et al [59][60], 

Nehme and Rundensteiner [61], and Tatbul, et al [62][63][64]. Of these, [61] from Nehme 

and Rundenste appears most relevant due to its spatio-temporal setting, presenting a 

clustering approach to load-shedding in which moving objects that are similar in terms of 

location, time, direction and speed are clustered, and data from individual members of the 

cluster can be dropped with the representatives of the cluster summarizing them. Our 

applications do not directly involve moving objects. Granted, weather phenomenon is 

always moving, but it is not our intent to directly characterize that movement directly. The 

added complexity necessary for clustering does not benefit us as a data consumer since we 

may not have the opportunity to select individual data elements for download. Our choices 

are all-or-nothing relative to providers and their feeds at given publication times. 

Jeung, et al [65] present an automated metadata generation approach that includes 

a probabilistic measure of data quality. In [66], Hossain, et al dynamically assess three 

quality attributes for the detection and identification of human presence in multimedia 

monitoring systems, whereas Rodríguez and Riveill [67] present data quality in relation to 

e-Health monitoring systems. Crowd-sourced citizen science as described by Kelling, et al 

in [68] and volunteered geographic information efforts from Goodchild and Li [69], 

Barron, et al [70], and Ballatore and Zipf [71] overlap with data quality research for 

obvious reasons. When the public assists in collecting data, the benefits of public collection 

must be weighed against the potential for poor quality submissions. These efforts do 

indicate that the benefits of public participation outweigh the drawbacks while leaving 

open paths for further research. In [68], Kelling, et al tackle the problem of quality with 
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analysis both of data submission and subsequent observer variation. Goodchild, et al call 

upon existing data quality standards such as the US Spatial Data Transfer Standard from 

the USGS [72] and the Content Standard for Digital GeoSpatial Metadata [73] while 

demonstrating the open-ended nature of quality assurance for volunteered geographic 

information. Barron, et al [70] reference the ISO 19113 [74], ISO 19114 [75] and ISO 

19157 [76] standards while pointing out that data quality for volunteered geographic 

information projects such as OpenStreetMap (OSM) [77] depends on the user’s purpose. 

In turn they present a framework tailored to “fitness for purpose” with six different 

categories of purpose and 25 measures within those categories, all specific to OSM. 

Ballatore and Zipf [71] investigate “conceptual quality” using OSM, and indicate wider 

applicability than that of Baron, et al [70]. While these sources demonstrate ongoing 

interest and need for related research, none of these approaches directly addresses quality 

control for spatio-temporal data for the consumer/aggregator situation. 

Accuracy, precision, error and uncertainty relative to location information are 

addressed in general terms by Goodchild and Gopal [23], although the specifics of 

identifying such problems in data sets like ours are lacking. In [25], Shi, et al describe 

errors in position, in which location is distorted by some vector. They further describe the 

situation in which such errors vary smoothly in space, preserving continuity and spatial 

autocorrelation. They also describe absolute versus relative errors in location. This is useful 

for both location and timestamp errors. A distinction is made by Shi, et al [25] between 

attribute accuracy and thematic accuracy. Data quality as spatial metadata and use of the 

quality information is also addressed. 
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2.5.3 Weather and Road Weather Data Quality 

Helpful literature comes from the weather and road-weather communities and is 

devoted to accuracy checks for individual observations. Many of the methods are 

interpolation-based. Zhang and Goodchild [24] define Spatial Interpolation as “the 

procedure of estimating the value of a field variable at unsampled sites within the area 

covered by sampled locations.” The Barnes Spatial Test [78] is a variation of Inverse 

Distance Weighting (IDW) (reference Shepard [79]), and has been used by the Oklahoma 

Mesonet. Further examples include Shafer, et al [80], and the Federal Highway 

Administration’s Clarus project, as described by Limber, et al in [81]. MesoWest [5] uses 

multivariate linear regression to assess data quality for air temperature, as described by 

Splitt and Horel in [82] and [83]. MADIS [3] implements multi-level, rule-based quality 

control checks including a level-3 neighbor check using Optimal Interpolation / kriging 

[4][84][85]. All the approaches mentioned from the weather and road-weather 

communities (IDW, Linear Regression, kriging) can be used to check individual 

observations for deviation from predicted, flag individual observations as erroneous or 

questionable if the deviation is large, and then use cumulative statistics to flag a site as 

erroneous. But if the interpolated values are erroneous, then the quality assessment will be 

bad too. If the metadata such as location or timestamps associated with a site is erroneous, 

then the quality control assessment may be bad because of comparison with the wrong data 

from the wrong sites. None of these approaches identify incorrect location metadata and 

only one provider, Mesowest, attempts to identify bad timestamps, yet their approach only 
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identifies one of the most egregious timestamp-related problem – timestamps that cannot 

possibly be correct because they occur in the future relative to collection time. 

Beyond bad metadata, sites that are chronically bad are identified at best by 

rudimentary and seemingly arbitrary means. MADIS’ level 2 statistical spatial consistency 

check will flag observations as failed if 75% of the observations for the site/sensor have 

failed in the prior week. This check will discontinue flagging observations as bad if the 

failure rate for other checks drops beneath 25% in subsequent weekly statistics. While this 

does give an overall, general indication of site/sensor health, it is possible that there is a 

problem with a site while observations from the site still pass quality control in a sufficient 

proportion of time to go unnoticed.  

2.5.4 Interpolation 

Since many spatial approaches use interpolation for quality assessment, it is useful 

to examine work that compares and enhances traditional interpolation methods. In [86], 

Zimmerman, et al use a number of artificial surfaces and sampling techniques as well as 

noise level and strength of correlation to compare Ordinary and Universal kriging and 

IDW. The authors found that the kriging methods outperformed IDW across all variations 

they examined. In [87], Lu and Wong found instances in which kriging performed worse 

than their modified version of IDW, where they vary the exponent depending on the 

neighborhood. They do indicate that kriging would be favored in situations for which a 

variogram accurately reflects the spatial structure. Mueller, et al [88] show similar results, 

saying that IDW is a better choice than ordinary kriging in the absence of semi-variograms 
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to indicate spatial structure. For our problem, additional factors that would impact these 

methods include age and quality of the neighboring data.  

In prior work, we proposed a modification of IDW that used a data-based distance 

rather than geographic distance to assess observation quality [89][90]. That work focused 

on the use of robust methods to associate sites for assessment of individual observations. 

In [91][92][93] we extended the mappings to better account for spatio-temporal variation 

and observation time differences when assessing observations. In [94] and [95] we 

developed quality measures that extended beyond sites, to help evaluate overall spatial and 

temporal coverage of a region. In that work, sites were not examined individually. 

Inverse Distance Weighting and variants are commonly referred to as Shepard’s 

methods. A widely-cited variant is the modified quadratic Shepard’s method, developed 

by Renka in [96] and extended by Renka in [97] and [98]. These approaches use a bivariate 

quadratic least squares local approximation in place of the single observation values used 

originally by Shepard, and attempt to overcome low accuracy and high computational 

costs. Franke and Nielson published an often-cited paper [99] demonstrating the utility of 

such methods for interpolating “large sets of scattered data”. While there may be some 

applicability of these methods, our problem is not one of sparse, scattered data and 

interpolation of intermediate points. There will be instances in which the data is quite 

dense. Instead, our challenge comes from bad data, including outliers, and mitigating the 

impact of bad data on estimates made by interpolation, and we restrict our attention to 

interpolation as a method for comparison with given observations. We subsequently use 

local methods and estimate point values using relationships between time series from sites, 
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and our method differs significantly from these methods, including that it employs multiple 

techniques to ensure robust results in the presence of outliers and bad site information. A 

more recent modified Shepard method is found in a FORTRAN implementation called 

SHEPPACK, presented by Thacker, et al [100], and includes statistically robust methods 

for the local approximations. These methods may be worth future investigation as a 

potential alternative to simple Inverse Distance Weighting for the purposes of evaluation, 

but they are not viewed as an alternative for the method we developed because they do not 

account for site time series and the site-based nature of our data. 

Shepard’s method / Inverse Distance Weighting is widely applied, including 

applications which involve outlier detection and mitigation. One example comes from Xie, 

et al [101], applied to surface reconstruction, in which they detect outliers using distance 

from fitted surfaces. Others extend the method in different ways including added 

dimensions, particularly time. Li, et al extend IDW in [102] to include the time dimension 

in their application involving estimated exposure to fine particulate matter. Grieser warns 

of problems with arbitrarily large weights when sites are near in analyzing monthly rain 

gauge observations [103], and mitigates the problem in a manner that Shepard originally 

used by defining a neighborhood for which included points are averaged with identical 

weights in place of the large, inverse distance weights. Other problems that can arise in 

using Inverse Distance Weighting include terracing or areas of flatness, and peaking or 

areas of abrupt change around observed points. These are noted by Amidror [104], who 

applied scattered data interpolation techniques to electronic imaging systems. 
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In [105], Tomczak investigated Anistropic Inverse Distance Weighting, which 

allows the weights to vary depending on direction. The cited benefits of this approach 

including ease of programming, flexibility, and objectivity. In [106], Joseph and Kang 

combined linear regression and IDW to produce a method with comparable prediction 

accuracy to kriging while being less computationally-intensive. In [107], Stahl, et al 

compared multiple linear regression, IDW, Ordinary kriging, nearest neighbor, and 

weighting by Gaussian Filter for interpolation of daily minimum and maximum air 

temperature values using data for British Columbia. They noted that prediction errors 

varied by elevation and by month, and made use of lapse rates to account for variation due 

to elevation. They indicated a great deal of variability in lapse rates during the winter. In 

[108], Ishida and Kawashima use Co-kriging with elevation to model temperature data in 

Japan and found that it performed better than Simple kriging, Universal kriging, Multiple 

Linear Regression and IDW. They also observed significant seasonal and diurnal 

variability in prediction error. Distance from water bodies and presence of topographic 

shadows added to the predictive capability of these methods when used in addition to 

elevation in the work of Serrano, et al [109]. However, they stressed that no one 

interpolation technique will perform best in all circumstances. While some of these studies 

used artificial data and introduced noise into their data, none accounted for the depth and 

breadth of data quality challenges we face with our data sets, including infrequent and 

varying reporting by sites. 

Kriging and Optimal Interpolation, mentioned previously in conjunction with 

MADIS quality control, were developed separately and simultaneously as spatial best 
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linear unbiased predictors (blups) that are for practical purposes equivalent. L. S. Gandin, 

a meteorologist, developed and published optimal interpolation in the Soviet Union in 

1963. Georges Matheron, a French geologist and mathematician, developed and published 

kriging in 1962, named for a South African mining engineer, Danie Krige, who partially 

developed the technique in 1951 and later in 1962. For further information, refer to Cressie 

[110]. 

Kriging is appealing for the task of data quality assessment not only because it 

provides “best linear unbiased predictions” in the form of a linear combination of 

neighboring sites, but also because it provides error estimates in the form of “kriging 

variance”. Intuitively, we could hold out an observation and use kriging to provide an 

estimate at the location of the observation. Then we could compare the observation to the 

estimate in terms of difference either directly or measured by standard deviations relative 

to the kriging variance. If the difference, in absolute value, is “large”, then we might reject 

the observation as being “bad”. Unfortunately, the variance of methods such as kriging do 

not provide objective confidence intervals unless unrealistic assumptions of underlying 

distributions such as multivariate Gaussian distributions are assumed, according to Zhang 

and Goodchild [24]. The mapping of error fields is only made possible by the existence of 

higher accuracy data or, taken to the extreme, ground truth. In [25], Shi, et al discuss 

detectability, the ability to detect and object or occurrence. They state that “one cannot 

determine a feature in the real world if the variations are smaller than the residuals”, where 

the residuals are the error between a generated field representation such as that obtained 

from kriging and the underlying (ground truth) field. 
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Kriging is easily impacted by multiple data quality dimensions and, as such, its 

applicability is hindered unless data quality issues in the inputs are addressed. Kriging will 

down-weight observations that are clustered in direction, as indicated by Wackernagel, et 

al [111]. This may be beneficial. However, a near observation can also shadow far 

observations in the same direction, causing them to have small or even negative weights. 

This can be particularly problematic in the case that the near observation is bad. 

It is useful to look further at the derivation of ordinary kriging to identify 

assumptions and potential pitfalls. Graham [112], Bailey and Gatrell [113], Cressie and 

Wikle [114], and Bohling [115] provide derivations of ordinary kriging from which the 

following observations can be made. The distance between points is not used directly. It 

may be implicit in the covariance, but not necessarily. Time is not accounted for, nor is it 

discounted. Typical usage assumes observations were made at the same time. It is possible 

that the covariance could account for the times of observations. Covariance is not 

characterized other than that it exists between the relevant points. The only assumption on 

variance is that it is known at the point for which the prediction will be made. The strongest 

assumption is that the mean of the random field across the space is constant. This is a strong 

assumption and may require a transformation of the data. There is no assumption of specific 

underlying distributions. Particularly, the derivation does not assume underlying Gaussian 

processes – i.e., that the field is a Gaussian Random Field. If the variables are Gaussian, 

then additional results follow. For instance, if a Gaussian Random Field is assumed, then 

the Best Linear Predictor will also be the Best Predictor (linear or non-linear). Conversely, 
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the Best Linear Predictor can perform poorly in non-Gaussian situations, as shown in Stein 

[116]. 

Kriging is typically used to interpolate values at locations for which measurements 

are unknown using observations from known locations. As such, covariance is typically 

estimated. This estimate usually takes the form of a function of distance as the sole 

parameter, and is determined by the data set.  

A review of the literature related to kriging yields some insight into the challenges 

we have identified and their potential mitigation. In [117], Bárdossy and Kundzewicz 

present a general method for detection of outliers based on jack-knifing (refer to Mosteller 

[118] for further information on jack-knifing), which is similar to cross-validation. Like 

the approach implemented by MADIS using Optimal Interpolation, this method involves 

individually removing each data point, producing an estimate via a model at the location 

of the removed point, and computing the difference between estimated and observed 

values. In turn, large differences may signify an outlier. Bárdossy and Kundzewicz then 

indicate that point kriging is applicable to this situation. It was noted that the determination 

of covariance is subject to outliers, and that robust methods may be applied to help mitigate 

this problem. For instance, trimmed means may be used where the highest and lowest 10% 

of observed values are removed prior to computation of the mean. Challenges in selecting 

the general covariance model and subsequent parameters are also discussed. The authors 

reference techniques from Journel [119] for recommendations in the event that jack-knifing 

does not work. These include: transformation of the raw data to yield nearer-to-normal 

distributions, fitting a drift in the data using a method such as Universal kriging, or de-
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clustering the data by treating observations falling near each other as collective 

observations. (Simple kriging assumes a known, constant mean. Ordinary kriging assumes 

an unknown, constant mean. Universal kriging assumes the mean follows an underlying 

polynomial trend.) They proceed to indicate that this method was not practical in their 

study due to the large amount of data, and that the use of robust methods to compute the 

covariance may suffice. Note that the authors present an alternate method based on IRF-k 

from Matheron [120], with the intent of having a fully automated method. They indicate, 

however, that point kriging provides the advantage of “deeper insight” due to the necessity 

of having an analyst determine the covariance model. They recommend the use of point 

kriging when there is no significant drift and the use of IRF-k when there is significant 

drift. In general, they indicate that both methods perform comparably. 

Fassnacht, et al [121] also indicate that selection of a covariance model is difficult 

to automate, and chose not to present kriging results in their study because they were 

similar to those from distance-weighting approaches. They did, however, indicate that 

distance-weighting approaches did not account for variations in elevation, which is 

correlated positively with precipitation and inversely with temperature. They also mention 

that de-trended inverse distance weighting methods produced good results for their models 

of snow water equivalent. 

In general, kriging carries a large computational cost due to the necessity of 

performing matrix inversion for every point to be estimated. Computational costs result 

from the number of elements in the matrix. If all data observations are used, then this matrix 

may be large. Kriging using local neighborhoods is shown by Goovaerts [122] and Isaaks, 
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et al [123] as an alternative that uses only the nearest neighbors for individual predictions. 

In [124], Hartman and Hössjer, et al point out that having a local neighborhood for each 

location carries its own computation (and storage) burden, which would make computation 

on a fine grid challenging too, and they further indicate that the discontinuity of prediction 

and error surfaces is also a problem where different neighborhoods are used. 

A principal critique of kriging is that while it does produce optimal results when 

the covariance structure is known, the motivation for using kriging is questionable when 

the covariance structure must be estimated. Handcock and Stein [125] make such an 

argument. Another critique is that kriging will yield a model that matches data input to the 

model, giving the (false) impression that the model is perfect, as stated by Hunter, et al 

[126]. 

In [127], Haylock, et al investigated whether they should estimate covariance for 

each day versus use a single covariance model for all days when modeling daily 

temperature and precipitation. They found that the best interpolation results came from the 

single covariance estimation for all days, attributing its success to having greater statistical 

certainty by virtue of using a greater amount of data. They also indicate that kriging 

variance is not a true estimate of uncertainty, and that it is better to perform an ensemble 

of stochastic simulations. They note that doing so is computationally intensive. 

In [128], Jewell and Gaussiat indicate that a key feature of kriging is that intra-site 

distances are accounted for in determining weights. Sites that are close to each other will 

be down-weighted relatively because of assumed correlation and sites far apart from each 

other will be given greater weight relatively because of greater statistical independence. 
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They indicate that kriging is of even more benefit when attempting to merge separate but 

spatially overlapping data sets such as rain gauge observations and radar measurements. 

For this application, they chose to generate a covariance model at each time step since they 

treated accumulation periods as non-overlapping. 

In [129], Lorkowski and Brinkhoff point out computational complexity as the main 

disadvantage of kriging, and present an approach of dividing large data sets into sub-

models which they compute separately and merge subsequently. They then indicate that 

the advantages of kriging outweigh the computational challenges. For the purposes of 

modeling covariance, rather than treat space-time as an ℝ3 space, they separate space and 

time as ℝ2×𝑇. Elevation is not used. In turn, they compute spatial covariance separate from 

temporal covariance. Ultimately, “correlation decay” is calculated based on the individual 

spatial and temporal covariance functions and spatial and temporal distance. Additionally, 

they note that temporally old and/or spatially isolated observations, while providing benefit 

in the absence of other data, contribute greater uncertainty to the model. 

In [130], Hughes and Lettenmaier compared kriging to least squares with data 

samples of size less than 50 and found that kriging performed no better than least squares 

in predicting an overall mean or a pointwise fit. However, kriging estimates were less 

variable. In other words, when least squares performed poorly, sometimes it performed a 

lot worse than kriging. 

In [131], Chaplot, et al found that for the development of digital elevation models, 

kriging performed better than other interpolation methods such as inverse distance 

weighting when sampling density was low and spatial structure of elevation was high. 
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When there was little spatial structure due to elevation, inverse distance weight performed 

better. When sampling density was high, all methods performed similarly. 

Interestingly, in [132], Wong, et al found different results for interpolation methods 

to estimate air quality when monitor density was high. They found similar performance for 

the interpolation methods when monitor density was low. They investigated spatial 

averaging, nearest neighbor, inverse distance weighting and kriging. Note that corrections 

were made in their study for incorrect or unexpected location metadata. Several sites were 

recognized as being located by latitude / longitude in counties different than their ids 

indicated, and were relocated to the correct county by adjusting either the latitude or the 

longitude, but not both, assuming one was incorrect. The exact locations could not be fully 

determined. Several other monitors were co-located, and averaging was used to consider 

them as a single site/monitor. For kriging, covariance models were determined for separate, 

regions covering the United States. The different interpolation methods were compared by 

pairwise scatterplots against each other. Overall, they indicated that kriging produced the 

most realistic estimates. 

Laslett, et al found that kriging and Laplacian smoothing splines generally 

performed better than a number of other methods including inverse distance weighting for 

prediction of soil pH [133]. 

Oliver and Webster [134] point out the strengths of kriging including determination 

of weights using covariance models as well as the configuration of the data. They show 

examples using soil salinity data as well as vegetation cover. 
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Westerberg, et al [135] found a lack of spatial autocorrelation in precipitation data 

during the dry season, which caused kriging results equivalent to simple averaging of data. 

They did find kriging useful for rainy season data, and used kriging variances to help 

identify areas with good spatiotemporal data coverage. Data quality issues played a 

significant role in their study, requiring a large amount of manual preprocessing. 

In modeling air temperature and precipitation for the Czech Republic with data 

spanning a nearly 50 year period, Štěpánek, et al [136] devoted considerable effort to 

quality control, particularly methods that could be automated. Pairwise comparison of time 

series of a candidate site and its neighbors was used as their first level check, comparison 

of interquartile ranges to series pairs or differences between series was used as their second 

level check, and modeling and comparing predicted versus actual values using 

interpolation methods such as inverse distance weighting and kriging constituted their third 

level check. They indicated that neighboring sites could be selected using either distance 

or correlation. Correlations could be computed either on original series or on first 

differences. They selected up to eight neighboring sites with high correlation coefficients 

and a distance limit of 300 km and an elevation difference of 500 m. They observed that a 

higher number of outliers for air temperature were found in summer than in winter, and 

more outliers were found in morning and evening than at noon. They also applied a process 

of homogenization, where they standardized neighboring site values using the average and 

standard deviation of the candidate site. 
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While working with human-reported rainfall reports from Australia, Viney and 

Bates noted the short-comings of kriging and other interpolation methods in the presence 

of low site density and compromised quality of observations at neighboring sites [137]. 

2.5.5 Summary 

Unfortunately, none of these approaches directly addresses outlier and anomaly 

detection for spatio-temporal data in a robust and comprehensive way that meets our needs. 

And none identify bad sites and metadata in a comprehensive manner. However, the data 

quality attributes presented are of some benefit and the methods used by the weather data 

providers appear to be state of the art for assessment of accuracy.  

Finally, we note that Tobler’s First Law of Geographic is most applicable, and we 

take the liberty of extending our interpretation to cover spatio-temporal data: 

 

“Everything is related to everything else, but nearby objects are more 

related than distant objects.”[138] 
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CHAPTER THREE 

DATA QUALITY MEASURES AND IMPACT 

3.1 Background 

Much of the work in this section was published in [94] and [95]. Prior to those 

efforts, we had not attempted to evaluate data providers side-by-side for use in our 

applications.  

MADIS and MesoWest both provide a vast amount of data covering our area of 

interest (California) and beyond. Taking a greedy (more is better) approach, we have 

chosen to include data from both sources in our systems. Thus, we consume a lot of 

bandwidth and present data that is redundant and sometimes conflicting. We would like to 

determine if we need data from both providers or if we can get by with just one. Depending 

on our results, we may even want to consider whether we can acquire data from providers 

closer to the source, if not from the original owners of the sensors.  

MADIS uses MesoWest as a provider for some but certainly not all of its data. As 

such, we have loosely made the following general assumptions: 

• Assumption 1: MADIS is a superset of MesoWest. 

• Assumption 2: MesoWest is more-timely than MADIS. 

It is important to recognize that these are only assumptions since, until the work we 

presented in [94][95], we had not rigorously compared these providers side-by-side. Our 

assumptions seemed reasonable based on the provider relationship between the two 

systems and based on what we have casually observed in the performance of our systems. 
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The evaluation we present is relative to our application and coverage area and should not 

be taken as an all-encompassing assessment of the two systems. Both MADIS and 

MesoWest provide data outside our geographic area of interest, and include data from 

sensors that we have not made use of in our applications. However, the methodology and 

measures we develop should be of general applicability. 

Figure 10 shows MesoWest sites and status and Figure 11 shows MADIS sites and 

status in the WeatherShare Phase 2 System. Table 1 shows site counts by provider, 

including Caltrans. The greater number of sites shown for MesoWest versus MADIS was 

principally due to a choice of giving MesoWest sites higher priority for display in 

WeatherShare. This design-decision was made based on the assumptions above and to 

address the problems of overlapping and sometimes conflicting data. In subsequent 

systems, we have chosen to include all observations from both providers, and have 

observed greater coverage of the state. The Western States One-Stop-Shop for Rural 

Traveler Information [11] and the Caltrans Aviation WeatherShare [12] are two of these 

subsequent systems. Because of the priority we have given the MesoWest data over that 

from MADIS, the data we show in Figures 10 and 11 and Table 1 is not representative of 

the coverage from these providers, particularly the relative number of sites from each. And, 

we are only showing snapshots in time, which are not necessarily representative of 

coverage at other points in time.  
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Figure 10. MesoWest Site Status in WeatherShare (7/26/2014) 



55 

 

 

 

Figure 11. MADIS Site Status in WeatherShare (7/26/2014) 
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Table 1. Status and Site Counts by Provider in WeatherShare (7/26/2014) 

Source Total Up to Date Outdated 

Caltrans RWIS 107 49 58 

MADIS 690 429 261 

Mesowest 2474 1158 1316 

TOTAL 3271 1636 1635 

 

Several key questions come to mind regarding our use of the MADIS and 

MesoWest data:  

1. What is the benefit in using data from both systems versus just one? For 

instance, should we use MesoWest in place of MADIS or vice-versa, or should 

we continue to use both?  

2. Which of the two systems provide greater coverage of California?  

3. Which of the two systems provides more timely information?  

Further questions come to mind regarding the use of data from an individual 

provider such as MADIS:  

4. If we depend on MADIS quality control measures to filter out bad data, what is 

the impact on the performance of our system?  

5. What schedule should we follow in downloading the MADIS data so as to 

ensure levels of performance while reducing or perhaps minimizing the overall 

amount of data consumed?  

Here we will address these questions and lay the groundwork for finding answers 

to subsequent quality-related questions. 
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3.2 Complexity of Provision Methods 

Sensor observations may pass through multiple providers before reaching the 

provider from whom we acquire data. A single sensor observation might be included in 

data feeds from numerous providers. Providers may acquire data from other providers at 

varying times and through varying methods. Providers may apply their own processing to 

convert data to common units and formats or to perform quality assessment. In turn, they 

may provide data at varying times and through a wide variety of distribution mechanisms. 

These complex relationships are represented in Figure 12. As a consumer of such data, we 

may be privy only to information that can be inferred from the direct data feed. Yet we 

need to recognize the complexity of the overall system, and realize that the path from the 

sensor to us may be far from direct. We focus our approach on information available to the 

consumer of sensor data from a provider. While bounding the scope of our interests, we 

are cognizant of the complex system through which sensor observations are provided to 

us. 
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Figure 12. Consumer, Provider and Sensor Relationships 
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3.3 Definitions 

3.3.1 Observations 

We first define two types of observations to distinguish between an (original) 

observation recorded directly by a sensor in the field and a (provided) observation from a 

provider. The key distinction is the timestamps, although conversion of units and format 

may yield further differences. We represent an original observation 𝑜 as a 4-tuple, 𝑜 =

(𝑠, 𝑡, 𝑙, 𝑣) = (𝑜𝑠, 𝑜𝑡, 𝑜𝑙 , 𝑜𝑣), consisting of the source (site/sensor), (original) timestamp, 

location, and a sensor value. We represent a provided observation 𝜔 as a 3-tuple, 𝜔 =

(𝜏, 𝑜, 𝜑, ) = (𝜔𝜏, 𝜔𝑜 , 𝜔φ), consisting of the provider timestamp, an original observation, 

and quality control indicators for the observation from the provider. The provider 

timestamp indicates the time at which the observation is made available by the provider. 

The quality control indicators are a set of provider-generated assessments of the quality of 

the observation. Specific definition of these indicators is provider-dependent. 

3.3.2 Provider Distribution Mechanisms 

We intend that our approach be applicable to a variety of general provider 

distribution mechanisms, whether they be push- or pull-oriented relative to the consumer. 

This includes single site/sensor streams and aggregate streams, as well as files. As implied 

by our definition of provider observations, we require that a timestamp be included or 

readily attainable to indicate the precise time at which the provider makes each observation 

available. For instance, the timestamp could be the modification time for a published file. 



60 

 

 

3.3.3 Individual Site / Sensor Quality Measures 

We first present quality measures relative to an individual site / sensor. These 

measures form a basis upon which aggregates over time and space can be developed. Here 

we will use quality control indicators from the provider to assess accuracy / correctness. 

Luebbers, et al [38] present accuracy/correctness as answering the question: “Does the data 

reflect the entities’ real world-state?” Our reason for using provider quality control 

indicators here is that we want to assess the impact of such indicators relative to the 

temporal and spatial quality measures that we will subsequently define. For instance, we 

are interested in the impact of requiring the use of observations that have “passed” provider 

quality control versus using all observations, including those that have not passed quality 

control or have not been quality-checked. Our assumption is that quality control assessment 

will be at least in part a batch process, not run immediately upon receipt of each individual 

observation. Subsequently, we investigate the short-comings of provider quality control 

and present alternate approaches [89][90]. 

The first measure we define is lag. For lag, we use a measure similar to that used 

for timeliness by others including Klein and Lehner [50] with the caveat that we are 

principally interested in lag relative to a data provider. For a provided observation 𝜔 =

(𝜏, 𝑜, 𝜑, ) where 𝑜 = (𝑜𝑠, 𝑜𝑡, 𝑜𝑙 , 𝑜𝑣), we define  

𝑝𝑟𝑜𝑣𝑖𝑑𝑒𝑟_𝑙𝑎𝑔(𝜔 ) =  𝜏 − 𝑜𝑡. 

We can also define lag in more general terms for use of an original observation at 

time t as 

𝑙𝑎𝑔_𝑎𝑡_𝑢𝑠𝑒(𝑜, 𝑡 ) =  𝑡 − 𝑜𝑡. 
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Lag is the difference between the time when an observation occurs and when it 

becomes available from the provider. When using lag, lesser values are better than greater 

values, with a lag of 0 being the best that can be theoretically achieved. We note however 

that it is possible to have computed values of lag that are less than zero if clocks are not 

synchronized across the system. In fact, it is unrealistic to expect that clocks are 

synchronized across a large and complex, multiagency system. Subsequently we will tackle 

the problems of bad metadata, including bad timestamps and unsynchronized clocks, as 

well as incorrect location data. In [40], Devillers and Jeansoulin refer to these issues as 

relating to temporal accuracy and positional accuracy. 

The second measure we define is temporal completeness. The general intent is to 

define a measure indicative of how well a time interval is covered by observations. 

Completeness, or window completeness, is defined by Klein and Lehner in [50] and [51] 

as the ratio of the number of “originally measured, not-interpolated” values to the 

containing (time) window size. This could be accomplished by way of a rate. For example, 

a site might provide 4 observations per hour. Unfortunately, this is not very informative – 

the result for a burst of 4 successive observations one minute apart within an hour is the 

same as that for 4 observations spaced 15 minutes apart. Instead, we define (temporal) 

completeness in terms of lag. Let 𝑂 be a set of original observations. We define the current 

/ most-recent observation at time 𝑐 as: 

𝑐𝑢𝑟𝑟𝑒𝑛𝑡(𝑂, 𝑐 ) = arg max 𝑜∈𝑂 {𝑜𝑡: 𝑜𝑡 ≤ 𝑐}. 

If we assume a time interval 𝐼 = {𝑎, 𝑎 + 1, 𝑎 + 2, … , 𝑏}, specified with discrete 

(seconds, minutes or similar) units, then we can define a number of aggregate measures of 
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lag, 𝑙𝑎𝑔_𝑐𝑜𝑚𝑝𝑙𝑒𝑡𝑒𝑛𝑒𝑠𝑠(𝑂, 𝐼 ) for a time interval 𝐼 based on lag relative to the current / 

most-recent observation at the points in time within the interval: 

𝑙𝑎𝑔_𝑐𝑜𝑚𝑝𝑙𝑒𝑡𝑒𝑛𝑒𝑠𝑠(𝑂, 𝐼 ) = ∑ 𝑙𝑎𝑔(𝑐𝑢𝑟𝑟𝑒𝑛𝑡(𝑂, 𝑡), 𝑡)

𝑡∈𝐼

 

𝑙𝑎𝑔_𝑐𝑜𝑚𝑝𝑙𝑒𝑡𝑒𝑛𝑒𝑠𝑠(𝑂, 𝐼 ) =
∑ 𝑙𝑎𝑔(𝑐𝑢𝑟𝑟𝑒𝑛𝑡(𝑂, 𝑡), 𝑡)𝑡∈𝐼

|𝐼|
 

𝑙𝑎𝑔_𝑐𝑜𝑚𝑝𝑙𝑒𝑡𝑒𝑛𝑒𝑠𝑠(𝑂, 𝐼 ) = 𝑚𝑎𝑥𝑡∈𝐼𝑙𝑎𝑔(𝑐𝑢𝑟𝑟𝑒𝑛𝑡(𝑂, 𝑡), 𝑡) 

In our subsequent analysis, we will use the first definition for lag_completeness: 

𝑙𝑎𝑔_𝑐𝑜𝑚𝑝𝑙𝑒𝑡𝑒𝑛𝑒𝑠𝑠(𝑂, 𝐼 ) = ∑ 𝑙𝑎𝑔(𝑐𝑢𝑟𝑟𝑒𝑛𝑡(𝑂, 𝑡), 𝑡)

𝑡∈𝐼

 

Note that we measure completeness here in terms of time, and that lesser values are 

better. The second measure, which is an average over time, is similar to granularity as 

defined by Klein and Lehner in [50]. More elaborate measures using decay and 

autocorrelation are possible, as well as continuous measures. Such measures are more 

informative than a simple rate because they provide indications of the age of observations 

over time. Since the measures above are defined in terms of sets of observations, these 

measures can be applied to sets that are restricted based on provider quality control 

indicators. For instance, we might restrict our attention to only the observations that have 

fully “passed” provider quality control. Doing so can help us assess the impact of provider 

quality control. 

The last measure we define is (spatial) coverage. In [40], Devillers and Jeansoulin 

restate a characteristic provided by Bédard and Vallière [41], that coverage is a measure 

that “evaluates whether the territory and the period for which the data exists, the ‘where’ 
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and ‘when’ meet user needs.” Note that while stated in general terms, this definition is 

important because it addresses coverage using both spatial and temporal aspects. We seek 

to define a measure of coverage that is both spatial and temporal in nature. 

Our definitions for temporal completeness above apply to sets of observations from 

a single site/sensor. These definitions can be directly extended to sets of observations from 

multiple sources. For instance, we can compute lag and completeness for observations from 

locations within a cell in a spatial grid. In turn, we can define aggregates that include both 

spatial and temporal aspects of our data. We may do this if we allow “coverage” of the cell 

to come from multiple sites within the cell. 

Assume a discrete time interval 𝐼 = {𝑎, 𝑎 + 1, 𝑎 + 2, … , 𝑏}. Let 𝐺 be the 

geographic area of interest. Assume a partition {𝐺1, 𝐺2, … , 𝐺𝑛}: 𝐺 =

⋃ 𝐺𝑖
𝑛
𝑖=1 , ∀𝑖≠𝑗,𝑖,𝑗∈{1,…𝑛}𝐺i ∩ 𝐺𝑗 = ∅ of the geographic area of interest. Let 𝑂 be a set of 

observations from this geographic region. Partition 𝑂 as 𝑃 = {𝑂1, 𝑂2, … , 𝑂𝑛}: 𝑂𝑖 =

{𝑜 ∈ 𝑂: 𝑜𝑙 ∈ 𝐺𝑖}. Then the following measures can be used to describe spatial coverage 

relative to the spatial partition {𝐺1, 𝐺2, … , 𝐺𝑛}: 

𝑙𝑎𝑔_𝑐𝑜𝑣𝑒𝑟𝑎𝑔𝑒(𝑃, 𝐼, 𝑂) =
∑ 𝑐𝑜𝑚𝑝𝑙𝑒𝑡𝑒𝑛𝑒𝑠𝑠(𝑂𝑖, 𝐼 )𝑛

𝑖=1

𝑛
 

𝑙𝑎𝑔_𝑐𝑜𝑣𝑒𝑟𝑎𝑔𝑒(𝑃, 𝐼, 𝑂) = 𝑚𝑖𝑛𝑖=1
𝑛 𝑐𝑜𝑚𝑝𝑙𝑒𝑡𝑒𝑛𝑒𝑠𝑠(𝑂𝑖, 𝐼 ) 

𝑙𝑎𝑔_𝑐𝑜𝑣𝑒𝑟𝑎𝑔𝑒(𝑃, 𝐼, 𝑂)= 𝑀𝑒𝑑𝑖𝑎𝑛({𝑐𝑜𝑚𝑝𝑙𝑒𝑡𝑒𝑛𝑒𝑠𝑠(𝑂𝑖, 𝐼 )|𝑖 = 1. . 𝑛}) 

 

𝑙𝑎𝑔_𝑐𝑜𝑣𝑒𝑟𝑎𝑔𝑒(𝑃, 𝐼, 𝑂) = 𝑄1({𝑐𝑜𝑚𝑝𝑙𝑒𝑡𝑒𝑛𝑒𝑠𝑠(𝑂𝑖, 𝐼 )|𝑖 = 1. . 𝑛}) 

𝑙𝑎𝑔_𝑐𝑜𝑣𝑒𝑟𝑎𝑔𝑒(𝑃, 𝐼, 𝑂) = 𝑄3({𝑐𝑜𝑚𝑝𝑙𝑒𝑡𝑒𝑛𝑒𝑠𝑠(𝑂𝑖, 𝐼 )|𝑖 = 1. . 𝑛}) 
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𝑙𝑎𝑔_𝑐𝑜𝑣𝑒𝑟𝑎𝑔𝑒(𝑃, 𝐼, 𝑂) = 𝑃𝑒𝑟𝑐𝑒𝑛𝑡𝑖𝑙𝑒90({𝑐𝑜𝑚𝑝𝑙𝑒𝑡𝑒𝑛𝑒𝑠𝑠(𝑂𝑖, 𝐼 )|𝑖 ∈ {1, … , 𝑛}}) 

𝑙𝑎𝑔_𝑐𝑜𝑣𝑒𝑟𝑎𝑔𝑒(𝑃, 𝐼, 𝑂, 𝑐) = |{𝑖: 𝑖 ∈ {1, … , 𝑛}, 𝑐𝑜𝑚𝑝𝑙𝑒𝑡𝑒𝑛𝑒𝑠𝑠(𝑂𝑖, 𝐼 ) > 𝑐}| 

 

In our subsequent analysis, we will use the first definition for lag_coverage: 

𝑙𝑎𝑔_𝑐𝑜𝑣𝑒𝑟𝑎𝑔𝑒(𝑃, 𝐼, 𝑂) =
∑ 𝑐𝑜𝑚𝑝𝑙𝑒𝑡𝑒𝑛𝑒𝑠𝑠(𝑂𝑖, 𝐼 )𝑛

𝑖=1

𝑛
 

We use the prefix “lag” to help recall that these measures are based on lag and are 

ultimately measures of time. 

3.4 Applications 

Let Ω represent a set of provider observations 𝜔 satisfying a set of restrictions on 

location and time. Then let Ω𝑄𝐶 represent the subset of Ω that have passed all provider 

quality control checks. We can use the measures defined above to investigate several 

interesting problems: 

3.4.1 Comparison of Providers 

Using criteria such as coverage, we can compare providers directly. Using a 

measure of coverage from above, we can compare one provider to another and we can 

compare the impact of combining data from providers. The comparison can be made using 

overall measures or grid-based measures. 

3.4.2 Coverage of Maps and Gap Analysis 

If we partition our data into a geographic grid, we can use our coverage measures 

to assess overall coverage of a region and identify gaps in coverage. For instance, we could 
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use a grid to assess coverage of a map such as that shown in Figure 1, and determine gaps 

where coverage is less than that desired for individual cells. We can also attempt to 

determine parameters to provide a given level of coverage such as age of data – we might 

determine that to provide desired coverage of the map, we need to show data up to 90 

minutes old versus data that is less than 60 minutes old. 

3.5 Impact of Quality Control  

Using the coverage measures defined earlier, we can investigate the impact of 

provider quality control. If quality control, at least in part, is conducted via batch process 

on the provider, we assume there will be a delay between the time in which an observation 

first becomes available and when that observation is assessed for quality. If the provider 

supplies observations both prior to and following quality control assessment, then this 

impact can be analyzed. This analysis can be done for the overall data set, by individual 

site/sensor, or by groupings such as a geographic grid. 

3.5.1 Optimal Download Schedule and/or Load Shedding 

Using criteria such as coverage, we can attempt to optimize relative to processing 

time, bandwidth consumed, etc. For instance, we might choose to consume enough data to 

maintain a certain level of coverage, but not consume excessive data if doing so results in 

little change in coverage. There may be optimal times at which to consume data, 

corresponding to internal processes of the provider such as data import and quality control 
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assessment schedules, and relative to our own needs such as coverage of a specific 

geographic area. 

3.5.2 Experimental Results – Multiple Provider Comparison 

In this section, we apply our measures to several multi-provider challenges we face 

on the various WeatherShare-related projects using data from MADIS [3] and MesoWest 

[5]. The MesoWest and MADIS data sets provide an interesting opportunity to apply these 

measures because:  

• The data sets overlap, with MesoWest providing data to MADIS. 

• The data sets are provided using different, file-based distribution mechanisms. 

MesoWest provides a single file that is updated approximately every 15 minutes, 

and is not cumulative. MADIS provides files grouped by hour – all observations 

for a given hour go into the same file. Files are updated as new observations come 

into the system, and updated files are published roughly every five minutes. There 

is a great deal of redundancy in successive versions of a single hour’s file. 

• Both data sets provide quality control indicators although different approaches are 

used by each provider as shown in Tables 2 and 3. MADIS provides quality control 

indicators at the sensor level, while MesoWest provides quality control indicators 

at the site level. MADIS also provides sensor observations at various stages in the 

quality assessment process. For instance, an observation may be distributed first in 

the absence of some of the quality control checks which run in batch, and is 

subsequently updated when these checks are run. 
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We restrict our attention to a grid consisting of two-hundred sixty-eight 0.5° 

Latitude x 0.5° Longitude cells which overlap with or are adjacent to California. This grid 

includes cells overlapping with the Pacific Ocean, Mexico, Nevada and Arizona. A finer 

grid or other, non-uniform partition could also be used. We further restrict our attention to 

the period spanning June 2014 GMT. During this time period, we downloaded and stored 

every MADIS file from the Mesonet subset when we detected that the file was updated, 

and kept separate copies corresponding to each update, and did similar for MesoWest. 

Downloading all data is the best possible case for these data sets in terms of coverage and 

completeness, but may not be feasible for normal operation because of the amount of data 

involved, particularly for MADIS. 

 

Table 2. MesoWest Quality Control Flags (QFLAG) 

QFLAG Description 

-1 Suspect One of the variables in an observation did not pass the "range 

checks".  

0 Unknown MesoWest Quality Control processes have not been applied to 

this observation.  

1 Caution Data in this observation did not pass one of the "statistical 

checks".  

2 OK Data has passed all MesoWest Quality Control processes 

successfully.  

3 Suspect Time The reported time of the observation appears suspect.  

9 N/A Station lacks significant data to run the multivariate linear 

regression analysis. 

Source: Mesowest [83]  
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Table 3. MADIS Quality Control Descriptors (QCD) 

QC Descriptor Description 

Z Preliminary no QC 

C Coarse pass passed level 1 

 S Screened passed levels 1 and 2 

V Verified passed levels 1, 2, and 3 

X Rejected/erroneous failed level 1 

Q Questioned passed level 1, failed 2 or 3 

G Subjective good “accept” list overrides other QC 

B Subjective bad “reject” list overrides other QC 

level 1 = validity; level 2 = internal consistency, temporal consistency, statistical 

spatial consistency checks;  

level 3 = spatial consistency check 

Source: MADIS [4] 

 

 

For both data sets, the original files are compressed (gzip). Table 4 shows 

compressed file sizes and is representative of the size of the file downloads. From these 

files, temperature observations for our area and time period of interest were extracted. Note 

that these temperature observations make up a relatively small fraction of the data 

contained within these files since the spatial coverage of both MADIS and MesoWest 

exceeds our area of interest, and includes many observation types other than temperature. 

The One-Stop-Shop [11] provides coverage of multiple states, and all of the systems make 

use of sensors in addition to temperature, so there is added benefit in using the all-inclusive 

feeds from these providers. 
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Table 4. Size of Download Data 

Source # files Size (Gigabytes) 

MADIS Mesonet 20862 168.14 GB 

Mesowest 2879 1.98 GB 

 

 

For our experiment, we filtered out data that has been flagged as bad by at least one 

of the provider-specific quality control checks. We include data for which some of the 

quality control checks may not have been applied and may still be pending. Our reason for 

doing this is that we want to determine the timeliest display of correct data that is possible, 

and, if necessary, we can depend on quality control mechanisms implemented on our 

systems to further filter out bad data. For MADIS, this means that we include all 

observations having a QCD flag of “C”, “S”, “V” or “G”, shown in Table 5. For MesoWest, 

we include observations that have a QC flag of “0”, “2” or “9”, shown in Table 6. Note 

that we further exclude observations for which the observation time is after the provider 

time (timestamp of the file in which it is provided). There were a number of observations 

for which this occurred that had otherwise not failed quality control, including MesoWest’s 

“Suspect Time” check, and the inclusion of these observations would bias the results. 

Stated simply: these observations would appear to fall in the future relative to the time in 

which they were provided. The likely cause of this problem is discrepancies between 

system clocks.  
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Table 5. MADIS Temperature Observations by QCD 

QC Flag Original Count # Used in our Experiment 

S 6910240 6910240 

G 14149 14149 

V 23333 23333 

Q 7889  

X 6706  

TOTAL 6,962,317 6,947,722 

 

Table 6. MESOWEST Temperature Observations by FLAG 

QC Flag Original Count Obs_Time > File_Time # Used in our Experiment 

-1 259,762 340  

0 207,582 9949 197633 

1 623,163 1103  

2 8,495,685 4474 8,491,211 

3 11,308 11307  

9 280,748  280748 

TOTAL 9,878,248  8,969,592 

 

3.5.3 Application of Quality Control Measures 

For each cell in the grid, we compute completeness as the average lag (in seconds) 

of data within the cell over all time units within the period for which we collected data. We 

compute over the set of all observations within a cell as if they are from a single source 

corresponding to the cell. Thus, the most recent observation from any site within the cell 

will be counted as the current observation for the cell at a given point in time. Our reason 

for doing this is that we desire to cover the map in a fashion that gives equal attention to 

each cell, and does not over-represent cells containing many sensors. Data is analyzed for 

only observations that have not failed the respective system’s quality control process. Note 

that for both providers this includes data that may not have had all quality control checks 

applied. 
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We use the following measure of lag_coverage as an indication of spatio-temporal 

coverage. This measure allows us to examine various lag thresholds/cutoffs: 

𝑙𝑎𝑔_𝑐𝑜𝑣𝑒𝑟𝑎𝑔𝑒(𝑃, 𝐼, 𝑂) =
∑ 𝑐𝑜𝑚𝑝𝑙𝑒𝑡𝑒𝑛𝑒𝑠𝑠(𝑂𝑖, 𝐼 )𝑛

𝑖=1

𝑛
 

3.5.4 Results 

Table 7 shows cell counts and percents for (average) lag_coverage by provider. 

Figure 13 shows (average) lag_coverage for observations from MesoWest. Figure 14 

shows (average) lag_coverage for observations from MADIS. Figure 15 shows (average) 

lag_coverage for observations from MesoWest and MADIS, combined. 

 

 

Table 7. Cell Counts and Percents for Average Lag_Coverage by Provider 

Avg. Lag  MesoWest  MADIS  COMBINED 

Avg Lag ≤ 10 min 0 0.0% 2 0.7% 4 1.5% 

Avg Lag ≤ 20 min 30 11.2% 135 50.4% 139 51.9% 

Avg Lag ≤ 30 min 147 54.9% 174 64.9% 180 67.2% 

Avg Lag ≤ 40 min 180 67.2% 195 72.8% 202 75.4% 

Avg Lag ≤ 50 min 203 75.7% 208 77.6% 217 81.0% 

Avg Lag ≤ 60 min 218 81.3% 221 82.5% 231 86.2% 

Avg Lag ≤ 90 min 231 86.2% 226 84.3% 234 87.3% 

90 min < Avg Lag 10 3.7% 8 3.0% 7 2.6% 

No Coverage 27 10.1% 34 12.7% 27 10.1% 
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Figure 13. Coverage by MesoWest 
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Figure 14. Coverage by MADIS 
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Figure 15. Coverage by MADIS and MesoWest Combined 
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3.5.5 Coverage of Maps and Gap Analysis 

There are apparent gaps in coverage, for which there is no coverage from either 

provider or for which the timeliness could be improved. This includes the desert area east 

and northeast of Los Angeles and San Diego. There are also several locations in the Central 

Valley as well as northern California in which the timeliness could be improved. Note that 

these are rural areas, and communication challenges likely impact the timeliness of data 

transmission. While there is some coverage of grids primarily overlapping the Pacific 

Ocean, there are grids that are not covered at all. These grids could be excluded from 

subsequent analysis. If using a 90-minute cutoff for lag, most the map will be covered by 

either of the providers individually and for both combined. 

3.5.6 Comparison of Providers 

If we target a 90 minute or less lag for display of an observation, then MesoWest 

does provide greater coverage than MADIS by five cells: 231 cells (86.2%) versus 226 

cells (84.3%). However, MADIS holds an advantage for lower cutoffs. For observations 

with a 60 minute or less lag, MADIS covers 221 grids (82.5%) while MesoWest covers 

218 grids (81.3%). For observations with a 20 minute or less lag, MADIS covers 135 grids 

(50.4%), while MesoWest only covers 30 grids (11.2%). 

If we combine both data sets, we see further improvement. Over two-thirds of the 

grids will be covered with an average lag of 30 minutes or less and nearly 90% of the grids 

will be covered by an average lag of 90 minutes or less. There will only be a 1.1% reduction 
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in coverage if we reduce our cutoff to 60 minutes. This small reduction in coverage would 

allow us to download less MADIS files. 

MesoWest adds coverage at several maritime cells that MADIS does not cover, as 

well as a cell in Arizona near the southeast border with California. More importantly, it 

adds coverage for a cell adjacent to Interstate 10 east of Barstow. MADIS improves the 

timeliness of data across nearly the entire map. There are a few exceptions including a cell 

northwest of Bakersfield in which MesoWest improves the average lag_coverage by over 

50 minutes. Another cell located east of San Diego is improved by over 40 minutes.  

Our use of data from both providers does appear to be justified. If we were to 

include data from just one of the providers, MADIS would generally provide more timely 

data while MesoWest would provide coverage of some cells that MADIS does not cover. 

As such, the providers are complementary for our application. If we were most concerned 

with the overall size of our data downloads, we could possibly use MesoWest data alone, 

but we would be sacrificing timeliness of data in the process. 

 

3.6 Experimental Results– Single Provider Optimization 

In this section we apply our measures to several single-provider challenges we face 

on the various WeatherShare projects using data from MADIS[3]. The MADIS data set 

provides an interesting opportunity to apply these measures.  

MADIS stores files by hour – all observations for a given hour go into the same 

file. Files are updated as new observations come into the system, and updated files are 

published roughly every five minutes. Files are named using the format 
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YYYYMM_HH00, corresponding to the hour (GMT) of the included observations. The 

files use the NETCDF format and are compressed using gzip. To include timestamp 

information for each update of an hourly file, we represent these files as 𝐹ℎ,𝑡, where ℎ is 

the hour represented by the file and 𝑡 is the timestamp of the file. Then for each 𝜔 =

(𝜏, 𝑜, 𝜑, ) ∈ 𝐹ℎ′,𝑡′ where 𝑜 = (𝑜𝑠, 𝑜𝑡 , 𝑜𝑙, 𝑜𝑣) , we have 𝜏 = 𝑡′, ℎ′ ≤ 𝑜𝑡 < ℎ′ + 60 minutes. 

For instance,  𝐹20140309_1700,20140309_1704 represents the file containing observations 

between 5 PM and 6PM on March 9th, 2014 GMT and time-stamped at 5:04 PM. This is 

the first time in which observations falling within that hour were made available and only 

observations with timestamps early in that hour were present at that time. Compressed, this 

file had a size of 14.8 KB. The next update to this hour’s observations occurred at 5:08 

PM, measuring 749 KB and we represent this file as  𝐹20140309_1700,20140309_1708. The 

20140309_1700 file was updated 25 more times in the next several hours with the final 

update,  𝐹20140309_1700,20140309_1920 , occurring at 7:20 PM and measuring 14.2 MB in size. 

If all 27 updates of this file were retrieved, over 256 MB of bandwidth would be consumed. 

Note that each file will contain only one copy of an individual observation, so there is no 

duplication within the files. However, subsequent file versions will contain observations 

that were included in prior versions as well as new observations, resulting in a considerable 

amount of duplication.  

We use air temperature for this investigation. This is one of many variables 

provided in the MADIS MesoNet feed. The MADIS data set provides multiple levels of 

quality control checks, dependent on the sensor type [4][84]. The quality control checks 
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are rule-based as described in [4]. For a given temperature observation, the MADIS quality 

control description (QCD) field indicates an assessment of the quality of the observation. 

A value of QCD=V indicates that the observation has been verified and has passed three 

levels of quality control checks. A value other than QCD=V can occur if either the 

observation has failed to pass one of the quality control checks or if less than three levels 

of quality control were checked for the observation. We use 𝜑=QCD as the quality control 

indicator for the provided observation. Following are descriptions of the various quality 

control checks performed by MADIS on air temperature data. Note that the first three of 

these are domain-specific and rule-based: 

• Level 1 Validity Check: If an air temperature observation falls between -60 F° 

and 130 F°, it passes this QC check. All values outside this range fail this QC 

check. 

• Level 2 Temporal Consistency Check: If an air temperature observation differs 

from another air temperature observation at the same site by 35 F° or more 

within an hour, then the observation fails this QC check. Otherwise, it passes.  

• Level 2 Internal Consistency Check: Checks consistency between observations 

from different sensors at the same site. For instance, dew point temperature 

cannot exceed the air temperature. If it does, both observations are flagged as 

failing this QC check. 

• Level 2 Statistical Spatial Consistency Check: Using weekly statistics, if 

observations from a site/sensor has failed any QC check 75% of the time during 
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the past 7 days, observations will be marked as failing this QC check until the 

failure rate falls below 25%. 

• Level 3 Spatial Consistency (“Buddy”) Check: Using Optimal Interpolation, if 

an observation differs significantly from its neighbors, then it fails this QC 

check. Cross-validation is used in conjunction with Optimal Interpolation to 

determine the conformity (or lack-there-of) for neighboring observations.  

 

These QC checks are not necessarily performed at the same time. For instance, the 

Level 3 check might be applied in a timed, batch process rather than immediately when a 

new observation is acquired. A single original observation may result in multiple provided 

observations corresponding to times at which the containing hourly file is updated. The 

quality control QCD value may change as subsequent quality control checks are applied.  

We restrict our attention to a grid consisting of fifty-six 1° Latitude x 1° Longitude 

cells which overlap with California as shown in Figure 16. This grid includes cells 

overlapping with the Pacific Ocean, Mexico, Nevada and Arizona. A finer grid or even a 

non-uniform partition could also be used. There are sensors located in all of these cells. We 

further restrict our attention to the time between 3/5/2014 16:22 GMT and 3/17/2014 17:19 

GMT. During this time, we downloaded and stored every MADIS file from the Mesonet 

subset as the file was updated, and kept separate copies corresponding to each update. 

Downloading all data corresponds to the best case possible for this data set in terms of 

coverage and completeness, but may not be feasible for normal operation because of the 

massive amount of data involved. 
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Figure 16. 1° Latitude x 1° Longitude Grid Covering California 
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3.6.1 Application of Quality Control Measures 

For each cell in the grid, we compute completeness as the average lag (in seconds) 

of data within the cell over all time units within the period for which we collected data.  

𝑙𝑎𝑔_𝑐𝑜𝑚𝑝𝑙𝑒𝑡𝑒𝑛𝑒𝑠𝑠(𝑂, 𝐼 ) =
∑ 𝑙𝑎𝑔(𝑐𝑢𝑟𝑟𝑒𝑛𝑡(𝑂, 𝑡), 𝑡)𝑡∈𝐼

|𝐼|
 

We compute over the set of all observations within a cell as if they are from a single 

source corresponding to the cell. The most recent observation from any site within the cell 

will be counted as the current observation for the cell at a given point in time. Our reason 

for doing this is that we desire to cover the map in a fashion that gives equal attention to 

each cell, and does not over-represent cells containing many sensors. We then assess 

coverage using summary statistics over all the cells. Data is analyzed for all data versus 

QC-passed data. 

We can represent the files as they become available using sequence notation: ℱ =

〈𝐹ℎ1,𝑡1
, 𝐹ℎ2,𝑡2

, … , 𝐹ℎ𝑛,𝑡𝑛
 〉. As mentioned previously, it is not practical in our production 

system to download every file when it becomes available. We did so for a relatively short 

period for the purpose of the analysis presented here, but doing so on our production system 

would require excessive bandwidth with potentially little gain in coverage and 

completeness, and we would find ourselves constantly processing new versions of files. As 

such, we want to determine optimal download schedules and decide what data we can 

ignore. Specifically, we want to determine a download schedule to be carried out within 

every hour. For instance, starting on the hour, we could download files every 15 minutes. 

We represent this schedule as: {0,15,30,45}. Our reason for choosing hourly download 
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schedules is for ease of implementation and that we recognize that the provider follows 

hourly schedules as well. Other time periods could be handled in a similar fashion. 

In conjunction with determining an optimal/preferred schedule in terms of 

maximizing coverage while minimizing download size, we wish to determine if there is an 

preferred data age constraint. At present, we have chosen to show data on our maps that is 

no more than 90 minutes old. Our rationale for this cutoff is that if data is older than 90 

minutes, then conditions may have changed significantly. However, we have chosen not to 

use a lesser cut-off out of concern that we would sacrifice coverage of the map. We can 

formalize our 90-minute age restriction in conjunction with a schedule and the sequence of 

updated files as follows: 

Let a download schedule S be represented by {𝑠1, … , 𝑠𝑛|𝑠𝑖 ∈ {0,1, … ,59}}. Then at 

a schedule time s′ ∈ S, we download the following files:  

 

{𝐹ℎ′,𝑡′: ℎ′ = ℎ𝑜𝑢𝑟(ℎ′), 𝑠′ − (ℎ′ + 60 𝑚𝑖𝑛𝑢𝑡𝑒𝑠) ≤ 90 𝑚𝑖𝑛𝑢𝑡𝑒𝑠, 𝑡′

= 𝑎𝑟𝑔𝑚𝑎𝑥𝑡:𝑡≤𝑠′{𝐹ℎ′,𝑡}} 

Using the schedule {0, 15, 30, 45} and a 90-minute cutoff, we would have the 

following example behavior: At time 2014-03-10 17:45, we would download the most 

recent 20140310_1700 and 20140310_1600 files. At time 2014-03-10 18:15, we would 

download the 20140310_1800, 20140310_1700 and 20140310_1600. At most, we will 

download three files using this 90-minute cutoff. If we use a 60-minute cutoff, however, 

we will only need to download two files. 
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3.7 Results 

3.7.1 Impact of Provider QC 

Let Ω represent a set of provider observations 𝜔 satisfying a set of restrictions on 

location and time. Then let Ω𝑄𝐶 represent the subset of Ω that has passed all quality control 

checks. Table 8 shows summary statistics indicating overall coverage as demonstrated by 

(temporal) completeness of individual cells in seconds. Table 9 shows summary statistics 

for the differences in completeness of cells in seconds between all data and data that passed 

MADIS quality-control.  

If we use all data as is, including data that has not passed quality control, 75% of 

the cells show an average lag of less than 15 minutes (900 seconds). The greatest average 

lag is nearly 45 minutes (2700 seconds). If we only use data that has passed quality control, 

75% of the cells show an average lag no more than 24 minutes (1440 seconds). The greatest 

average lag is 66 minutes (3960 seconds). In general, there will be a 10 minute or greater 

additional lag for using data that has passed quality control versus using all data. This lag 

is suspected to be due to batch processing of quality control checks. In the extreme case 

(41 minutes), the lag may also be attributable to a higher proportion of bad data in that cell 

and perhaps delayed communication. 
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Table 8. Summary Statistics for Completeness of Cells in Seconds 

Set 𝛀 𝛀𝑸𝑪 

Min 554.8 1195.4 

Q1 637.9 1224.4 

Median 697.7 1264.7 

Q3 895.7 1429.3 

Max 2673.7 3959.2 

 

Table 9. Completeness Differences (sec) between All and QC-Passed Data 

Min 399.9 

Q1 526.0 

Median 589.7 

Q3 620.5 

Max 2477.1 

 

Recognizing that dependency on provider quality control results in a 10 minute or 

greater lag penalty, it does seem best to further investigate implementing our own quality 

control mechanisms in our system, so long as they can be implemented in a timely manner. 

3.7.2 Coverage of Maps / Gap Analysis 

We can look at the results from individual cells to better assess the timely coverage 

of the map and determine where gaps in coverage exist, as shown in Table 10. For both the 

Ω and Ω𝑄𝐶 data sets, there are eight outliers greater than Q3 +1.5 IQR. Not surprisingly, 

seven of these occur in low-population desert areas, with five overlapping the Nevada 

border near Death Valley and another two in the Southern-most portion of California, east 

of Los Angeles and San Diego. One cell corresponds to a low-population coastal area 

approximately half way between San Francisco and Los Angeles. The latter is also an 

outlier in terms of the difference between the Ω and Ω𝑄𝐶 averages, with a difference of over 

41 minutes. This extreme value indicates that this area does not include sensors that report 
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observations passing quality control in a timely manner, either due to bad data or slow 

reporting or both. There are some observations from this cell that pass QC. Further 

investigation would be needed to assess the cause. 

 

Table 10. Outlier Cells in Terms of Completeness (in Seconds) 

Cell Lag_Completeness (sec) Difference 

Latitude Longitude 𝛀 𝛀𝑸𝑪 sec 

37 -117 1360.6 1814.4 453.8 

36 -116 1369.4 1815.2 445.8 

35 -121 1482.1 3959.2 2477.1 

38 -118 1508.9 2139.2 630.3 

36 -117 1666.9 2452.8 785.9 

35 -116 1715.7 2212.0 496.3 

32 -115 2548.4 3157.2 608.8 

34 -115 2673.7 3295.2 621.5 

 

 

There is not a lot we can do about this other than perhaps adjust our own download 

and processing schedules accordingly. However, awareness of this deficiency allows us to 

better focus on things we can control such as our download schedule. 

3.7.3 Optimal Download Schedule / Load Shedding 

It is not practical to download all data as soon as it becomes available 

(approximately every five minutes). There is too much redundancy in the data, which 

would result in excessive bandwidth consumption. However, downloading all data in this 

fashion over a short period can help us in determining optimal download schedules. 

In Figure 17, we show lag by minute (average over all cells) for both the Ω and the 

Ω𝑄𝐶 data sets. There are some apparent patterns. For the Ω data set, the least lag occurs at 

8 minutes after the hour. Thus, if we were to make just one download, it would be optimal 
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to do this at 8 minutes after the hour. There are other times with low lag including 23, 38, 

and 54 minutes after the hour. Other good download times include 44, 59 and 4 minutes 

after the hour, and several others with an apparent, approximately 15-minute period. We 

attribute this pattern to different schedules for data coming into the system as well as batch 

output and other batch processing. For the Ω𝑄𝐶 data set, the pattern is clearer, and does not 

correspond exactly to that for the Ω data set. 4, 20, 33 and 49 yield local best times. 

Otherwise, there is a subsequent lag that corresponds directly to time elapsed. It appears 

that there is a batch process that runs approximately every 15 minutes, and a 

preferred/optimal download schedule should take this into account. 

For the Ω data set, schedules at an increasing number of times yield improved 

coverage, but also increase bandwidth consumed, as shown in Figure 18 and Table 11. It 

is debatable whether more than four download times would improve coverage sufficient to 

justify the added bandwidth. For the Ω𝑄𝐶 data set, the optimal schedule (maximized 

coverage) for four downloads yields coverage that is only 45 seconds greater than the best 

possible, yet it requires less than half the bandwidth, as shown in Table 12. There does not 

seem to be reason to do more than four downloads per hour, since the additional bandwidth 

required to do so results in little improvement in Lag_Coverage. 
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Figure 17. Lag_Coverage for the Ω_QC Data Set 

 

Table 11. Optimal Download Schedules for the Ω Data Set 

Schedule Size (GB) Lag_Coverage (sec) 

{8} 11.5 2339.4 

{8,38} 16.9 1499.8 

{8,23,44} 21.8 1250.6 

{8,23,38,54} 27.8 1080.6 

{8,23,38,44,54} 33.6 1029.7 

{4,9,23,38,44,54} 37.9 989.6 

{4,9,23,28,38,44,54} 42.5 957.1 

{4,8,14,23,28,38,44,54} 43.3 933.7 

{Download all Files} 67.8 872.8 
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Table 12. Optimal Download Schedules for the Ω_QC Data Set 

Schedule Size (GB) Lag_Coverage (sec) 

{4} 11.3 2725.9 

{4,33} 16.5 1904.2 

{4,33,49} 22.7 1665.2 

{4,20,33,49} 26.9 1515.5 

{4,5,20,33,49} 27.9 1506.3 

{4,5,20,23,33,49} 28.9 1499.4 

{4,5,20,23,33,48,49} 33.8 1492.8 

{4,5,19,20,23,33,48,49} 34.0 1486.7 

{Download all Files} 67.8 1474.4 

 

 

Figure 18. Lag_Coverage versus Size for Optimal Download Schedules 

 

 

We can make further improvements by recognizing that the lag_coverages 

correspond to observations that are less than an hour old. If we restrict ourselves to files 
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containing data observed within the last hour, then we can reduce the download size even 

further. In fact, we can restrict ourselves to only the file for the current hour and the prior 

hour and get comparable results. For the Ω data set, the {8,23,38,54} schedule yields a 

Lag_Coverage of 1082.2 seconds, which is less than 2 seconds greater than that for the 

same schedule when downloading all new files at those times, as shown in Table 13. 

However, the overall download size will be only 4.9 GB, as compared to the 27.8 GB when 

downloading all new files. For the Ω𝑄𝐶 data set, the {4,20,33,49} schedule yields a 

Lag_Coverage of 1517.2 seconds, which is also less than 2 seconds worse than the same 

schedule when downloading all new files at those times. The download size is 4.2 GB, 

which is far less than the 26.9 GB required to download all new files for the same schedule. 

These results look even better when compared against downloading all files always, which 

would consume 67.8 GB. 

 

Table 13. Measures for Downloads of Only the Most Recent File 

𝛀 𝛀𝑸𝑪 

Schedule={ 8,23,38,54 } Schedule={ 4,20,33,49 } 

Size (GB) Lag Coverage (sec) Size (GB) Lag Coverage (sec) 

4.9 GB 1082.2 4.2GB 1517.2 
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3.8 Conclusions 

The measures we presented in this chapter were demonstrated as useful in helping 

to answer complex problems related to visual coverage of a map with data acquired from 

overlapping, third-party providers. They allow for comparison of the providers, and they 

allow for optimization related to bandwidth/load-shedding. These measures help to reveal 

underlying patterns related to acquisition, processing and provision of data by a provider. 

They can be implemented in a simple manner and are generally applicable to a wide variety 

of situations for consumers of spatio-temporal data from third-party data providers. 

Our analysis demonstrates potential performance and quality-related benefit for 

further developing our own quality control assessment processes. Provider quality control 

mechanisms are performed as batch-processes, and a large delay in time is incurred 

between the time at which observations are first made available and when they have been 

fully-checked for quality. In the case of the MADIS data that we evaluated, it was 

determined that a 10-minute delay was incurred. In order to display data in a timelier 

manner, we may be able perform our own quality control checks in less time. 

In this chapter, we demonstrated the opportunity and need to develop our own 

outlier and anomaly detection processes. Subsequently we will also investigate methods 

for detecting bad metadata. In terms of spatial and temporal attributes, we will specifically 

attempt to identify data for which the timestamps or the locations are incorrect. The 

approaches we used in this chapter, combined with methods we developed in [89], [90] 

and [94] provide a foundation we can build upon for these tasks. 
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CHAPTER FOUR 

IMPROVED OUTLIER AND ANOMALY DETECTION 

4.1 Introduction 

Much of the work presented in this section was published in [89], [90], [91] and 

[92], and additional, related work will be published in [93]. 

The best approach to improving the quality of sensor-data is to start at the source – 

the sensors – and ensure that they yield observations as close to ground truth as possible. 

However, it is not feasible to ensure that sensors yield ground truth always and under all 

conditions. Even if sensors are operating correctly, there are numerous potential points of 

failure: remote processing units (RPUs) that read data from the sensors; intermediate 

devices that poll the RPUs; middleware that processes sensor data; aggregators and data 

fusion processes that collect and redistribute the data; networks over which the data is 

transmitted; software that processes the data, converting it to other units or formats; 

custom-developed and proprietary software and hardware systems; etc. [94][95]. And there 

are many data quality dimensions over which failure can occur including but not limited to 

accuracy, consistency, timeliness, completeness, reliability, and precision [36][95] [126]. 

Comparison with neighboring observations is one approach that can be taken to 

assess accuracy and identify problems in real time or near real time. Assuming correlation 

of observations that have spatial and temporal proximity, we expect similarity in 

observation. Dissimilarity can indicate errors, i.e., differences between ground truth and 

observed/sensed conditions. When ground truth is not known, we are left to compare 
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against estimates of ground truth. In making such comparisons, we find ourselves looking 

at slices in time, and unable to assess overall performance of individual sites. Thus, we find 

it useful to also compare time series from multiple, neighboring sites to assess the overall 

quality and fitness of an individual site / sensor. 

Comparison of site-based time series becomes complicated when sites report at 

different times and with varying frequencies. Errors in individual observations further 

complicate the process when considering their adverse impact on least squares mappings, 

correlation coefficients, measures of covariance, etc. And if the metadata associated with 

a site is incorrect, then we may find ourselves comparing observations that are not in spatial 

or temporal proximity. 

Interpolation estimates unknown values on curves or surfaces using known values. 

Intuitively, interpolation can be applied to assessment of accuracy by estimating ground 

truth at a location and comparing an observed condition to the estimate. By holding out the 

observed condition and interpolating at that location using neighboring observations, we 

can make the desired comparison. However, the errors that we seek to identify in the 

process of data quality assessment will have an adverse impact on interpolation. 

In the absence of ground truth data, we face the challenge of attempting to identify 

bad data without a solid basis for comparison. As such, we may never truly know if our 

assessments are correct. In this chapter, we develop a representative, robust, interpolation-

based quality assessment algorithm to determine data quality (accuracy) for site-based 

spatio-temporal data in real time. We develop a representative, artificial data set which we 

can treat as ground truth and perturb with various types of errors for development and 
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evaluation of our algorithm against ground truth. We then present practical extensions of 

this method to identify bad sites and bad metadata. We use an interpolated, raster data set 

as ground truth for development and evaluation of our methods to identify bad sites and 

bad metadata. We apply our method to evaluate accuracy and identify bad sites and bad 

metadata in a prominent, real-world, atmospheric data set. We demonstrate inconsistencies 

in provider quality assessment indicators for this data set. 

We present an interpolation-based method for quality control assessment of 

accuracy that is robust and representative, and we demonstrate the challenges of spatio-

temporal data quality assessment and how to overcome these challenges. We do not present 

our method as a general-purpose interpolator although it certainly could be used for that 

purpose. We extend our method to identify problematic sites. We then investigate these 

sites to verify that they are problematic. We do not attempt to correct erroneous data or 

improve collection at the source. Veaux and Hand [8] state correctly that correction at the 

source is the best way to improve data quality. Our objective is to make the most of the 

data from providers as is.  
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4.2 Background 

Consider the temperatures shown in the Lake Tahoe / Donner Pass area including 

Reno, Nevada shown in Figure 19. Google Traffic shows slowed traffic in proximity to 

freezing temperatures, demonstrating the importance of correctly sensing road weather 

conditions. By way of color-coding, the 67° F observation stands out as certainly bad. Other 

observations such as the two 41° F observations west of Lake Tahoe appear to be erroneous 

since they are higher than neighboring observations, although there are observations near 

40° F to the west of the area shown. The two 0° F observations appear questionable as well 

and may be indicative of a problem with those sites/sensors. 

To assess the accuracy of data from a given site, we can use data from neighboring 

sites for validation. Taking this idea in its most rudimentary form, we could simply look 

for anomalies on the map as we just demonstrated. Or, we could develop spatio-temporal 

models and compare predicted values to observed values and flag observed values as 

erroneous when there is a large deviation. Even if such approaches were foolproof, and we 

show subsequently that they are not, we have encountered little work that addresses the 

challenge of identifying problem sites – sites which are regularly producing erroneous data. 

Compounding the problem is the possibility that sites may be producing data that is 

sufficiently close to that of its neighbors so as to appear to be correct at certain times when 

it is bad. 
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Figure 19. Air Temperature (°F) near Donner Pass on January 21, 2017 
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4.3 SMART Mappings 

In this section, we develop a representative approach for data quality assessment of 

site-based, spatio-temporal data using what we call Simple Mappings for Approximation 

and Regression of Time series (SMART). Using this approach, we demonstrate the 

challenges of site-based, spatio-temporal data quality assessment and how to overcome 

these challenges. We use the SMART approach to identify both bad (inaccurate) 

observations and “bad” sites/sensors, so that they can be excluded from display and 

computation. It is not our intent to diagnose the causes of these problems and fix the data, 

although there certainly does appear to be opportunity in this area.  

One challenge we face in assessing spatio-temporal data quality is the lack of 

ground-truth data. Comparison of observations versus ground truth ultimately determines 

error. To develop and evaluate our method to identify bad observations and sites, it was 

desirable to have a representative data set for which ground-truth is known. We developed 

such a representative, artificial data set. In doing so, it was not our intent to model a 

complex system such as weather but instead to develop a weather-like data set with which 

we could conduct research and development. We used this data set to develop an 

interpolation-based estimator for the quality assessment of individual observations as well 

as sites/sensors. 

4.3.1 Artificial Data Set 

We developed a weather-like phenomenon representing temperature as 

approximate fractal surfaces produced using the method of Successive Random Addition. 
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For further information on Successive Random Addition, refer to Voss [139], Feder [140], 

and Barnsley, et al [141]. Fractional Brownian processes were used by Goodchild and 

Gopal to generate random fields representing mean annual temperature and annual 

precipitation for the purpose of investigating error in [23]. We used a similar approach to 

model time series in [142]. A 513x513 approximate fractal surface, 𝑠𝑢𝑟𝑓𝑎𝑐𝑒(𝑥, 𝑦), was 

generated with Hurst Exponent H=0.7 and 𝜎2 = 1.0, representing elevation. A 

1025x513x513 fractal-like weather pattern, 𝑤𝑒𝑎𝑡ℎ𝑒𝑟(𝑥, 𝑦, 𝑡), was also generated with 

Hurst Exponent H=0.7 and 𝜎2 = 1.0. (The larger x-coordinate allowed us to introduce 

motion/flow.) We generated one surface and eight weather patterns, allowing us to train on 

one weather pattern and test on those remaining.  

We then generated time series of “ground truth” data by combining the surface data 

with the weather data, a periodic effect and a north-south effect to simulate a weather-like 

phenomenon like the diurnal effect and general north-south variation in the Northern 

Hemisphere respectively. The weather data is added as is, with varying offsets in the x-

coordinate used to represent a west to east flow in the weather pattern. The surface value 

is subtracted so that low points are “warmer” than high points. The periodic effect 

represents warming during the day and cooling at night. The north-south effect generally 

yields warmer points to the south and cooler points to the “north”. Our approach yields a 

time series of length n=513 for each (𝑥, 𝑦) on the 513x513 surface. 

We selected 250 “sites” using random uniform x-y coordinates. For each site we 

assigned a reporting pattern defined by m = RandInt(1..10) and s=RandInt(0..m-1) where s 

is the start time and m is the frequency, generating a series of times: 〈𝑠, 𝑠 + 𝑚, 𝑠 + 2𝑚, … 〉. 
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Errors were added to the observations from 25 sites in one of the following ways: random 

noise added to ground truth (NOISE), rounding of ground truth (ROUNDING), 

replacement of ground truth with a constant value (CONSTANT), replacement with 

random bad values with varying probabilities (RANDOMBAD), or negation of ground 

truth. The remaining 225 sites were left error-free. Table 14 shows the parameters for 

introduced errors. 

Since sites may have different reporting times and frequencies, the sequences of 

timestamps from any two sites likely will not match. Comparison between sites requires a 

more robust approach than simply comparing observations with identical timestamps. To 

address this problem, we will align observations within a preselected time radius for 

comparison.  

As an example, (artificial) Site 11 reports every m=9 time units with reporting 

starting at time s=7, resulting in observations at times 〈7, 16,25,34, … ,511〉 as shown in 

Figure 20. There are three erroneous observations in which ground truth is replaced with 

1.0. Two are prominent because of large deviations from ground truth. A third is hard to 

discern as erroneous because of a small deviation from ground truth. Sites 31, 33, 117 and 

118 are neighbors of Site 11 and are error-free. These sites follow the same general pattern 

if we disregard the erroneous observations from Site 11. The diurnal pattern is apparent. 

Deviations due to the weather phenomenon show subtle similarities and differences. There 

is a difference due to the surface (elevation) values for each site and the North-South effect 

that results in a vertical shift in the plots. 
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Table 14. Errors Introduced into Sites from Artificial Data Set 

Site Error Type Obs = Error Value P(e) 

0 NOISE 𝑔𝑟𝑜𝑢𝑛𝑑𝑡𝑟𝑢𝑡ℎ + 𝑅𝑎𝑛𝑑𝑁𝑜𝑟𝑚𝑎𝑙(0,0.01) 1 

1 NOISE 𝑔𝑟𝑜𝑢𝑛𝑑𝑡𝑟𝑢𝑡ℎ + 𝑅𝑎𝑛𝑑𝑁𝑜𝑟𝑚𝑎𝑙(0,0.1) 1 

2 NOISE 𝑔𝑟𝑜𝑢𝑛𝑑𝑡𝑟𝑢𝑡ℎ + 𝑅𝑎𝑛𝑑𝑁𝑜𝑟𝑚𝑎𝑙(0,1.0) 1 

3 ROUNDING 𝑅𝑜𝑢𝑛𝑑(𝑔𝑟𝑜𝑢𝑛𝑑𝑡𝑟𝑢𝑡ℎ, 0.01) 1 

4 ROUNDING 𝑅𝑜𝑢𝑛𝑑(𝑔𝑟𝑜𝑢𝑛𝑑𝑡𝑟𝑢𝑡ℎ, 0.1) 1 

5 ROUNDING 𝑅𝑜𝑢𝑛𝑑(𝑔𝑟𝑜𝑢𝑛𝑑𝑡𝑟𝑢𝑡ℎ, 1.0) 1 

6 CONSTANT 0.0 1 

7 CONSTANT 1.0 1 

8 CONSTANT 10 1 

9 CONSTANT 100 1 

10 RANDOMBAD 0.0 with probability 0.05 0.05 

11 RANDOMBAD 1.0 with probability 0.05 0.05 

12 RANDOMBAD 10 with probability 0.05 0.05 

13 RANDOMBAD 100 with probability 0.05 0.05 

14 RANDOMBAD 0.0 with probability 0.1 0.1 

15 RANDOMBAD 1.0 with probability 0.1 0.1 

16 RANDOMBAD 10 with probability 0.1 0.1 

17 RANDOMBAD o𝑏𝑠 = 100 with probability 0.1 0.1 

18 RANDOMBAD 0.0 with probability 0.25 0.25 

19 RANDOMBAD 1.0 with probability 0.25 0.25 

20 RANDOMBAD 10 with probability 0.25 0.25 

21 RANDOMBAD 100 with probability 0.25 0.25 

22 RANDOMBAD 0.0 with probability 0.5 0.5 

23 RANDOMBAD 100 with probability 0.5 0.5 

24 TRANSFORM −𝑔𝑟𝑜𝑢𝑛𝑑𝑡𝑟𝑢𝑡ℎ 1 
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Figure 20. Site 11 Observations versus Neighboring Observations 

 

4.3.2 Simple Site-to-Site Mappings 

Let an individual observation be represented as 𝑜𝑏𝑠 = {(𝑡, 𝑣): 𝑡 = 𝑡𝑖𝑚𝑒, 𝑣 =

𝑣𝑎𝑙𝑢𝑒}, pairing the value with the reported time at which it occurred. Let 𝑜𝑏𝑠𝑖 be the set 

of observations from site i and 𝑜𝑏𝑠𝑗 be the set of observations from site j. Then for a given 

time radius r we pair the observations from sites i and j as: 

 𝑜𝑏𝑠_𝑝𝑎𝑖𝑟𝑠𝑖,𝑗 = {(𝑥, 𝑦): (𝑡1, 𝑥) ∈ 𝑜𝑏𝑠𝑖, (𝑡2, 𝑦) ∈ 𝑜𝑏𝑠𝑗 , |𝑡2 − 𝑡1| ≤ 𝑟}  

Selection of the time radius r is not an arbitrary choice. Given that we set the 

maximum reporting interval to 10 time units in generating the site series for our artificial 

data set, we chose a time radius of 20 units to ensure that each pair of sites will have at 

least three groupings of observation pairs corresponding to different time offsets. Other 

considerations might include the decay of correlation relative to time. 

-1.5

-1

-0.5

0

0.5

1

1.5

2

2.5

3

3.5

0 100 200 300 400 500

V
al

u
e

Time

11 31 33 117 118



101 

 

 

We now define a site-to-site mapping as a linear function of the x-coordinate (the 

observed values for site i) of the paired observations 𝑜𝑏𝑠_𝑝𝑎𝑖𝑟𝑠𝑖,𝑗 from site i and site j: 

 𝑙𝑖,𝑗(𝑥) = 𝑎 + 𝑏𝑥  

This function will generally be determined to minimize the squared error between 

the values of the function and the y-coordinates (the observed values from site j) for the 

paired observations. Because of the potential for extreme errors in the data, a robust method 

will be used for determination of these mappings. 

We next define a quadratic estimate of the squared error of the linear mapping 

relative to the time offset between the paired observations: 

𝑠𝑞_𝑒𝑟𝑟_𝑝𝑎𝑖𝑟𝑠𝑖,𝑗 = {(∆𝑡, (𝑦 − (𝑙𝑖,𝑗(𝑥)))
2

) : (𝑡1, 𝑥) ∈ 𝑜𝑏𝑠𝑖, (𝑡2, 𝑦) ∈ 𝑜𝑏𝑠𝑗 , ∆𝑡 =

|𝑡2 − 𝑡1| ≤ 𝑟}  

 𝑞𝑖,𝑗(∆𝑡) = 𝑎 + 𝑏(∆𝑡) + 𝑐(∆𝑡)2  

We expect an increased squared error for increased time differences. This model 

will help to estimate the squared error and it will account for reporting time offsets between 

observations. Our method does not require a complex, data-specific covariance model. 

These simple mappings are the core elements of our approach, and we must 

overcome the potential impact of the erroneous data in determining them. Least squares 

regression suffers from sensitivity to outliers. Thus, we use the method from Rousseeuw 

and Van Driessen to perform Least Trimmed Squares Regression [29]. Least Trimmed 

Squares determines the least squares fit to a subset of the original data by removing data 
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furthest from the fit. Given an initial fit, an iterative process is used to successively improve 

the fit by removing data furthest from the current fit and re-computing the fit to the 

remaining data. The Least Trimmed Squares Algorithm is presented here as Algorithm 4. 

Before applying least trimmed squares to determine the linear fit, we select the 

percentage of data that will be trimmed before computing the fit. The trim percentage can 

be interpreted either as our willingness to accept bad data in our models or our estimation 

of how much data is bad. For our artificial data set we used a trim percentage of 0.1 since 

we defined several of our erroneous sites to have error rates near this value. 
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Algorithm 4. LEAST_TRIMMED_SQUARES(X,Y,pct,iterationsmax) 

Input: 𝑋 = ⟨𝑥1, … , 𝑥𝑛|∀𝑖=1
𝑛 , 𝑥𝑖 ∈ ℝ⟩ is the independent variable, 𝑌 =

⟨𝑦1, … , 𝑦𝑛|∀𝑖=1
𝑛 , 𝑦𝑖 ∈ ℝ⟩ is the dependent variable. 𝑝𝑐𝑡𝜖(0, 1] where 1 − 𝑝𝑐𝑡 is the 

trim percentage. 𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛𝑠𝑚𝑎𝑥 ∈ ℕ is the maximum number of iterations. 

Other: 𝐼𝑁𝐼𝑇𝐼𝐴𝐿_𝐹𝐼𝑇(𝑥) = 𝑥. 

Output: 𝐹𝑖𝑡(𝑥), the least squares fit. 𝑅𝑠𝑞, the squared errors. 

 

Algorithm: 

𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛𝑠𝑛𝑢𝑚 = 0 

𝑠𝑠𝑒𝑡𝑟𝑖𝑚𝑚𝑒𝑑 = ∞ 

𝒅𝒐 

𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛𝑠𝑛𝑢𝑚 = 𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛𝑠𝑛𝑢𝑚 + 1 

𝑠𝑠𝑒𝑙𝑎𝑠𝑡 = 𝑠𝑠𝑒𝑡𝑟𝑖𝑚𝑚𝑒𝑑 

𝒊𝒇 (𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛𝑠𝑛𝑢𝑚 = 0) 𝒕𝒉𝒆𝒏 

𝐹𝑖𝑡(𝑥) = 𝐼𝑁𝐼𝑇𝐼𝐴𝐿_𝐹𝐼𝑇(𝑥) 

𝒆𝒍𝒔𝒆 

𝐹𝑖𝑡(𝑥) = 𝐿𝐸𝐴𝑆𝑇𝑆𝑄𝑈𝐴𝑅𝐸𝑆(𝑋′, 𝑌′) 

𝑅𝑠𝑞 = ⟨𝑟1, … , 𝑟𝑛|𝑟𝑖 = (𝑦𝑖 − 𝐹𝑖𝑡(𝑥𝑖))
2
⟩ 

𝑅𝑠𝑞𝑆𝑜𝑟𝑡𝑒𝑑 = 𝑆𝑂𝑅𝑇_𝐼𝑁𝐶𝑅𝐸𝐴𝑆𝐼𝑁𝐺(𝑅𝑠𝑞) 

𝑋′ = ∅ 

𝑌′ = ∅ 

𝑠𝑠𝑒𝑡𝑟𝑖𝑚𝑚𝑒𝑑 = 0 

𝒇𝒐𝒓 𝑖 = 1 𝒕𝒐 𝑛 

𝑗 = 𝑘: 𝑟𝑘 =  𝑅𝑠𝑞𝑆𝑜𝑟𝑡𝑒𝑑𝑖 

𝒊𝒇 (
𝑖

𝑛
≤ 𝑝𝑐𝑡)  𝒕𝒉𝒆𝒏 

𝑋′ = 𝐶𝑂𝑁𝐶𝐴𝑇(𝑋′, 𝑥𝑗) 

𝑌′ = 𝐶𝑂𝑁𝐶𝐴𝑇(𝑌′, 𝑦𝑗) 

𝑠𝑠𝑒𝑡𝑟𝑖𝑚𝑚𝑒𝑑 = 𝑠𝑠𝑒𝑡𝑟𝑖𝑚𝑚𝑒𝑑 + 𝑅𝑠𝑞𝑆𝑜𝑟𝑡𝑒𝑑𝑖    

𝒘𝒉𝒊𝒍𝒆 (𝑠𝑠𝑒𝑡𝑟𝑖𝑚𝑚𝑒𝑑 < 𝑠𝑠𝑒𝑙𝑎𝑠𝑡) 𝐴𝑁𝐷 (𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛𝑠𝑛𝑢𝑚 < 𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛𝑠𝑚𝑎𝑥) 

𝒓𝒆𝒕𝒖𝒓𝒏 𝑭𝒊𝒕(𝒙), 𝑹𝒔𝒒 
Adapted from Rousseeuw and Van Driessen[29]. 
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As an example, we show in Figure 21 the linear mapping from Site 33 to Site 11 

from our artificial data set using the paired observations from these sites within a time 

radius of 20. The inclusion of data with different time offsets will subsequently provide us 

with a simple and effective method to account for varying time offsets by way of the 

quadratic error function. We then apply least trimmed squares linear regression with a trim 

percentage of 0.1 to find the linear mapping from Site 33 to Site 11 using the paired 

observations shown in Figure 22. Notice the pairs that include the erroneous observations 

from Site 11 where the value from that site is 1.0. These are apparent outliers and least 

trimmed squares helps to eliminate their influence on the result. 

 

Figure 21. Site 33 Observations Paired with Site 11 Observations 
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Least trimmed squares linear regression yields the following linear mapping of 

observations from Site 33 to Site 11: 𝑙33,11(𝑥) = 0.174376 + 0.937449𝑥. We will refer 

to the coefficients as 𝑙. 𝑎 = 0.174376 and 𝑙. 𝑏 = 0.937449. 𝑙. 𝑚𝑠𝑒 = 0.03655 is the 

mean-squared-error of the linear fit to the un-trimmed data from the final fit. 

 

 

Figure 22. Least Trimmed Squares Linear Fit from Site 33 to Site 11 
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observations from Site 33 and Site 11 to the squared error between the linear mapping from 

Site 33 and Site 11 and actual observations from Site 11 is: 𝑞33,11(∆𝑡) = 0.015933 +

0.00063(∆𝑡) + 0.000166(∆𝑡)2. We refer to the coefficients as 𝑞. 𝑎 = 0.015933, 𝑞. 𝑏 =

0.00063, and 𝑞. 𝑐 = 0.000166; and q.mse= 0.001608 is the mean-squared error of the fit. 

Several additional values are derived: 𝑞. 𝑎𝑥𝑖𝑠 = 1.890715 and 𝑞. 𝑒𝑥𝑡𝑟𝑒𝑚𝑒 = 0.015339, 

which represent the axis of symmetry and the extreme value of the quadratic error 

expression, respectively.  

 

 

Figure 23. Time Difference / Squared Error Pairs from Site 33 to Site 11 

 

Despite our efforts to make the linear site-to-site mappings and quadratic estimates 

of error robust, there are cases in which the results will be unusable due to bad data or 
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poorly aligned data resulting from large differences in reporting times and infrequent 

reporting. We can check the coefficients and derived measures for unexpected or unusable 

results.  

 

 

Figure 24. Quadratic Fit Mapping Squared Errors from Site 33 to Site 11 

 

4.4 The SMART Estimator and Accuracy Assessment  

In this section, we present our SMART estimator, first developed in [91], after 

looking at standard, interpolation-based aggregate estimators. Formally: Let 𝑆 be the set of 

all sites. Let 𝑠 ∈ 𝑆 be a site for which we are evaluating observations. Let 

⟨𝑠1, … , 𝑠𝑛|𝑠𝑖 ∈ 𝑆, 𝑠𝑖 ≠ 𝑠⟩ be the set of sites other than site 𝑠. Then we wish to estimate 

𝑜𝑏𝑠𝑠(𝑡𝑠), the value of the observation at site 𝑠 at time 𝑡𝑠 using the most recent observations 

from the other sites relative to time 𝑡: (𝑡𝑖, 𝑣𝑖).  
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4.4.1 Popular Interpolators 

Inverse Distance Weighting (IDW) (refer to Shepard [79]) estimates are the 

weighted average of observation values, using (geographic) distance from the site/location 

for which an observation is to be estimated as the weight, raised to some exponent h. If 

ground truth is known, a suitable exponent h can be determined to minimize error in the 

estimate of ground truth. Isaaks and Srivastava [123] indicate that ff h=0, then the estimate 

becomes a simple average of all observations, and for large values of h, the estimate tends 

to the nearest neighboring observation(s). For experiments with our artificial data set, we 

used ℎ = 0.8. This simple version of IDW does not account for time, so it is assumed that 

observations fall relatively close to each other in terms of time offset.  

Least Squares Regression (LSR) maps the coordinates of the sites to the observed 

values. We only use x-y coordinates in our experiments for LSR. There could be benefit in 

using elevation and other variables including time. However, doing so compounds 

problems related to bad metadata such as incorrect locations, bad timestamps and incorrect 

or inaccurate elevations.  

Universal kriging (kriging with a trend) (UK) uses the covariance between sites 

along with the coordinates of the sites and the observed values. In our experiments, we 

used a Gaussian covariance function of distance and estimated the related parameters so as 

to minimize error relative to ground-truth for our training data using data from the present 

time window. Refer to Huijbregts and Matheron [143] for further information on 

University kriging. To accomplish this, we implemented a fitter/solver for the estimation 
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of the covariance function parameters using the Gnu Scientific Library (GSL) on-linear 

optimization code [144]. Refer to Bohling [145] for additional covariance functions. 

For kriging, the estimate of covariance could incorporate dimensions such as time 

and elevation, but finding a representative covariance function that incorporates these 

dimensions may be challenging. Alternatively, kriging could be used with covariances 

computed individually on pairs of sites rather than as a global function. Site-to-site 

covariance could implicitly account for elevation and other factors. This would be 

beneficial and would alleviate the challenges of determining an overall covariance 

function, but a robust approach would have to be used in doing this to mitigate the impact 

of bad data.  

These methods can be applied using a restricted radius around the point at which 

the estimate is to be made or within a restricted bounding box to alleviate computational 

challenges and to focus on local trends. Other interpolators could be applied in a similar 

manner. There are obvious risks in using these and other interpolators. Outliers and 

erroneous values will have an adverse impact on interpolation, causing poor estimates. 

Lack of data in proximity to a point to be estimated can also result in a poor estimate. 

  



110 

 

 

4.4.2 Our SMART Interpolator 

Our SMART interpolator is like IDW, but uses our quadratic error estimate instead 

of distance given the time lag between observations and uses our SMART linear mappings 

to yield estimated ground truth producing the estimate: 

SMART_estimates(ts) =

∑ (
1

qs,si
(ts − ti)

)

g

ls,si
(vi)

n
i=1

∑ (
1

qs,si
(ts − ti)

)

g

n
i=1

 

Neither distance nor direction are directly used in the computation. The linear 

mappings and quadratic error estimates account for similarity between sites. No attempt is 

made to down-weight clustered sites, although there may be benefit in doing so. 

We determine the exponent by minimizing error relative to ground truth, if 

available. For the artificial data set, 𝑔 = 5.7 was determined. Prior to computing the 

weighted estimate, weights are examined and, if necessary, “re-balanced” to reduce the 

potential influence of single sites on the outcome. We found it useful to restrict the 

maximum relative weight a site can be given so as to reduce the risk that a bad value from 

one site will over influence the resulting average. 

Rather than take a simple weighted average, we use a trimmed mean to reduce the 

influence of outliers on the result. We employ Least Trimmed Squares as a metaheuristic 

and compute the mean relative to the weights while minimizing the (trimmed) mean-

squared-error relative to the non-trimmed data. 

Our SMART estimator is presented in Algorithm 5. Note that the constants are 

specific to our artificial data set.  
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Algorithm 5. SMART_ESTIMATE(s,S,t) 

Input: 𝑆 is the set or a subset of all sites, 𝑠 ∈ 𝑆 is a site for which we are 

evaluating values/observations, ⟨𝑠1, … , 𝑠𝑛|𝑠𝑖 ∈ 𝑆, 𝑠𝑖 ≠ 𝑠⟩ is the set of sites other 

than site 𝑠, t is the time for which the prediction will be made. 

Constants: 𝑚𝑎𝑥𝑤𝑒𝑖𝑔ℎ𝑡 = 0.25 ∈ (0, 1], 𝑡𝑟𝑖𝑚𝑝𝑐𝑡 = 0.1 ∈ (0, 1], 𝑚𝑖𝑛𝑣𝑎𝑙𝑖𝑑𝑞𝑓𝑖𝑡 =

 0.0001 ∈ (0, 1]  𝑚𝑎𝑥𝑣𝑎𝑙𝑖𝑑𝑞𝑓𝑖𝑡 =  0.5 ∈ (0, 1] , 𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛𝑠𝑚𝑎𝑥 = 100 ∈ ℕ 

Output: The estimate, predicted. 

𝑠𝑢𝑚𝑤𝑒𝑖𝑔ℎ𝑡𝑠 = 0 

𝑤𝑒𝑖𝑔ℎ𝑡𝑒𝑑𝑠𝑢𝑚 = 0 

𝒇𝒐𝒓 𝑖 = 1 𝒕𝒐 𝑛  

𝒊𝒇 𝑉𝐴𝐿𝐼𝐷_𝑀𝐴𝑃𝑃𝐼𝑁𝐺(𝑠𝑖, 𝑠)  𝒕𝒉𝒆𝒏 

𝒍𝒆𝒕 (𝑡𝑠𝑖
, 𝑣𝑠𝑖

) = 𝑀𝑂𝑆𝑇_𝑅𝐸𝐶𝐸𝑁𝑇_𝑂𝐵𝑆(𝑠𝑖, 𝑡) 

𝑥𝑖 = 𝑙𝑠𝑖,𝑠(𝑣𝑠𝑖
) 

∆𝑡 = 𝑡 − 𝑡𝑠𝑖
 

𝑞𝑓𝑖𝑡𝑣𝑎𝑙 = 𝑞𝑠𝑖,𝑠(∆𝑡) 

𝒊𝒇 (𝑞𝑓𝑖𝑡𝑣𝑎𝑙 > 𝑚𝑖𝑛𝑣𝑎𝑙𝑖𝑑𝑞𝑓𝑖𝑡) 𝒂𝒏𝒅 (𝑞𝑓𝑖𝑡𝑣𝑎𝑙 < 𝑚𝑎𝑥𝑣𝑎𝑙𝑖𝑑𝑞𝑓𝑖𝑡) 𝒕𝒉𝒆𝒏 

𝑤𝑒𝑖𝑔ℎ𝑡 =
1

𝑞𝑓𝑖𝑡𝑣𝑎𝑙
 

𝑤𝑖 = 𝑤𝑒𝑖𝑔ℎ𝑡 

𝒆𝒍𝒔𝒆 

𝑤𝑖 = 0 

𝒆𝒍𝒔𝒆 

𝑤𝑖 = 0 

𝑥𝑖 = 0 

𝑁𝑂𝑅𝑀𝐴𝐿𝐼𝑍𝐸_𝑊𝐸𝐼𝐺𝐻𝑇𝑆(𝑤) 

𝐵𝐴𝐿𝐴𝑁𝐶𝐸_𝑊𝐸𝐼𝐺𝐻𝑇𝑆(𝑤, 𝑚𝑎𝑥𝑤𝑒𝑖𝑔ℎ𝑡) 

𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑒𝑑 = 𝑊_𝑇𝑅𝐼𝑀𝑀𝐸𝐷_𝑀𝐸𝐴𝑁(𝑥, 𝑤, 𝑡𝑟𝑖𝑚𝑝𝑐𝑡, 𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛𝑠𝑚𝑎𝑥) 

𝒓𝒆𝒕𝒖𝒓𝒏 𝒑𝒓𝒆𝒅𝒊𝒄𝒕𝒆𝒅 

 

𝑉𝐴𝐿𝐼𝐷_𝑀𝐴𝑃𝑃𝐼𝑁𝐺(𝑠𝑖, 𝑠) indicates if the SMART mapping between si and s is 

valid. A mapping will be invalid if it is undefined or if the associated coefficients or derived 

values are outliers. 

𝑁𝑂𝑅𝑀𝐴𝐿𝐼𝑍𝐸_𝑊𝐸𝐼𝐺𝐻𝑇𝑆(𝑤) normalizes weights to sum to 1. Weights must be 

non-negative. 
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𝐵𝐴𝐿𝐴𝑁𝐶𝐸_𝑊𝐸𝐼𝐺𝐻𝑇𝑆(𝑤, 𝑚𝑎𝑥𝑤𝑒𝑖𝑔ℎ𝑡) reduces any weights that exceed the 

maximum specified and redistributes the excess weight proportionally to remaining 

elements. Iteration may be necessary if a redistributed weight exceeds the maximum 

specified. Algorithm 6 shows our method for balancing weights. 

 

Algorithm 6. BALANCE_WEIGHTS(W,maxweight) 

Input: 𝑊 = ⟨𝑤1, … , 𝑤𝑛|∀𝑖=1
𝑛 , 𝑤𝑖 ≥ 0⟩ are the weights, 𝑚𝑎𝑥𝑤𝑒𝑖𝑔ℎ𝑡 ∈ ℝ+. 

Output: 𝑊𝐵𝑎𝑙𝑎𝑛𝑐𝑒𝑑 = ⟨𝑤1
′ , … , 𝑤𝑛

′ |∀𝑖=1
𝑛 , 𝑤𝑖

′ ≥ 0⟩, the balanced weights. 

𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛𝑠𝑛𝑢𝑚 = 0 

𝑊𝑆𝑜𝑟𝑡𝑒𝑑 = 𝑆𝑂𝑅𝑇_𝐷𝐸𝐶𝑅𝐸𝐴𝑆𝐼𝑁𝐺(𝑊) 

𝑠𝑢𝑚𝑐𝑢𝑚𝑢𝑙𝑎𝑡𝑖𝑣𝑒 = 0 

𝒇𝒐𝒓 𝑖 = 1 𝒕𝒐 𝑛 

𝒊𝒇 (𝑊𝑆𝑜𝑟𝑡𝑒𝑑𝑖 > 𝑚𝑎𝑥𝑤𝑒𝑖𝑔ℎ𝑡) 𝒕𝒉𝒆𝒏 

𝑊𝑆𝑜𝑟𝑡𝑒𝑑𝑖 = 𝑚𝑎𝑥𝑤𝑒𝑖𝑔ℎ𝑡 

𝑠𝑢𝑚𝑐𝑢𝑚𝑢𝑙𝑎𝑡𝑖𝑣𝑒 = 𝑠𝑢𝑚𝑐𝑢𝑚𝑢𝑙𝑎𝑡𝑖𝑣𝑒 +  𝑚𝑎𝑥𝑤𝑒𝑖𝑔ℎ𝑡 

𝑠𝑢𝑚𝑟𝑒𝑚𝑎𝑖𝑛𝑖𝑛𝑔 = ∑ 𝑊𝑆𝑜𝑟𝑡𝑒𝑑𝑗

𝑛

𝑗=𝑖+1

 

𝒇𝒐𝒓 𝑗 = 𝑖 + 1 𝒕𝒐 𝑛 

𝑊𝑆𝑜𝑟𝑡𝑒𝑑𝑗 =
1 − 𝑠𝑢𝑚𝑐𝑢𝑚𝑢𝑙𝑎𝑡𝑖𝑣𝑒

𝑠𝑢𝑚𝑟𝑒𝑚𝑎𝑖𝑛𝑖𝑛𝑔
∙ 𝑊𝑆𝑜𝑟𝑡𝑒𝑑𝑗 

𝒆𝒍𝒔𝒆 

𝒃𝒓𝒆𝒂𝒌 

𝒇𝒐𝒓 𝑖 = 1 𝒕𝒐 𝑛 

𝑗 = 𝑘: 𝑤𝑖 =  𝑊𝑆𝑜𝑟𝑡𝑒𝑑𝑘 

𝑊𝐵𝑎𝑙𝑎𝑛𝑐𝑒𝑑𝑖 =  𝑊𝑆𝑜𝑟𝑡𝑒𝑑𝑘 

𝒓𝒆𝒕𝒖𝒓𝒏 𝑾𝑩𝒂𝒍𝒂𝒏𝒄𝒆𝒅 
 

𝑇𝑅𝐼𝑀𝑀𝐸𝐷_𝑀𝐸𝐴𝑁(𝑥, 𝑤, 𝑡𝑟𝑖𝑚𝑝𝑐𝑡, 𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛𝑠𝑚𝑎𝑥) uses the iterative least 

trimmed squares metaheuristic to determine the optimal mean in terms of mean squared 

error relative to the untrimmed data as shown in Algorithm 7. 
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Algorithm 7. TRIMMED_MEAN(X,Y,pct,iterationsmax) 

Input: 𝑌 = ⟨𝑦1, … , 𝑦𝑛|∀𝑖=1
𝑛 , 𝑦𝑖 ∈ ℝ⟩ is the dependent variable, 𝑝𝑐𝑡𝜖(0, 1] where 

1 − 𝑝𝑐𝑡 is the trim percentage, 𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛𝑠𝑚𝑎𝑥 ∈ ℕ is the maximum number of 

iterations. 

Other: 𝐼𝑁𝐼𝑇𝐼𝐴𝐿_𝑀𝐸𝐴𝑁(𝑥) = 𝑀𝑒𝑎𝑛(𝑥). Alternately this could be 𝑀𝑒𝑑𝑖𝑎𝑛(𝑥). 
Output: 𝑚, the mean. 𝑅𝑠𝑞, the squared error. 

𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛𝑠𝑛𝑢𝑚 = 0 

𝑠𝑠𝑒𝑡𝑟𝑖𝑚𝑚𝑒𝑑 = ∞ 

𝒅𝒐 

𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛𝑠𝑛𝑢𝑚 = 𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛𝑠𝑛𝑢𝑚 + 1 

𝑠𝑠𝑒𝑙𝑎𝑠𝑡 = 𝑠𝑠𝑒𝑡𝑟𝑖𝑚𝑚𝑒𝑑 

𝒊𝒇 (𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛𝑠𝑛𝑢𝑚 = 0) 𝒕𝒉𝒆𝒏 

𝑚 = 𝐼𝑁𝐼𝑇𝐼𝐴𝐿_𝑀𝐸𝐴𝑁(𝑥) 

𝒆𝒍𝒔𝒆 

𝑚 = 𝑊𝐸𝐼𝐺𝐻𝑇𝐸𝐷_𝑀𝐸𝐴𝑁(𝑌′, 𝑊′) 

𝑅𝑠𝑞 = ⟨𝑟1, … , 𝑟𝑛|𝑟𝑖 = (𝑦𝑖 − 𝐹𝑖𝑡(𝑥𝑖))
2
⟩ 

𝑅𝑠𝑞𝑆𝑜𝑟𝑡𝑒𝑑 = 𝑆𝑜𝑟𝑡𝐼𝑛𝑐𝑟𝑒𝑎𝑠𝑖𝑛𝑔(𝑅𝑠𝑞) 

𝑌′ = ∅ 

𝑊′ = ∅ 

𝑠𝑠𝑒𝑡𝑟𝑖𝑚𝑚𝑒𝑑 = 0 

𝑠𝑢𝑚𝑤𝑒𝑖𝑔ℎ𝑡𝑠𝑡𝑟𝑖𝑚𝑚𝑒𝑑 = 0 

𝒇𝒐𝒓 𝑖 = 1 𝒕𝒐 𝑛  

𝑗 = 𝑘: 𝑟𝑘 =  𝑅𝑠𝑞𝑆𝑜𝑟𝑡𝑒𝑑𝑖 

𝒊𝒇 𝑠𝑢𝑚𝑤𝑒𝑖𝑔ℎ𝑡𝑠𝑡𝑟𝑖𝑚𝑚𝑒𝑑 + 1 ≤ 𝑝𝑐𝑡 ∙ 𝑛  𝒕𝒉𝒆𝒏 

𝑌′ = 𝐶𝑂𝑁𝐶𝐴𝑇(𝑌′, 𝑦𝑗) 

𝑊′ = 𝐶𝑂𝑁𝐶𝐴𝑇(𝑊′, 1) 

𝑠𝑠𝑒𝑡𝑟𝑖𝑚𝑚𝑒𝑑 = 𝑠𝑠𝑒𝑡𝑟𝑖𝑚𝑚𝑒𝑑 + 𝑅𝑠𝑞𝑆𝑜𝑟𝑡𝑒𝑑𝑖    

𝑠𝑢𝑚𝑤𝑒𝑖𝑔ℎ𝑡𝑠𝑡𝑟𝑖𝑚𝑚𝑒𝑑 = 𝑠𝑢𝑚𝑤𝑒𝑖𝑔ℎ𝑡𝑠𝑡𝑟𝑖𝑚𝑚𝑒𝑑 + 1   

𝒆𝒍𝒔𝒆 𝒊𝒇 𝑠𝑢𝑚𝑤𝑒𝑖𝑔ℎ𝑡𝑠 < 𝑝𝑐𝑡 ∙ 𝑛 𝒕𝒉𝒆𝒏 

𝑤𝑝𝑎𝑟𝑡𝑖𝑎𝑙 = 𝑝𝑐𝑡 − 𝑠𝑢𝑚𝑤𝑒𝑖𝑔ℎ𝑡𝑠 

𝑌′ = 𝐶𝑂𝑁𝐶𝐴𝑇(𝑌′, 𝑦𝑗) 

𝑊′ = 𝐶𝑂𝑁𝐶𝐴𝑇(𝑊′, 𝑤𝑝𝑎𝑟𝑡𝑖𝑎𝑙) 

𝑠𝑠𝑒𝑡𝑟𝑖𝑚𝑚𝑒𝑑 = 𝑠𝑠𝑒𝑡𝑟𝑖𝑚𝑚𝑒𝑑 + 𝑤𝑝𝑎𝑟𝑡𝑖𝑎𝑙 ∗ 𝑅𝑠𝑞𝑆𝑜𝑟𝑡𝑒𝑑𝑖   

𝑠𝑢𝑚𝑤𝑒𝑖𝑔ℎ𝑡𝑠𝑡𝑟𝑖𝑚𝑚𝑒𝑑 = 𝑠𝑢𝑚𝑤𝑒𝑖𝑔ℎ𝑡𝑠𝑡𝑟𝑖𝑚𝑚𝑒𝑑 + 𝑤𝑝𝑎𝑟𝑡𝑖𝑎𝑙  

𝒘𝒉𝒊𝒍𝒆 (𝑠𝑠𝑒𝑡𝑟𝑖𝑚𝑚𝑒𝑑 < 𝑠𝑠𝑒𝑙𝑎𝑠𝑡) 𝐴𝑁𝐷 (𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛𝑠𝑛𝑢𝑚 < 𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛𝑠𝑚𝑎𝑥) 

𝒓𝒆𝒕𝒖𝒓𝒏 𝒎, 𝑹𝒔𝒒 
Adapted from Rousseeuw and Van Driessen[29]. 
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Algorithm 8. WEIGHTED_MEAN(Y,W) 

Input: 𝑌 = ⟨𝑦1, … , 𝑦𝑛|∀𝑖=1
𝑛 , 𝑦𝑖 ∈ ℝ⟩ are the values, 𝑊 =

⟨𝑤1, … , 𝑤𝑛|∀𝑖=1
𝑛 , 𝑤𝑖 ∈ ℝ, 𝑤𝑖 ≥ 0, ∑ 𝑤𝑖 > 0𝑛

𝑖=1 ⟩ are the weights. 

Output: 𝑇ℎ𝑒 𝑤𝑒𝑖𝑔ℎ𝑡𝑒𝑑 𝑚𝑒𝑎𝑛. 

𝒓𝒆𝒕𝒖𝒓𝒏 (∑ 𝒘𝒊 ∙ 𝒙𝒊

𝒏

𝒊=𝟏

) (∑ 𝒘𝒊

𝒏

𝒊=𝟏

)⁄  

 

4.5 Experimental Results: Artificial Data 

Using the data from the first time period / weather pattern in our artificial data set, 

we created mappings between all sites and then made estimates for other time periods. We 

compared results to those for IDW, LSR and UK, as shown in Table 15. For LSR, we 

investigated three cases with varying radii: a maximum of 50 units, a maximum of 100 

units and no maximum/all data. For UK, we used a radius of 150 which was chosen as a 

value for which computation time was still reasonable while not restricting too much data. 

The mean-squared-error (MSE) over all predictions versus ground truth shows that our 

SMART method dramatically out-performs the other methods.  

Table 15. MSE from Ground Truth for Interpolators 

SMART IDW LSQR50 LSQR100 LSQRALL UK150 

0.088 1.110 11.8175 6.228 1.413 2.980 
 

To further demonstrate the performance of our SMART method, we examined Site 

11 relative to errors over one of the evaluation weather patterns, as shown in Figure 25. 

During the evaluation time period, there were three erroneous observations from Site 11. 

The SMART method predicted values that approximated ground truth reasonably well but 
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with several notable exceptions: the first estimated low lags behind the actual low, there 

are jumps in the estimated value, and the second low is underestimated. The jumps are 

either a result of erroneous values from another site or from inclusion/exclusion of sites 

depending on reporting frequency and time offset. Still, the result is reasonable and could 

provide us with insight into how errors could be flagged. The two large errors stand out 

and would be identified without any false-positives using a cutoff in absolute error of 0.6 

or greater. The third, smaller error is problematic. It would not be detected unless the cutoff 

was dropped below 0.5, which would result in false positives because of the poor estimate 

of the second low. 

As we demonstrate later, the example in Figure 25 is relatively simple, and there 

are many types of problems that a site can exhibit. Given this example alone, one might 

ask why differences or derivatives computed on a series alone could not be used. For 

instance, large differences or slopes between observations could signal problem, as could 

zero change situations or abrupt changes. There certainly is room for derivatives to be 

incorporated into our method, including as time series. However, derivatives alone will not 

identify all types of errors that we are interested in. Realize too that we do not retain 

historical data for use in the online portion of our method. If derivatives were applied, it 

would be done in the preprocessing component. 
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Figure 25. Site 11 Ground Truth, Predicted Values and Errors 
 

4.6 Experimental Results: Real Data from MADIS 

We extracted real temperature observations from the MADIS Mesonet subset from 

December 2015, bounded between 38.5°N and 42.5°N latitude and -124.5°W and -

119.5°W longitude, covering California north of Sacramento and overlapping a portion of 

Oregon, Nevada and the Pacific Ocean. We used the first week in December for a training 

set and the second week for testing. All total, 890 sites had observations in this subset. Note 

that the weather was variable during this month. California received bad weather during 
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the bad weather season in 2015 after several years of little or no winter. No artificial errors 

were introduced into the data – the data is used as is. 

We compared our SMART method to IDW, LSQ50 (50 mile radius), LSQ100 (100 

mile radius), and LSQALL (include all data). For all methods, the most recent observations 

from individual sites were used. We were unable to get Universal kriging to work 

consistently with the MADIS data. Issues were experienced with non-invertible matrices 

because of coincident sites, etc. Too much preprocessing would have been necessary, so 

we did not make predictions using Universal kriging on the MADIS data set. Although 

experienced mainly with Universal kriging, these challenges are representative of the 

challenges we face in processing a data set that includes a significant amount of bad data. 

Since we do not have ground truth for this data set, we computed mean-squared 

error relative to observed value and grouped by quality control descriptors (QCD) provided 

by MADIS. (Refer back to Table 3 for definitions of these descriptors). The resulting mean-

squared-error by method and QCD is shown in Table 16. The MSE results are very good.  

 

Table 16. MSE by MADIS QCD for Interpolators 

QCD SMART IDW LSQ50 LSQ100 LSQALL 

 Q 37.64 397.24 378.36 358.46 337.20 

 S 7.16 107.26 79.92 66.84 60.67 

 V 4.16 125.40 93.11 74.64 61.06 

 X 85525.63 95891.65 96555.19 96803.05 97299.10 

ALL 97.41 254.49 225.33 209.36 199.24 

V=verified/good, S=screened, X=bad, Q=questionable 

 

 

We now look at results for the Caltrans Dunsmuir RWIS site, CTDUN, shown in  

Table 17 and Figure 26. According to MADIS, the data from CTDUN during this time 
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period was either verified (V) or screened (S), and did not fail the quality checks that were 

applied. Even though our SMART method tracks very close to the observed values, it 

deviates over the low (and prior high) at the end of the period. The other methods show 

differences throughout. In terms of MSE from observed, SMART is best with IDW and 

LSQ100 next best. The variability in the weather during this time of year and across the 

training and test period may have contributed to the error here as well. Otherwise, all 

methods performed reasonably well due to a lack of erroneous data from sites in proximity 

to CTDUN. 

 

Table 17. MSE for Caltrans CTDUN 

SMART IDW LSQ50 LSQ100 LSQALL 

4.073 5.770 14.759 5.791 5.799 

QCD Counts: S=301, V=369, Total=670 
 

 

Figure 26. Observations and Predictions for CTDUN 
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Now we look at the results for site GISC1 (Gibson near Castella), which MADIS 

mis-located in downtown Sacramento. For this site, our SMART method estimates were 

reasonably close to the observed values whereas all other methods tended to overestimate, 

as shown in Figure 27. The MADIS QCD indicators showed a great deal of uncertainty 

regarding the observations from this site with a mix of Q (questionable), S (screened) and 

V (verified) values. However, when we compared the corresponding observations to the 

absolute error of predictions from our SMART method, shown in Figure 28, there was no 

apparent pattern. We would expect to see the Q/questioned data fall far from estimated 

values (large error) and the V/verified data fall close to estimated values (small error). 

There is no apparent pattern in the absolute errors from the other methods either, although 

the absolute errors are greater relative to our SMART method. 

 

 

Figure 27. Observations Predictions for GISC1 
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Our SMART method performs better overall but worse than LSQ100 for the V data 

for Site GISC1, as shown in Table 18. And, it performs better for the Q and S data than for 

the V data, particularly for the Q data. One way this could happen would be if the data was 

mislabeled. In fact, we are confident that it is mislabeled because we know that this site 

was mis-located by MADIS and, as a result, the MADIS level 3 check is invalid. This site 

is not located in downtown Sacramento but is located 170 miles to the north of Sacramento. 

The reason it fails MADIS level 3 quality control resulting in Q values for QCD is that 

quite often it does not agree with sites located in downtown Sacramento. There are times 

when it comes close, and those times correspond to S and V QCD indicators, but many 

times the differences are large enough that MADIS flags observations from this site as 

failing.  

 

Table 18. MSE by QCD for GISC1 

 SMART IDW LSQ50 LSQ100 LSQALL 

Q 6.613 34.528 90.706 19.340 62.990 

S 5.202 22.287 26.250 7.112 25.041 

V 8.808 9.733 23.103 4.959 18.688 

ALL 6.839 20.570 40.070 9.169 31.544 

QCD Counts: Q=39, S=68, V=61, Total=168 
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Figure 28. Observations, Predictions and Errors for GISC1 
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from the SMART mappings and look for outliers in those values. We use the general term 

“bad site” to refer to a site that produces erroneous data. As mentioned earlier, it is not our 

intent at this point to diagnose cause. There are many types of erroneous metadata including 

incorrect or misspelled site names, mismatched sensor type, wrong units, etc. We focus our 

attention here on two types of bad metadata: incorrect location and bad timestamps. Both 

error types will adversely affect the interpolation methods that make use of this 

information, and the effect can be dramatic.  

4.7.1 Identification of Bad Sites 

We first looked at the coefficients and MSE values for the site-to-site mappings and 

determined how these could be used to identify “bad” sites. Initially, for our artificial data 

set, we labeled sites as “bad” if they included erroneous data. Of course, there are varying 

degrees of bad. In general, for data sets in which we do not have ground truth, we will not 

know which sites are bad a priori. In fact, all sites may be bad to one degree or another, by 

our definition, simply due to lack of precision or accuracy. We have found that sites with 

large numbers of outlying l.a, l.b and l.mse values from our linear mappings correspond to 

bad sites. Not surprisingly, sites with fewer errors and sites with smaller-scaled errors do 

not produce outlying l.a, l.b and l.mse values because of the robust methods employed in 

determining their SMART mappings. 

We again used the temperature observations from the MADIS Mesonet subset, as 

described earlier.  
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Sites for Which Mappings Could Not Be Determined. There were 36 MADIS sites 

for which site-to-site mappings could not be determined over the training period. We 

examined these sites individually and the results are not surprising, with each site 

exhibiting one or more of the following issues: there was little or no data during the training 

period, there were large gaps in reporting, or there was a very narrow range in reported 

data. These sites could have been identified by filtering based on measures such as temporal 

completeness [94][95]. Still, their handling is non-trivial. Some of these sites began 

reporting data during the testing period and some of that data could have been useful 

depending on the application. A potential disadvantage of using our SMART mappings is 

that we will disregard such sites until a new training period has passed in which there is 

sufficient data to produce mappings for them. One could argue that it is prudent to hold out 

data from such a site until the site can be proven to produce quality data. 

 

Bad Sites Determined by SMART Site-to-Site Mappings. For each site, we 

averaged the l.a values for all mappings to that site. Even though there were outliers in the 

individual l.a values, we used the arithmetic mean for the average. A more robust measure 

such as trimmed mean or median could be used to mitigate the impact of outliers, if 

necessary. For those sites having an average l.a value on the extreme negative side, the 

corresponding site has observations that are far less than, on average, most other sites. For 

instance, 20 degrees Fahrenheit less. For those having an average l.a value on the extreme 

positive side, the corresponding site has observations that are far higher than, on average, 

most other sites. For instance, 20 degree Fahrenheit more. At first, we may consider such 
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sites questionable and should seek a reasonable explanation for their behavior. It is possible 

that a high mountaintop site will experience lower temperatures than all or most other sites. 

And, it is possible that a low desert site will experience higher temperatures than most other 

sites. But if the differences are extreme, particularly in comparison to other similarly-

located sites, then such a site should be considered “bad” / erroneous, and it should be held 

out from further analysis until the associated problems are rectified. From observation of 

the apparent outliers shown in Figure 29, we set our cutoff for l.a as (-56.73,51.33), with 

any site having an average l.a value outside this interval labeled “bad”.  

 

 

Figure 29. Sorted Average l.a Values for Sites from MADIS 
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positive correlation between sites, at least for nearby sites having synchronized timestamps. 

We do not expect l.b values of zero since that would signify that a site has non-changing 

observations. And, we do not expect large values for l.b since that would signify ranges for 

a site outside the norm for other sites. For the average l.mse values by sites, the outliers 

mostly overlapped with the outliers for the l.a and l.b values. We did find several sites that 

had an outlier l.mse value despite not having outlier l.a or l.b values, so it is worthwhile to 

check these as well, and a cutoff interval of (1.58,31.82) was used for l.mse, as shown in 

Figure 31. 

 
Figure 30. Sorted Average l.b Values for Sites from MADIS 
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Figure 31. Sorted Average l.mse Values for Sites from MADIS 
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Figure 32. Site with Sporadic Reporting and Extreme Temperatures 
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Figure 33. Site with Progressively-Increasing Errors 

 

 

Figure 34. Site with Two Apparent Data Streams within One 
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California area for the entire month of December 2015 [146][147]. The MSAS/RSAS data 

provides estimated surface observations for grid points with 8-mile spatial and one-hour 

temporal resolution. Since 1-hour temporal resolution was not sufficient for our analysis 

and was not representative of frequency of reporting of site-based sensor observations, we 

used bicubic splines to interpolate down to 1-minute temporal resolution. We used existing 

MSAS/RSAS grid points as site locations, and did not attempt further spatial interpolation 

to construct site-based observations.  

In general, the series from near sites should be similar and the series from far sites 

should be less similar. The l.mse values from our SMART mappings give an indication of 

similarity, and we expect a positive correlation between l.mse and the (geographic) distance 

between sites, with the lowest l.mse values corresponding to the nearest sites. We found 

this relationship to hold for various points selected from the RSAS grids. To investigate 

mis-located sites, we relocated grid points (changed their location metadata) and 

demonstrated that the near points no longer had the least l.mse values. Points corresponding 

to the changed locations showed the least l.mse values, indicating that the site was mis-

located. Mis-location by lesser distances show similar behavior and can be identified as 

well.  

For an RSAS grid point near Dunsmuir, we plotted Distance versus l.mse relative 

to all other grid points in Figure 35. This is the relationship we would expected to see for 

a site that is correctly located. The sites with the lowest l.mse values are also the sites 

nearest our point of comparison. Now, if we relocate our site to an incorrect location, this 

relationship changes. We relocated the Dunsmuir grid point to a grid point in Sacramento 
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180 miles to the south and investigated how the plot changed, as shown in Figure 36. Now, 

the points with the least l.mse values are approximately 180 miles away, and are apparent 

in the plot. 

 

 
Figure 35. Distance versus l.mse for RSAS Grid Point near Dunsmuir 

 

 
Figure 36. Distance versus l.mse for Mis-Located RSAS Grid Point 
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We now turn our attention to sites in the MADIS set. For this experiment, we used 

data for the entire month of December 2015. We found a number of mis-located sites by 

examining the relationship between distance and l.mse for each site.  

For the sake of example, we look at Site CTDUN in our MADIS subset. CTDUN 

is mis-located at (41.21, -122.275) by MADIS approximately 6.25 miles to the south of its 

actual site, which is at located at (41.218975, -122.275202). Knowing that the site is mis-

located by 6.25 miles, we might look at the plot and try to identify this discrepancy. 

However, since the general positive correlation is present and due to large l.mse values for 

sites near CTDUN, shown in Figure 37, we may only be able to conclude that the site is 

located by MADIS near its correct location. Outliers may be due to other mis-located sites 

or errors within the series for individual sites, and variation, and variation may be further 

attributed to differences in reporting times and frequencies. 

 
Figure 37. Distance versus l.mse for Caltrans Dunsmuir Site from MADIS 
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Next, we look at another site which we know is mis-located. We have known that 

Site GISC1 (Gibson near Castella) has been mis-located at (38.56556, -121.485) in 

downtown Sacramento for several years. WeatherShare users have identified this site as 

mis-located. The incorrect location data persisted for years in the MADIS feed but was 

finally updated some time in 2016, separate from and after the analysis presented here. 

Subsequently it was corrected by MADIS to (41.022, -122.399), 175 miles to the north 

near the Caltrans Gibson Maintenance yard and near the town of Castella. For the 

December 2015 data, the mis-location of GISC1 is clear in the plot of distance versus l.mse 

shown in Figure 38. Not only are the values for l.mse high for small distances from the 

mis-located site, but the lowest l.mse values correspond to sites approximately 175 miles 

away and all in proximity to the correct location. There is no apparent indication why/how 

this site was mis-located. It may have been assigned the coordinates of another site. 

 

 
Figure 38. Distance versus l.mse for GISC1 (Gibson near Castella) 
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MADIS also mis-located Site WVVCA at (40.680, -120.83), near Eagle Lake 105 

miles to the east of its correct location. Note that in Figure 39, the sites having the lowest 

l.mse values fall approximately 100 to 110 miles from the sites reported location. MADIS 

subsequently relocated this site to (40.680, -122.830) along State Route 299 and near 

Weaverville. The WVV likely stands for Weaverville. Notice that the incorrect longitude 

was -120.83. It should be -122.830. There was likely a transcription error for this site. The 

plot of distance versus l.mse identifies this site as being mis-located, and shows that it is 

mis-located by approximately 105 miles, matching the correction that was subsequently 

made by MADIS.  

 

 
Figure 39. Distance versus l.mse for Site WVVCA 
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longitudes differ, transcription error is again suspected. This situation is depicted in Figure 

40. 

 

Figure 40. Distance versus l.mse for Site KLHM 
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we assumed that clocks were synchronized and timestamps were correct for sites 

represented by grid points in the RSAS data. We then plotted l.mse versus q.axis and 

investigated the data relative to the line q.axis=0. We used l.mse rather than distance 

because of problems with mis-location of sites as demonstrated in the previous section and 

with the intent of being able to better discern similar sites. For low l.mse values, q.axis 

values should be near zero. Generally the q.axis values should be centered around q.axis=0. 

This pattern held for the RSAS data, as shown in Figure 41. For the site represented by the 

grid point near Dunsmuir, we see that for l.mse values near zero, the q.axis values are 

centered near zero. There are outlier values and greater variance for larger l.mse values, 

but the general pattern still holds. 

 

Figure 41. l.mse versus q.axis for RSAS Grid Point near Dunsmuir 

 

-100

-80

-60

-40

-20

0

20

40

60

80

100

0 5 10 15 20 25q
.a

xi
s

l.mse



136 

 

 

When we shift timestamps for a site / grid point by a fixed amount of time, s, we 

see a similar pattern, but the plot is shifted and now falls so that the l.mse values are 

approximately centered around q.axis=s, matching the shift s in the timestamps. Thus, sites 

for which a shift is apparent likely have bad timestamps. For example, if we shift the 

Dunsmuir timestamps by -15 minutes to represent a clock that is 15 minutes fast, then the 

plot is shifted and now falls so that the l.mse values are approximately centered around 

q.axis=-15, matching the shift in the timestamps. This pattern holds for other offsets, as 

shown in Figure 42. 

 

Figure 42. l.mse versus q.axis for RSAS Grid Point near Dunsmuir (ts-15) 
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concrete examples for which we know that the timestamps are incorrect. However, we are 

certain that the extreme errors we identify correspond to real errors in the timestamps.  

We believe that the timestamps for the Caltrans Dunsmuir (CTDUN) site are 

correct or nearly correct. The plot of l.mse versus q.axis for CTDUN, shown in Figure 43, 

appears to confirm this, with q.axis values centered approximately at q.axis=0. We see 

greater variability in the data than we saw for the RSAS data. This is attributable to greater 

variability in the underlying data, differences in reporting intervals, and (we hypothesize) 

offsets (non-synchronization) of the clocks as well as mis-location of sites. With this said, 

we believe that the timestamps are correct or at least very nearly correct for CTDUN. The 

general appearance is that the data set appears is split evenly by q.axis=0. 

 

 
Figure 43. l.mse versus q.axis for Caltrans Dunsmuir Site 

 

 

 

Site BUGC1, is in a remote part of the Klamath National Forest near near Bestville, 
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mappings to BUGC1, shown in Figure 44, we see that they are centered at a q.axis value 

of -50 or less, so we believe the time offset for timestamps from this site is large. 

 

 
Figure 44. l.mse versus q.axis for Site BUGC1 

 

Site CFRC1, is located in the Shasta National Forest near where the Trinity River 

forms the upper portion of Trinity Lake, approximately 24.5 miles southwest of Dunsmuir. 

In the plot of l.mse versus q.axis for site mappings to CFRC1, shown in Figure 45, we see 

that they are centered at a q.axis value of 40 or greater, so we believe the time offset for 

timestamps from this site is large. See. 
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Figure 45. l.mse versus q.axis for Site CFRC1 

 

 

We found numerous other examples of sites for which we are confident that the 

timestamps are incorrect, and we have found a great deal of variability in this data. 

Ultimately, we believe that there are both large and small errors in the timestamps. 

4.8 Conclusions 

Our SMART method shows promise as an interpolator for spatio-temporal data in 

the presence of errors. It accounts for errors in multiple facets of the interpolation process. 

In terms of neighborhood formation, it maps like sites to like sites rather than assignment 

based on geographic proximity, and it assigns weights using quadratic error in simple, 

linear mappings. By using least trimmed squares, errors are mitigated up to a predetermined 

tolerance level. In turn, a trimmed, weighted mean is used to compute final, interpolated 

values, reducing the potential for single or even multiple erroneous values that would bias 

the result. In tests with a representative, artificial data set, we demonstrate that this 
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approach far out-performs popular interpolation methods in estimating ground truth in the 

presence of multiple types of errors. It also outperforms these methods in ability to 

distinguish bad data from good data. With a real data set, we find similar results in terms 

of estimation, although we are challenged by not having ground truth, and use provider 

quality control flags to perform evaluation. When investigating ability to distinguish bad 

data from good data, we find that the provider quality control flags are questionable. We 

further demonstrate that bad metadata such as incorrect location data can adversely affect 

results. 

We presented a representative method for accuracy assessment and compared it 

with other interpolation methods to demonstrate the importance of mitigating erroneous 

data throughout the process. All interpolation methods presented are susceptible to 

erroneous data, particularly if used as is. Their use must account for and mitigate erroneous 

data. For instance, it is not sufficient to use robust estimates of covariance to get good 

results with kriging methods. Kriging methods will still fail in the presence of erroneous 

data.  

The SMART method also shows promise for identifying sites that have bad data. 

The simple (linear) site-to-site mappings and (quadratic) error estimates for the mappings 

can be used to identify erroneous sites. The coefficients of the mappings and associated 

performance measures can be compared across all sites, and outlier values of these 

parameters correspond to bad sites.  

The SMART method further helps to identify bad location metadata and bad 

timestamp (unsynchronized) metadata. Using a raster data set derived from meteorological 
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sensor data as ground-truth, we developed and demonstrated methods to identify both types 

of bad metadata. In turn, we demonstrated that these methods identify known or highly 

likely instances of bad metadata in our original, site-based sensor data set. 

Our SMART approach provides a representative method for assessing and handling 

site-based spatio-temporal data quality. In addition to providing assessment of accuracy at 

the observation level, our method helps to identify problematic sites including sites with 

bad metadata. 
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CHAPTER FIVE 

IN-DEPTH EVALUATION 

In this chapter, we evaluate the performance of our SMART Method in-depth, in 

terms of computation and ability to identify bad data. We show that it is far better in terms 

of accuracy, it is better in terms of ability to identify bad data when bad data is correctly 

labeled, and it is competitive in terms of computation time given the caveat that no effort 

has been made to optimize it for speed. 

The following performance metrics are used: 

• Scalability 

o Run-time (milliseconds). If multiple runs are available, mean run-

times are compared using t-tests. 

• Accuracy 

o Accuracy of estimated ground-truth is measured by mean-squared-

error. If multiple runs are available, we compare means using t-test. 

o If outliers / bad data are known, then accuracy of outlier classification 

given varying “threshold” values for outlier/inlier determination is 

compared using ROC curves and Area Under the ROC Curve 

(AUROC) analysis. 

Methods compared include: 

• Our SMART Method 

• Inverse Distance Weighting 
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• Least Squares Regression 

• Universal Kriging 

• Ordinary Kriging 

• kNN Classification. 

Data Sets analyzed include: 

• Representative, artificial data sets that we generate. 

• MADIS air temperature for Northern California from December 2015 

• MADIS air temperature for Montana from January 2017 

• Average Daily USGS Streamflow for Montana from 2015, 2016, 2017 

5.1 Computational Complexity 

In this section, we formally present the computational complexity and data required 

for the SMART Method and the other interpolation methods.  

5.1.1 Definitions and Data 

We loosely follow the naming and notation from Bailey and Gatrell [113], 

particularly as it relates to Least Squares Regression and Universal kriging. The following 

definitions and data will be used: 

• Let 𝑆 be the set of all sites.  

• Let 𝑠 ∈ 𝑆 be a site for which we are evaluating an observation. Note that the 

calculations will be done on a per-observation basis. 

• Let ⟨𝑠1, … , 𝑠𝑛|𝑠𝑖 ∈ 𝑆, 𝑠𝑖 ≠ 𝑠⟩ be the set of sites other than site 𝑠.  
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• Then we wish to estimate 𝑔𝑟𝑜𝑢𝑛𝑑_𝑡𝑟𝑢𝑡ℎ𝑠(𝑡𝑠), the ground truth value at site 𝑠 

at time 𝑡𝑠 using the most recent observations from the other sites relative to time 

𝑡: (𝑡𝑖, 𝑣𝑖).  

• Let 𝑣 = [𝑣𝑠1
⋯ 𝑣𝑠𝑛]𝑇 be the set of most recent observations from the other 

sites. 

• Let 𝐷 = [

𝑑𝑠1,𝑠1
⋯ 𝑑𝑠1,𝑠𝑛

⋮ ⋱ ⋮
𝑑𝑠𝑛,𝑠1

⋯ 𝑑𝑠𝑛,𝑠𝑛

] be the (geographic) distance matrix between the 

other sites. 

• Let 𝑑 = [𝑑𝑠,𝑠1
⋯ 𝑑𝑠,𝑠𝑛]𝑇 be the (geographic) distances between site s and 

the other sites. 

• Let 𝐶 = [

𝑐𝑠1,𝑠1
⋯ 𝑐𝑠1,𝑠𝑛

⋮ ⋱ ⋮
𝑐𝑠𝑛,𝑠1

⋯ 𝑐𝑠𝑛,𝑠𝑛

] be the (estimated) covariance matrix between the 

other sites. 

• Let 𝑐 = [𝑐𝑠,𝑠1
⋯ 𝑐𝑠,𝑠𝑛]𝑇 be the (estimated) covariances between site s and 

the other sites. 

• The covariances will be estimated using a Gaussian covariance function of 

(geographic) distance, 𝑐𝑠𝑖,𝑠𝑗
= 𝑒

−𝑘(𝑑𝑠𝑖,𝑠𝑗
)

2

. (The constant k was determined for 

artificial data set so as to minimize MSE as 𝑘 = 0.1.) 

• Let 𝑋 = [

𝑥𝑠1,1 ⋯ 𝑥𝑠1,p

⋮ ⋱ ⋮
𝑥𝑠𝑛,1 ⋯ 𝑥𝑠𝑛,p

] be the coordinates of the other sites, where p is the 

number of coordinates. These will generally be the x-y coordinates. Longitude 
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and Latitude can be used for real locations, if confined to a local region. 

Elevation could also be used, as could various functions of the coordinates. 

• Let 𝑥 = [𝑥𝑠,1 ⋯ 𝑥𝑠,p]𝑇 be the coordinates of site s. 

• Let 𝐶+ = [
𝐶 0
0 𝑋

] be a matrix formed by augmenting the covariance matrix C 

with the coordinate matrix X for the other sites. 

• Let 𝑐+ = [𝑐 𝑥]𝑇 be a vector formed by augmenting the covariance vector c 

with the coordinate vector x for site s. 

5.1.2 Inverse Distance Weighting (IDW) 

The Inverse Distance Weighting estimate (refer to Shepard [79] for further 

information) of 𝑔𝑟𝑜𝑢𝑛𝑑_𝑡𝑟𝑢𝑡ℎ𝑠(𝑡𝑠), the ground truth value at site 𝑠 at time 𝑡𝑠, is: 

𝐼𝐷𝑊_𝑒𝑠𝑡𝑖𝑚𝑎t𝑒𝑠(𝑡𝑠) =

∑ (
1

𝑑𝑠,𝑠𝑖

)
ℎ

𝑣𝑠𝑖

𝑛
𝑖=1

∑ (
1

𝑑𝑠,𝑠𝑖

)
ℎ

𝑛
𝑖=1

 

where h is a predetermined constant. Since we know ground truth for our artificial 

data set, we can determine h so as to minimize MSE relative to ground truth over a given 

time. 

Given the distances between site s and the other sites, the computational complexity 

for computing the Inverse Distance Weighting Estimate is 𝑂(𝑛), where n is the number of 

other sites. 
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5.1.3 Least Squares (LSQ) 

The Least Squares estimate (refer to Bailey and Gatrell [113] for further 

information) of 𝑔𝑟𝑜𝑢𝑛𝑑_𝑡𝑟𝑢𝑡ℎ𝑠(𝑡𝑠), the ground truth value at site 𝑠 at time 𝑡𝑠, is: 

𝐿𝑆𝑄_𝑒𝑠𝑡𝑖𝑚𝑎𝑡𝑒𝑠(𝑡𝑠) = 𝛽𝑇𝑥 where 𝛽 = (𝑋𝑇𝑋)−1𝑋𝑇𝑣 

The least squares estimate is fully (re)computed relative to each site and 

observation rather than globally. 

Table 19 shows the matrix operations and sizes involved in the computation of the 

Least Squares estimate, and the resulting computational complexity: 

 

Table 19. Least Squares Matrix Operations, Sizes and Complexity 

Step Dimensions 

Computational 

Complexity 

𝑋𝑇𝑋 

 

(𝑝 × 𝑛 ) × (𝑛 × 𝑝 ) 

= 𝑝 × 𝑝 𝑂(𝑛𝑝2) 

(𝑋𝑇𝑋)−1 
 𝑝 × 𝑝 𝑂(𝑝3) 

(𝑋𝑇𝑋)−1𝑋𝑇 

 

(𝑝 × 𝑝)×(𝑝 × 𝑛 ) 

= 𝑝 × 𝑛 𝑂(𝑛𝑝2) 

𝛽 = (𝑋𝑇𝑋)−1𝑋𝑇𝑣 
 

(𝑝 × 𝑛)×(𝑛 × 1 ) 

= 𝑝 × 1 𝑂(𝑛𝑝) 

𝛽𝑇𝑥 
 

(1 × 𝑝)×(𝑝 × 1 ) 

= 1 × 1 𝑂(𝑝) 

 Combined: 𝑂(𝑛𝑝2 + 𝑝3) 

 

Since p will be small, in our case it will be 2, the combined computational 

complexity for computing the Least Squares estimate will be 𝑂(𝑛), where n is the number 

of other sites. 
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5.1.4 Universal Kriging (UK) 

The Universal kriging estimate (refer to Bailey and Gatrell [113] for further 

information) of 𝑔𝑟𝑜𝑢𝑛𝑑_𝑡𝑟𝑢𝑡ℎ𝑠(𝑡𝑠), the ground truth value at site 𝑠 at time 𝑡𝑠, is: 

 

UK_𝑒𝑠𝑡𝑖𝑚𝑎𝑡𝑒𝑠(𝑡𝑠) = 𝜔𝑇𝑣 

 

where  

 

𝜔+ = (𝐶+)−1𝑐+ = [𝜔1 ⋯ 𝜔𝑛 𝜔𝑛+1 ⋯ 𝜔𝑛+𝑝] 
 

and 

 

𝜔 = [𝜔1 ⋯ 𝜔𝑛]. 
 

 

Table 20 shows the matrix operations and sizes involved in the computation of the 

Universal kriging estimate, and the resulting computational complexity: 

 

Table 20. Universal kriging Operations, Sizes and Complexity 

Step Dimensions 

Computational 

Complexity 

(𝐶+)−1 (𝑛 + 𝑝)×(𝑛 + 𝑝) 𝑂((𝑛 + 𝑝)3) 

(𝐶+)−1𝑐+ 

((𝑛 + 𝑝)×(𝑛 + 𝑝))×((𝑛 + 𝑝)×1) 

= (𝑛 + 𝑝)×1 𝑂((𝑛 + 𝑝)2) 

𝜔𝑇𝑣 (1 × 𝑛)×(𝑛 × 1 ) 𝑂(𝑛) 

 Combined: 𝑂((𝑛 + 𝑝)3) 

 

 

Thus, the combined computational complexity for computing the Universal kriging 

estimate will be 𝑂((𝑛 + 𝑝)3). Even though p is small, we retain it in the expression of 

computational complexity because the cubic will compound its impact. 



148 

 

 

5.1.5 SMART Estimate 

The SMART estimate of 𝑔𝑟𝑜𝑢𝑛𝑑_𝑡𝑟𝑢𝑡ℎ𝑠(𝑡𝑠), the ground truth value at site 𝑠 at 

time 𝑡𝑠, is: 

SMART_estimates(ts) =

∑ (
1

qs,si
(ts − ti)

)

g

ls,si
(vi)

n
i=1

∑ (
1

qs,si
(ts − ti)

)

g

n
i=1

 

where g is a predetermined constant. Since we know ground truth for our artificial data set, 

we can determine g so as to minimize MSE relative to ground truth over a given time 

period. 

Given the (simple) linear mappings between site s and the other sites and the 

associated quadratic error mappings, the computational complexity for computing the 

SMART Estimate is 𝑂(𝑛), where n is the number of other sites. 

Of course, computation of the SMART mappings should be taken into account, 

recognizing that this will be done offline, as preprocessing. 

5.1.6 SMART Mappings 

We will compare and compute SMART Mappings between sites using their series 

of observations taken from the time interval [𝑠𝑡𝑎𝑟𝑡, 𝑒𝑛𝑑]. We further assume discrete time 

units.  

Let the sequence of observations from site i within this time interval be 

〈(𝑡i,1, 𝑥i,1), (𝑡i,2, 𝑥i,2), ⋯ , (𝑡i,n𝑖
, 𝑥i,n𝑖

)〉 where 𝑡i,1 ≥ 𝑠𝑡𝑎𝑟𝑡 , 𝑡i,n𝑖
≤ 𝑒𝑛𝑑 and observations are 

reported every 𝑡i,k+1 − 𝑡i,k = 𝑚𝑖 time units. Let the sequence of observations from site j 
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within this time interval be 〈(𝑡𝑗,1, 𝑥j,1), (𝑡j,2, 𝑥j,2), ⋯ , (𝑡j,n𝑖
, 𝑥j,n𝑗

)〉 where 𝑡j,1 ≥ 𝑠𝑡𝑎𝑟𝑡, 

𝑡j,n𝑖
≤ 𝑒𝑛𝑑 and observations are reported every 𝑡j,k+1 − 𝑡𝑗,k = 𝑚𝑗 time units. For a given 

radius=r, we define that set of observation pairs between the two sites as: 

 𝑜𝑏𝑠_𝑝𝑎𝑖𝑟𝑠𝑖,𝑗 = {(𝑥, 𝑦): (𝑡1, 𝑥) ∈ 𝑜𝑏𝑠𝑖, (𝑡2, 𝑦) ∈ 𝑜𝑏𝑠𝑗 , |𝑡2 − 𝑡1| ≤ 𝑟}  

Then the number of observation pairs, 𝑟 = |obs_pairsi,j|, is bounded as follows: 

 

𝑛𝑗

𝑟

𝑚𝑖
≤ 𝑛 = |obs_pairsi,j| ≤ 𝑛𝑗

2𝑟 + 1

𝑚𝑖
 

 

𝑛𝑖

𝑟

𝑚𝑗
≤ 𝑛 = |obs_pairsi,j| ≤ 𝑛𝑖

2𝑟 + 1

𝑚𝑗
 

 

Recall that the least squares mapping takes the form li,j(x) = 𝛽𝑇𝑎 where 

𝛽 = (𝑋𝑇𝑋)−1𝑋𝑇𝑦. For the linear mappings between our observation pairs, we let  

 

𝑎 = [1 𝑥], 𝑋 = [
1 𝑥1

⋮ ⋮
1 𝑥n

] and 𝑦 = [𝑦1 ⋯ 𝑦n]𝑇. 

 

 

This computation will have 𝑂(𝑟) computational complexity, where r is the number 

of observation pairs. 

The set of squared error pairs relative to the time offset between the paired 

observations and the linear mapping between site i and site j is: 

 



150 

 

 

𝑠𝑞_𝑒𝑟𝑟_𝑝𝑎𝑖𝑟𝑠𝑖,𝑗 = {(∆𝑡, 𝑠𝑞𝑒𝑟𝑟) = (∆𝑡, (𝑦 − (𝑙𝑖,𝑗(𝑥)))
2

) : (𝑡1, 𝑥) ∈ 𝑜𝑏𝑠𝑖, (𝑡2, 𝑦) ∈

𝑜𝑏𝑠𝑗 , ∆𝑡 = |𝑡2 − 𝑡1| ≤ 𝑟}  

 
The quadratic least squares mapping takes the form qi,j(∆t) = 𝜌𝑇𝑑 where  

𝜌 = (𝐷𝑇𝐷)−1𝐷𝑇𝑠 

 

𝑑 = [1 ∆t ∆t2] 
 

𝐷 = [
1 ∆t1 ∆t1

2

⋮ ⋮ ⋮
1 ∆tn ∆tn

2
] 

 

𝑠 = [sqerr1 ⋯ sqerrn]𝑇 
 

This computation will also have 𝑂(𝑟) computational complexity, where r is the 

number of observation pairs. 

Now we must account for the Least Trimmed Squares calculations. Rather than 

express the amount trimmed as a percentage, we will consider 𝛿 to be the corresponding 

whole number of elements trimmed from the overall number of elements r used in the 

computation of the mappings above. Then for each iteration within the Least Trimmed 

Squares algorithm, the computational complexity of the least squares fit will be 

𝑂(𝑟 − 𝛿)= 𝑂(𝑟). The absolute errors relative to the current least squares fit are then 

computed for each point and sorted to determine the 𝛿 points that will be held out from the 

next least squares computation. If we use Quicksort, then the typical computational 

complexity of this step will be 𝑂(𝑟 ∙ 𝑙𝑜𝑔(𝑟)), with worst case 𝑂(𝑟2). Other sort algorithms 

could be used to guarantee a 𝑂(𝑟 ∙ 𝑙𝑜𝑔(𝑟)) worst case. 
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Since we are trimming by a discrete number of elements, clearly the algorithm will 

converge to a mapping that is at least a local minimum. However, determining the best 

mapping (global minimum) may be more challenging. In the general case, Linear Least 

Trimmed Squares is NP-hard, although the planar case can be solved in 𝑂(𝑛2), as shown 

by Mount and Netanyahu [148]. We will consider a local minimum sufficient for our 

purposes now but may revisit the problem in future research, including the potential to 

implement a more efficient algorithm. We concern ourselves more here with the number 

of iterations required for convergence to the local minimum, and investigate this aspect 

briefly in empirical terms using our artificial data set. 

For the artificial data set, we recorded the number of iterations needed for the Linear 

Least Trimmed Squares mappings to converge for all site-to-site pairings. Convergence 

was determined when no further improvement could be made to the mean-squared-error of 

the trimmed data relative to the linear mapping. Tables 21 and 22 show iteration counts 

and statistics. On average, it took between 6 and 7 iterations for convergence for each linear 

mapping. 

 

Table 21. Iterations and Frequencies for Linear LTS 

Iter. Freq. Iter. Freq. Iter. Freq. Iter. Freq. Iter. Freq. 

1 1000 11 1638 21 23 31 7 61 1 

2 1871 12 869 22 25 32 2   

3 1511 13 577 23 19 33 3   

4 4374 14 327 24 9 34 2   

5 9637 15 206 25 9 35 1   

6 12874 16 150 26 5 38 3   

7 11555 17 84 27 3 39 1   

8 7930 18 69 28 5 40 2   

9 4761 19 42 29 2 42 1   

10 2864 20 34 30 3 56 1   
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Table 22. Iteration Statistics for Linear LTS 

Mean 6.74 

Median 6 

Mode 6 

Minimum 1 

Maximum 61 

 

There is a positive correlation between the number of observation pairs and the 

number of iterations required for Linear Least Trimmed Squares to converge for our 

artificial data set, although there is a lot of variation that can be seen in Figure 46. There is 

no apparent pattern between the MSE and the number of iterations. 

 

 
Figure 46. Pairs versus Iterations for Linear LTS 

 

 

For the sake of example, we look further at a site-to-site mapping that resulted in a 

relatively large number of iterations. 31 iterations were required for convergence of Least 
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𝑥 as the initial, seed mapping. The final mapping was 𝑦 = −0.28872 + 0.916882𝑥, shown 

in Figure 47, and the (trimmed) mean-squared-error was 0.056071, which is relatively low 

for this data set. 

 

 
Figure 47. Observation Pairs and Linear Mapping from Site 249 to Site 103 

 

Table 23 and Figures 48, 49, and 50 show the convergence of the coefficients and 

MSE for the linear mapping from Site 249 to Site 103. All show only slight improvement 

after earlier iterations, so the number of iterations could be limited without causing a large 

difference in the result. 
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Table 23. Iterations for Linear Least Trimmed Squares 

Iteration a b MSE 

1 -0.36132 0.989769 0.058591 

2 -0.34928 0.973941 0.057217 

3 -0.33639 0.961264 0.056745 

4 -0.32407 0.950309 0.056467 

5 -0.31505 0.942316 0.056315 

6 -0.30772 0.935215 0.056191 

7 -0.30393 0.931121 0.056129 

8 -0.30057 0.927772 0.056097 

9 -0.29848 0.925869 0.056087 

10 -0.29665 0.924225 0.056081 

11 -0.29551 0.923247 0.056079 

12 -0.29423 0.922139 0.056076 

13 -0.29356 0.921359 0.056075 

14 -0.29295 0.920730 0.056073 

15 -0.29260 0.920420 0.056073 

16 -0.29231 0.920144 0.056073 

17 -0.29182 0.919760 0.056073 

18 -0.29151 0.919409 0.056073 

19 -0.29135 0.919267 0.056072 

20 -0.29112 0.919083 0.056072 

21 -0.29098 0.918886 0.056072 

22 -0.29081 0.918733 0.056072 

23 -0.29077 0.918654 0.056072 

24 -0.29050 0.918446 0.056072 

25 -0.29040 0.918335 0.056072 

26 -0.29003 0.918012 0.056072 

27 -0.28963 0.917674 0.056072 

28 -0.28933 0.917395 0.056072 

29 -0.28893 0.917056 0.056071 

30 -0.28872 0.916882 0.056071 

31 -0.28872 0.916882 0.056071 
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Figure 48. Convergence of MSE for Linear Least Trimmed Squares 

 

 

 
Figure 49. Convergence of the a-coefficient for Linear LTS 

 

 

 
Figure 50. Convergence of the b-coefficient for Linear LTS 
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of iterations required for convergence. If we do experience performance issues, then the 

maximum number of iterations could be limited, we could terminate when improvement 

of MSE is less than a set threshold, or we could attempt to implement a more efficient 

algorithm. We experienced no noticeable problems with local minima for linear least-

trimmed-squares, but further investigation may be merited. We could also change the initial 

(seed) mapping from 𝑦 = 𝑥 to something else. The full least squares mapping could be 

used as the initial mapping, although it would be susceptible to outliers. Or, we could use 

both and take the best in terms of trimmed MSE. And, going a step further, we could use 

multiple initial lines as seed values and take the best result in terms of MSE. 

For the quadratic error mappings, we did experience problems with local minima 

when attempting quadratic least trimmed squares, and opted instead to use what we call 

Grouped, Trimmed Least Squares (shown in Algorithm 9.) Here we grouped the data by 

integral time difference values, determined the trimmed mean for each group, and then 

computed the least squares quadratic fit for the (time difference, trimmed mean) pairs. We 

found this approach to be more stable than our implementation of quadratic least trimmed 

squares. Further investigation is merited here. 
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Algorithm 9. GROUPED_LEAST_TRIMMED_SQUARES(X,Y,P,pct,iterationsmax) 

Input: 𝑋 = ⟨𝑥1, … , 𝑥𝑛|∀𝑖=1
𝑛 , 𝑥𝑖 ∈ ℝ⟩ is the independent variable, 𝑌 =

⟨𝑦1, … , 𝑦𝑛|∀𝑖=1
𝑛 , 𝑦𝑖 ∈ ℝ⟩ is the dependent variable, 𝑃 =

⟨𝑃1, … , 𝑃𝑚|∀𝑖=1
𝑚 𝑝𝑖 ⊂ ℝ, ⋃ 𝑝𝑖 =𝑚

𝑖=1 ℝ⟩ is a partition of ℝ, 𝑝𝑐𝑡𝜖(0, 1] where 1 − 𝑝𝑐𝑡 is 

the trim percentage, 𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛𝑠𝑚𝑎𝑥 ∈ ℕ is the maximum number of iterations. 

Other: 𝑋′′ = ⟨𝑥1
′′, … , 𝑥𝑚

′′ |𝑥𝑗
′′ ∈ 𝑃𝑗⟩ is a set of representatives of the partition P. 

Output: 𝐹𝑖𝑡(𝑥), is the least squares fit. 𝑅𝑠𝑞, is the set of squared errors. 

𝒇𝒐𝒓 ∀𝑖=1
𝑚 , 𝒍𝒆𝒕 𝑋𝑖

′ = ∅,𝑌𝑖
′ = ∅ 

𝒇𝒐𝒓 𝑖 = 1 𝒕𝒐 𝑛 

𝑗 = 𝑘: 𝑥𝑖 ∈  𝑃𝑘 

𝑋𝑗
′= 𝐶𝑂𝑁𝐶𝐴𝑇(𝑋𝑗

′, 𝑥𝑖) 

𝑌𝑗
′= 𝐶𝑂𝑁𝐶𝐴𝑇(𝑌𝑗

′, 𝑦𝑖) 

𝑌′′ = ⟨𝑦1
′′, … , 𝑦𝑚

′′|𝑦𝑗
′′ = 𝑇𝑅𝐼𝑀𝑀𝐸𝐷_𝑀𝐸𝐴𝑁(𝑌𝑗

′, 𝑝𝑐𝑡, 𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛𝑠𝑚𝑎𝑥)⟩ 

𝐹𝑖𝑡(𝑥) = 𝐿𝐸𝐴𝑆𝑇𝑆𝑄𝑈𝐴𝑅𝐸𝑆(𝑋′, 𝑌′) 

𝑅𝑠𝑞 = ⟨𝑟1, … , 𝑟𝑛|𝑟𝑖 = (𝑦𝑖 − 𝐹𝑖𝑡(𝑥𝑖))
2
⟩ 

𝒓𝒆𝒕𝒖𝒓𝒏 𝑭𝒊𝒕(𝒙), 𝑹𝒔𝒒 
 

5.2 Evaluation Using Our Artificial Data Set 

Next, we performed and in-depth comparison of enhanced versions of the standard 

algorithms versus the SMART method using our artificial data set. We enhanced the 

standard algorithms by taking multiple, random samples of the neighboring sites with set 

inclusion percentages (0.1, 0.2, 0.3, …, 0.9, 1.0). A 1.0 inclusion percentage corresponds 

to running the algorithms as is, with no hold outs, and was included for the sake of 

comparison. For each sample, we computed the estimate as would normally be done using 

just the randomly selected sites. We also varied the radius (50, 75, 100, …, 175, 200) over 

which sites were included relative to the location of the site whose observation we were 

testing. We repeated this procedure 10 times for each parameter combination (inclusion 
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percent and radius) and then took the median of the resulting estimates and used this as the 

estimate for that parameter combination. By randomly holding out sites, chances are that 

bad data will be held out in some of the resulting combinations. By taking the median of 

the results, we eliminate the extreme estimates, particularly those impacted by bad data, 

and ideally determine a robust estimate. 

We ran the methods over eight time periods of the same length (512 time units). 

For each time period, there are 37,293 observations total from the 250 sites. We iterated 

through the observations in order by time and estimated ground truth for each observation 

as if computing in real time as the observations become known. Only observations that 

occurred at the same time as or prior to each observation were used for prediction, 

simulating real-time operation of the system. We averaged the MSE and run time for each 

configuration (inclusion radius and inclusion percent). 

5.2.1 Inverse Distance Weighting 

For Inverse Distance Weighting, the Mean-Squared-Error was least for larger radii 

and smaller inclusion percentages, as shown in Figure 51. This result indicates both the 

benefit of holding out potentially bad data and including a wide radius of values. The latter 

is somewhat surprising, indicating that data other than just the closest is of benefit to the 

estimate. An inclusion percentage of 1 corresponds to use of IDW without random 

exclusion, and full inclusion out-performed inclusion percentages of 0.5, 0.6, 0.7, 0.8 and 

0.9 for inclusion radii of 150 units or greater, showing that the balance between more data 

versus exclusion of erroneous data titled in favor of more data. 
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Figure 51. IDW MSE by Inclusion Percentage and Radius 

 

Not surprisingly, the amount of computation time increased (approximately 
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Figure 52. IDW Times by Inclusion Percentage and Radius 
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5.2.2 Least Squares Regression 

For Least Squares Regression, a greater radius was also of benefit. However, results 

were mixed relative to the inclusion percentage, as shown in Figure 53. For smaller radii, 

the lower inclusion percentages performed worse than the higher. For higher radii, the 

lower inclusion percentages performed better. There again appears to be a trade-off 

between having enough data to get a good estimate and removing enough data to eliminate 

the bad data.  

 

 
Figure 53. LSQ MSE by Inclusion Percentage and Radius 
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The computation time for LSQ increased as expected, as shown in Figure 54. As 

such, LSQ will run slower than IDW for large numbers of sites. As shown above, larger 

numbers of sites are necessary to get good estimates, and that will come with a 

computational cost. 

 

 
Figure 54. LSQ Time by Inclusion Percentage and Radius 

0

10000

20000

30000

40000

50000

60000

0 50 100 150 200

Ti
m

e 
(m

s)

Radius

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1



163 

 

 

5.2.3 Universal Kriging 

The accuracy results for Universal kriging are very similar to those for Least 

Squares Regression, as shown in Figure 55. Universal kriging appears to have degraded 

such that it is dominated by the included Least Squares components. Further tuning and 

selection of covariance values may yield different/better results, although we did optimize 

relative to the exponent in the covariance function. 

 

 
Figure 55. UK MSE by Inclusion Percentage and Radius 
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As expected, computation time increases dramatically for Universal kriging 

compared to both Inverse Distance Weighting and Least Squares Regression, as shown in 

Figure 56. As such, Universal kriging could become unusable if many sites were necessary 

to achieve a desired level of accuracy.  

 

 
Figure 56. UK Time by Inclusion Percentage and Radius 
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5.2.4 Computation and Accuracy Analysis 

Next, we compare the results of the various runs of the methods to the result for the 

SMART method, summarized in Figure 57. The run time for the SMART method was 

6336.6 ms, and the MSE was 0.1026. The SMART method appears comparable in run time 

to Inverse Distance Weighting, but the accuracy achieved appears far better than for any 

of the methods. As such, the SMART method appears superior to the other methods. 

 

 
Figure 57. MSE and Time by Method 
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From our prior analysis, we identified the inclusion percentages and radii shown in 

Table 24 for the optimal versions of the other methods. Using these parameter settings, we 

conducted a statistical analysis of run time and accuracy for the individual runs of the 

various methods. 

 

Table 24. Inclusion Radii and Percentages 

Method Inclusion Percentage Inclusion Radius 

IDW 0.1 175 

LSQ 0.2 200 

UK 0.2 200 

 

Table 25 and Figure 58 show summary statistics for run times of the individual 

methods. Table 26 shows corresponding p-values for t-tests (one-tail, unequal variance) 

comparing the mean run times by method. Based on these statistics and t-tests, we conclude 

the following ordering from least to greatest of run-time required for the methods and 

associated parameters: IDW, SMART, LSQ, UK. 

 

Table 25. Run-time Summary Statistics (ms) by Method 

 SMART IDW LSQ UK 

Mean 6336.59 4021.81 6549.97 16078.98 

Standard Deviation 394.93 2.53 9.15 9.94 

Minimum 5880 4016 6506 16054 

Q1 6023 4021 6549 16072.25 

Median 6184 4022 6552.5 16079 

Q3 6563.5 4022.75 6555 16086 

Maximum 7252 4032 6564 16101 

Count 64 64 64 64 
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Figure 58. Run-time Summary Statistics (ms) by Method 

 

Table 26. p-values for Comparison of Mean Run-times 

Method 1 Method 2 p-value 

SMART IDW 5.2223x10-51  

SMART LSQ 2.8063x10-05  

SMART UK 4.6947x10-90  

IDW LSQ 2.9617x10-176  

IDW UK 5.6734x10-219  

LSQ UK 0 
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Table 27 and Figure 59 show summary statistics for accuracy (mean-squared-error) 

of the individual methods. Table 28 shows corresponding p-values for t-tests (one-tail, 

unequal variance) comparing the mean-squared-errors by method. Based on these statistics 

and t-tests, we conclude the following ordering of accuracy (MSE) from most accurate to 

least for the methods and associated parameters: SMART, IDW, LSQ/UK. SMART is best, 

IDW is second best, and LSQ/UK are tied for worst. 

 

 
Figure 59. Accuracy Summary Statistics (MSE) by Method 
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Table 27. Accuracy Summary Statistics (MSE) by Method 

 SMART IDW LSQ UK 

Mean 0.1026 0.2759 0.8035 0.7943 

Standard Deviation 0.0367 0.0523 0.1378 0.1373 

Minimum 0.0518 0.2086 0.6369 0.6281 

Q1 0.0774 0.2400 0.6787 0.6684 

Median 0.0900 0.2639 0.8012 0.7934 

Q3 0.1240 0.2970 0.8827 0.8753 

Maximum 0.1978 0.5308 1.1276 1.1107 

Count 64 64 64 64 

 

Table 28. p-values for Comparison of Mean Accuracy (MSE) 

Method 1 Method 2 p-value 

SMART IDW 2.3517x10-42  

SMART LSQ 1.1969x10-50  

SMART UK 2.2014x10-50  

IDW LSQ 2.3190x10-44  

IDW UK 6.1427x10-44  

LSQ UK 0.3520 

 

 

To further investigate the performance of the SMART method, we measured the 

ability of each method to distinguish increasing percentages of the bad data from good data 

using a ROC/AUROC analysis. Outliers/erroneous data are defined as data that differs 

from ground-truth – i.e., data that was modified to be erroneous. Ideally, we will be able to 

set threshold values in terms of absolute difference between predicted and observed to 

identify a high percentage of bad data and not mislabel (false-positive) good data as bad. 

To test multiple, prospective threshold values, we use Algorithm 10. 
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Algorithm 10. EVALUATE_THRESHOLDS(Model,S,O,T,KL) 

Input: 

Model is an estimator for an individual observation given the most recent 

observations from other sites. 

𝑆 is the set of sites. 

𝑂 is a set of observations. 

T is a set of prospective scalar threshold values separating outliers from 

inliers. 

KL is a set known labels (outlier/inlier) for the observations in O. 

Output:  

TPR is the set of individual true positive rates for the thresholds in T.  

FPR is the set of individual false positive rates for the thresholds in T.  

Algorithm: 

𝒇𝒐𝒓 𝒆𝒂𝒄𝒉 𝑡ℎ𝑟𝑒𝑠ℎ𝑜𝑙𝑑 ∈ 𝑇 
𝑚𝑖𝑛𝑡𝑖𝑚𝑒 = min

𝑜∈𝑂
𝑜𝑡 ; 𝑚𝑎𝑥𝑡𝑖𝑚𝑒 = max

𝑜∈𝑂
𝑜𝑡 ;  

𝑛𝑢𝑚𝑜𝑢𝑡𝑙𝑖𝑒𝑟𝑠 = 0 ; 𝑛𝑢𝑚𝑖𝑛𝑙𝑖𝑒𝑟𝑠 = 0 ;  
𝑛𝑢𝑚𝑡𝑟𝑢𝑒𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 = 0 ; 𝑛𝑢𝑚𝑓𝑎𝑙𝑠𝑒𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 = 0 
𝒇𝒐𝒓 𝑡 = 𝑚𝑖𝑛𝑡𝑖𝑚𝑒 𝒕𝒐 𝑚𝑎𝑥𝑡𝑖𝑚𝑒 

𝒇𝒐𝒓 𝒆𝒂𝒄𝒉 𝑜 𝒊𝒏 𝑂 𝑤ℎ𝑒𝑟𝑒 𝑜𝑡 = 𝑡 
𝒊𝒇 𝐾𝐿𝑜 = 𝑜𝑢𝑡𝑙𝑖𝑒𝑟 𝒕𝒉𝒆𝒏 

𝑛𝑢𝑚𝑜𝑢𝑡𝑙𝑖𝑒𝑟𝑠 = 𝑛𝑢𝑚𝑜𝑢𝑡𝑙𝑖𝑒𝑟𝑠 + 1 
𝒆𝒍𝒔𝒆 

𝑛𝑢𝑚𝑖𝑛𝑙𝑖𝑒𝑟𝑠 = 𝑛𝑢𝑚𝑖𝑛𝑙𝑖𝑒𝑟𝑠 + 1 

𝑂′ = {𝑜𝑏𝑠𝑠′,𝑡′|𝑠′ ∈ 𝑆 − 𝑜𝑠, 𝑡′ ≤ 𝑡, 𝑜𝑏𝑠𝑠′,𝑡′ ∈ O, 𝑡′ = arg 𝑚𝑎𝑥
𝑜𝑏𝑠𝑠′,𝑡′′∈O,𝑡′′≤𝑡 

𝑡′′} 

 

{𝐷𝑜 , 𝐿𝑜} = EVALUATE_OUTLYINGNESS(Model, o, O′, threshold) 
 

𝒊𝒇 𝐾𝐿𝑜 = 𝑜𝑢𝑡𝑙𝑖𝑒𝑟 𝒂𝒏𝒅 𝐿𝑜 = 𝑜𝑢𝑡𝑙𝑖𝑒𝑟 then 
𝑛𝑢𝑚𝑡𝑟𝑢𝑒𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 = 𝑛𝑢𝑚𝑡𝑟𝑢𝑒𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 + 1 

𝒊𝒇 𝐾𝐿𝑜 = 𝑖𝑛𝑙𝑖𝑒𝑟 𝒂𝒏𝒅 𝐿𝑜 = 𝑜𝑢𝑡𝑙𝑖𝑒𝑟 then 
𝑛𝑢𝑚𝑓𝑎𝑙𝑠𝑒𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 = 𝑛𝑢𝑚𝑓𝑎𝑙𝑠𝑒𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 + 1 

𝑇𝑃𝑅𝑡ℎ𝑟𝑒𝑠ℎ𝑜𝑙𝑑 = 𝑛𝑢𝑚𝑡𝑟𝑢𝑒𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 𝑛𝑢𝑚𝑜𝑢𝑡𝑙𝑖𝑒𝑟𝑠⁄  

 

𝐹𝑃𝑅𝑡ℎ𝑟𝑒𝑠ℎ𝑜𝑙𝑑 = 𝑛𝑢𝑚𝑓𝑎𝑙𝑠𝑒𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 𝑛𝑢𝑚𝑖𝑛𝑙𝑖𝑒𝑟𝑠⁄  

 

𝒓𝒆𝒕𝒖𝒓𝒏 𝑇𝑃𝑅, 𝐹𝑃𝑅 
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In this section and in subsequent sections, we varied thresholds for outlier/inlier 

cutoffs, labeled data accordingly, and compared output from this classification mechanism 

with the actual labels identifying whether the data was truly considered an outlier or inlier. 

Thresholds values were varied so-as to show a relatively smooth, complete ROC curve. 

Varying thresholds correspond to points on the ROC curve for each method, as shown in 

Figure 60. The curves correspond to the AUROC (area under the ROC curve) values that 

are shown in Table 29. 

 

Figure 60. ROC Curves by Method 
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Table 29. Area Under ROC Curve by Method (AUROC) 

Method AUROC 

SMART 0.827 

UK 0.740 

LSQ 0.739 

IDW 0.708 

 

 

The ROC curves and AUROC statistics show better discriminative power for the 

SMART method as compared to the other methods. We realize that no method will be 

perfect in identifying all errors by way of this approach. Some errors are very small as 

shown in sorted order from greatest to least absolute value in Figure 61, and it is impossible 

to distinguish them from interpolation error. Recall the methods used to introduce errors 

into the data set, shown previously in Table 14, and that the errors were both large and 

small. It can be seen, though, that the general overall objective of reducing interpolation 

error (increasing accuracy) does yield the best method. It is important to note that knowing 

ground truth and knowing error from ground truth yields perfect labels. As we will see in 

subsequent analysis, bad labels will yield poor results using ROC curve analysis. 

 

 
Figure 61. Sorted Absolute Errors in Artificial Data Set 
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While our SMART method’s computation time is comparable to IDW and is far 

better than LSQ and UK in testing conducted with the artificial data set, we still must 

account for the preprocessing computation time required for determining the linear 

mappings and quadratic error functions. For the artificial data set, we recorded the 

computation time for the mappings for each of the eight different time periods that we used 

for testing. While each time period included the same amount of data, there was some 

variation in the results as shown in Tables 30 and 31.  

 

Table 30. Computation Times (ms) for SMART Mappings 

Time Period Time (ms) 

1 470,480 

2 412,785 

3 435,466 

4 419,298 

5 442,272 

6 436,439 

7 386,682 

8 420,770 

 

Table 31. Computation Time Statistics (ms) for SMART Mappings 

Statistic Time (ms) 

Mean 428,024 

Median 428,118 

Min 386,682 

Max 470,480 

 

Overall, the amount of preprocessing time required to determine the linear 

mappings and quadratic error functions is comparable to (online) run time required for 

Universal kriging. This is very encouraging given the following observations: 
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• If the mappings are representative, then they can be used for an extended period, 

and the time spent in preprocessing will be recovered many times over. Further 

investigation is merited here. 

• Generation of the mappings will be done as an offline, batch process, so the 

amount of time required is still within reason to help facilitate the faster and 

more accurate, online process.  

• Additional benefits such as identification of bad sites and bad metadata come 

from these mappings, further justifying the effort required. 

• Optimizations can occur to reduce the overall time needed to compute the 

mappings. The radius over which the sites are compared can be reduced. The 

overall length of the period for which the time series are compared can 

potentially be reduced. Problematic sites, those that do not match up with others 

within a limited comparison radius, can be compared further with sites outside 

the radius. 

 

The benefits and potential to improve the run time outweigh the amount of required 

computation time. 

5.2.5 Site Configuration Analysis 

Next, we examine results for the individual sites. Figure 62 shows the random 

surface that was used for the artificial data throughout these tests. It is generally low on the 

left and high on the right, with rugged variation, as would be expected for a fractal surface. 

We present this for the sake of reference in conjunction with the associated site locations. 
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Figure 62. Surface (Elevation) for the Artificial Data Set 

 

 

The sites and reporting frequencies are show in Figure 63, with high reporting 

frequencies represented by large circles and low reporting frequencies represented by small 

circles. The “bad” sites are shown in solid red. 
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Figure 63. Site Locations and Reporting Frequencies 

 

 

The Mean-Squared-Error for the SMART method is shown by site in Figure 64. 

The sites with the greatest MSE were generally near the edges, in sparse locations, or near 

erroneous sites. Overall, the errors are small. Note that the errors for “bad” sites are not 

necessarily large because the errors are presented relative to ground truth and the estimate 
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of ground truth for the location, and the site’s data is held out from the computation. More 

relevant is the impact of a “bad” site on estimates of ground truth for neighboring sites. 

 

 
Figure 64. SMART MSE by Site 

 

For Inverse Distance Weighting, errors were generally greater than for the SMART 

method, although there are a few exceptions, as shown in Figure 65. Again, sites near the 

edges showed the greatest errors. 
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Figure 65. IDW MSE by Site 

 

 

Least Squares Regression and Universal kriging performed similarly, and both had 

sites for which the errors were large, including one site for which the error was extremely 

large, as shown in Figures 66 and 67. The enhanced versions of these methods appeared to 
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mitigate the effect of neighboring bad data on the estimates. However, errors were large 

and prominent for both the LSQ and UK methods, particularly near the edges. This should 

not be surprising since the planes generated by LSQ at the edges will only account for the 

trend on one side of the given point. 

 

 
Figure 66. LSQ MSE by Site 
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Figure 67. UK MSE by Site 

 

 

With only a few exceptions, our SMART method was competitive with or 

outperformed the other methods on a per-site basis. Errors were larger in general for IDW 

and much larger for LSQ and UK. For all the methods, errors were larger for sites on the 

edges. This is not surprising because those sites have less neighbors, and those neighbors 
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fall only on one side of the site. While interior, relatively isolated sites, appear to have been 

estimated relatively well by all the methods, the SMART method still outperforms. It 

appears more important to have neighbors distributed in all directions, even if farther away, 

than to have neighbors on just one side. Further investigation is merited. 

5.3 Evaluation Using December 2015 MADIS California Data 

Next we revisit the Northern California December 2015 ambient air temperature 

data set from the MADIS Mesonet subset. We ran this data set entirely from scratch rather 

than attempt to re-use prior results. The bounding box defined by 38.5° ≤ 𝑙𝑎𝑡𝑖𝑡𝑢𝑑𝑒 ≤

42.5° and −124.5° ≤ 𝑙𝑜𝑛𝑔𝑖𝑡𝑢𝑑𝑒 ≤ −119.5° was used, resulting in observations from 888 

sites. Air temperature values from December 2015 falling within this bounding box were 

used except for those failing the MADIS Level 1 Quality Control Check. This is the range 

check restricting observations in degrees Fahrenheit to the interval [-60°F,130°F]. Many 

values failing this range check fall far outside the range, and have a dramatic impact on the 

other methods. Thus, we used the range change so-as to avoid such extreme impact on 

those methods and obtain stable results. As we have shown, our SMART method performs 

very well in the presence of extreme bad data, and it would have easily out-performed the 

other methods in the presence of the range-check failed data. 

All total there were over 2 million observations. MADIS flagged 73.5% of these 

observations as “verified” / V. Less than 4% of the observations were flagged by MADIS 

as “questioned” / Q. Another 22.5% of the data was flagged as “screened” / S, indicating 
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that they had passed the MADIS Level 1 and Level 2 quality checks, but that the Level 3 

quality checks had not been applied. These figures are shown in Table 32. 

 

Table 32. QCD Counts and Percentages for California Data 

QCD Count Pct 

Q=questioned 79,813 0.039 

S=screened 459,925 0.225 

V=verified 1,500,449 0.735 

Total 2,040,187  

5.3.1 Training 

Verified (V) observations from the first week in December 2015 were used to train 

all methods, including our SMART method. In the absence of the data that failed the 

MADIS range test, the “enhanced” (iterated subset) versions of the other algorithms 

showed little benefit while consuming excessive computation time, particularly 

“enhanced” Universal kriging. In some cases, it would have taken days to compute results. 

Because of this, we did not conduct further experiments with the enhanced methods and 

instead added Ordinary kriging (refer to Bailey and Gatrell [113] for further information) 

to our tests for estimation of ground truth. We also added kNN Classification for 

classification testing.  Since we do not know “ground truth” for this data, the verified data 

is the closest we have to ground truth. We train over this data to minimize mean-squared-

error of predicted versus actual. We used a 50-mile inclusion radius. Due to the density of 

sites, a larger radius resulted in excessing computation time for the kriging approaches. We 

determined the optimal parameters (exponents and kriging constants) for each method as 

shown in Table 33. 
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Table 33. Optimal Parameters for Methods 

Method Parameters 

IDW 2.0 

LSQ No Parameters 

SMART 5.0 

Ordinary Kriging (OK) 8.0 

Universal Kriging (UK) 8.0 

 

Further, as demonstrated earlier, the SMART mapping coefficients and derived 

values were examined for outliers, and ranges were determined as shown in Table 34. 

While we intend to automate this part of the process in future work, it was done here by 

visual inspection of the plots of the values in increasing order. Ranges were determined to 

restrict the SMART mappings used for predictions. If any coefficient or derived value for 

a given SMART mapping fell outside these ranges, then the SMART mapping was 

considered bad, and wasn’t used for predictions. 

 

Table 34. Smart Mapping Restrictions 

−20 ≤ 𝑙. 𝑎 ≤ 20 

0.4 ≤ 𝑙. 𝑏 ≤ 1.2 

0.05 ≤ 𝑙. 𝑚𝑠𝑒 ≤ 50 

−45 ≤ 𝑞. 𝑎𝑥𝑖𝑠 ≤ 45 

0.05 ≤ 𝑞. 𝑒𝑥𝑡𝑟𝑒𝑚𝑒 ≤ 50.0 

−0.04 ≤ 𝑞. 𝑏 ≤ 0.04 
0.000005 ≤ 𝑞. 𝑐 ≤ 0.001 
0.05 ≤ 𝑞. 𝑚𝑠𝑒 ≤ 2500.0 

 

In terms of estimation of ground truth measured by mean-squared-error, the 

SMART method produced significantly better results than all of the other methods for the 

training, as shown in Table 35. A paired, one-sided t-test was used for significance testing 

using paired squared errors from predicted values. The counts differ between pairings 
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because some methods failed to produce estimates for some observations. Further note that 

only the verified (V) data was used in this comparison since it best approximates ground 

truth.  

 

Table 35. p-values for Comparison of Mean Accuracy (MSE) 

Method 1 MSE 1 Method 2 MSE 2 Count p-value 

SMART 2.8322 IDW 7.6212 211,475 0 

SMART 2.8322 LSQ 17.1446 211,475 0 

SMART 2.8046 OK 18.4989 194,888 0 

SMART 2.8046 UK 16.5289 194,888 0 

 

Run times were recorded for multiple training sessions for the methods. Note that 

only one run time was used for Least Squares (LSQ) because no parameters were trained 

for that method. There was a statistically significant difference between the run times for 

the methods and the order from least to greatest for average run times was: LSQ, IDW, 

SMART, OK and UK, as shown in Tables 36 and 37. Unpaired, one-sided t-tests were used 

for significance testing. 

 

Table 36. Computation Time Statistics (ms) by Method 

Method LSQ IDW SMART OK UK 

n 1 11 11 5 5 

Mean 19,842 23,932 113,865 352,905 363,005 

Standard Deviation  1,524 16,244 866 875 
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Table 37. p-values for Comparison of Mean Run-time 

Method 1 Method 2 p-value 

IDW SMART 2.04x10-09 

IDW OK 6.41x10-30 

IDW UK 6.78x10-30 

SMART OK 1.22x10-13 

SMART UK 8.01x10-14 

OK UK 4.03x10-08 

LSQ IDW 2.28x10-06 

LSQ SMART 1.6x10-09 

LSQ OK 5.49x10-12 

LSQ UK 5.09x10-12 

5.3.2 Testing 

 

MSE-ALLQCD. Testing was conducted using all data from the entire month of 

December 2015, with results grouped by week. All data, not just the verified data, was used 

for this test. The mean-squared-error was computed for the verified (V) data since that data 

best represents ground truth, but all observations were used in making estimates. Thus, the 

testing results indicate the robustness of methods in the presence of bad data. In 

comparisons across all other methods and for each week, the SMART method significantly 

out-performed all other methods in terms of mean-squared-error, as shown in Table 38. A 

paired, one-sided t-test was used for significance testing using paired squared errors from 

predicted values. 
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Table 38. p-values for Comparison of Mean Accuracy (MSE) 

Method 1 MSE 1 Method 2 MSE 2 Week Count p-value 

SMART 2.757033 IDW 11.11162 1 218,587 0 

SMART 3.447654 IDW 7.786781 2 194,166 0 

SMART 4.256926 IDW 7.689196 3 286,763 0 

SMART 5.213856 IDW 8.487263 4 288,228 0 

SMART 6.629825 IDW 10.57821 5 124,200 6.9x10-131 

SMART 2.757033 LSQ 17.93175 1 218,587 0 

SMART 3.447654 LSQ 16.36966 2 194,166 0 

SMART 4.256926 LSQ 14.81762 3 286,763 0 

SMART 5.213856 LSQ 16.11849 4 288,228 0 

SMART 6.629825 LSQ 17.37392 5 124,200 0 

SMART 2.592390 OK 17.38197 1 162,626 0 

SMART 3.271271 OK 15.75129 2 144,362 0 

SMART 4.039236 OK 14.31317 3 213,944 0 

SMART 5.171638 OK 15.46950 4 251,882 0 

SMART 6.605529 OK 17.51814 5 106,587 0 

SMART 2.592390 UK 15.76153 1 162,626 0 

SMART 3.271271 UK 13.28774 2 144,362 0 

SMART 4.039236 UK 12.23558 3 213,944 0 

SMART 5.171638 UK 13.63983 4 251,882 0 

SMART 6.605529 UK 16.11822 5 106,587 0 

 

ROC. We also conducted a ROC analysis to test the methods on classification 

ability based on the MADIS quality control flags. For this purpose, we considered the 

following flags from MADIS to correspond to good/inlier data: V/verified, S/screened, 

C/coarse, and G/subjective good. All other flags, particularly Q/questioned, were 

considered as bad/outlier data. Recall that we excluded the observations having a QC flag 

of X, those that failed the range test, from our evaluation. Those observations would have 

also been flagged as bad. Even if we accept the MADIS quality control flags as being 

accurate, and we do not, this approach can be seen as problematic. For instance, the C and 
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S flags correspond to data for which not all of the QC checks have been run. While this 

data has not failed the quality control checks that have been applied, they possibly would 

have failed the higher-level checks. An even greater concern, as we have stated and 

demonstrated previously, is that many of the MADIS QC flags are incorrect. 

We also tested a traditional classification method, k-Nearest Neighbor (kNN) using 

neighborhood sizes of 5, 10 and 20 observations. Proximity is determined by observed 

value, which is arguably the only feature that makes sense with such an algorithm for our 

situation. In other words, nearest neighbors were chosen as those having observations that 

were closest in value. Using kNN and geographic distance alone would not make sense 

because there is no expectation that outlier observations are geographically close to other 

outlier observations. Larger feature spaces including location, elevation, and observations 

from other sensor types might be considered for use with other classification algorithms 

such as C4.5 or SVM, but the problems of bad metadata would increase in an exponential 

fashion consistent with the Curse of Dimensionality. Thus, it made the most sense to try 

the simple, kNN approach with observed values. For instance, a 50° F observation would 

be considered closer to a 48° F observation than to a 55° F observation, as measured by 

absolute difference. Note that intuitively, kNN should degrade into a range test in this 

situation, albeit a time-specific range test. As such, it should be of limited use. 

kNN classifications were made by a majority rules choice using the inlier/outlier 

labels for “neighboring” data, as defined above where distance is measured as absolute 

difference between observed values. If a majority of neighboring data was flagged as 

outliers, then the observation was flagged as an outlier. Algorithms 11 and 12 show the 



188 

 

 

steps of the kNN classifier and its evaluation. It must be noted, though, the classifiers of 

this type would be of further limited use in our near real-time processing situation in which 

the data has not been labeled. And, they would be of no use for unlabeled data sets. 

 

Algorithm 11. EVALUATE_KNN_CLASSIFIER(S,O,KL,k) 

Input: 

𝑆 is the set of sites. 

𝑂 is a set of observations. 

KL is a set known labels (outlier/inlier) for the observations in O. 

k is the number of neighbors for kNN. 

Output:  

tpr is the true positive rate.  

fpr is the false positive rate.  

Algorithm: 
𝑚𝑖𝑛𝑡𝑖𝑚𝑒 = min

𝑜∈𝑂
𝑜𝑡 ; 𝑚𝑎𝑥𝑡𝑖𝑚𝑒 = max

𝑜∈𝑂
𝑜𝑡 ; 𝑛𝑢𝑚𝑜𝑢𝑡𝑙𝑖𝑒𝑟𝑠 = 0 ; 𝑛𝑢𝑚𝑖𝑛𝑙𝑖𝑒𝑟𝑠 = 0 

; 𝑛𝑢𝑚𝑡𝑟𝑢𝑒𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 = 0 ; 𝑛𝑢𝑚𝑓𝑎𝑙𝑠𝑒𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 = 0 
𝒇𝒐𝒓 𝑡 = 𝑚𝑖𝑛𝑡𝑖𝑚𝑒 𝒕𝒐 𝑚𝑎𝑥𝑡𝑖𝑚𝑒 

𝒇𝒐𝒓 𝒆𝒂𝒄𝒉 𝑜 𝒊𝒏 𝑂 𝑤ℎ𝑒𝑟𝑒 𝑜𝑡 = 𝑡 
𝒊𝒇 𝐾𝐿𝑜 = 𝑜𝑢𝑡𝑙𝑖𝑒𝑟 𝒕𝒉𝒆𝒏 

𝑛𝑢𝑚𝑜𝑢𝑡𝑙𝑖𝑒𝑟𝑠 = 𝑛𝑢𝑚𝑜𝑢𝑡𝑙𝑖𝑒𝑟𝑠 + 1 
𝒆𝒍𝒔𝒆 

𝑛𝑢𝑚𝑖𝑛𝑙𝑖𝑒𝑟𝑠 = 𝑛𝑢𝑚𝑖𝑛𝑙𝑖𝑒𝑟𝑠 + 1 

𝑂′ = {𝑜𝑏𝑠𝑠′,𝑡′|𝑠′ ∈ 𝑆 − 𝑜𝑠, 𝑡′ ≤ 𝑡, 𝑜𝑏𝑠𝑠′,𝑡′ ∈ O, 𝑡′ = arg 𝑚𝑎𝑥
𝑜𝑏𝑠𝑠′,𝑡′′∈O,𝑡′′≤𝑡 

𝑡′′} 

𝐿𝑜 = KNN_CLASSIFY(o, O′, k) 
 

𝒊𝒇 𝐾𝐿𝑜 = 𝑜𝑢𝑡𝑙𝑖𝑒𝑟 𝒂𝒏𝒅 𝐿𝑜 = 𝑜𝑢𝑡𝑙𝑖𝑒𝑟 then 
𝑛𝑢𝑚𝑡𝑟𝑢𝑒𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 = 𝑛𝑢𝑚𝑡𝑟𝑢𝑒𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 + 1 

𝒊𝒇 𝐾𝐿𝑜 = 𝑖𝑛𝑙𝑖𝑒𝑎𝑟 𝒂𝒏𝒅 𝐿𝑜 = 𝑜𝑢𝑡𝑙𝑖𝑒𝑟 then 
𝑛𝑢𝑚𝑓𝑎𝑙𝑠𝑒𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 = 𝑛𝑢𝑚𝑓𝑎𝑙𝑠𝑒𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 + 1 

𝑡𝑝𝑟 = 𝑛𝑢𝑚𝑡𝑟𝑢𝑒𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 𝑛𝑢𝑚𝑜𝑢𝑡𝑙𝑖𝑒𝑟𝑠⁄  

𝑓𝑝𝑟 = 𝑛𝑢𝑚𝑓𝑎𝑙𝑠𝑒𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 𝑛𝑢𝑚𝑖𝑛𝑙𝑖𝑒𝑟𝑠⁄  

𝒓𝒆𝒕𝒖𝒓𝒏 𝑡𝑝𝑟, 𝑓𝑝𝑟 
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Algorithm 12. KNN_CLASSIFY(o,O’,KL,k) 

Input: 

𝑜 is an observation from site s. 

𝑂′ is a set of most recent observations from sites other than s. 

KL is a set known labels (outlier/inlier) for the observations. 

k is the number of neighbors for kNN. 

Output:  

𝐿𝑜= outlier or inlier 

Algorithm: 
𝒇𝒐𝒓 𝒆𝒂𝒄𝒉 𝑜′ 𝒊𝒏 𝑂′ 

𝑑𝑖𝑠𝑡𝑜′ = |𝑜𝑣−𝑜𝑣
′ | 

𝑂′′ = 𝑆𝑂𝑅𝑇_𝐼𝑁𝐶𝑅𝐸𝐴𝑆𝐼𝑁𝐺(𝑂′, 𝑑𝑖𝑠𝑡) 
𝑛𝑢𝑚𝑜𝑢𝑡𝑙𝑖𝑒𝑟𝑠 = 0 
𝒇𝒐𝒓 𝑗 = 1 𝒕𝒐 𝑘 

𝑜′′ = 𝑂𝑗
′′ 

𝒊𝒇 𝐾𝐿𝑜′′ = 𝑜𝑢𝑡𝑙𝑖𝑒𝑟 𝒕𝒉𝒆𝒏 
𝑛𝑢𝑚𝑜𝑢𝑡𝑙𝑖𝑒𝑟𝑠 = 𝑛𝑢𝑚𝑜𝑢𝑡𝑙𝑖𝑒𝑟𝑠 + 1 

𝒊𝒇 𝑛𝑢𝑚𝑜𝑢𝑡𝑙𝑖𝑒𝑟𝑠 > 𝑘 2⁄  𝒕𝒉𝒆𝒏 
𝒓𝒆𝒕𝒖𝒓𝒏 𝑜𝑢𝑡𝑙𝑖𝑒𝑟 

𝒆𝒍𝒔𝒆 
𝒓𝒆𝒕𝒖𝒓𝒏 𝒊𝒏𝒍𝒊𝒆𝒓 

 

In terms of Area Under the ROC curve, IDW, LSQ and SMART were comparable, 

with IDW finishing slightly ahead, as shown in Table 39 and Figure 68. While these 

AUROC values seem reasonable, we believe they are all adversely affected by incorrect 

outlier/inlier labels, and our SMART method suffers the greatest impact because the 

distance-based methods approximate the MADIS Level 3 quality control check. In fact, the 

use and meaning of the ROC/AUROC test is questionable here given that we believe and 

have demonstrated that many labels are bad. OK and UK fall short because they fail to 

make predictions for many observations. 
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Table 39. Area Under ROC Curve by Method (AUROC) 

 AUROC 

IDW 0.7906 

LSQ 0.7578 

SMART 0.7317 

OK 0.6458 

UK 0.6062 

 

None of the kNN approaches worked well, with low to very low instances of 

flagging observations as outliers, as shown in Table 40. With 5 member neighborhoods, 

the false-positive rate was greater than the true positive rate. In all cases, the true-positive 

rate was small to very small, identifying at most 5% of the outliers and as low as 1% of the 

outliers.  

 

Table 40. kNN Classification Rates 

Method FPR TPR 

kNN5 0.0549 0.0523 

kNN10 0.0075 0.0154 

kNN20 0.0013 0.0035 
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Figure 68. ROC Curves by Method 

5.3.3 Summary 

As demonstrated previously, our SMART method significantly outperforms that 

other methods in terms of prediction of ground truth as measured by mean-squared-error 

both in the presence of bad data and without bad data. It is competitive in terms of run time 

while not having been optimized in any way for performance. In terms of classification 
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ability, it is comparable to Inverse Distance Weighting and Least Squares Regression when 

using MADIS quality control flags as proxies for outlier/inlier labels, and comparing 

AUROC numbers. However, we have shown the MADIS labels to be wrong in numerous 

prior examples. Thus, comparison against such labels of outlier/inlier is of questionable 

use. In the next section, we further demonstrate this problem on a new data set. Ordinary 

kriging and Universal kriging both failed to produce estimates on many observations, likely 

due to singular matrices. Regardless, they are not competitive in terms of run time and their 

accuracy is no better than the other methods. 

5.4 Evaluation Using January 2017 MADIS Montana Data 

In this section, we investigate ambient air temperature for Western Montana / 

Northern Idaho from the MADIS Mesonet and the MADIS HFMetar subset in January 

2017. This is a new data set which we had never analyzed previously. We added the 

HFMetar data set to account for aviation AWOS/ASOS sites that had previously been 

included in the Mesonet data set. The bounding box defined by 44° ≤ 𝑙𝑎𝑡𝑖𝑡𝑢𝑑𝑒 ≤ 49° and 

−116° ≤ 𝑙𝑜𝑛𝑔𝑖𝑡𝑢𝑑𝑒 ≤ −110° was used, resulting in observations from 497 sites. This 

bounding box is comparable in size to the one used for Northern California, although the 

density of sites is less. Air temperature values from January 2017 falling within this 

bounding box were used except for those failing the MADIS Level 1 Quality Control 

Check. This is the range check restricting observations in degrees Fahrenheit to the interval 

[-60°F,130°F]. Many values failing this range check fall far outside the range, and have a 

dramatic impact on the other methods. Thus, we used to range change so-as to avoid such 
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extreme impact on the other methods. As we have shown, our SMART method performs 

very well in the presence of extreme bad data, and it would have easily out-performed the 

other methods in the presence of the range-check failed data. 

All total there were over 1 million observations. MADIS flagged 71.2% of these 

observations as “verified” / V. Another 10.3% of the data was flagged as “screened” / S, 

indicating that they had passed the MADIS Level 1 and Level 2 quality checks, but that 

the Level 3 quality checks had not been applied. A relatively large 18.5% of the data was 

flagged by MADIS as “questioned” / Q, as shown in Table 41. This is over four times the 

percentage of questioned data as there was for the California data set. As such, we question 

the overall quality of this data set. 

 

Table 41. QCD Counts and Percentages for Montana Data 

QCD Count Pct 

Q=questioned 201,230 0.185 

S=screened 112,517 0.103 

V=verified 774,069 0.712 

Total 1,087,816  

5.4.1 Training 

Verified (V) observations from the first week in January 2017 were used to train all 

methods, including our SMART method. Since we do not know “ground truth” for this 

data, the verified data is the closest we have to ground truth. We train over this data to 

minimize mean-squared-error of predicted versus actual. We used a 100-mile inclusion 

radius. A larger radius resulted in excessing computation time for the kriging approaches. 

We were, however, able to use a larger radius than for the Northern California data due to 
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a lesser density of the Montana/Idaho sites. We obtained the parameters (exponents and 

kriging constants) shown in Table 42. 

 

Table 42. Optimal Parameters for Methods 

Method Parameters 

IDW 3.0 

LSQ No Parameters 

SMART 5.0 

Ordinary Kriging (OK) 8.0 

Universal Kriging (UK) 8.0 

 

The only parameter that changed from those used with the Northern California data 

set was that for Inverse Distance Weighting, which changed from 2.0 to 3.0. 

The SMART mapping coefficients and derived values were examined for outliers. 

This was done by visual inspection of the plots of the values in increasing order. Ranges 

were determined to restrict the SMART mappings used for predictions, as shown in Table 

43. If any coefficient or derived value for a given SMART mapping fell outside these 

ranges, then the SMART mapping was considered bad, and wasn’t used for predictions. 

 

Table 43. Smart Mapping Restrictions 

−20 ≤ 𝑙. 𝑎 ≤ 20 

0.2 ≤ 𝑙. 𝑏 ≤ 2.0 

0.05 ≤ 𝑙. 𝑚𝑠𝑒 ≤ 100 

−90 ≤ 𝑞. 𝑎𝑥𝑖𝑠 ≤ 90 

 

Note that a lesser set of restrictions was used for this data set than for the California 

data set, and the range was widened for several values, particularly the q.axis values. In 

general, the quality of the mappings as measured by MSE was noticeably less than that for 

the Northern California data set. And, the q.axis values had a wider distribution. The lesser 
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density and wider radius used for the Montana data set may have played a small role in the 

difference, but we suspect a greater, and perhaps systemic issue is at play. Recall that the 

q.axis values approximate time offset between two sites. There may be problems with many 

of the timestamps in this data set. Recognizing that much of the Idaho data comes from the 

Pacific Time Zone while the Montana data comes from the Mountain Time Zone, there 

may be many sites for which the conversion to UTC time is not consistent and correct. The 

Northern California data all falls within Pacific Time, so such a problem would be lesser 

in that data set. Further investigation into this matter is a topic for future investigation. For 

our purposes here, the lesser set of restrictions and widening of ranges allowed for more 

predictions from the SMART method. This isn’t necessarily good for the results of the 

SMART method because lesser quality mappings were used. However, it did increase the 

number of predictions which could then be compared directly to the other methods. In 

retrospect, it may have been better to allow the SMART method to work with more 

restrictions and narrower ranges, resulting in more sites being considered entirely “bad”. 

In terms of mean-squared-error, the SMART method produced significantly better 

results than each of the other methods for the training data, as shown in Table 44. A paired, 

one-sided t-test was used for significance testing using paired squared errors from predicted 

values. The counts differ because some methods failed to produce estimates for some 

observations. Only the verified (V) data was used in this comparison because that data is 

the best estimate of ground truth. 
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Table 44. p-values for Comparison of Mean Accuracy (MSE) 

Method 1 MSE 1 Method 2 MSE 2 Count p-value 

SMART 8.1513 IDW 16.7217 131,064 0 

SMART 8.1513 LSQ 29.8039 131,064 0 

SMART 10.6726 OK 47.0028 43,536 0 

SMART 10.6726 UK 33.9863 43,536 0 

 

Run times were recorded for multiple training sessions for the methods. Note that 

only one run time was used for Least Squares (LSQ) because no parameters were trained 

for that method. There was a statistically significant difference between the run times for 

the methods and the order from least to greatest run time was: LSQ, IDW, SMART, OK 

and UK, as shown in Tables 45 and 46. Unpaired, one-sided t-tests were used for 

significance testing. 

 

Table 45. Computation Time Statistics (ms) by Method 

Method LSQ IDW SMART OK UK 

n 1 11 11 5 5 

mean 6009 6803.182 33,355.91 103,851 107,539.6 

stdev  524.1215 5446.267 200.6714 116.3435 

 

Table 46. p-values for Comparison of Mean Run-time 

Method 1 Method 2 p-value 

IDW SMART 7.09x1009 

IDW OK 1.23x10-31 

IDW UK 1.88x10-28 

SMART OK 5.04x10-13 

SMART UK 3.27x10-13 

OK UK 6.5x10-09 

LSQ IDW 0.000259 

LSQ SMART 6.38x10-09 

LSQ OK 2.12x10-12 

LSQ UK 2.07x10-13 
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5.4.2 Testing 

 

MSE – ALLQCD. Testing was conducted using data from the entire month of 

January 2017, with results grouped by week. All data, was used for this test. The mean-

squared-error was computed for the verified (V) data since that data best represents ground 

truth, but all observations were used in making estimates. Thus, the testing results help to 

indicate the robustness of methods in the presence of bad data. In comparisons across all 

other methods and for each week, the SMART method significantly out-performed all other 

methods in terms of mean-squared-error, as shown in Table 47. A paired, one-sided t-test 

was used for significance testing using paired squared errors from predicted values. 

 

Table 47. p-values for Comparison of Mean Accuracy (MSE) 

Method 1 MSE 1 Method 2 MSE 2 Week Count p-value 

SMART 7.6896 IDW 60.1392 0 131,616 0 

SMART 25.8449 IDW 57.5018 1 123,166 0 

SMART 25.7974 IDW 36.7965 2 115,744 9.3x10-197 

SMART 18.3885 IDW 16.2592 3 122,037 1 

SMART 29.6366 IDW 20.9071 4 49,631 1 

SMART 7.6896 LSQ 30.1115 0 131,616 0 

SMART 25.8449 LSQ 49.0062 1 123,166 0 

SMART 25.7974 LSQ 51.6546 2 115,744 0 

SMART 18.3885 LSQ 24.4009 3 122,037 0 

SMART 29.6366 LSQ 37.3582 4 49,631 7.4x10-116 

SMART 10.0254 OK 47.1739 0 42,779 0 

SMART 31.5057 OK 49.5778 1 56,008 0 

SMART 26.5382 OK 57.3010 2 35,786 0 

SMART 19.2484 OK 29.6639 3 40,707 0 

SMART 28.4301 OK 68.8225 4 16,040 0 

SMART 10.0254 UK 33.7529 0 42,779 0 

SMART 31.5057 UK 39.8482 1 56,008 1.1x10-104 

SMART 26.5382 UK 40.8046 2 35,786 1.1x10-243 

SMART 19.2484 UK 24.2674 3 40,707 5.45x10-98 

SMART 28.4301 UK 44.7080 4 16,040 1.1x10-121 
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ROC. We also conducted a ROC analysis to test the methods on classification 

ability based on the MADIS quality control flags in the same way as described for the 

Northern California data set in the previous section. As noted in that section, many of the 

MADIS QC flags are incorrect. Thus, the comparison here is against many incorrect labels. 

We demonstrate this problem further in this section. We also test against k-Nearest 

Neighbor (kNN) classification using neighborhood sizes of 5, 10 and 20 observations, as 

described in the Northern California section. 

In terms of Area Under the ROC curve, LSQ, IDW and SMART were comparable, 

with LSQ finishing slightly ahead, as shown in Table 48 and Figure 69. These AUROC 

values are less than those for the Northern California data set, and we are certain that they 

are all adversely affected by incorrect outlier/inlier labels, with the SMART method most 

adversely affected. Again, the use and meaning of the ROC and AUROC tests is 

questionable given that we believe and demonstrate that many of the labels are bad. OK 

and UK fall short again because they fail to make predictions for many observations. 

 

Table 48. Area Under ROC Curve by Method (AUROC) 

 AUROC 

LSQ 0.6900 

IDW 0.6697 

SMART 0.6393 

OK 0.5432 

UK 0.5476 

 

None of the kNN approaches worked well, with low to very low instances of 

flagging observations as outliers, as shown in Table 49. In all cases, the true-positive rate 
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was small to very small, identifying at most 16% of the outliers and as low as 2% of the 

outliers. We note that the 16% performance for kNN5 is higher than that for the Northern 

California data set, but is still small. This higher value is likely attributable to the greater 

percentage of labeled “outliers” in the data set. 

 

Table 49. kNN Classification Rates 

Method FPR TPR 

kNN5 0.133306 0.164363 

kNN10 0.042025 0.062015 

kNN20 0.018534 0.021741 

 

 
Figure 69. ROC Curve Comparing Methods 
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5.4.3 Bad Labels 

This data set includes a large percentage of observations (18.5%) that are flagged 

as “questionable” by MADIS. These are considered “bad” / outliers for the purposes of our 

analysis. It also includes a large percentage (10.3%) that are flagged as “screened” by 

MADIS, indicating that not all QC checks have been conducted. These are considered 

“good” / inliers for our analysis. By these measures alone, one should question the validity 

of the MADIS QC flags and the resulting classifications of inliers and outliers. As we have 

stated numerous times in our dissertation, we question the validity of provider quality 

control and our questions go beyond these percentages. The following examples 

demonstrate several of the types of problems we have found and observed using our 

approach, that bring into question the labels associated with the data. There are many more 

examples of these and other types. 

 

KGTF ASOS – Great Falls International Airport Automated Surface Observing 

System. There are 8908 observations in the January 2017 data set from KGTF, the Great 

Falls International Airport Automated Surface Observing System. All of these observations 

are flagged as “questionable” by MADIS. Thus, they are considered “outliers” in the 

analysis above. Aviation weather sites are well-maintained and regularly calibrated, so it 

is hard to believe that this site would produce data that is entirely bad, barring some sort of 

problem subsequent to the original observations. If we plot the KGTF observations against 

both the IDW and SMART estimates of those observations, they very nearly conform, as 

shown in Figure 70. As such, we believe the KGTF observations are mislabeled. This 
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problem is even greater, and appears to afflict data from other aviation sites within the 

testing area and from the HFMetar subset. As such, there are a very large number of 

observations flagged as “questionable”/outliers when they should be flagged as 

“good”/inliers. This data alone may account for much if not most of the questionable data 

in the data set, and explains to some degree why that number is so high. This problem 

adversely impacts the ROC performance of all of the methods.  

 
Figure 70. KGTF Observations 

 

ITD57 – Idaho Transportation Department RWIS Site between Challis and Arco. 

Site ITD57, and Idaho Transportation Department Road Weather Information Site between 

Challis and Arco, neither conforms to the IDW nor SMART estimates, as shown in Figure 

71. There are times of overlap, but they appear to be limited. There are 2750 observations 

from this site and over 83% of the observations are flagged as V / “verified”, as shown in 

Table 50. We believe that a higher percentage if not all should be considered questionable. 
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Note that had we not widened the ranges for SMART coefficients and derived values, this 

site would have been flagged by SMART as bad. 

 

Table 50. ITD57 QCD Counts 

QCD Count Pct 

S=screened 1 0.0004 

V=Verified 2303 0.8375 

Q=Questioned 446 0.1622 

Total 2750  
 

 

Figure 71. ITD57 Observations 
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SMART estimates, we can see that the QC flags are questionable at best, as shown in 

Figures 72 and 73. Not surprisingly, when the IDW estimate is near an actual observation, 

that observation will generally be assigned a passing MADIS QC flag of V/verified, since 

IDW approximates the MADIS Level 3 quality control check. When the estimate falls 

further away, a QC flag of Q/questioned is assigned. During periods of erratic behavior 

this can happen by chance simply by virtue of proximity. As such, we believe there are 

many incorrect QC flags associated with these observations. In fact, one could argue that 

the site itself is in question, and all associated observations should be questioned. If this 

site was identified as bad by the SMART method, then the V and S observations would 

adversely impact the SMART method in the ROC and AUROC analysis. The chance 

situations in which the other methods came close to the “good” values and far from the 

“bad” values improved performance. 
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Figure 72. ITD57 Observations by QCD 

 

 

Figure 73. ITD57 Observations by QCD 
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FBNM8 – Fort Benton, Montana. Site FBNM8 is located by MADIS in Fort 

Benton, Montana. The coordinates given for this site situate it in the middle of the Missouri 

River, likely somewhere on the 15th Street Walking Bridge. The observations from this 

site for the first half of January are mostly flagged as “questionable” by MADIS, with 

several exceptions, as shown in Figure 74 and summarized in Table 51. The observed 

FBNM8 temperatures were high during this time reaching over 70 degrees Fahrenheit 

several times, far higher than the real temperatures in that part of Montana at that time, as 

demonstrated by the IDW estimates. Note that the SMART method flagged this site as bad, 

and produced no estimates. Subsequently, in the second half of the month, observations 

were mostly flagged as “verified” by MADIS. It could be the case that those temperatures 

are correct and whatever problem the site had was resolved. But, the behavior of the site 

brings this into doubt. As such, the SMART method is penalized for considering this site 

bad or the entire period. Our next example shows an instance in which better QC flags for 

the latter part of the month do not appear to conform to improved performance from a site. 

 

Table 51. FBNM8 QCD Counts 

S=screened V=verified Q=questioned 

26 1380 1515 
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Figure 74. FBNM8 Observations by QCD 
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questioned. The SMART method is penalized for this site, particularly when other sites 

conform to data that MADIS has labeled as verified. 

 

Table 52. NMLIJ QCD Counts 

V=verified Q=questioned 

318 414 

 

 

Figure 75. NMLIJ Observations by QCD 
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MADIS quality control flags as proxies for outlier/inlier labels, and comparing AUROC 

numbers. However, we have shown the MADIS labels to be wrong in numerous prior 

examples and showed further representative examples of wrong labels in this section. We 

showed one of several sites for which observations have been all seemingly flagged 

incorrectly as questionable. We showed another site for which verified observations were 

likely bad. And, we showed two examples in which a site produced bad observations during 

the training period and continued to produce bad observations later in the month. Thus, 

comparison against such labels of outlier/inlier is of limited/questionable use, and the 

examples we have pointed out alone could potentially change those results by noticeable 

amounts. Ordinary kriging and Universal kriging both failed to produce estimates on many 

observations, likely due to singular matrices. The kriging methods are not competitive in 

terms of run time. In retrospect, it may have been better to allow more checks and narrower 

ranges for the SMART mapping coefficients and derived values. Regardless, the SMART 

method outperformed the other methods in terms of estimation of ground truth. 

5.5 Evaluation Using 2015-2017 USGS Streamflow Data 

Mean daily streamflow (ft3/sec) was downloaded  for all sites in Montana from the 

USGS [149] for every day from January 1st, 2015 through April 24th, 2017. There were 

145 sites having data than spanned this period, and these sites were used for our analysis. 

This data set is far different from the air temperature data used for prior analysis. Since 

daily averages were used, there is no visible diurnal effect. There is a seasonal effect, but 

that seasonal effect varies with elevation and location in the state. Due to the dramatic 
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fluctuations that occur in this data during times of peak runoff, etc., the base 10 logarithm,  

of the data was used for analysis. 

The data does include quality flags. Daily values are flagged as “A”, approved for 

publication, and “P”, provisional and subject to revision. Values may further be flagged as 

“e” for estimated. Generally, values transition from provisional to approved after more 

extensive testing is conducted. As such, provisional values aren’t necessarily bad. These 

flags are of limited use to us and therefore we did not use them for analysis. We treat the 

data provided as being all good and subsequently introduce errors into some of the 

observations, making them known bad. All total, there were 122,380 values/observations. 

5.5.1 Training 

All data from 2015 was used to train all methods, including our SMART method. 

We assume this data, which was mostly “approved”, to be ground truth. We train over this 

data to minimize mean-squared-error of predicted versus actual. We used a 200-mile 

inclusion radius. Lesser density of sites required a larger radius than used for the MADIS 

data sets to get predictions from all of the methods. We obtained the parameters shown in 

Table 53 for exponents and kriging constants. 

 

Table 53. Optimal Parameters for Methods 

Method Parameters 

IDW 1.0 

LSQ No Parameters 

SMART 6.0 

Ordinary Kriging (OK) 8.0 

Universal Kriging (UK) 8.0 
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Both the parameter for IDW and for SMART changed from those used for the 

MADIS data. IDW reduced to 1.0 and SMART increased to 6.0. 

The SMART mapping coefficients and derived values were examined for outliers. 

This was done by visual inspection of the plots of the values in increasing order. Ranges 

were determined to restrict the SMART mappings used for predictions, as shown in Table 

54. If any coefficient or derived value for a given SMART mapping fell outside these 

ranges, then the SMART mapping was considered bad, and it wasn’t used for predictions. 

 

Table 54. Smart Mapping Restrictions 

−4 ≤ 𝑙. 𝑎 ≤ 4 

0.1 ≤ 𝑙. 𝑏 ≤ 2.0 

0.1 < 𝑙. 𝑚𝑠𝑒 ≤ 0.2 

−7 ≤ 𝑞. 𝑎𝑥𝑖𝑠 ≤ 7 

0 < 𝑞. 𝑒𝑥𝑡𝑟𝑒𝑚𝑒 

0 < 𝑞. 𝑐 ≤ 0.001 

 

In terms of mean-squared-error, the SMART method produced significantly better 

results than each of the other methods for the training, as shown in Table 55. A paired, one-

sided t-test was used for significance testing using paired squared errors from predicted 

values. All methods produced predictions for all observations. 

 

Table 55. p-values for Comparison of Mean Accuracy (MSE) 

Method 1 MSE 1 Method 2 MSE 2  Count p-value 

SMART 0.0174 IDW 0.8751 51794 0 

SMART 0.0174 LSQ 0.9611 51794 0 

SMART 0.0174 OK 0.9431 51794 0 

SMART 0.0174 UK 0.9617 51794 0 
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Run times were recorded for multiple training sessions for the methods. Note that 

only one run time was used for Least Squares (LSQ) because no parameters were trained 

for that method. There was a statistically significant difference between the run times for 

the methods except between LSQ and IDW, and the order from least to greatest was: 

LSQ/IDW, SMART, OK and UK, as shown in Tables 56 and 57. Unpaired, one-sided t-

tests were used for significance testing. 

 

Table 56. Computation Time Statistics by Method 

Method LSQ IDW SMART OK UK 

n 1 11 11 7 7 

Mean 686 742 2628 69,667 72,356 

Standard Deviation  338 594 293 266 

 

Table 57. p-values for Comparison of Mean Run-time 

Method 1 Method 2 p-value 

IDW SMART 4.98x10-08 

IDW OK 1.47x10-31 

IDW UK 1.36x10-33 

SMART OK 4.6x10-31 

SMART UK 1.38x10-30 

OK UK 2.73x10-10 

LSQ IDW 0.2967 

LSQ SMART 3.76x10-07 

LSQ OK 5.73x10-16 

LSQ UK 2.57x10-16 

5.5.2 Testing 

 

MSE – No Errors. Testing was conducted using all of the 2016-2017 data, grouped 

by year. In all comparisons across all other methods and for each year, the SMART method 

significantly out-performed all other methods in terms of mean-squared-error, as shown in 
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Table 58. A paired, one-sided t-test was used for significance testing using paired squared 

errors from predicted values. 

 

Table 58. p-values for Comparison of Mean Accuracy (MSE) 

Method 1 MSE 1 Method 2 MSE 2 Year Count p-value 

SMART 0.0438 IDW 0.9202 2016 49,417 0 

SMART 0.0385 IDW 0.8175 2017 11,040 0 

SMART 0.0438 LSQ 0.9963 2016 49,417 0 

SMART 0.0385 LSQ 0.9396 2017 11,040 0 

SMART 0.0438 OK 0.9873 2016 49,417 0 

SMART 0.0385 OK 0.9162 2017 11,040 0 

SMART 0.0438 UK 0.9968 2016 49,417 0 

SMART 0.0385 UK 0.9403 2017 11,040 0 

 

 

MSE – With Errors. Testing was then conducted using the 2016-2017 data, with 

errors introduced into 10% of the observations. A random normal variable with mean zero 

and standard deviation 1 was added to each of the observations in the 10% group. The 

mean-squared-error was computed relative to the known, original observations which 

represent ground truth, and all observations (including bad observations) were used in 

making estimates. Thus, the testing results help to indicate the robustness of methods in 

the presence of bad data. In comparisons across all other methods and for each year, the 

SMART method significantly out-performed all other methods in terms of mean-squared-

error, as shown in Table 59. A paired, one-sided t-test was used for significance testing 

using paired squared errors from predicted values. 
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Table 59. p-values for Comparison of Mean Accuracy (MSE) 

Method 1 MSE 1 Method 2 MSE 2 Year p-value 

SMART 0.0462 IDW 0.9274 2016 0 

SMART 0.0406 IDW 0.8248 2017 0 

SMART 0.0462 LSQ 0.9996 2016 0 

SMART 0.0406 LSQ 0.9464 2017 0 

SMART 0.0462 OK 0.9895 2016 0 

SMART 0.0406 OK 0.9182 2017 0 

SMART 0.0462 UK 1.0002 2016 0 

SMART 0.0406 UK 0.9472 2017 0 

 

 

ROC. We again conducted a ROC analysis to test the methods on classification 

ability based on whether observations had been altered to be erroneous by our process of 

randomly selecting 10% of the observations and adding a normal random variable with 

mean 0 and standard deviation 1 to those observations. The altered observations were 

labeled “bad”/outlier and the unaltered observations were labeled as “good”/inlier. Here, a 

ROC analysis is more meaningful because we know which observations are good and 

which are bad – the classification is correct. We also test against k-Nearest Neighbor (kNN) 

classification using neighborhood sizes of 5, 10 and 20 observations, as described in prior 

sections. 

In terms of Area Under the ROC curve, our SMART method performed far better 

than all the other methods, achieving an AUROC value of 0.8722, as shown in Table 60 

and 76. The other methods had values between over 0.6 and 0.63. The kNN methods 

performed very poorly again. For both kNN5 and kNN10, the false positive rates exceeded 

the true positive rates, and the true positive rates were very small, as shown in Table 61. 

For kNN 20, no observations were flagged as bad. 
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Figure 76. ROC Curve Comparing Methods 

 

Table 60. Area Under ROC Curve by Method (AUROC) 

 AUROC 

IDW 0.6241 

LSQ 0.6031 

OK 0.6136 

SMART 0.8722 

UK 0.6046 

 

 

Table 61. kNN Classification Rates 

Method FPR TPR 

kNN5 0.0623 0.0265 

kNN10 0.0010 0.0008 

kNN20 0 0 
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5.5.3 Summary 

The classification results for this data set seem surprising at a glance for several 

reasons. First, the relative performance of the SMART method was far better than that of 

the other methods. In retrospect, this is not surprising when recalling that the MSE for the 

SMART method is significantly better than that of the other methods, as shown in Table 

59. Interpolation error is masking real errors in the data, and greater interpolation error 

worsens performance. Had more, larger errors been added to the data, then the performance 

of all methods would have improved (although interpolation MSE may have degraded 

further in the presence of bad data) and the other methods would have improved the most 

because they have the most potential for gain. Had we added lesser errors, then the 

performance of all methods including the SMART method would decrease (although 

interpolation MSE may have improved slightly in the presence of less bad data) and the 

decrease would be more noticeable for the SMART method because it has further to fall, 

so to speak, from the examples in this section. But, the SMART method should still 

outperform in a relative sense so long as it has a lesser MSE, despite eventually converging 

towards the degraded performance shown by the other methods. The results here are 

comparable to the results seen in the prior artificial data section. Note that the SMART 

method’s performance here is a bit better, although still comparable to that found with the 

artificial data set. The other methods perform better than chance but still relatively poorly, 

and are clustered together because they all attempt to use distance and/or coordinates as 

their principal measures for correlation, and spatial correlation in that sense does not 

account for the stronger relationships that come from proximity within the river network. 



216 

 

 

A related observation concerns the overall poor performance of the other methods 

in terms of MSE. This too is explainable. While the streamflow data does have correlation 

between sites, that correlation is not as high in terms of distance between sites and 

latitude/longitude coordinates as one might initially expect. Correlation should be high for 

sites close to each other and in the same river/stream. But, it will not necessarily be as high 

for sites that are close but in different rivers. And, for rivers that have dams and other 

features that may influence streamflow in unusual ways, sensors will be correlated on each 

side of such features, but not as much on opposite sites, and certainly not as much with 

sites on rivers that do not have similar features.  

The SMART method identifies like sites, yielding better correlations. Inverse 

Distance Weighting and Least Squares Regression will not perform well in this 

circumstance. And, the kriging methods will not perform well either if a stationary, 

isotropic covariance function is used. Such an assumption is typical and we used this 

assumption in determining the covariance matrices for the kriging tests. Alternative, direct 

site-to-site covariances could be used and could yield comparable or perhaps even better 

results than the SMART method. But, doing so would require a robust method for 

computing covariance in the presence of outliers, and likely would not account for bad sites 

in the manner that we have with our SMART method. And, it would add even greater run 

time to that already experienced with the kriging methods. Still, future investigation is 

merited here, because there could be some advantage in a kriging-like approach, as 

discussed earlier.  
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Note that we did not introduce bad sites, per se, into the tests in this section. We 

distributed errors uniformly across sites. In the presence of bad sites, we expect the 

SMART method to outperform, as demonstrated in prior sections, by identifying and 

eliminating mappings from bad sites. Note that the other methods performed better with 

the artificial data set than here because, even though bad data and bad sites were present in 

the artificial data set, there was still a strong correlation relative to distance and coordinates. 

Our SMART method far outperformed the other methods both in terms of MSE and 

ROC analysis. IDW and LSQ are faster, but SMART is competitive. OK and UK are 

slower. Similar to what we found for the artificial data set, when we know ground truth 

and have accurate labels, the SMART method performs better in classifying accordingly. 

In all cases, it performed better in terms of estimation of ground truth as measured by MSE. 

5.6 Evaluation Summary 

For all four data sets and for every training and testing instance compared, our 

SMART method performed better in terms of accuracy (mean-squared error) than all other 

methods. Its computational performance was competitive even though no effort has been 

made to optimize it. For the two MADIS data sets, its performance for ROC and AUROC 

analysis of classification and discrimination capability showed it to be competitive with 

the best of the other methods. This comparison and evaluation made use of MADIS data 

quality labels for which we have demonstrated numerous problems, and question its 

validity. As such, all methods underperformed and the SMART method was likely 

penalized most by mislabeling. For the other two data sets in which ground truth is known 
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or assumed and errors were introduced relative to ground truth, the SMART method 

outperformed the other methods by a wide margin. This further justifies our assertions 

regarding the impact of bad labels on the MADIS data, and the need for better methods for 

data quality assessment. 
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CHAPTER SIX 

CONCLUSIONS AND FUTURE WORK 

6.1 Closing Remarks 

The problem of spatio-temporal outlier and anomaly detection, while studied and 

published in general and abstract terms, is rich in nuances that remain to be discovered. 

The atmospheric weather data set we chose to work with includes a treasure trove of 

problems that we did not anticipate. As such, we let the general problem and the data set 

take us where they would rather than diverge too soon into formalization and abstraction. 

We are thankful that we took this approach, because ultimately it helped us to develop a 

technique that is more robust and comprehensive than we might have otherwise. In doing 

so, we remained true to the guidance that our colleague and friend, Ian Turnbull, gave us 

in conjunction with his mantra of “accurate, timely and reliable.” Correction at the source 

is the best mechanism to improve quality.  

6.2 Contributions 

Here, we list the major contributions of our dissertation. Collectively these 

contributions form an overarching framework and example that can be used and extended 

for determining method development, model building and evaluation of spatio-temporal 

outlier and anomaly detection processes. 
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6.2.1 Definition of New Spatio-Temporal Quality Control Measures 

We defined and demonstrated the use of new spatio-temporal quality control 

measures, to answer complex problems related to visual coverage of a map, identification 

of locations having poor coverage (gap analysis), comparison of overlapping providers, 

and optimization relative to quality control for single providers including optimal 

download scheduling and load-shedding relative to quality control processes. 

6.2.2 Demonstration of Need for Near Real-Time Processes 

We demonstrated the need and potential to develop our own spatio-temporal outlier 

and anomaly detection processes due to differences in provider reporting mechanisms and 

delay caused by batch quality control processes. When raw, non- or minimally-QC-

checked data is made available from the provider, it is possible for us to obtain that data 

and perform our own QC-checks rather than wait for provider QC-checked data, and 

improve the timeliness and coverage within our systems. 

6.2.3 A Method for Creating a Representative, Artificial Data Set 

We developed a method for generating a spatio-temporal, weather-like data set that 

incorporates a random surface, random weather patterns, flow of weather patterns, a 

periodic (diurnal) effect and north-south variation. This data set was treated as ground truth. 

From this data set, we randomly extracted site data, with varying reporting times and 

frequencies. We then introduced random errors into this data to represent different types of 

errors that occur in real data. The resulting data set allowed us to develop our methods and 

models and evaluate them considering data errors and relative to ground truth.  



221 

 

 

6.2.4 A Method for Extending Spatio-Temporal Raster Data 

We developed a method for extending spatio-temporal, raster data to have sufficient 

spatial and temporal resolution to be treated as ground truth. From this data set, we 

extracted site data. We then introduced specific errors into the data to represent erroneous 

metadata including bad location data and bad clock/timestamp data. The resulting data set 

allowed us to develop our methods and models and evaluate them for the purpose of 

identifying mis-located sites and sites having bad timestamps.  

6.2.5 A New, Robust Interpolator 

We developed a new, robust interpolator, that far outperforms traditional 

interpolators in the presence of bad data and in light of temporal variation. Our interpolator 

makes use of simple, linear mappings between sites and quadratic error estimates for the 

linear mappings. The quadratic error estimates are used to weight the values produced by 

the linear mappings, and also account for time differences between observations. The 

quadratic error estimates allow us to avoid complex models for covariance. 

6.2.6 Near Real-Time Spatio-Temporal Outlier Detection Algorithm 

We applied our new, robust interpolator within a new, robust data-mining algorithm 

for the task of performing near real-time, spatio-temporal outlier and anomaly detection by 

estimating ground truth and comparing observed values to ground truth. Not only does the 

approach better identify bad data, but the coefficients and values derived from the linear 

mappings and quadratic error estimates help to identify mis-located sites, sites having bad 

timestamps, and sites that are generally “bad”. 
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6.2.7 Evaluation of Computational Efficiency and Accuracy 

We conducted an in-depth analysis and evaluation of our new algorithm versus 

state-of-the-art algorithms, including evaluation in terms of computation time, data 

requirements, accuracy and identification of bad data versus mislabeling of good data, and 

investigation of performance relative to configurations of neighborhoods. Our algorithm 

far-outperforms the enhanced, state-of-the-art algorithms in terms of identification of bad 

data and proved to be computationally efficient. 

6.2.8 Identification of Outliers and Anomalies in Real Sensor Data 

We identified errors in real sensor data that includes other unidentified instances of 

mislabeled QC data, and bad sites and bad metadata (both location and timestamps) that 

otherwise were not identified or were mislabeled by providers. Our results bring into 

question the validity of provider quality control, as well as that of derived data and models. 

 

6.3 Publications 

This study has resulted in five directly-related, published conference papers, one 

directly-related, published journal paper, and one directly-related, soon-to-be published 

journal paper. There have been two other related conference papers, eleven related 

conference presentations, and dozens of related technical reports. 

  



223 

 

 

6.3.1 Publications Directly-Related to the Work Conducted 

Directly-Related Journal Articles: 

Galarus, Douglas E., and Rafal A. Angryk. "Beyond Accuracy - A SMART Approach to Site-

Based Spatio-Temporal Data Quality Assessment" (Accepted for Publication). Intelligent Data 

Analysis, vol. 22, no. 1. IOS Press. [93] 

Galarus, Douglas E., and Rafal A. Angryk. "Spatio-temporal quality control: implications and 

applications for data consumers and aggregators." Open Geospatial Data, Software and Standards 

1.1 (2016): 1., Springer. doi:10.1186/s40965-016-0003-2. [95] 

Directly-Related Conference Papers: 

Galarus, D.E., Angryk, R. The SMART Approach to Comprehensive Quality Assessment of Site-

Based Spatial-Temporal Data. 2016 IEEE International Conference on Big Data (Big Data), 

Washington, DC, 2016, pp. 2636-2645. doi: 10.1109/BigData.2016.7840906. [92] 

Galarus, D.E., Angryk, R. A SMART Approach to Quality Assessment of Site-Based Spatio-

Temporal Data. In Proceedings of the 24th ACM SIGSPATIAL International Conference on 

Advances in Geographic Information Systems (GIS '16). ACM, New York, NY, USA, Article 55, 

4 pages. DOI: https://doi.org/10.1145/2996913.2996932. [91] 

Galarus, D.E., Angryk, R. Quality Control from the Perspective of the Real-Time, Spatial-

Temporal Data Aggregator and (re)Distributor. In Proceedings of the 22nd ACM SIGSPATIAL 

International Conference on Advances in Geographic Information Systems (SIGSPATIAL '14). 

ACM, New York, NY, USA, 389-392. DOI: http://dx.doi.org/10.1145/2666310.2666426. [94] 
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Galarus, D.E., Angryk, R. Mining robust neighborhoods for quality control of sensor data. In 

Proceedings of the 4th ACM SIGSPATIAL International Workshop on GeoStreaming (IWGS '13). 

ACM, New York, NY, USA, 86-95. DOI=http://dx.doi.org/10.1145/2534303.2534309. [90] 

Galarus, D. E., Angryk, R., and J. W. Sheppard. Automated Weather Sensor Quality Control 

Proceedings of the twenty-fifth international Florida Artificial Intelligence Research Society 

conference (FLAIRS-25), San Marco Island, Florida, May 23-25, 2012. [89] 

 

6.4 Future Work 

We showed that our method performs at least as well and often better than other 

methods computationally, yet we made little effort to optimize the performance of our 

method. There is plenty of opportunity to do so, particularly for the preprocessing steps 

that determine the SMART mappings. Further investigation of least trimmed squares (both 

linear and quadratic) is merited for the sake of computational performance as well as to 

overcome the challenges of local minima. 

In conjunction with optimizing performance, we would like to further investigate 

the problem of determining sufficiently representative training sets. Ideally, for the sake of 

computation time, the sets should cover relatively short time periods. Better selection of 

these time periods and perhaps use of multiple, separate time periods can yield 

improvements in computation time without sacrificing accuracy of interpolation and ability 

to identify bad data. 

There is potential to further enhance our method to improve its performance relative 

to accuracy. For instance, borrowing the idea from kriging, there is potential to incorporate 
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a down-weighting mechanism for clustered data so that it does not over-influence 

estimates. We might also investigate other approaches for measuring time series similarity 

such as Dynamic Time Warping. Refer to Berndt and Clifford [150] for further information 

on Dynamic Time Warping. And, there is opportunity to further enhance the other methods 

(kriging and least-squares), to make them more robust in the presence of bad data. 

We successfully identified bad sites and sites having bad metadata. There is room 

to formalize and automate methods for identifying such sites. In conjunction, while we 

loosely characterized the types of bad sites we encountered in our real data sets, we believe 

there are still types of errors that we have not identified and characterized. There is value 

in identifying examples and classifying these types of errors. 

We believe that our approach is generally applicable for site-based, spatio-temporal 

data that is correlated in proximate space and time. With that said, other atmospheric data 

sets offer additional challenges. Precipitation data will be zero-valued much of the time. 

Wind data should include both direction and magnitude. Extensions of our method may be 

necessary to address these situations. 

In the transportation realm, there is an increasing amount of data coming from 

mobile “sites”, vehicles with onboard sensors. While our method depends on sites and 

correlations between sites, it should be possible to incorporate and quality check mobile 

data. 

While we introduced some new spatio-temporal quality measures, there certainly 

is opportunity and need for further measures. There are many general quality attributes 
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documented in literature, yet we found surprisingly few specific measures that could be 

immediately applied to our situation.  

There may be opportunity to perform sensitivity analyses, to further determine the 

impact of various types of quality problems on interpolation and various applications of 

spatio-temporal data. 

While we continue to believe that correction at the source is the proper way to 

address data quality problems, we believe that the steps that could be taken to automatically 

correct data problems could be applied to provide diagnosis and guidance to those 

responsible for sensor deployment and maintenance, as well as others involved in the 

potentially complex system of data providers. 

Although we have focused our efforts here on identifying bad data, we believe that 

our approach can be adapted to general event detection applications, in which the data is 

not bad but is abnormal. Application to financial data is one example. 
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