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ABSTRACT 
 
 

Research on mental disorders has been largely based on manuals such as the ICD-
10 (International Classification of Diseases) and DSM-V (the Diagnostic Statistical 
Manual of Mental Disorders), which rely on the signs and symptoms of disorders for 
classification. However, this approach tends to overlook the underlying mechanisms of 
brain disorders and does not express the heterogeneity of those conditions. Thus, the 
National Institute of Mental Health (NIMH) introduced a new framework for mental illness 
research, namely, Research Domain Criteria (RDoC). RDoC is a research framework 
which utilizes various units of analysis from genetics, neural circuits, etc., for accurate 
multi-dimensional classification of mental illnesses.   

The RDoC framework is manually updated with units of analysis in periodic 
workshops. The process of updating the RDoC framework is accomplished by researching 
relevant evidence in the literature by domain experts. Due to the large amount of relevant 
biomedical research available, developing a method to automate the process of extracting 
evidence from the biomedical literature to assist with the curation of the RDoC matrix is 
key.  

In this thesis, we formulate three tasks that would be necessary for an automated 
biocuration pipeline for RDoC: 1) Labeling biomedical articles with RDoC constructs, 2) 
Retrieval of brain research articles, and 3) Extraction of relevant data from these articles. 
We model the first problem as a multilabel classification problem with 26 constructs of 
RDoC and use a gold-standard dataset of annotated PubMed abstracts and employ various 
supervised classification algorithms. The second task classifies general PubMed abstracts 
relevant to brain research using the same data from the first task and other unlabeled 
abstracts for training a model. Finally, for the third task, we attempt to extract Problem, 
Intervention, Comparison, and Outcomes (PICO) elements and brain region mentions from 
a subset of the RDoC abstracts.  

To the best of our knowledge, this is the first study aimed at automated data 
extraction and retrieval of RDoC related literature. The results of automating the 
aforementioned tasks are promising; we have a very accurate multilabel classification 
model, a good retrieval model, and an accurate brain region extraction model. 
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INTRODUCTION 
 
 
 Research Domain Criteria (RDoC) is an under-development framework for a more 

effective classification of mental illness, introduced by The National Institute of Mental 

Health (NIMH) [1]. The current standard approach in clinical psychiatry to mental illness 

classification are manuals such as ICD-10 (the International Classification of Diseases [2]) 

and DSM-V (the Diagnostic and Statistical Manual of Mental Disorders [3]). These 

manuals are primarily dependent on the signs and symptoms for diagnosing mental 

disorders. Such an approach has been optimized to increase the inter-agreement 

classification among practitioners [4]. However, relying on the signs and symptoms has 

been shown to produce diagnosis of mental disorders that does not express the 

heterogeneity of these disorders [5]. Additionally, they tend to overlook the underlying 

mechanisms of brain disorders [6]. Therefore, they fail to yield results similar to those 

found in recent developments in genetics and neuroscience [49]. The RDoC approach 

employs more comprehensive measures taking into account neuroscience of the brain, 

molecular biology, and behavioral science, among many others, to analyze mental 

disorders [7]. 

The National Institute of Mental Health has developed a matrix for aggregating 

RDoC data1. The rows of the RDoC matrix represent different constructs/categories of 

mental illness, while the columns represent different methods or units of analysis (such as 

molecules and cells). These constructs (39 in total at the start of this project) are grouped 

                                                
1 https://www.nimh.nih.gov/research/research-funded-by-nimh/rdoc/constructs/rdoc-snapshot-version-3-
saved-5-18-2017.shtml 
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into five different domains of interest, where each domain contains a number of constructs 

that are closely related. For example, Reward Learning construct in the Positive Valence 

Systems domain refers to “a process by which organisms acquire information about stimuli, 

actions, and contexts that predict positive outcomes, and by which behavior is modified 

when a novel reward occurs or outcomes are better than expected.”. Part of the Positive 

Valence Systems domain is depicted in Figure 1. The content of this matrix is manually 

updated by domain experts periodically. 

 

 
Figure 1. A part of the Positive Valence Systems domain. The term specificity increases 
downward. Level 1 and Level 2 constructs are depicted in blue and green, respectively. 
 

Although the RDoC framework holds a lot of promise for mental illness 

classification, it is still in the research and development phase. The contents and categories 

of the RDoC matrix are periodically updated upon new findings in workshops organized 

by NIMH [8]. In this thesis, we present evidence for the feasibility of an automated 

biocuration pipeline which can potentially aid in the process of updating current 

understanding of the RDoC categories. We utilize advances in machine learning and 
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natural language processing to achieve this goal. The overview of this pipeline is depicted 

in Figure 2. As shown in Figure 2, the aim of this work is to build a pipeline that contains 

information retrieval, document classification, and information extraction components to 

aid in extracting data relevant for RDoC. Ultimately, this work can aid in the process of 

manual curation of the RDoC matrix by retrieving relevant brain research literature, 

categorizing them into relevant RDoC constructs, and extracting information from the text 

that will be valuable to researchers interested in brain research with RDoC. 

  

Figure 2. An Overview of the RDoC biocuration pipeline 
 

The rest of this document is organized as follows: Chapter 2 discusses the text 

classification component for RDoC using various supervised multilabel and binary 

classification algorithms. Chapter 3 presents the information retrieval component, where 

we try to evaluate and build classifiers to find relevant brain research articles using a set 

of RDoC documents as the only labeled training data. Chapter 4 introduces a case study 

on using information extraction tools to extract data relevant to the RDoC framework. 

Finally, chapter 5 provides concluding remarks and future directions. The scholarly work 

associated with the presented work are: 
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• International Conference on Bioinformatics and Computational Biology 

(BICOB) paper covering chapter 2 materials. This has been already 

published [19]. 

•  ACM Conference on Bioinformatics, Computational Biology, and Health 

Informatics (BCB) paper to be submitted for chapter 3 materials. 

• Journal of the American Medical Informatics Association (JAMIA) paper 

to be submitted for chapter 4 materials. 
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AUTOMATED BIOMEDICAL TEXT CLASSIFICATION WITH RESEARCH 
DOMAIN CRITERIA  

 
 

Introduction 
 

 
In order to facilitate mental illness research and advance the expansion and/or 

refinement of the RDoC framework, all existing biomedical documents need to be curated 

with RDoC concepts. Given how expensive manual curation of articles is, the ability to 

automatically curate biomedical articles with RDoC concepts will be crucial [9]. Therefore, 

in this study [19], we tackle this problem with natural language processing (NLP) and 

Machine Learning (ML) techniques to conduct document classification experiments in 

order to examine the feasibility of automating this task. We model this task as a supervised 

learning problem in which biomedical article abstracts are used as examples and the class 

labels are the RDoC constructs. We apply several popular supervised learning algorithms 

to this data and demonstrate their high-level performance in both binary and multi-label 

classification settings. To the best of our knowledge, this is the first study on automated 

prediction of RDoC constructs for biomedical literature. The outcomes of this study have 

implications for the various groups including psychiatrists as well as other practitioners 

who are interested in automated tools for RDoC. 

Although there are no previous attempts at automated biomedical text classification 

with RDoC data, there has been many prior studies on performing document classification 

with similar types of data and ontologies [10, 11, 12, 13, 14]. Some of these studies include 

biomedical text classification on data from the Text Retrieval Conference (TREC)2 2005 

                                                
2 https://trec.nist.gov/pubs/trec14/t14_proceedings.html 
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Genomics track with a Support Vector Machine (SVM) classifier using bag-of-words and 

biological entity names as features [10]. Also, text classification based on journal names 

for a dataset of biomedical articles was performed by Mishra et al. [11], using an SVM 

classifier with features based on concept graphs, which have the advantage of containing 

the semantic relationships between the features. In other similar tasks, authors used Naive 

Bayes classifiers with a simple bag-of- words representation, in addition to sentiment 

analysis features and chi-squared feature selection [12] to determine whether a thread in an 

online health forum needs moderators’ assistance. Similarly, Wang et al. [13] uses Naive 

Bayes to determine the relevancy level of articles to immune epitopes. Most interestingly, 

tagging biomedical articles with Medical Subject Headings (MeSH) terms was attempted 

with deep learning elsewhere [14], where a convolutional neural network (CNN) was used 

to achieve a significant improvement over other traditional approaches. 

The rest of the chapter is organized as follows: Subsection 2 describes the data, 

features and models used as well as the experimental setup. Subsection 3 discusses the key 

observations from the experiments, and Subsection 4 presents conclusions and future 

directions. 

Methodology 
 
 

Data 
 

As mentioned above, we formulate the task of automated text classification with 

RDoC as a supervised learning problem. We obtained a labeled data set of 42,936 Medline 

abstracts manually curated by human curators at National Alliance on Mental illness 

(NAMI) Montana. Each one of these has been manually labeled with at least one of 26 
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RDoC concepts used for this study; about 5% of the abstracts are annotated to more than 

one construct. A list of RDoC constructs is indexed in Table 1, showing the number of 

articles for each construct and to which domain each construct belongs. Some of the figures 

in later subsections will refer to the constructs by their indices in Table 1. 
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Table 1. Summary of RDoC data used in this study. The constructs are grouped by 
domain to show related concepts. Level 2 constructs are more specific, while level 1 
construct are more general. 

Domain Index Construct Level # 
Articles 

 
Negative Valence 

Systems 

1 Potential Threat 1 1,919 
2 Sustained Threat 1 1,949 
3 Loss 1 1,900 
4 Frustrative Nonreward 1 2,153 

 
 
 
 

Positive Valence 
Systems 

5 Approach Motivation: Effort 
Valuation/Willingness to Work 

2 241 

6 Approach Motivation: Expectancy 
Reward/Prediction Error 

2 595 

7 Approach Motivation: Action Selection/Preference 
Based Decision Making 

2 302 

8 Initial Responsiveness to Reward Attainment 1 513 
9 Sustained Longer Term Responsiveness to Reward 

Attainment 
1 1,891 

10 Reward Learning 1 1,904 
11 Habit 1 2,055 

 
 

Cognitive Systems 

12 Attention 1 2,017 
13 Perception 1 2,996 
14 Declarative Memory 1 2,134 
15 Language 1 2,001 
16 Cognitive Control 1 2,266 
17 Working Memory 1 2,011 

 
 
 
 
 

Social Processes 

18 Affiliation and Attachment 1 2,436 
19 Social Communication 1 1,962 
20 Perception and Understanding of Self: Agency 2 1,018 
21 Perception and Understanding of Self: Self 

Knowledge 
2 2,049 

22 Perceptions and Understanding of Others: 
Animacy Perception 

2 309 

23 Perceptions and Understanding of Others: Action 
Perception 

2 2,103 

24 Perceptions and Understanding of Others: 
Understanding Mental States 

2 560 

Arousal and 
Regulatory Systems 

25 Circadian Rhythms 1 2,966 
26 Sleep Wakefulness 1 3,581 

 

Preprocessing and Features 
 

We apply three basic steps to preprocess our dataset: 1) Stemming, 2) Removing 

Stop words, and 3) Removing non-ASCII characters. These steps help reduce the 

dimensionality of the feature space. Stemming combines different variants of each word 
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into one standard form. Stop words is a small set of very common terms that is removed 

due to their limited information nature. 

After performing the preprocessing steps, we transform our datasets using a bag-

of-words model, where each feature indicates the presence of a word in a pre-defined 

vocabulary. In our case, the vocabulary is all the unique words in our dataset. 

 
Models 
 

Given that 5% of the abstracts in our dataset are annotated to more than one label, 

we attempt to solve this problem using both (a) binary classification and (b) multilabel 

classification approaches. In the first stage, we apply five supervised learning algorithms: 

1) Artificial Neural Networks (ANNs), 2) Support Vector Machines (SVMs), 3) Logistic 

Regression (LR), 4) Decision Trees (DTs), and 5) Naive Bayes (NB). In this initial set of 

experiments, we use the aforementioned algorithms to perform the binary and multilabel 

tasks and assess their effectiveness to consider them for further analysis. 

 
Model and Feature Selection 
 

The second stage of this process is to take the best multilabel classifiers, selected 

after conducting the paired t-tests, and optimize their performance using feature and model 

selection. Outcomes of this stage demonstrates a more generalizable accuracy of our 

models. 

We perform a comprehensive grid search, based on feature transformers, as well as 

learning algorithms parameters. A subset of these parameters that will likely influence the 

performance is chosen. These parameters include: 
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• Features: {Bag-of-Words n-gram range:((1,1), (1,2), (1,3))} 

• ANN : {Activation function:(relu, tanh, logistic), Network 

Architecture: ((5,2),(10,3))} 

The n-gram range specifies the minimum and maximum of how many words 

represent a single feature. For example, (1,2) indicates that the features will be single and 

two-word features. Obviously, this option can increase the feature space significantly. 

Therefore, we limit the feature size to the 125,000 most occurring features. 

The parameters of the learning algorithm that were selected are three different 

activation functions and two different network architectures for ANNs. The first number 

in network architecture options represents the number of hidden units in each hidden layer, 

while the second number gives the count of the hidden layers in those networks. We 

perform a grid search with this set of parameters in a five-fold nested cross validation 

setting to report on the optimized performance of the tuned classifiers. 

 
Experimental Setup and Evaluation 
 

We evaluate the performance of each classifier using their AUROC (Area Under 

the Receiver Operating Characteristic Curve) scores [15] averaged over a 5-fold cross 

validation setting [16]. Ideal performance corresponds to a score of 1, while the 

performance of a random classifier corresponds to a score of 0.5. In order to compare the 

overall performance of the classifiers, we use the Macro AUROC score, which is defined 

as the AUROC score averaged across the RDoC constructs. In addition to this, we apply a 

paired t-test between each pair of the 5 multilabel classifiers and report the p-values of each 

comparison. 
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We use linear kernels with SVMs in this study because in a preliminary experiment 

we observed that Gaussian kernels take at least five-fold the training time of linear kernels 

while producing very similar performance to linear kernels (data not shown). All the 

learning algorithms were trained and evaluated using scikit-learn toolkit [17]. All the 

experiments were executed on a machine running Fedora Linux operating system with Inter 

Xeon 3.7 GHz processor. 

 
Results and Discussion 

 
 

We note that except for the ANNs, the binary classifiers considerably outperform 

their multilabel counterparts (Figure 3). Although these results suggest using binary 

classifiers is better suited for this problem, they will be very limited in how much they can 

improve. On the other hand, multilabel classifiers have the capability to learn the inter-

relationships between different labels, which puts them at an advantage with regards to 

optimizing their performance with model tuning. Also, using a stack of binary classifiers 

will not be nearly as time-efficient as the multilabel ones (Figure 4). And when it comes to 

multilabel classifiers, ANN is the clear winner, which significantly outperforms all other 

classifiers (Table 2). We were able to obtain similar results when the classification 

experiments were replicated 10 times (see Appendix F). Based on the above observations, 

we used ANN multilabel classifiers for the rest of our experiments and analysis. 

Another key observation is that, the less frequent a label (i.e. construct) is, the easier 

for the ANN classifiers to make predictions for it (Figure 5). We can see that the least 

frequent constructs (i.e. in the range 0-1000) in Figure 5 correspond directly to those that 
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are more specific (i.e. level 2) in Figure 6. Thus, the specificity of terms can explain the 

seemingly counterintuitive results presented in Figure 5, noting that abstracts labeled with 

more specific constructs likely have more specific information in them which makes it 

relatively easier to learn than the more general (i.e. level 1) constructs. As mentioned 

earlier, in order to obtain more generalizable and robust performance, we carried out a 

nested cross validation procedure with model selection using multilabel ANNs (Figure 7). 

The individual AUROCs for all constructs surpass 90% AUROC. The following is the 

most frequently used parameter combination during this process: 

• n-gram range - (1,2),  

• activation function - relu, 

• and architecture - (10,3). 

Similarly, an analogous experiment was performed with separate ANN classifiers 

trained for each of the five domains (i.e. domain specific classifiers), to determine if 

performance for some domains can be further improved with such approach (Figure 8). 

Although, using domain specific classifiers for this task did not present an overall 

improvement, it did provide improvements in some of the individual constructs, most of 

which lie under the cognitive systems domain (constructs 12-17). However, performance 

of few of the other constructs declined (e.g. Reward Learning). 
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Figure 3. Macro averaged Area Under Receiver Operating Characteristic curve 
(AUROC) scores for binary and multilabel classifiers. ANN: Artificial Neural Networks, 
SVM: Support Vector Machines, LR: Logistic Regression, DT: Decision Trees, and NB: 
Naive Bayes. 

 

 
Figure 4. Runtime for each binary and multilabel classifier. ANN: Artificial Neural 
Networks, SVM: Support Vector Machines, LR: Logistic Regression, DT: Decision 
Trees, and NB: Naive Bayes. 
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Figure 5. Scatter plot showing Area Under Receiver Operating Characteristic curve 
(AUROC) scores for different ranges of article counts for the binary and multilabel 
Artificial Neural Networks (ANN) classifiers. 

 
Figure 6. Scatter plot showing Area Under Receiver Operating Characteristic curve 
(AUROC) scores by level of constructs for the binary and multilabel Artificial Neural 
Networks (ANN) classifiers. 
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Table 2. P-values obtained through two-tail paired t-tests for all the multilabel classifiers 
pairs. ANN: Artificial Neural Networks, SVM: Support Vector Machines, LR: Logistic 
Regression, DT: Decision Trees, and NB: Naive Bayes. We use 0.05 as our alpha 

Category SVM LR DT NB 
ANN 8.96E-05 1.12E-04 1.00E-09 2.29E-09 
SVM - 4.52E-01 3.96E-08 3.77E-04 
LR - - 3.49E-08 1.92E-04 
DT - - - 7.20E-05 

     
 
 

 
 
 
 

 
Figure 7. Optimized performance for multilabel Artificial Neural Networks (ANN) 
classifier showing the Area Under Receiver Operating Characteristic curve (AUROC) for 
each of the 26 RDoC constructs. 
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Figure 8. Optimized performance with separate multilabel Artificial Neural Networks 
(ANN) classifiers for each domain showing the Area Under Receiver Operating 
Characteristic curve (AUROC) for each of the 26 RDoC constructs. 
 
 
 
 

Conclusions and Future Work 
 
 

In this work, we conducted the first study on document classification with RDoC 

constructs. Through a series of experiments, we demonstrate that overall, applying text 

classification with RDoC concepts in biomedical articles is very viable alternative to 

manual curation. Although this work employs standard methods to the problem, the 

excellent results indicate that automating this process can be accomplished, which can aid 

researchers interested in studying mental disorders from the RDoC vantage.  

One of the interesting results was that the more specific RDoC concepts (i.e. level 

2) were easier to predict, even though they appear significantly less frequently. We expect 
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that the same difficulty in identifying the general constructs (i.e. level 1) affected the 

manual curation of these articles. 

There is still a considerable room for improvement with regards to this problem. 

First, we plan to improve our models by introducing task-specific engineered features. As 

reported elsewhere [13], using less strict stemming, and adding MeSH [18] terms could 

improve the performance of the classifiers. Other types of features that have the potential 

to improve the RDoC classification problem include using a set of elements from the RDoC 

matrix, molecules for instance, as features, which is similar to what was done elsewhere 

[10]. In addition, we will consider formulating this task as a structured prediction problem 

[50], given the hierarchical structure of the RDoC framework. 

Furthermore, we aim to expand this study and explore the feasibility of developing 

a complete biocuration pipeline for RDoC. Given the high performance of the ANNs, we 

plan to incorporate neural networks with deep architectures and word/sentence/paragraph 

embeddings which would likely further improve the overall performance. Finally, it would 

also be very interesting to apply a topic modeling technique to identify a list of words/topics 

that can be used as features to further improve the performance. 
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RETRIEVAL OF BRAIN RESEARCH RELATED LITERATURE 
 
 

Introduction 
 
 
 In the previous chapter, we presented a dataset of 42,936 PubMed abstracts labeled 

with one or more RDoC categories, with the help of a domain expert [19]. We used this 

dataset to apply multi-label machine learning algorithms to perform an automated 

document classification. We were able to achieve 96% macro AUROC score using a 

shallow neural network. 

In this chapter, we extend our previous work by developing an information retrieval 

(IR) component for brain research articles. Brain research in this context includes 

traditional brain science, psychology, psychiatric conditions, and generally anything 

involving perception or thought. Our goal is to build a classifier that will retrieve brain 

research related records from the PubMed database. 

We have a good classifier to discriminate between RDoC categories, which will be 

useful with a given set of brain research articles. However, since we intend to classify any 

record from PubMed articles, a first step would be to decide if that record is relevant to 

brain research.  

In this study, we aim to build a binary classifier that will discriminate between brain 

research articles and all other research articles. For this purpose, we plan to use the dataset 

from our previous work [19], which contains 26 RDoC concepts (out of 39 total). This 

dataset will serve as a sample of brain research related articles. This sample is not 

representative, however, which adds complexity to building a good model. In addition, this 
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dataset does not contain any negative examples, i.e., articles that are not related to brain 

research. Therefore, building a binary classifier while having biased labeled instances of 

the positive class and no instances of the negative class is a challenging task, since most 

ML algorithms assume the presence of both positive and negative samples. Nevertheless, 

we explore various methods that can potentially perform well on this task. 

The rest of this chapter is organized as follows: The related work subsection 

describes the related work to the task of classification with settings similar to the one we 

consider here. The experimental setup subsection provides an overview of the experimental 

setup, discussing the datasets, preprocessing, and models. The classification methods 

subsection lists and explains all the classification methods used in the experiments. The 

results and discussion subsection discusses the main results and the conclusion subsection 

presents conclusions and future directions. 

 

Related Work 
 
 
 Fortunately, there have been many successful attempts at the task of binary 

classification with positive and unlabeled data. One of the earliest works dealing with text 

classification with unlabeled data involves using the Expectation Maximization (EM) 

algorithm with Naive Bayes classifier to show that the addition of 10,000 unlabeled 

examples reduce the classification error by 30%, compared to using the 300 labeled 

examples only (20 Newsgroupz dataset) [8]. Another work that has been evaluated on the 

same dataset is the biased SVM, which is a soft margin with two different weights assigned 

to positive and unlabeled errors. A higher weight is assigned to the positive examples than 
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the unlabeled ones, so they have a higher penalty. The biased SVM is reported to achieves 

an F-1 score of 0.805 on the 20 Newsgroups dataset, which constitutes a 4% increase over 

the previous best performance [20]. Additionally, the Positive Example Based Learning 

(PEBL) framework was used to classify homepage webpages without using negative 

examples to train the model. They showed that the Mapping Convergence (M-C) algorithm 

trained on positive and unlabeled data reaches the same performance as SVM classifier 

trained with labeled data [21]. Other similar examples include: using Rocchio classifier to 

obtain an initial set of ”reliable negatives” and use SVM classifier iteratively (until the 

validation set contains no negative) [22], SVMC (Support Vector Mapping Convergence) 

algorithm to show good performance when the positive class is not too undersampled [23], 

and one-class SVM for document retrieval [53] . It also has been shown that the use of a 

Naive Bayes based augmented version of EM (A-EM) with an additional set of irrelevant 

documents, which are extremely unlikely to belong to the positive class, and include them 

to the regular unlabeled set reduce their level of noise [24]. Finally, [25] proposes a 

mathematically principled approach that relies on simple assumptions about the sampling 

of the positive labeled examples to map non-traditional classifiers (positive and unlabeled 

documents) to traditional classifiers. They achieve better results that the state-of-the-art 

biased SVM on TCDB record/document classification. 
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Experimental Setup 
 
 

Data 
 

A set of classification algorithms (including several state-of-the art algorithms for 

positive and unlabeled data, as well as an in-house developed algorithm) are trained on a 

set of biased labeled data and unlabeled data. The training set contains 42,936 abstracts 

that were used in a previous study [19], where we classified those abstracts into 26 different 

RDoC constructs. The RDoC abstracts can be thought of as a subset of the brain research 

data, since they cover only 26 of the 36 categories of RDoC. However, those abstracts 

would be considered a biased positive sample of brain research articles. In addition to the 

positive labeled set, we retrieved several unlabeled sets which contain positive and negative 

examples. Thus, no explicit negative set is used in the training process. 

To account for impact of varying the size of the unlabeled data on classification 

performance, we use five differently sized sets of unlabeled data that were drawn randomly 

from PubMed, using the NCBI Entrez Utility [26]. The five sets are of different sizes: 43k, 

100k, 200k, 300k, 400k. The choice of these sizes is arbitrary but will help us distinguish 

which methods are robust to changes of the training set size.Classifiers trained using 

different sets of unlabeled data, i.e. 43k vs 100k, are considered different classifiers 

(although they may be using the same machine learning algorithm, e.g. ANN). 

Finally, to create a set for testing the performance of our methods, we have 

randomly drawn 800 abstracts from PubMed. This set was manually annotated by a 

collaborator who has expertise in brain research. The statistics of this set are shown in 

Table 3. 
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Table 3. Statistics of the test data set. 

 Positives Negatives Not sure total 

Number 194 535 71 800 

Proportion 24% 67% 9% 100% 

 
 

Data Preprocessing 
 

We apply the same preprocessing procedure for all the methods that work on 

abstracts. These steps include: 1) removing non-standard characters, 2) removing stop 

words, and 3) stemming. 

 
Model 
 

The PubMed abstracts were represented as bag-of-word (BoW) features. 

 
Evaluation 
 

Each classifier is used on the five different set sizes. These sets are split 3/4 for 

training, and the rest for validation. Each of these experiments are repeated five times and 

the average performance of these trials is recorded. For every result we show several 

metrics (definitions provided in Appendix A) that can be used to compare the 

performances: 

1) AUROC (Area Under the Receiver Operating Characteristic Curve)  

2) Precision  

3) Recall  

4) F-1  
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 Although average precision is typically used in information retrieval applications, 

we excluded it here because our evaluation setting is limited to a very small set, whereas 

typical information retrieval applications such as search engines retrieving relevant 

webpages has clearly a different setting (i.e. distribution of the “test” set). 

 
Classification Methods 

 
 
Baseline I: MedlineRanker 
 

The MedlineRanker is free a web service that, given some background set of 

PubMed IDs, it infers a subset of words that distinguish these PubMed records from a 

random set. Then, using these words it ranks a given set of articles from test set of PubMed 

IDs according to relevancy to the background set, based on these discriminative words 

[27]. Table 8 in Appendix C shows the ranked list of top discriminative words in the RDoC 

corpus. 

 
Baseline II: Naive Bayes(NB)  
 

One of the most commonly used baselines for biomedical text classification is the 

Naive Bayes(NB) algorithm. The NB classifier relies on a simplified version of Bayes 

theorem wherein the features in the model are assumed to be conditionally independent. 

 
Baseline III: Artificial Neural Networks (ANNs) 
 

In addition to NB, we use Artificial Neural Networks (ANNs) model. In a previous 

study[19], we found that ANNs worked well with our data, so we use it for this task as 

well. We use a shallow architecture with 3 layers and 10 nodes per layer. 
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Baseline IV: Support Vector Machines (SVM) 
 
 The last baseline we included is the support vector machines (SVM) classifier 

with linear kernel. Although there are versions of SVM for the semi-supervised setting, 

such as S3VM [54], they would not be suited for the classification setting considered 

here. Please refer to Appendix E for an illustration of the difference between the semi-

supervised and positive and unlabeled settings. 

 
One Class SVM 
 
 One Class SVM needs only data from the positive examples to train a model and 

has been used for the task of document retrieval [53]. Here, we the scikit-learn 

implementation of the one-class SVM3 to test if it can provide a good classifier, even if 

the positive set of data is biased. 

 
PubMed Metadata 
 

Another classification algorithm considered for this experiment is a heuristic we 

developed to classify PubMed records based on three sets of meta-data associated with 

these records: 1) Medical Subject Headings (MeSH)4 terms, 2) Journal names, and 3) 

Keywords. The algorithm relies only on normalized counting of terms in the positive and 

unlabeled sets to make decisions on new unseen sets. Algorithm 1 shows how the algorithm 

works for the training process. 

First, Rtrain and Utrain are two sets composed of all PubMed information elements 

for every record in RDoC and unlabeled sets, respectively. Then, for every PubMed record 

                                                
3 https://scikit-learn.org/stable/modules/generated/sklearn.svm.OneClassSVM.html 
4 https://www.nlm.nih.gov/mesh/introduction.html 
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in the validation set which contains unseen examples, we compute the number of matches 

with RDoC set and normalize by RDoC set’s size (BRcount). BRcount represents a confidence 

level of an article belonging to brain research area. We perform a similar computation with 

(nonBRcount). Then, for records in Rvalidate, we compute the probability that the unseen 

record belongs to the positive set and store it in  RDoCConfidences. We perform a similar 

computation for records in the unlabeled set Uvalidate to compute confidence scores for the 

unlabeled validation set. The objective of this algorithm is to maximize the difference in 

the mean difference in confidence between RDoCConfidences and UnlabeledConfidences. 

At the end, the combination subset of the three information sets mentioned above 

that maximizes the difference between the mean confidence score among the RDoC related 

records and the mean confidence among the unlabeled records is returned to use on future 

unseen abstracts. The algorithm outputs confidence scores on a test in a similar fashion by 

computing similarity with Rtrain   and Utrain.  
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Algorithm 1 PubMed Metadata  
 
1: Let Rtrain contain for every PubMed id in the RDoC 

labeled training set lists of keywords K, journal 
names J, and MeSH terms M. 

2: Let Rvalidate contain for every PubMed id in the RDoC 
labeled validation set lists of keywords K, journal 
names J, and MeSH terms M. 

3:  Let Utrain  contain for every PubMed id in the 
unlabeled training set lists       of keywords K, 
journal names J, and MeSH terms M. 

4: Let Uvalidate contain for every PubMed id in the 
unlabeled validation set lists of keywords K, journal 
names J, and MeSH terms M. 

5: combinations = [[K], [M, J], [K, M ], [M, J], [K, J], [K, M, J]] 
6: maxdifference = -100 
7:  for combination  Î combinations do 
8: i = 0 
9: for RDoCpmid  Î  Rvalidate do 

10:  Let r and u be the number of matches between 
RDoCpmid with records in Rtrain and the number of 
matches between RDoCpmid with records in Utrain, 
respectively. 

11: BRcount  = r/|Rtrain| 
12: NonBRcount = u/|Utrain| 
13: RDoCConfidences[i] = BRcount/(BRcount + NonBRcount) 
14: i = i + 1 
15: end for 
16: i = 0 
17: for Unlabeledpmid Î Uvalidate do 
18:  Let r and u be the number of matches between 

Unlabeledpmid with records in Rtrain and the number of 
matches between Unlabeledpmid with records in Utrain, 
respectively. 

19: BRcount  = r/|Rtrain| 
20: NonBRcount = u/|Utrain| 
21: UnlabeledConfidences[i] = BRcount/(BRcount + 
NonBRcount) 
22: i = i + 1 
23: end for 
24: d = mean(RDoCConfidences) − mean(UnlabeledConfidences) 
25: if d > Maxd then 
26: Maxd = d 
27: Bestcombination = combination 
28: end if 
29: end for 
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Positive and unlabeled (PU) classifier 
 

Learning from positive and unlabeled data is a classification settings where the 

training dataset contains positive data and unlabeled data. That is, no labeled negative 

examples are available. The classifier in such setting is referred to as a non-traditional 

classifier. On the other hand, when positive and negative labeled data are available, we 

refer to the classifier as traditional classifier. A mathematically principled approach that 

relies on basic assumptions about the distribution of the training data hypothesizes that the 

confidence scores of a nontraditional classifier differ by a constant factor c from the 

traditional classifier, given that the positive labeled data were drawn completely at random 

[25]. This is expressed in Lemma 1 [25], where the constant factor c can be estimated using 

the average confidence score from the predictions of a trained traditional base classifier on 

a set drawn randomly in a similar fashion as stated in the aforementioned assumption. A 

traditional classifier that output confidence scores can be adapted to a non-traditional 

classifier that can be applied to the classification setting we have. However, it should be 

noted that our sampling of the positive labeled data is biased, which violates the assumption 

of this method. 

We use PU in combination with other probabilistic classifiers. First, the traditional 

probabilistic classifier is fitted to the data with unlabeled examples assumed negative. 

Then, we estimate the constant c by averaging the classifier probabilities on positive 

samples. Then, as stated in Lemma 1, probabilities of the traditional classifier are divided 

by the constant c to obtain the PU classifier probabilities. In this work we use the PU as 

adapter on the ANN and NB classifiers described in a previous subsection. 
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Latent Dirichlet allocation (LDA) + 20 Nearest Neighbors 
 

The Latent Dirichlet allocation (LDA) is an algorithm for topic modeling. It is a 

generative process that simulates the process of writing a piece of text [28]. For every 

document in a collection, LDA finds a probability distribution of a set of topics related to 

the document and finds the word distribution per topic. The generative process, then, is 

modeled by sampling from these distributions to simulate the generation of a document. 

Using LDA, we can model the common topics mentioned within the RDoC corpus 

and then compare that with inferred topics in the validation and test sets. Specifically, we 

compare the topic composition of the unseen document using the Jensen-Shannon metric 

to all documents in the training set. We retrieve the closest 20 neighbors based on these 

distances and report the proportion of those documents that belong to the RDoC set as the 

confidence score. 

 
LDA + PU 
 

An alternative use of LDA can be as a feature representation for other learning 

algorithms. That is, LDA gives topic composition for all documents in the training set and 

can infer topic composition for new unseen document. Therefore, we attempt to use this 

representation of the input text for the ANN based PU classifiers, instead of the BoW 

representation. 

 
Latent semantic indexing (LSI) + PU 
 

Latent semantic indexing is a method that relies on singular value decomposition 

(SVD) [51] to project input data of high dimensional, BoW model for example, into a lower 
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dimensional space. The SVD works by minimizing the 2-norm distance between the data 

in the high dimensional data and its projection in the lower dimensional space. This lower 

dimensional space represents a semantic space which clusters documents with similar 

concepts (semantic clustering) closer [29,30].  

Thus, LSI can be a more useful representation to use than BoW to represent the 

data. We feed this feature representation to ANNs based PU classifier, as we did with LDA. 

 
Results and Discussion 

 
 
 Due to the large number of classifiers we consider here, we list all the raw results 

in terms of F-1 and AUROC (on the test set) in Table 7 in Appendix B. In this section, we 

consider a subset of the best algorithms in terms of the average F-1 and average AUROC. 

We first filtered the top ten classifiers (regardless of the algorithm used) based on the 

average of F-1 and AUROC values. The top classifiers include: five PubMed Metadata 

classifiers, 2 PU NB (43k and 100k) classifiers, 1 NB (43k) classifier, 1 LDA PU (43k) 

classifier, and 1 LDA (43k) classifier. Then we selected all the algorithms that have at least 

one classifier in top 10. Figure 9 below shows average F-1 and average AUROC for the 

best training algorithms (i.e. any algorithm with at least one classifier in the top ten). Each 

pane contains scores for a classifier displayed by the unlabeled set size (43k-400k) used 

for training set. The figure is annotated with best F-1 and AUROC scores for each of the 

five algorithms. 

The AUROC metric will be informative of the overall ordering of the articles in the 

test set. Thus, AUROC is independent of the classification threshold. Although NB has the 
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highest ranking in terms of average AUROC, it doesn’t outperform other classifiers by 

large margins. The AUROC here doesn’t seems to be affected much even when F-1 

fluctuate between 0.5 and 0.7 (for example, LDAPU pane).  

 Since F-1 metric is based on a fixed threshold, its results are easier to interpret. In 

terms of the F-1 metric we obtain the best scores with the PubMed Metadata classifiers 

(with any training set size). LDA is the closest classifier, scoring 4.15 F-1 points less. This 

is a larger margin than the one observed in the AUROC metric between the best and 

second-best classifier. Additionally, as the size of the unlabeled training set is increased, 

PubMed Metadata algorithm seem to have the most robust F-1 performance, as it is 

generally increasing its average F-1, while the other algorithms are mostly decreasing. 

To interpret the F-1 results more clearly, we display precision and recall levels for 

these classifiers in Figure 10. The figure shows that the PubMed Metadata classifier always 

has the highest level of recall, regardless of set size. This means that it has the highest 

proportion of brain research articles labeled correctly. On the other hand, LDA outperforms 

the other classifiers in terms of precision, except for the smallest set size. This indicates 

that LDA has the highest proportion of predicted brain research articles that are correctly 

labeled.  

Moreover, the best PubMed Metadata classifier has 60 false positives, LDA has 55, 

and they share 19 of the same false positive misclassifications. The PubMed Metadata 

classifier has 69 false negatives, LDA has 93, and they share 51 of the same false negative 

misclassifications. Thus, the best classifiers agree more on false negatives, indicating that 

some of the abstracts labeled positive don’t have sufficient evidence in the abstract text for 
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being related to brain research. We obtained two random abstracts that are shared false 

negative to explain the possible source of error and one true positive example. The true 

positive example in Figure 13 contains evidence for both classifiers. This is an article in 

the Schizophrenia Research journal (evidence for PubMed Metadata classifier) and 

contains words such as “antidepressant”, “schizophrenia”, and “antipsychotics” (evidence 

for LDA). On the other hand, the other two examples in Figures 11 and 12, do not contain 

similar evidence. The first one is in the Oncotarget journal5 which focuses on oncology 

research and the closest evidence in the abstract for this article to belong to brain research 

is the mention of strokes. Because strokes affect blood flow to the brain, this article was 

annotated as brain research by the human annotator. The article in Figure 12 was annotated 

for the same reason, too. 

Upon discussing some of these examples that are difficult to classify with the 

annotator, it was suggested that some articles are better annotated with a third category. 

This would create a multi-class problem with “directly related to brain research”, 

“indirectly related to brain research”, and “unrelated to brain research”. This would be 

better suited for the RDoC biocuration pipeline, since articles about oncology with a 

mention of strokes would hardly be of interest to RDoC research. 

 

                                                
5 http://www.oncotarget.com/ 
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Figure 9. Average F-1 and average AUROC for the best five classifiers over the two 
performance measures. Classifier scores are displayed for each unlabeled set size (43k-
400k). The figure is annotated with best F-1 and AUROC scores for each of the five 
classifiers 
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Figure 10. Average Precision and Recall for the best five classifiers. Results are shown 
for each unlabeled set size (43k-400k). 
 

 

 

Figure 11. False negative example 1 
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Figure 12. False negative example 2 

 

Figure 13. True positive example 
 
  

 

Conclusions 
 
 
 In this chapter, we considered a large number of classification algorithms including 

an in-house developed algorithm to tackle the problem of training on a sample of biased 
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positives and random set. We modeled this problem as binary classification with five 

different training set sizes (43k, 100k, 200k, 300k, 400k) for random articles and the RDoC 

set as the positive set. The random sets were used to model a negative set and the RDoC 

set is a biased positive set, which makes this problem more difficult than ordinary binary 

classification tasks. 

 The results of the experiments reveal that the NB classifier is best in terms of total 

ordering of results (AUROC), while the PubMed Metadata classifier, which utilizes journal 

names and keywords, is the best in terms of a F-1. Moreover, PubMed Metadata algorithm 

has the most stable performance as the size of the unlabeled training set is increased. 

Finally, the differences observed in the F-1 among the best classifier were larger than those 

among AUROC, thus we considered the F-1 for interpretation of the results. 

 We observed the PubMed Metadata classifier has higher levels of recall, while LDA 

tends to have the best levels of precision. This led to a consideration of the false positives 

shared between the two classifiers, which revealed a potential flaw in the current 

classification setting. In the future, a re-labeling of the test set into three categories, to 

accommodate the presence of articles indirectly related to brain research, would be more 

appropriate to the purpose of this project. However, this is likely to present additional 

challenges/ questions about training and evaluating the results. 
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INFORMATION EXTRACTION ON RANDOMIZED CONTROLLED TRIALS 
RELATED TO RDOC 

 
 

Introduction 
 

  Systematic reviews are the most crucial form of evidence to support the translation 

of new findings detailed in publications of many experiments performed in various areas, 

especially in medicine. Systematic reviews tend to be less descriptive than other kinds of 

reviews and they primarily focus on some set of studies retrieved in a systematic manner 

[31]. The process of building systematic reviews includes developing some criteria for 

retrieving relevant studies in an unbiased manner and performing meta-analysis to 

summarize the state of knowledge that helps answer some question of interest. In evidence-

based medicine, systematic reviews serve as a way to translate new findings in literature 

from many experiments to a readable summary that can serve to further translate all this 

knowledge to the medical practice. Thus, given the importance of systematic reviews, they 

need to be updated accurately and in a timely fashion. 

One of the most important systematic reviews are conducted on Randomized 

controlled Trials (RCT). Randomized controlled Trials are the strongest form of evidence 

to be extracted from the biomedical literature. In contrast to other types of studies, such as 

epidemiological studies, causal inference can be drawn from RCTs, thus highlighting the 

need to prioritize the coverage of new RCTs in systematic reviews. 

Crequit, Trinquart, Yavchitz, and Ravaud (2016) conducted a study that looks at 

the failure of systematic reviews and meta analyses to keep up with the publication rate of 

randomized controlled trials [32]. Their study focused on advanced non-small cell lung 
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cancer treatments. They found that 45% to 70% of randomized trials related to these 

treatments were not covered in the current reviews. Thus, the need to speed up the process 

of updating these systematic reviews becomes apparent, especially in critical areas such as 

cancer treatments. Furthermore, Bastian, Glasziou,and Chalmers(2010) found that to every 

75 trials published daily, there are only 11 systematic reviews, which implies that the 

majority of these trials are not analyzed in a timely fashion so that systematic reviews cover 

the new evidence to update the current state of knowledge [33]. All of these studies point 

to the fact that keeping systematic reviews updated so they reflect the state of current 

knowledge is quite demanding. 

In the context of this thesis, information extraction (IE) is the third component of 

the biocuration pipeline for RDoC. In this chapter, we perform a case study on using 

information extraction as a tool for an automated systematic review system for RDoC. An 

automated tool for systematic reviews of a large collection of RDoC documents would be 

essential for assisting with the periodic manual updates of the RDoC matrix. 

In this chapter, we aim to perform information extraction on randomized controlled 

trials that use functional magnetic resonance imaging (fMRI), which would serve as a 

support system for systematic reviews on these studies. We hypothesize that information 

extraction tools and techniques from clusters of documents classified into mental disorder 

categories of RDoC, will provide means to highlight differences between these cluster 

based on this extracted information.  
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Background 
 
 
 Systematic reviews are composed of a variety of tasks that have the potential for 

automation [34]. Due to the large spectrum of systematic review tasks that can be 

automated, we focus only on a small sample of previous work that is related to information 

extraction and screening of studies. Some of the automation efforts reported are helpful for 

the screening process of the systematic reviews, wherein an initial set of retrieved studies 

are further examined for their relevance to the question of interest to be answered by the 

review, based on a priori protocol/criteria [35, 36, 37]. Other studies focus on building 

systems that assist the reviewers extract important pieces of data (information extraction) 

from abstracts, which ultimately aids in developing meta-analysis [38, 39, 40, 41]. 

Automation of the screening process can save between 30% to 70% of the workload of 

systematic reviews [35]. Text mining techniques have been shown to have great potential 

for this task. For example, a topic model was built using neural networks to automate 

screening phase (on titles and abstracts) of systematic reviews [36]. Also, deep 

convolutional networks were used to retrieve articles in UniProtKB/Swiss-Prot and rank 

them according to relevance [37]. 

On the side of information extraction tools, Monti et al. [38] developed a meta-

analysis database using Deep Boltzman Machines (DBL). The database contains brain 

activation coordinates along with the textual context in which they appear [38]. Another 

work presents a model that extracts information from PDF files, where textual data are 

extracted and split into abstract, body text, metadata, etc. [40]. This information extraction 

work can be very helpful to automate meta-analysis of systematic reviews. Another work 
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focusing on data extraction uses machine learning to build a summary of full text 

publication that can include elements such as PICO (Population/Problem Intervention 

Comparison Outcome), sample size, etc [39]. In addition, another information extraction 

work, using a rule-based system focusing on syntactical patterns, was shown to achieve 

high levels of precision and recall when evaluated on a corpus of epidemiological 

environmental studies [41]. Finally, Zhang et al. [42] extracts psychiatric symptoms from 

psychiatric notes by retrieving relevant seed terms and building distributional 

representation of the symptoms which then are compared to unseen phrases to compute 

semantic similarity. 

 
Methods 

 
 

Document Retrieval 
 

It is clear that keeping systematic reviews up-to-date is a challenging task; it is 

expensive in terms of time and expertise required. In the context of RDoC, the matrix 

containing units of analysis for each construct needs to be periodically updated to reflect 

new findings in the literature. To assist experts in making these updates, automatic 

extraction of relevant data is paramount. Here, we propose a case study by building a 

system that will first extract relevant biomedical abstracts and then automate two 

information extraction tasks. In this study we consider only Randomized Controlled Trials 

that use functional magnetic resonance imaging (fMRI). This choice will help assess the 

feasibility of automating specific two tasks considered in the next two subsections. 
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 An overview of these tasks is depicted in Figure 14. For this work we will use a 

dataset categorized into 26 categories of mental illness annotated by a domain expert from 

the national alliance on mental illness (NAMI) Montana that we used in a previous study 

[19]. Then, we will retrieve a subset of those articles that are related to Randomized 

Controlled Trials that use fMRI imaging using e-search utility of Entrez [43]. E-search will 

be used to look for articles in PubMed retrieved by the keywords ’fMRI’. Randomized 

Control Trial will be retrieved using the publication type [PT] of the PubMed records. The 

intersection of these two searches will be further joined with our annotated dataset. 

 

 

Figure 14. Overview of the automated systematic reviews experiment. 
 
 
Brain Region Extraction 
 
 After obtaining the final set of relevant articles, we plan to perform two main 

information extraction tasks. The first task is to extract neural region mentions. The RDoC 

matrix contains a unit of analysis dedicated for capturing neural circuits related to each of 

the constructs. Thus, extracting this data from a large corpus of abstracts annotated with 

RDoC constructs could help detect new patterns and potentially find evidence for and 

suggest new elements to be added to the RDoC matrix. Given that the retrieved set of 

articles contains RCT experiments with brain imaging data (using fMRI), extracting 
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mentions of brain areas scanned in these RDoC abstracts can be informative of neural 

circuits related to each RDoC construct. 

To accomplish the task of extracting neural circuits from our dataset, we plan to 

use the WhiteText corpus developed by French [44] to train a named entity recognizer 

(NER) that will extract brain region mentions in text.  

We plan to train Stanford Named Entity Recognizer [45] on the annotated brain 

region corpus and then use the classifier to extract information from the corpus of this 

study. The Stanford Named Entity Recognizer uses a Conditional Random Field classifier 

[46] with a rich feature set based on word shape and context windows. The NER classifier 

will be evaluated on the annotated corpus in an 8-fold cross validation setting. The F-1 

scores will be compared to that reported by French as a baseline [44]. 

 
PICO Extraction 
 
 Additionally, we plan to also extract PICO [47] elements from the same corpus. 

PICO elements essentially are a format for structuring biomedical queries to optimize the 

search process. These could potentially constitute new units of analysis to RDoC. For 

instance, we can look for common interventions for one type of disorder under the RDoC 

framework. 

 One possible tool to use for this task is RobotReviewer; it extracts the context of 

the PIO elements from full-text publications of trial reports [48]. In this study, we only feed 

the abstracts to RobotReviewer, since they usually contain sufficient context sentences for 

population, intervention, and outcome of a study. The output of RobotReviewer will be 

evaluated manually by looking at a random sample of ten annotated abstracts. 
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Results and Discussion 
 
 
Document Retrieval 
 
 Using the term ’fMRI’ to conduct E-search on PubMed returned 500,135 records. 

It is worth noting that e-search does not only do exact matching; it looks for relevant MeSH 

terms, expanded version of fMRI, and other variants. Out of the 43k RDoC records, only 

2717 matched with the fMRI studies. Furthermore, after searching for RCT in the PT tag, 

we ended up with 145 articles that are randomized controlled trials about brain research 

utilizing fMRI imaging. Although this is a relatively small dataset, the purpose of retrieving 

these kinds of studies is to obtain the best output from information extraction tools of PICO 

elements (RCTs) and brain region mentions (fMRI). 

 
Brain Region Extraction 
 
 The brain region annotated corpus was formatted as an xml file, which was 

converted to a tab separated file, where each line contains a token followed by a tab and 

the tag associated with the token. This is the format used by the Stanford NER classifier. 

The tag is either I for tokens that are part of a brain region or O for all other entities (IO 

encoding). 

The annotated corpus contains 1,377 different PubMed abstracts, with a total of 

17,585 tags coming from a set of 6072 distinct terms. Evaluating the performance of the 

classifier in an 8-fold cross validation yielded an average F-1 score of 0.9827 (the average 

precision is 0.982 and the average recall is 0.983). The performance of this classifier 

significantly outperforms the best classification performance reported by French (F-



43 
 
1=0.886 lenient matching) [44]. We also replicated our results by repeating the experiment 

over 10 replications and obtained similar results (see Appendix F). 

The number of entities extracted by this classifier from the retrieval dataset is 612 

entities. Out of the 145 RDoC retrieved studies, only 21 did not contain any brain region 

mentions. We assumed any consecutive terms tagged with “I” by the classifier to be part 

of a single entity. Tables 4 and 5 show samples of top brain region mentions per RDoC 

category and top RDoC categories per brain region mention, respectively. In table 6, we 

show how the extracted brain regions cover some of the neural circuits’ elements embedded 

in the RDoC matrix6. The table contain matchings for 3 out of 6 neural circuits in the 

Sustained Longer Term Responsiveness to Reward Attainment construct and all of the 

neural circuits for the Reward Learning. Thus, table 6 shows that extraction of brain 

regions from the RDoC corpus would contain useful information and could potentially be 

utilized to find evidence for adding/removing potential units to/from the matrix. 

 

 

 

 

 

 

 

 

                                                
6 https://www.nimh.nih.gov/research/research-funded-by-nimh/rdoc/constructs/rdoc-snapshot-version-3-
saved-5-18-2017.shtml 
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Table 4. Top brain region mentions per RDoC category 

RDoC construct # of 
studies 

Top Brain Regions 
(frequency) 

Sustained Longer Term 
Responsiveness to Reward Attainment 

24 Amygdala (14), 
hypothalamus (14) 

Reward Learning 21 ventral striatum (8), 
amygdala (7) 

Perception 15 Amygdala (10), anterior 
cingulate (5) 

Declarative Memory 14 Hippocampus/hippocampal 
(14) 

Cognitive Control 13 Amygdala (7), anterior 
cingulate cortex (5) 

Working Memory 12 Precuneus (2), prefrontal 
cortex(2) 

Approach Motivation Expectancy 
Reward Prediction Error 

10 ventral striatum (8), 
midbrain(5) 

 
 
 
 
 

Table 5. Top RDoC category per brain region mentions 
Brain Region frequency Top categories for Brain Region (# of studies 

containing the term) 
amygdala 65 Sustained Longer Term Responsiveness to 

Reward Attainment (14), Perception (10), 
Declarative Memory(8), Potential Threat(8) 

Hippocampus 24 Declarative Memory (14), Sustained Longer 
Term Responsiveness to Reward Attainment (3), 

Habit(3) 
ventral 

striatum 
18 Reward Learning (8), Approach Motivation 

Expectancy Reward Prediction Error (8) 
Hippocampal 17 Declarative Memory(14) 
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Table 6. Coverage of RDoC matrix neural circuits by the extracted brain regions 

RDoC construct RDoC matrix neural circuits Extracted Brain regions 
(counts) 

Sustained Longer Term 
Responsiveness to 
Reward Attainment 

 

Arcuate nucleus 0 
BA9/medial 0 

Medial preoptic area 0 
OFC orbitofrontal cortex (4) 

Paraventricular hypothalamus hypothalamus (4), 
hypothalamic (2) 

Ventromedial hypothalamus hypothalamus (4), 
hypothalamic (2) 

Reward Learning 
 

Amygdala amygdala (7) 
 

dorsal striatum dorsal striatum (1) 
 

Medial prefrontal ventromedial prefrontal 
and anterior cingulate 

cortex (1) 
OFC orbitofrontal cortex (1), 

left orbitofrontal cortex 
(1) 

Ventral striatum ventral striatum (8) 
VTA/SN 0 

 
 
PICO Extraction 
 
 The RobotReviewer software annotated 74 of 145 abstracts only, because it didn’t 

recognize the rest of the abstract to represent an RCT. However, we are highly confident 

this is not true, since the methods by which we retrieved RCTs relies on data entered 

manually by experts. 

We manually evaluated the annotations of a randomly drawn sample of 10 

abstracts. Figure 15 shows this subset of annotated abstracts in a table. The abstract 

PubMed ID, PICO category, and the context sentence are shown. We highlight with red 

the PubMed ids that didn’t have completely correct annotations, which is 5 out of 10. I also 

highlight the specific element which they miss. In each instance where RobotReviewer 
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missed, we were able to easily local a candidate context sentence from the abstract. For 

example, the first miss, which is the outcome sentence in PubMed ID 26580235 is directly 

the sentence following ’MAIN OUTCOME MEASURES’ in the abstract. However, 

RobotReviewer only picked the phrase ’MAIN OUTCOME MEASURES’, stopping 

before picking up any useful information that comes immediately after that phrase. 

Therefore, we need to improve the performance of PICO context extraction before being 

able to extract useful information on a larger scale. 
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Figure 15. Sample of abstracts annotated by RobotReviewer 
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Conclusions 
 
 
 In this study, we explored the potential of automating a meta-analysis variant of a 

systematic review by first retrieving biomedical abstracts that were RCTs on fMRI studies. 

This particular choice of studies facilitates the function of the two information extraction 

components used in this study: PICO and brain region mentions. 

We were able to train a highly accurate classifier that outperformed the baseline by 

approximately 10 F-1 points. This provides a reliable way to extract information relevant 

to RDoC articles. We showed we can achieve a good level of coverage of RDoC neural 

circuits by extracting brain region name from the RDoC corpus with as few as 21 studies.  

Because the RDoC framework is based on dimensional analysis of mental 

disorders, which utilizes neural circuits as well as other biological markers, extracting brain 

regions has the potential to help reviewers of the RDoC matrix. Thus, this work can 

potentially serve as a recommender tool for these reviewers who typically have to keep up 

with growing rate of relevant published literature to do their job. One future addition to 

this work would be the extraction of other RDoC units such as molecules and cells.  

Unlike the promising results obtained with brain region extractor, the 

RobotReviewer didn’t annotate approximately half of the abstracts, because it didn’t 

recognize them as RCTs, even though these articles are manually labeled as such in 

PubMed. Furthermore, RobotReviewer failed to give the correct context for the PICO 

elements of the abstracts it recognized as RCTs, even though we were able to manually 

find the evidence in the abstract. One potential contributor to this failure might be due to 

the use of abstracts rather than full-text, even though the abstract themselves were found 
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(manually) to have all the relevant information. This problem might be avoided if the full 

text of the 145 PubMed records are used instead of the abstracts to examine if that aids 

RobotReviewer in performing better. However, this would not be practical, as many of the 

full-text articles are not open access. Finally, upon improving the performance of the PICO 

extractor tool, an essential addition to this component would be a classifier that extracts 

the actual PICO elements from the PICO context sentences. These would constitute a new 

category of an analysis unit that would contain interventions, outcomes, etc., as elements 

related to the specific RDoC constructs. This will make it possible to perform analysis on 

this data in a similar fashion to the brain region data. 
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CONCLUSIONS AND FUTURE WORK 
 
 
 In this project, we’ve made progress towards building an automated system for 

RDoC. We were able to achieve good performance for our components, which will 

potentially assist with the curation of the RDoC matrix. NIMH holds regular meetings to 

review and refine the RDoC matrix7 by looking for evidence available in the literature. Due 

to the large amount of published research, an automated approach that finds relevant 

literature and extracts data from it to recommend adding /removing new elements to/from 

the RDoC matrix is indispensable for timely reviews of the RDoC matrix.  

Although we achieve good performance in some areas, several tasks must be addressed 

in the future to make this biocuration pipeline viable for researchers: 

• Obtaining RDoC literature for the other 13 constructs: at the time of labeling the 

data, we had covered 26 of the 39 RDoC constructs. Finding literature related to 

the other constructs would be a crucial future task.  

• Relabeling Information Retrieval test set to include a category for abstracts 

indirectly related to brain research: Since some abstracts seem to be indirectly 

related to brain research, it is important to at least have three labels in the test set. 

• Extracting data for more units of analysis: To capture more elements in addition to 

brain regions, various information extraction techniques can be employed to obtain 

list of other elements such as molecules and cells. Appendix D contains an 

exploratory study of using existing information extraction tools and ontologies to 

                                                
7 https://www.nimh.nih.gov/research/research-funded-by-nimh/rdoc/development-of-the-rdoc-
framework.shtml 
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capture elements from the RDoC matrix. Ultimately, the goal should be to build a 

unit of analysis recommendation system for RDoC matrix. 

• Exploring the relationships among various constructs within/across domains of 

interest to raise questions about adding, removing, or regrouping some constructs 

or domains: There were 39 constructs and 5 domains when we started working on 

the project. The current version has ten more constructs and one extra domain. 

Thus, it would be important to build a component that predicts which of the 

constructs overlap and thus could potentially be removed. Also, we could find, 

using information retrieval component, articles that don’t belong to RDoC and try 

to test clusters of these documents for semantic similarity with recently added 

constructs/domains. 

 

 

 

 

 

 

 

 

 

 

 



52 
 
 

 

 

 

 

 

 

 

 

 

 

REFERENCES CITED 
 

 

 

 

 

 

 

 

 

 

 



53 
 
[1] Insel, Thomas R. "The NIMH research domain criteria (RDoC) project: precision 
medicine for psychiatry." American Journal of Psychiatry 171.4 (2014): 395-397. 
 
[2] World Health Organization. The ICD-10 classification of mental and behavioural 
disorders: clinical descriptions and diagnostic guidelines. Geneva: World Health 
Organization, 1992. 
 
[3] American Psychiatric Association. "Diagnostic and statistical manual of mental 
disorders (DSM-5®): American Psychiatric Pub; 2013."  
 
[4] Cuthbert, Bruce N. "The RDoC framework: facilitating transition from ICD/DSM to 
dimensional approaches that integrate neuroscience and psychopathology." World 
Psychiatry 13.1 (2014): 28-35. 
 
[5] Casey, B. J., et al. "DSM-5 and RDoC: progress in psychiatry research?." Nature 
Reviews Neuroscience 14.11 (2013): 810. 
 
[6] Cuthbert, Bruce N. "The RDoC framework: facilitating transition from ICD/DSM to 
dimensional approaches that integrate neuroscience and psychopathology." World 
Psychiatry 13.1 (2014): 28-35. 
 
[7] Insel, Thomas, et al. "Research domain criteria (RDoC): toward a new classification 
framework for research on mental disorders." (2010): 748-751. 
 
[8] Cuthbert, Bruce N., and Thomas R. Insel. "Toward the future of psychiatric diagnosis: 
the seven pillars of RDoC." BMC medicine 11.1 (2013): 126. 
 
[9] Hirschman, Lynette, et al. "Text mining for the biocuration workflow." Database 
2012 (2012). 
 
[10] Cohen, Aaron M. "An effective general purpose approach for automated biomedical 
document classification." AMIA annual symposium proceedings. Vol. 2006. American 
Medical Informatics Association, 2006. 
 
[11] Mishra, Meenakshi, et al. "Biomedical text categorization with concept graph 
representations using a controlled vocabulary." Proceedings of the 11th International 
Workshop on Data Mining in Bioinformatics. ACM, 2012.  
 
[12] Huh, Jina, Meliha Yetisgen-Yildiz, and Wanda Pratt. "Text classification for 
assisting moderators in online health communities." Journal of biomedical informatics 
46.6 (2013): 998-1005. 
 
[13] Wang, Peng, et al. "Automating document classification for the Immune Epitope 
Database." BMC bioinformatics 8.1 (2007): 269. 



54 
 
 
[14] Rios, Anthony, and Ramakanth Kavuluru. "Convolutional neural networks for 
biomedical text classification: application in indexing biomedical articles." Proceedings 
of the 6th ACM Conference on Bioinformatics, Computational Biology and Health 
Informatics. ACM, 2015. 
 
[15] Bewick, Viv, Liz Cheek, and Jonathan Ball. "Statistics review 13: receiver operating 
characteristic curves." Critical care 8.6 (2004): 508. 
 
[16] Arlot, Sylvain, and Alain Celisse. "A survey of cross-validation procedures for 
model selection." Statistics surveys 4 (2010): 40-79. 
 
[17] Pedregosa, Fabian, et al. "Scikit-learn: Machine learning in Python." Journal of 
machine learning research 12.Oct (2011): 2825-2830. 
 
[18] Lipscomb, Carolyn E. "Medical subject headings (MeSH)." Bulletin of the Medical 
Library Association 88.3 (2000): 265. 
 
[19] Anani, Mohammad and Indika Kahanda. "Automated Biomedical Text 
Classification with Research Domain Criteria. " International Conference on 
Bioinformatics and Computational Biology, Las Vegas, NV, 2018. 
 
[20] Liu, Bing, et al. "Building text classifiers using positive and unlabeled examples." 
null. IEEE, 2003. 
 
[21] Yu, Hwanjo, Jiawei Han, and Kevin Chen-Chuan Chang. "PEBL: positive example 
based learning for web page classification using SVM." Proceedings of the eighth ACM 
SIGKDD international conference on Knowledge discovery and data mining. ACM, 
2002. 
 
[22] Li, Xiaoli, and Bing Liu. "Learning to classify texts using positive and unlabeled 
data." IJCAI. Vol. 3. 2003. 
 
[23] Yu, Hwanjo, ChengXiang Zhai, and Jiawei Han. "Text classification from positive 
and unlabeled documents." Proceedings of the twelfth international conference on 
Information and knowledge management. ACM, 2003. 
 
[24]. Li, Xiao-Li, and Bing Liu. "Learning from positive and unlabeled examples with 
different data distributions." European Conference on Machine Learning. Springer, 
Berlin, Heidelberg, 2005. 
 
[25] Elkan, Charles, and Keith Noto. "Learning classifiers from only positive and 
unlabeled data." Proceedings of the 14th ACM SIGKDD international conference on 
Knowledge discovery and data mining. ACM, 2008. 



55 
 
 
[26] Baxevanis, Andreas D. "Searching the NCBI databases using Entrez." Current 
protocols in human genetics 51.1 (2006): 6-10. 
 
[27] Fontaine, Jean-Fred, et al. "MedlineRanker: flexible ranking of biomedical 
literature." Nucleic acids research 37.suppl_2 (2009): W141-W146. 
 
[28] Blei, David M., Andrew Y. Ng, and Michael I. Jordan. "Latent dirichlet allocation." 
Journal of machine Learning research 3.Jan (2003): 993-1022. 
 
[29] Deerwester, Scott, et al. "Indexing by latent semantic analysis." Journal of the 
American society for information science 41.6 (1990): 391-407. 
 
[30] Rosario, Barbara. "Latent semantic indexing: An overview." Techn. rep. INFOSYS 
240 (2000): 1-16. 
 
[31] Uman, Lindsay S., et al. "A systematic review of randomized controlled trials 
examining psychological interventions for needle-related procedural pain and distress in 
children and adolescents: An abbreviated Cochrane review." Journal of pediatric 
psychology 33.8 (2008): 842-854. 
 
[32] Créquit, Perrine, et al. "Wasted research when systematic reviews fail to provide a 
complete and up-to-date evidence synthesis: the example of lung cancer." BMC medicine 
14.1 (2016): 8. 
 
[33] Bastian, Hilda, Paul Glasziou, and Iain Chalmers. "Seventy-five trials and eleven 
systematic reviews a day: how will we ever keep up?." PLoS medicine 7.9 (2010): 
e1000326. 
 
[34] Tsafnat, Guy, et al. "Systematic review automation technologies." Systematic 
reviews 3.1 (2014): 74. 
 
[35] O’Mara-Eves, Alison, et al. "Using text mining for study identification in systematic 
reviews: a systematic review of current approaches." Systematic reviews 4.1 (2015): 5. 
 
[36] Hashimoto, Kazuma, et al. "Topic detection using paragraph vectors to support 
active learning in systematic reviews." Journal of biomedical informatics 62 (2016): 59-
65. 
 
[37] Lee, Kyubum, et al. "Scaling up data curation using deep learning: An application to 
literature triage in genomic variation resources." PLoS computational biology 14.8 
(2018): e1006390. 
 



56 
 
[38] Monti, Ricardo, et al. "Text-mining the NeuroSynth corpus using deep Boltzmann 
machines." 2016 International Workshop on Pattern Recognition in NeuroImaging 
(PRNI). IEEE, 2016. 
 
[39] Bui, Duy Duc An, et al. "Extractive text summarization system to aid data extraction 
from full text in systematic review development." Journal of biomedical informatics 64 
(2016): 265-272. 
 
[40] Bui, Duy Duc An, Guilherme Del Fiol, and Siddhartha Jonnalagadda. "PDF text 
classification to leverage information extraction from publication reports." Journal of 
biomedical informatics 61 (2016): 141-148. 
 
[41] Karystianis, George, et al. "Evaluation of a rule-based method for epidemiological 
document classification towards the automation of systematic reviews." Journal of 
biomedical informatics 70 (2017): 27-34. 
 
[42] Zhang, Yaoyun, et al. "Psychiatric symptom recognition without labeled data using 
distributional representations of phrases and on-line knowledge." Journal of biomedical 
informatics 75 (2017): S129-S137. 
 
[43] NCBI. Entrez Programming Utilities Help. (Md):43–59, 2017. 
 
[44] French, Leon, et al. "Automated recognition of brain region mentions in 
neuroscience literature." Frontiers in neuroinformatics 3 (2009): 29. 
 
[45] Finkel, Jenny Rose, Trond Grenager, and Christopher Manning. "Incorporating non-
local information into information extraction systems by gibbs sampling." Proceedings of 
the 43rd annual meeting on association for computational linguistics. Association for 
Computational Linguistics, 2005. 
 
[46] Lafferty, John, Andrew McCallum, and Fernando CN Pereira. "Conditional random 
fields: Probabilistic models for segmenting and labeling sequence data." (2001). 
 
[47] Huang, Xiaoli, Jimmy Lin, and Dina Demner-Fushman. "Evaluation of PICO as a 
knowledge representation for clinical questions." AMIA annual symposium proceedings. 
Vol. 2006. American Medical Informatics Association, 2006. 
 
[48] Wallace, Byron C., et al. "Extracting PICO sentences from clinical trial reports using 
supervised distant supervision." The Journal of Machine Learning Research 17.1 (2016): 
4572-4596. 
 
[49] Wakefield, Jerome C. "Wittgenstein's nightmare: why the RDoC grid needs a 
conceptual dimension." World Psychiatry 13.1 (2014): 38-40. 
 



57 
 
[50] BakIr, Gökhan, et al., eds. Predicting structured data. MIT press, 2007. 

[51] Gentle, J. E. "Singular value factorization." Numerical Linear Algebra for 
Applications in Statistics (1998): 102-103. 
 
[52] Jurafsky, Daniel, and James H. Martin. "Speech and language processing (prentice 
hall series in artificial intelligence)." (2008). 
 
[53] Manevitz, Larry M., and Malik Yousef. "One-class SVMs for document 
classification." Journal of machine Learning research 2.Dec (2001): 139-154.  
 
[54] Ding, Shifei, Zhibin Zhu, and Xiekai Zhang. "An overview on semi-supervised 
support vector machine." Neural Computing and Applications 28.5 (2017): 969-978. 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



58 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

APPENDICES 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 



59 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 

APPENDIX A 
 
 

MACHINE LEARNING AND NATURAL LANGUAGE PROCESSING 
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Introduction 

This section introduces some of the terminology behind natural language processing (NLP) 

and machine learning (ML) used in this project. NLP is an interdisciplinary field that 

combines computer science, linguistics, and artificial intelligence. NLP algorithms are 

applied to a wide range of problems such as language translation, chat bots, and question 

answering. A great reference for problems and algorithms in NLP is [52].  

ML generally refers to algorithms that learn from data. ML can be split into three 

main categories. When the data provided to the ML algorithm are labeled (i.e. contain the 

output), then the ML is supervised if it uses these labels to learn the relationship between 

the input and the output. If no labels are used, the ML algorithm is unsupervised (e.g. 

clustering problems). If the ML algorithm uses only a partially labeled dataset, then it is 

semi-supervised. 

 

Supervised Learning (Classification) 

In machine learning terminology, supervised learning refers to algorithms that learn 

functions (i.e. regression, classification, etc.) given a set of labeled data. To evaluate 

performance of these algorithms, we usually split a dataset into two separate sets, one for 

training (fitting the model) and one for testing (evaluating the model). We can denote the 

input vector  𝑋 = [𝑋$, … , 𝑋'], where each	𝑋* ∈ 𝑋	  is an n-dimensional vector that 

represents an example (or an object). Each 𝑋* is associated with some label 𝑦*. In the 

context of binary classification, 𝑦*  is a binary variable that is equal to 1 if 𝑋* belongs to 
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some class and is equal to zero otherwise.  In the context of multilabel classification the 

label is represented by a binary vector 𝑌* = [𝑦$, … , 𝑦.], where 𝑌*
/ = 1 if example/object 

𝑋* belongs to class 𝑗. In the multilabel case, 𝑋* could belong anywhere from zero to 𝑘 

classes. 

 Assume every 𝑋* ∈ 𝑋 is a vector of size 𝑛, then 𝑋*  is said to have 𝑛 features. The 

features could be any variables associated with some object, such as words of a document, 

biomarkers for a patient, etc.  

Text classification 

In the context of this text classification, we denote our input as a set of 𝑚 documents 

𝐷 = {𝑑$, 𝑑8, … , 𝑑'}. Assume we have 𝑘 different categories. Then, each document 𝑑 is 

associated with a labels vector 𝑌: ∈ {0,1}.. A document is labeled with the ith label if 𝑌:* =

1. Supervised learning in the multilabel setting attempts to learn function that maps an 

unseen document 𝑑 to some labels vector 𝑌:. In the case of binary classification, the labels 

vector is of size 1. 

The input texts (or text features) are typically represented using the bag-of-words 

(BoW) model. Assume we have a vocabulary set 𝑉, then denote the BoW representation 

of a set of documents 𝐷 with matrix	𝑋. Then, element 𝑋*/ represents the jth feature of the 

ith document. Features in the BoW model are the raw vocabulary set. In this project, the 

raw vocabulary is the set of all processed words of the training set. Thus, if document i 

contains the jth word, then entry 𝑋*/ = 1. Otherwise, 𝑋*/ = 0. Other variants of the BoW 

use the count of the words instead of binary representation. One disadvantage of the BoW 

model is that it does not contain positional information of the text. This issue can be 
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attenuate with the use of n-gram that would add to the vocabulary set a set of n or less 

consecutive sequences. 

Topic Modeling 

Topic modeling is an NLP task that aims to learn a representation of a text corpus in terms 

of latent topics. Various topic modeling algorithms such as latent Dirichlet allocation LDA 

and latent semantic indexing LSI will find any number of topics (given by the user) and 

model each example text as a composition of these topics. They also learn a distribution of 

words for each topic.  

Named Entity Recognition 

Named Entity Recognition is an NLP task where given a body of text, we try to 

extract named entities, such as persons, organization, countries, etc. Formally, given a 

sequence of words 𝑤 = (𝑤$,… ,𝑤?), then we have an associated sequence for some named 

entity 𝑥 = (𝑥$, … , 𝑥?) such that 𝑥* ∈ 𝑥 is 1 if 𝑤* belong to that named entity and 0 

otherwise. This is also known as IO encoding, which assumes consecutive 1’s constitutes 

a single named entity. Since this is not always the case, sometime a different type of 

encoding is used to recognize consecutive entities, namely, IOB encoding, where a special 

value is used to indicate that a word is the end of a named entity. 

Evaluation Metrics  

• True positives: positives examples predicted positive.  

• True negatives: negative examples predicted negative. 

• False positives: negative examples predicted positive. 

• False negatives: positive examples predicted negative. 



63 
 

• Precision = true positives / (true positives + false positives) 

• Recall = true positives / (true positives + false negatives) 

• F-1 = 2*Precision*Recall / (Precision + Recall)  

• AUROC (Area Under the Receiver Operating Characteristic Curve): ROC is the 

true positive rate (sensitivity) plotted against the false positive rate (1-specificity) 

for many classification thresholds. An area of 0.5 represent completely random 

predictions. 
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RAW RESULTS OF THE INFORMATION RETRIEVAL CLASSIFIERS 
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Table 7. Raw results of the information retrieval classifiers. 

classifier set size (k)  AUROC    precision recall F-1 
MedlineRanker 43 0.7613 0.6444 0.684 0.6246 
MedlineRanker 100 0.7607 0.6429 0.6821 0.6222 
MedlineRanker 200 0.7608 0.6464 0.6866 0.6263 
MedlineRanker 300 0.7616 0.6414 0.6802 0.6198 
MedlineRanker 400 0.7612 0.6449 0.6847 0.6239 
ANN 43 0.6366 0.5837 0.6022 0.5219 
ANN 43 0.6736 0.6092 0.6055 0.6071 
ANN 43 0.5586 0.5829 0.5669 0.4072 
ANN 43 0.6639 0.6558 0.6415 0.6472 
ANN 43 0.6154 0.5721 0.5923 0.5449 
ANN 100 0.6346 0.6602 0.5591 0.55 
ANN 100 0.6335 0.5989 0.6147 0.6016 
ANN 100 0.5828 0.5358 0.5451 0.5222 
ANN 100 0.5 0.3669 0.5 0.4233 
ANN 100 0.6346 0.5939 0.5385 0.5244 
ANN 200 0.6492 0.6021 0.606 0.6038 
ANN 200 0.6147 0.584 0.5875 0.5855 
ANN 200 0.5601 0.5605 0.5568 0.5581 
ANN 200 0.5 0.3669 0.5 0.4233 
ANN 200 0.602 0.5749 0.5944 0.5308 
ANN 300 0.5678 0.5614 0.5631 0.5621 
ANN 300 0.6093 0.6126 0.5824 0.5876 
ANN 300 0.6157 0.5893 0.5642 0.5667 
ANN 300 0.6645 0.6488 0.6096 0.6185 
ANN 300 0.5 0.3669 0.5 0.4233 
ANN 400 0.5164 0.3669 0.5 0.4233 
ANN 400 0.6452 0.6297 0.5786 0.5825 
ANN 400 0.5 0.3669 0.5 0.4233 
ANN 400 0.5948 0.5624 0.5786 0.5515 
ANN 400 0.6351 0.6534 0.5474 0.5302 
NB 43 0.8253 0.8092 0.6697 0.6953 
NB 43 0.8251 0.8194 0.6919 0.7202 
NB 43 0.8251 0.8194 0.6919 0.7202 
NB 43 0.8208 0.7879 0.7013 0.7254 
NB 43 0.8208 0.7879 0.7013 0.7254 
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NB 100 0.828 0.793 0.6685 0.6928 
NB 100 0.828 0.793 0.6685 0.6928 
NB 100 0.828 0.793 0.6685 0.6928 
NB 100 0.8304 0.8182 0.6486 0.6708 
NB 100 0.8304 0.8182 0.6486 0.6708 
NB 200 0.8219 0.7868 0.6388 0.6578 
NB 200 0.8219 0.7868 0.6388 0.6578 
NB 200 0.8219 0.7868 0.6388 0.6578 
NB 200 0.8166 0.7789 0.6589 0.6811 
NB 200 0.8166 0.7789 0.6589 0.6811 
NB 300 0.7994 0.75 0.654 0.6736 
NB 300 0.7994 0.75 0.654 0.6736 
NB 300 0.7994 0.75 0.654 0.6736 
NB 300 0.8041 0.765 0.662 0.6834 
NB 300 0.8041 0.765 0.662 0.6834 
NB 400 0.8003 0.7284 0.6442 0.6613 
NB 400 0.8003 0.7284 0.6442 0.6613 
NB 400 0.8003 0.7284 0.6442 0.6613 
NB 400 0.8012 0.7292 0.6559 0.6735 
NB 400 0.7969 0.7143 0.6529 0.6687 
linSVM 43 0.5749 0.5329 0.528 0.385 
linSVM 43 0.6288 0.5681 0.5813 0.5669 
linSVM 43 0.6288 0.5681 0.5813 0.5669 
linSVM 43 0.6288 0.5681 0.5813 0.5669 
linSVM 43 0.6288 0.5681 0.5813 0.5669 
linSVM 100 0.5587 0.6176 0.5033 0.4331 
linSVM 100 0.5587 0.6176 0.5033 0.4331 
linSVM 100 0.5587 0.6176 0.5033 0.4331 
linSVM 100 0.5587 0.6176 0.5033 0.4331 
linSVM 100 0.5587 0.6176 0.5033 0.4331 
linSVM 200 0.583 0.583 0.5482 0.5447 
linSVM 200 0.583 0.583 0.5482 0.5447 
linSVM 200 0.583 0.583 0.5482 0.5447 
linSVM 200 0.583 0.583 0.5482 0.5447 
linSVM 200 0.583 0.583 0.5482 0.5447 
linSVM 300 0.5344 0.5674 0.5024 0.4326 
linSVM 300 0.5344 0.5674 0.5024 0.4326 
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linSVM 300 0.5344 0.5674 0.5024 0.4326 
linSVM 300 0.5344 0.5674 0.5024 0.4326 
linSVM 300 0.5344 0.5674 0.5024 0.4326 
linSVM 400 0.5138 0.4919 0.4998 0.4273 
linSVM 400 0.5138 0.4919 0.4998 0.4273 
linSVM 400 0.5138 0.4919 0.4998 0.4273 
linSVM 400 0.5138 0.4919 0.4998 0.4273 
linSVM 400 0.5138 0.4919 0.4998 0.4273 
PU ANN 43 0.6107 0.5668 0.585 0.5315 
PU ANN 43 0.6324 0.5615 0.5787 0.5366 
PU ANN 43 0.6159 0.5679 0.5782 0.484 
PU ANN 43 0.7012 0.6303 0.6273 0.6287 
PU ANN 43 0.5773 0.5803 0.5792 0.4499 
PU ANN 100 0.5316 0.5432 0.5382 0.5392 
PU ANN 100 0.6226 0.717 0.5195 0.4679 
PU ANN 100 0.6389 0.6166 0.5906 0.5966 
PU ANN 100 0.6871 0.6334 0.5828 0.5877 
PU ANN 100 0.6954 0.7032 0.564 0.5541 
PU ANN 200 0.5802 0.5597 0.5755 0.518 
PU ANN 200 0.6722 0.6836 0.5929 0.5989 
PU ANN 200 0.6683 0.7176 0.5659 0.5561 
PU ANN 200 0.6699 0.8078 0.5171 0.4598 
PU ANN 200 0.6398 0.6273 0.6136 0.6187 
PU ANN 300 0.6545 0.6621 0.6103 0.6201 
PU ANN 300 0.6844 0.6674 0.6171 0.6278 
PU ANN 300 0.5 0.1331 0.5 0.2102 
PU ANN 300 0.5622 0.5486 0.5502 0.4361 
PU ANN 300 0.5979 0.5886 0.5853 0.5868 
PU ANN 400 0.5 0.1331 0.5 0.2102 
PU ANN 400 0.6406 0.5994 0.5618 0.5624 
PU ANN 400 0.5 0.1331 0.5 0.2102 
PU ANN 400 0.604 0.5927 0.5806 0.5843 
PU ANN 400 0.648 0.6029 0.6171 0.6062 
PU NB 43 0.8293 0.8103 0.6833 0.7102 
PU NB 43 0.8217 0.7912 0.6896 0.7146 
PU NB 43 0.8233 0.7895 0.6997 0.7241 
PU NB 43 0.8258 0.8046 0.6908 0.7174 
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PU NB 43 0.8258 0.8046 0.6908 0.7174 
PU NB 100 0.8262 0.806 0.6823 0.7088 
PU NB 100 0.8205 0.8045 0.6687 0.6939 
PU NB 100 0.8224 0.7788 0.6842 0.7077 
PU NB 100 0.8322 0.8209 0.6605 0.6854 
PU NB 100 0.8322 0.8209 0.6605 0.6854 
PU NB 200 0.8163 0.7686 0.6814 0.7036 
PU NB 200 0.8244 0.7745 0.6343 0.652 
PU NB 200 0.8198 0.7713 0.6402 0.6591 
PU NB 200 0.8177 0.7583 0.6643 0.6852 
PU NB 200 0.8177 0.7583 0.6643 0.6852 
PU NB 300 0.8046 0.7269 0.6608 0.6781 
PU NB 300 0.8048 0.727 0.6533 0.6707 
PU NB 300 0.7997 0.7386 0.6646 0.6832 
PU NB 300 0.8023 0.7313 0.6585 0.6763 
PU NB 300 0.8023 0.7313 0.6585 0.6763 
PU NB 400 0.7969 0.7265 0.6475 0.6646 
PU NB 400 0.7983 0.7252 0.6433 0.6601 
PU NB 400 0.8005 0.7298 0.6618 0.6794 
PU NB 400 0.8005 0.7296 0.6784 0.6945 
PU NB 400 0.7968 0.7292 0.6801 0.6958 
OCSVM 43 0.4821 0.4921 0.4905 0.4841 
OCSVM 43 0.4797 0.4862 0.4832 0.477 
OCSVM 43 0.4797 0.4862 0.4832 0.477 
OCSVM 43 0.4797 0.4862 0.4832 0.477 
OCSVM 43 0.4797 0.4862 0.4832 0.477 
OCSVM 100 0.4811 0.4915 0.4898 0.4839 
OCSVM 100 0.4811 0.4915 0.4898 0.4839 
OCSVM 100 0.4811 0.4915 0.4898 0.4839 
OCSVM 100 0.4811 0.4915 0.4898 0.4839 
OCSVM 100 0.4811 0.4915 0.4898 0.4839 
OCSVM 200 0.4811 0.4878 0.4853 0.4798 
OCSVM 200 0.4811 0.4878 0.4853 0.4798 
OCSVM 200 0.4811 0.4878 0.4853 0.4798 
OCSVM 200 0.4811 0.4878 0.4853 0.4798 
OCSVM 200 0.4811 0.4878 0.4853 0.4798 
OCSVM 300 0.4815 0.4944 0.4933 0.4871 
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OCSVM 300 0.4815 0.4944 0.4933 0.4871 
OCSVM 300 0.4815 0.4944 0.4933 0.4871 
OCSVM 300 0.4815 0.4944 0.4933 0.4871 
OCSVM 300 0.4815 0.4944 0.4933 0.4871 
OCSVM 400 0.4821 0.4915 0.4898 0.4839 
OCSVM 400 0.4821 0.4915 0.4898 0.4839 
OCSVM 400 0.4821 0.4915 0.4898 0.4839 
OCSVM 400 0.4821 0.4915 0.4898 0.4839 
OCSVM 400 0.4821 0.4915 0.4898 0.4839 
LDA 43 0.7963 0.7426 0.7089 0.7218 
LDA 43 0.8088 0.7623 0.7072 0.7256 
LDA 43 0.8169 0.7873 0.7257 0.7465 
LDA 43 0.8154 0.7676 0.7091 0.7284 
LDA 43 0.7991 0.7552 0.7028 0.7204 
LDA 100 0.8227 0.808 0.6739 0.6999 
LDA 100 0.8265 0.7855 0.6582 0.6808 
LDA 100 0.8123 0.8279 0.664 0.6899 
LDA 100 0.8103 0.8434 0.6736 0.702 
LDA 100 0.801 0.8104 0.6587 0.6827 
LDA 200 0.7793 0.8262 0.5907 0.5905 
LDA 200 0.7994 0.8363 0.6181 0.6307 
LDA 200 0.8047 0.8143 0.6085 0.6174 
LDA 200 0.7824 0.8437 0.6019 0.6072 
LDA 200 0.8063 0.8277 0.6052 0.6123 
LDA 300 0.7925 0.8581 0.5883 0.5859 
LDA 300 0.8129 0.8606 0.5635 0.545 
LDA 300 0.7834 0.8784 0.5567 0.5326 
LDA 300 0.7905 0.8664 0.5764 0.5664 
LDA 300 0.8036 0.8618 0.5661 0.5493 
LDA 400 0.7756 0.8773 0.5515 0.5235 
LDA 400 0.763 0.8432 0.5377 0.4993 
LDA 400 0.7707 0.8778 0.5541 0.5281 
LDA 400 0.7665 0.8386 0.5574 0.5352 
LDA 400 0.7684 0.834 0.5523 0.5263 
LDAPU 43 0.8216 0.802 0.6966 0.723 
LDAPU 43 0.8193 0.7986 0.6915 0.7174 
LDAPU 43 0.8244 0.7681 0.6772 0.6994 
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LDAPU 43 0.819 0.7955 0.6821 0.7075 
LDAPU 43 0.7908 0.7786 0.68 0.7035 
LDAPU 100 0.5 0.3669 0.5 0.4233 
LDAPU 100 0.8279 0.8129 0.6408 0.661 
LDAPU 100 0.8208 0.8129 0.6408 0.661 
LDAPU 100 0.5 0.3669 0.5 0.4233 
LDAPU 100 0.8146 0.8449 0.6668 0.6941 
LDAPU 200 0.8333 0.822 0.5975 0.601 
LDAPU 200 0.8182 0.8723 0.5918 0.5911 
LDAPU 200 0.5 0.3669 0.5 0.4233 
LDAPU 200 0.8255 0.8371 0.5916 0.5916 
LDAPU 200 0.8321 0.8606 0.5935 0.5939 
LDAPU 300 0.8004 0.7971 0.5504 0.5245 
LDAPU 300 0.8209 0.8479 0.5703 0.5569 
LDAPU 300 0.8239 0.8564 0.5558 0.5317 
LDAPU 300 0.8045 0.8041 0.5555 0.5333 
LDAPU 300 0.8097 0.8784 0.5567 0.5326 
LDAPU 400 0.5 0.3669 0.5 0.4233 
LDAPU 400 0.8172 0.8013 0.5291 0.4841 
LDAPU 400 0.816 0.8377 0.5326 0.4897 
LDAPU 400 0.8326 0.8768 0.549 0.5189 
LDAPU 400 0.5 0.3669 0.5 0.4233 
LSIPU 43 0.8034 0.8037 0.6992 0.7257 
LSIPU 43 0.7931 0.8144 0.7062 0.734 
LSIPU 43 0.7935 0.7808 0.691 0.7146 
LSIPU 43 0.7787 0.8009 0.6746 0.7001 
LSIPU 43 0.7867 0.7983 0.6957 0.7215 
LSIPU 100 0.7981 0.8305 0.6317 0.6494 
LSIPU 100 0.7987 0.8322 0.6343 0.6528 
LSIPU 100 0.8151 0.8289 0.6291 0.6459 
LSIPU 100 0.8187 0.8317 0.6437 0.665 
LSIPU 100 0.7959 0.8137 0.634 0.6523 
LSIPU 200 0.8151 0.8606 0.5935 0.5939 
LSIPU 200 0.8301 0.8232 0.5736 0.5633 
LSIPU 200 0.8225 0.8209 0.571 0.5591 
LSIPU 200 0.8089 0.8723 0.5918 0.5911 
LSIPU 200 0.812 0.8704 0.5867 0.583 
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LSIPU 300 0.8174 0.8606 0.5635 0.545 
LSIPU 300 0.8084 0.8207 0.5565 0.5343 
LSIPU 300 0.8194 0.8789 0.5593 0.5371 
LSIPU 300 0.807 0.8511 0.5755 0.5654 
LSIPU 300 0.8169 0.8426 0.5626 0.544 
LSIPU 400 0.8326 0.8533 0.5506 0.5226 
LSIPU 400 0.8265 0.8516 0.548 0.518 
LSIPU 400 0.8305 0.8752 0.5412 0.5049 
LSIPU 400 0.8022 0.8477 0.5429 0.5088 
LSIPU 400 0.8107 0.8757 0.5438 0.5096 
PubMed 
Metadata 43 0.7886 0.7458 0.7544 0.7498 
PubMed 
Metadata 43 0.7874 0.7474 0.7537 0.7504 
PubMed 
Metadata 43 0.7875 0.7389 0.7458 0.7421 
PubMed 
Metadata 43 0.79 0.749 0.753 0.7509 
PubMed 
Metadata 43 0.7874 0.7474 0.7537 0.7504 
PubMed 
Metadata 100 0.7881 0.7525 0.7483 0.7503 
PubMed 
Metadata 100 0.7881 0.7525 0.7483 0.7503 
PubMed 
Metadata 100 0.7881 0.7525 0.7483 0.7503 
PubMed 
Metadata 100 0.7881 0.7525 0.7483 0.7503 
PubMed 
Metadata 100 0.7881 0.7525 0.7483 0.7503 
PubMed 
Metadata 200 0.7992 0.7676 0.7558 0.7613 
PubMed 
Metadata 200 0.7992 0.7676 0.7558 0.7613 
PubMed 
Metadata 200 0.7992 0.7676 0.7558 0.7613 
PubMed 
Metadata 200 0.7992 0.7676 0.7558 0.7613 
PubMed 
Metadata 200 0.7992 0.7676 0.7558 0.7613 
PubMed 
Metadata 300 0.8002 0.7744 0.7661 0.77 
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PubMed 
Metadata 300 0.8002 0.7744 0.7661 0.77 
PubMed 
Metadata 300 0.8002 0.7744 0.7661 0.77 
PubMed 
Metadata 300 0.8002 0.7744 0.7661 0.77 
PubMed 
Metadata 300 0.8002 0.7744 0.7661 0.77 
PubMed 
Metadata 400 0.7979 0.7702 0.7675 0.7688 
PubMed 
Metadata 400 0.7958 0.7736 0.7586 0.7654 
PubMed 
Metadata 400 0.7979 0.7702 0.7675 0.7688 
PubMed 
Metadata 400 0.7979 0.7702 0.7675 0.7688 
PubMed 
Metadata 400 0.7979 0.7702 0.7675 0.7688 
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Table 8. MedlineRanker top discriminative words for the RDoC dataset 

Word Rank Weight 

reward 1 3.66 

rhythm 2 3.09 

sleep 3 2.65 

stimulus 4 2.62 

memory 5 2.61 

anxiety 6 2.37 

task 7 2.36 

learning 8 2.24 

perception 9 2.17 

depression 10 2.13 

language 11 2.04 

cortex 12 2 

attention 13 1.97 

processing 14 1.95 

deficit 15 1.95 

interview 16 1.95 

self 17 1.69 

participant 18 1.68 

behavior 19 1.6 

impairment 20 1.54 

communication 21 1.49 

questionnaire 22 1.44 

disorder 23 1.37 

motor 24 1.34 

action 25 1.33 

brain 26 1.28 

people 27 1.25 

experience 28 1.21 
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relation 29 1.18 

stress 30 1.15 

hypothesis 31 1.14 

relationship 32 1.1 

food 33 1.09 

individual 34 1.08 

theory 35 1.07 

scale 36 9.98E-
01 

context 37 9.71E-
01 

performance 38 9.67E-
01 

influence 39 9.56E-
01 

experiment 40 9.29E-
01 

network 41 9.19E-
01 

symptom 42 9.16E-
01 

support 43 8.88E-
01 

pattern 44 8.81E-
01 

finding 45 8.79E-
01 

problem 46 8.45E-
01 

variable 47 8.35E-
01 

post 48 8.26E-
01 
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control 49 8.13E-
01 

implication 50 7.95E-
01 

subject 51 7.94E-
01 

life 52 7.89E-
01 

adult 53 7.88E-
01 

training 54 7.85E-
01 

aspect 55 7.83E-
01 

information 56 7.8E-01 

child 57 7.78E-
01 

understanding 58 7.72E-
01 

response 59 7.59E-
01 

ability 60 7.51E-
01 

decision 61 7.21E-
01 

environment 62 6.97E-
01 

health 63 6.62E-
01 

score 64 6.25E-
01 

education 65 6.19E-
01 

goal 66 6.18E-
01 
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effect 67 6.16E-
01 

cross 68 6.16E-
01 

interaction 69 6.11E-
01 

community 70 6.03E-
01 

duration 71 5.99E-
01 

process 72 5.86E-
01 

condition 73 5.85E-
01 

survey 74 5.78E-
01 

question 75 5.73E-
01 

family 76 5.68E-
01 

association 77 5.65E-
01 

test 78 5.64E-
01 

intervention 79 5.26E-
01 

sample 80 5.2E-01 

part 81 5.13E-
01 

work 82 5.11E-
01 

regulation 83 5.09E-
01 

quality 84 5.09E-
01 



78 
 

animal 85 4.83E-
01 

impact 86 4.82E-
01 

regression 87 4.73E-
01 

component 88 4.63E-
01 

difference 89 4.6E-01 

signal 90 4.58E-
01 

region 91 4.52E-
01 

contrast 92 4.48E-
01 

order 93 4.33E-
01 

activity 94 4.32E-
01 

state 95 4.28E-
01 

event 96 4.23E-
01 

change 97 4.19E-
01 

group 98 4.16E-
01 

evidence 99 4.08E-
01 

term 100 3.92E-
01 

form 101 3.76E-
01 

mechanism 102 3.76E-
01 
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role 103 3.52E-
01 

need 104 3.48E-
01 

correlation 105 3.33E-
01 

activation 106 3.27E-
01 

area 107 2.96E-
01 

model 108 2.86E-
01 

level 109 2.85E-
01 

exposure 110 2.83E-
01 

function 111 2.81E-
01 

knowledge 112 2.77E-
01 

status 113 2.74E-
01 

frequency 114 2.68E-
01 

time 115 2.6E-01 

index 116 2.57E-
01 

woman 117 2.51E-
01 

body 118 2.5E-01 

trial 119 2.2E-01 

period 120 1.92E-
01 

system 121 1.71E-
01 
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characteristic 122 1.61E-
01 

datum 123 1.58E-
01 

literature 124 1.55E-
01 

population 125 1.29E-
01 

practice 126 1.21E-
01 

increase 127 1.04E-
01 

factor 128 1.04E-
01 

feature 129 8.55E-
02 

design 130 7.54E-
02 

strategy 131 7.46E-
02 

care 132 5.08E-
02 

addition 133 5.02E-
02 

week 134 4.53E-
02 

target 135 4.24E-
02 
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Problem Statement 
 

Research Domain Criteria (RDoC) is a new framework for accurate diagnosing of 

mental illness. The National Institute of mental illness (NIM) has developed a matrix for 

the purpose of aggregating RDoC data. The first column of the RDoC matrix contains 

different classes/categories of mental illness, while the first row is made up of different 

methods or unit of analysis used to measure the extent to which a patient can be diagnosed 

with certain RDoC categories. 

Updating the RDoC matrix is a very expensive task, given the high influx of new 

biomedical literature that has to be evaluated in order to accomplish this task. In this work, 

we explore the feasibility of using Natural Language Processing (NLP) and machine 

learning tools to develop an automated tool that will potentially be able to update the RDoC 

matrix. 

 

Methods and Preliminary Result 
 

LingPipe 
 

We were able to get a large collection of Medline abstracts annotated with two 

RDoC categories: arousal, and auditory. These labeled data-sets will be important for 

learning where Named Entities (NEs), obtained by the tools we will use, could be added in 

the RDoC matrix. 

We have looked at a few tools to perform Biomedical Named Entity Recognition 

(NER) and decided to test LingPipe8. The LingPipe API can tag text with molecular and 

                                                
8 http://alias-i.com/lingpipe/demos/tutorial/ne/read-me.html 
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other biomedical NEs. Since LingPipe’s classifier is trained on the GENIA corpus, and 

because  the GENIA corpus  provides a taxonomy of its classes, we were able to tell which 

classes belong to molecules, and which ones don’t. 

Tables 1 and 2 demonstrate some of the results obtained from running LingPipe on 

the two RDoC labeled sets of articles. These tables show how many tags were captured by 

LingPipe under a specific unit of analysis as a fraction of the terms that are already in the 

RDoC matrix. Table 9 shows the results obtained using molecular tags only, while table 

10 includes all the other tags. Even though this study is focused on extracting molecule, it 

seems like other unit of analysis could yield similar results in some cases. 

The total number of molecular named entities (NEs) captured with LingPipe for 

arousal/auditory is about 9724/11991. Tables 11 and 12 show the top ten most frequent of 

these NEs to appear in the arousal and auditory articles, respectively. Also, these tables 

show frequency counts for terms that are already in the RDoC matrix. 

Finally, as an aid for visualization, the brat annotation tool was used to display 

annotations in an easy to read format. Two annotated files that contain only sentences 

annotated with RDoC terms were obtained. A sample of that is shown in Figure 16. The 

green box over the annotated span of text gives the GENIA Corpus class of that tag. 

Table 9. RDoC data captured with LingPipe molecular tags 
RDoC Category molecule

s 
cells circuit

s 
physiolog

y 
behavior

s 
self-

reports 
paradigm

s 
auditory-

perception 
2/5 0/3 3/9 4/11 1/5 1/2 2/19 

arousal 11/16 3/9 0/11 6/14 2/10 0/3 1/5 
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Table 10. RDoC data captured with LingPipe non-molecular tags 

RDoC Category molecule
s 

cells circuit
s 

physiolog
y 

behavior
s 

self-
reports 

paradigm
s 

auditory-
perception 

1/5 0/3 5/9 5/11 2/5 2/2 1/19 

arousal 7/16 2/9 0/11 9/14 8/10 0/3 2/5 
 

 
 
 
 
Table 11. LingPipe molecular annotations results for articles classified under arousal 
category 

Biomedical 
NE 

Frequency Matched Biomedical NEs with RDoC 
terms 

Frequency 

Experiment 1 99 Serotonin 13 
EEG 94 Dopamine 12 
ERP 88 Norepinephrine 4 
Experiment 2 86 Histamine 4 
fMRI 74 Cytokines 3 
PD 67 GABA 3 
ERPs 58 Leptin 2 
T2 39 Oxytocin 2 
P3 38 Neuropeptide Y 1 
cortisol 37 Acetylcholine 1 
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Table 12. LingPipe molecular annotations results for articles classified under auditory 
category 

Biomedical 
NE 

Frequency Matched Biomedical 
NEs with RDoC terms 

Frequency 

ERP 126 Serotonin 4 
CI 121 GABA 2 
Experiment 1 95   
Experiment 2 87   
dB 86   
ERPs 75   
NH 74   
fMRI 71   
neural 54   
N1 50   

 
 

 
Figure 16. Sample of arousal annotated text (obtained using Brat annotation tool9) 
 
NCBO annotator 
 
The National Center for Biomedical Ontology (NCBO) annotator10 is another tool that is 

widely used for annotating text with biomedical concept. We used NCBO with the 

Chemical Entities of Biological Interest (ChEBI) ontology to obtain similar results to those 

obtained with LingPipe. The total number of molecular entities captured with NCBO for 

arousal/auditory is 9746/6339. The ten most frequent tags are shows below in table 13. 

 

                                                
9 http://brat.nlplab.org/ 
10 https://bioportal.bioontology.org/annotator 
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Table 13. Summary of moelcules obtained by NCBO 

Arousal Auditory 
text : tag Frequency text : tag Frequency 
group: group 742 age: advanced glycation end-

product 
690 

age: advanced glycation end-
product 

632 group: group 670 

EEG: Glu-Glu-Gly 473 did: dilC18(5) dye 293 
did: dilC18(5) dye 337 role: role 259 
role: role 329 action: fluthiacet-methyl 164 
action: fluthiacet-methyl 203 gap: glyceraldehyde 3-

phosphate 
136 

alpha: alpha-particle 159 aim: carfentrazone-ethyl 112 
alcohol: alcohol 143 EEG: Glu-Glu-Gly 112 
alcohol: ethanol 143 air: 5-amino-1-(5-phospho-D-

ribosyl)imidazole 
84 

light: photon 131 probe: probe 78 
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APPENDIX E 
 
 

SEMI-SUPERVISED AND POSITIVE AND UNLABELED LEARNING  
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In this appendix, we briefly explain why using semi-supervised learning algorithms 

would be not suited for the information retrieval task defined for RDoC information 

retrieval. Consider the supervised setting case first (Figure 17). An SVM classifier would 

find a line that maximizes the margin between the positive and negatives points. The 

proposed semi-supervised versions of SVM would achieve the same objective of separating 

the positive and negative points in addition to utilizing the unlabeled data points to improve 

its classification accuracy. The semi-supervised setting is shown in Figure 18. However, 

the RDoC information retrieval task would resemble the setting shown in Figure 19. In that 

setting, no negative points exist in the training set, so an SVM would not be able to separate 

the points with a line like it could with the other two cases. Therefore, we did not use semi-

supervised models for this task.  

 
Figure 17. Supervised Setting 
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Figure 18. Semi-Supervised Setting 

 
Figure 19. Positive and Unlabeled Setting 
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This appendix contains ten replications of two experiments: the RDoC multilabel 

document classification and brain region extraction. The RDoC classification still 

produces the same ordering for the results as stated in chapter 2 (Figure 20 and table 14). 

The brain region extraction classifiers was also replicated ten time with 8 fold cross 

validation (80 total tests). The results are similar to what is reported in chapter 4 and are 

shown in table 15.  

Table 14. P-values obtained through two-tail paired t-tests for all the multilabel classifiers 
pairs over the scores obtained through 10 replications of the experiment. We use 0.05 as 
our alpha level. 

Category SVM LR DT NB 
ANN 3.9E-07 2.5E-03 2.5E-21 1.37E-

17 
SVM - 2.2E-07 6.5E-22 9.9E-19 
LR - - 3.1E-22 1.9E-19 
DT - - - 5.90E-

17 

 
Figure 20. Macro averaged Area Under Receiver Operating Characteristic curve 
(AUROC) scores for binary and multilabel classifiers over ten replications.  
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Table 15. Statistics of the 10 replications of the brain region extraction tests. 

Min F-1 Max F-1 Mean F-1 
0.9728 0.9894 0.9807 
Min 
Precision 

Max 
Precision 

Mean 
Precision 

0.9739 0.9885 0.9808 
Min Recall Max Recall Mean Recall 
0.9711 0.9903 0.9806 

 
 


