
 

 

 

 

ANALYSIS AND IMPLEMENTATION: CONVERGING INTENT BASED  

PRODUCTION AND HIGH SPEED RESEARCH NETWORKS 

 

 

by 

 

Gregory Martin Hess 

 

 

 

A thesis submitted in partial fulfillment 

of the requirements for the degree 

 

 

of 

 

Master of Science 

in 

Computer Science 

 

 

 

MONTANA STATE UNIVERSITY 

Bozeman, Montana 

May 2019 



 

 

 

 

 

 

 

©COPYRIGHT 

by 

Gregory Martin Hess 

2019 

All Rights Reserved 

 

  



ii 
 

DEDICATION 

 

To my wife and daughter, thanks for putting up with this. 

Hi Sam! 

 

  



iii 
 

ACKNOWLEDGEMENTS 

 

I would like to thank, with the deepest gratitude, the following people who gave of their time, 

expertise and knowledge to help this thesis become a reality… 

Dr. Mike Wittie – whom I imposed on more than necessary but was patient in helping guide 

me. 

Jerry Sheehan: The CIO of MSU, Jerry’s support of the marriage of the academic and 

operational has been inspiring and I have been the recipient of much generosity.  

Dr. Katie Banner: What makes sense in my comparisons here are from her, what doesn’t is 

from me. 

Kevin Echols / Paul Lee specifically and Cisco in general for their generosity and patience in 

loaner equipment and expertise. 

Chris Flint specifically and CompuNet in general for their help and support in walking in this 

new land of SDA. 

The Networking Services Team at MSU, including our students. Heath White, Cindy Tirrell, 

Dale Harding, Jim Stipp, Trent Baker, Michael ‘Bart’ Bartholic, Ray Wrenshall. 

 

 

 



iv 
 

TABLE OF CONTENTS 

 

1. CHAPTER ONE: INTRODUCTION ................................................................................. 1 

 

1.1. Background and Problem Statement ............................................................................ 1 

 

2. CHAPTER TWO: LITERATURE REVIEW ................................................................... 16 

  

2.1. Intent Based or Software Defined Performance Networking Solutions .................... 16 

2.2. Comparison of Network Architecture: Current Model Explored .............................. 27 

2.3. Comparison to Other Institutions………………………………………………….. . 32 

 

3. CHAPTER THREE: EXPERIMENT SETUP .................................................................. 34 

 

3.1. Research Questions .................................................................................................... 34 

3.2. Testing Equipment ..................................................................................................... 35 

3.3. Tesing Locations and Paths ....................................................................................... 36 

3.4. Security Testing ......................................................................................................... 38 

3.5. Comparison Criteria ................................................................................................... 38 

3.6. Data Evaluation .......................................................................................................... 39 

 3.6.1. Data Normality………………………………………………………………40 

 3.6.2. Data Collection………………………………………………………………41 

 

4. CHAPTER FOUR: DATA ANALYSIS ........................................................................... 43 

 

4.1. Research Question 1: Comparison of (refreshed) Traditional 

 Production Network and High Performance Research Network .............................. 43 

4.2. Research Question 2: Comparison of High Performance Research 

 Network and a Converged, SDA-Enabled Production Network .............................. 46 

  



v 
 

TABLE OF CONTENTS CONTINUED 

  

 4.3. Research Question 3: Comparison of Security between Current  

  or Standard Lab Security and Segregation Provided by Converged,  

  SDA-Enabled Production Network………………………………………………...49 

 

5. CHAPTER FIVE: CONCLUSIONS ................................................................................ 53 

 

5.1. Conclusions ................................................................................................................ 53 

5.2. Recommendations for Further Study ......................................................................... 57 

 

REFERENCES CITED ......................................................................................................... 60 

 

  



vi 
 

LIST OF TABLES 
 

Table  Page 

 

 1. Results of Poll for Other NSF Funded Science DMZ’s ........................................ 33 

2. PerfSonar Node Characteristics ............................................................................ 35 

3. IxCharriot .............................................................................................................. 36 

4. Time of Day Test Schedule................................................................................... 42 
 

 5. Matrix of Network Comparison – Summary Statistics and T-Test  

  Results for TPN/HPRN………………………………………………………… 44 

 

 6. Matrix of Network Comparison – TPN/HPRN using IxCharriot ......................... 45 

7. Matrix of Network Comparison – CSDA/HPRN using Perfsonar ....................... 47 

8. Matrix of Network Comparison – CSDA/HPRN using IxCharriot ...................... 48 

9. Security Analysis of ICAL Lab Current and with CSDA..................................... 49 

 

  



vii 
 

LIST OF FIGURES 
 

Figure                             Page 

 

  1. Comparison of SDA (Latency) ............................................................................. 26 

2. Traditional Productin Network ............................................................................. 30 

 3. High Performance Research Network .................................................................. 31 

 4. SDA Converged Network ..................................................................................... 32 

 5. Testing Path for Bridger Network......................................................................... 37 

 6. Testing Path for Traditional Production Network and Converged, 

  SDA-Enabled Production Network ...................................................................... 37 

  7. IxCharriot Normality of Data Plot ........................................................................ 41 

 8. PerfSonar Normality of Data Plot ......................................................................... 41 

 9. Beanplot of TPN – HPRN Performance…………………………………………43 

 10. Beanplot of TPN/HPRN IxCharriot Data ............................................................. 45 

 11. Beanplot of CSDA/HPRN Network Comparison - PerfSonar ............................. 46 

 12. Beanplot of CSDA/HPRN Network Comparison - IxCharriot ............................ 48 

 

 

  



viii 
 

NOMENCLATURE 

• HPRN: High Performance Research Network 

• Bridger: Montana State University's High-Performance Research Network 

• SDA: Software Defined Access 

• SDN: Software Defined Networking 

• ACS: Access Control Server 

• LISP: Locator/ID Separation Protocol 

• AD: Active Directory 

• TLA: Three Letter Acronym 

• IBNS: Intent Based Networking System 

• LDAP: Light Weight Directory Access Protocol 

• SGT: Scalable(/Security) Group Tag 

• VXLAN: Virtual, Extensible Local Area Network 

• CIMC: Cisco Integrated Management Controller 

• ISE: Identity Services Engine 

• DOT: Dynamic Optimization Technologies 

• DNA-C: Digital Network Architecture Center 

• Campus-as-a-Lab: Convergence of high performance research network and campus 

spanning production networks 

• IETF: Internet Engineering Task Force 

 



ix 
 

ABSTRACT 

 This thesis analyzes the performance impact of converging an intent-based production 

network with a high-performance research network. The previous solution for high 

performance research networks was to segregate these networks [1]. This solution created a 

physically separate network dedicated to the researcher and used for high speed data 

transmissions. This model has been successfully utilized for years however current refresh 

cycles are force academic institutions to confront the ongoing maintenance of these boutique 

networks. Some institutions have noted their investment in their production networks have 

created performance to rival that of the dedicated network. For these institutions convergence 

to one network proves to be a viable strategic option. Additionally, vendors are going to 

market with intent based or software defined networking which answers many of the 

challenges that required the physical separation of networks. The advantages of both 

converged networks as well as software defined networks are well documented. Both campus 

Information Technology departments and the researches with this high-performance needs are 

in need of a quantitative analysis to understand the performance or security trade-offs 

associated with moving research onto a production, intent-based network.  This thesis 

addresses this question by measuring and comparing key performance metrics of a traditional 

high-performance research network, a traditional production network, and a converged Intent-

Based network in the same three labs at the same institution (Montana State University). The 

results prove that a converged, intent based network delivers the same (or superior) 

performance as the previous model with the same or superior level of segregation (security). 

These results give institutions the ability to shed the traditional, utilitarian use of institutional 

networks in favor of a dynamic network model based on the identity and use of the network 

rather than the physical location.  
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CHAPTER ONE 
 

INTRODUCTION 

 

1.1. Background and Problem Statement 
 

 Computer networks are key enablers of research. They allow collaboration 

among scientific colleagues via the sharing of data, or information. The size and usage 

of these data sets can be very different. Sometimes important data simply needs to be 

backed up so it will not be lost, other data need be shared real-time to get insight or 

analysis, other times it simply must be shipped from data collectors or sensors to allow 

them to continue collecting more data. Regardless of the use case, however, the size of 

these data sets is always increasing.  This is an important facet of the value that 

computer networks provide and the speed and reliability of that data movement can 

have quite an impact. For researchers that generate, share or send large data sets the 

speed of the network often necessitates schedules of what research occurs when and 

how long it will take to get information and produce answers. At its highest level, 

faster networks save researcher time.  

This ‘need for speed’ has created a network design to facilitate these high-

volume data sets. The design is known as the ‘high performance research network’ and 

uses a template developed by the Department of Energy. The design implements a 

physically separate network dedicated to transporting the large data sets and many 

institutions (Montana State University among them) have adopted this model. There 

are also eleven other institutions in the NSF grant pipeline who want to adopt this 
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model at an upfront cost of ~$5.5M (see Table 1). Gartner, the largest research and 

advisory company in the world, has estimated that 80% of Information Technology 

costs occur after purchase, however, so it is fair to estimate that the cost of these future 

networks to fulfill their function will be around $27.5M [17]. This required capital 

investment in order to achieve their academic mission leads us to the other way that 

computer networks can aid researchers and that is in using the professional 

Information Technology staff that support those researchers to help efficiently design 

the networks for their needs. If the transport of these high volume data sets could be 

accomplished on the production networks instead of the separate research networks of 

the campuses the research was being done at, then these funds could be used for other 

tools or needs the researchers may have. Again, from the highest level, computer 

networks can save the researchers money.  

 Looking at the issue holistically, the convergence of the high performance 

research network and the campus production network in a way that fulfills both use 

cases transforms the network from its utilitarian function as a ‘data pipe’ into a 

research toolset, allowing it to be used dynamically to solve problems of large data 

analysis as well as data confidentiality.  

 There are barriers to this of course and they exist in a lack of experimental 

data: 
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(1) Researchers who have a strong need for these high performance research 

networks must know that the convergence of these networks will not cause 

them to sacrifice the performance of their own network, the very use case that 

created the DoE model of a physically separate network to begin with. This 

model is attractive for all the reasons that converged network are attractive and 

many network departments at many institutions have posited that the rate of 

refresh for computer networks would organically introduce performance 

increases resulting in the researchers getting better overall performance. 

(2) Another significant barrier has been called the ‘casualty of convergence’. These 

networks are designed as a utility in that they do not make a distinction in 

performance based on the person, device, application, time of day or other 

criteria that would speak to the intent of the use. The service provided at the 

port or on the wireless channel, like any utility service, is what you get 

regardless of your use case or intent. This experience is ubiquitous and 

sufficient for most use cases but economies of scale have these utility networks 

sharing links, memory, and buffers and are built to average and not to peak, 

where the high volume data set researcher lives. This means that, even if the 

network is refreshed and is capable of the same throughput as the researcher’s 

own, dedicated network, it would have to be configured in a unique way to 

make that unique performance a reality. These unique use cases that exist as 

outliers to a very large middle ground of average use require unique 

configuration. As the number of researchers increases or researchers move or 
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change equipment this unique configuration as a part of a larger, enterprise 

network becomes difficult to scale. This type of unique configuration carries 

with it many of the disadvantages of the separate network the researcher has 

now. It carries a burden of being administratively costly to setup and maintain, 

it must be re-configured as the researcher moves anywhere on campus or 

expands their own facilities, it does not scale well across the campus to allow 

the researcher to share data within the same system and is difficult to isolate 

sensitive data or electronics [17].  

(3) An often-overlooked barrier for researchers is data confidentiality or security. 

While not all data used in research is confidential or classified, it is by nature 

critical to the institution in which it is gathered and analyzed. While the security 

of protecting against unknown actors and intentionally harmful ingress/egress is 

vital to confidential data, the security of data backup and resiliency is common 

to any research data. It is easy to accommodate practices and tools for data 

security on a physically isolated network that has only one tie to the outside 

world. It is much more difficult to account for the much larger attack plane of 

an enterprise production network. Convergence forces the researcher to rely 

upon the security afforded by network professionals as part of a larger, 

production network. These network professionals in the enterprise Information 

Technology departments must be prepared to show the data on the security 

architecture of the production network. Additionally, as the IT staff of the 

production networks implement something as transformational as intent-based 
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networking architecture they must verify its security against the baseline of 

earlier and proven networks.  

 There does exist a solution to this issue of configuring the network for the 

intent of the researcher in a way that allows it to scale across an enterprise network. 

The solution is commonly known as Software Defined Networking [14]. Depending 

on the model and architecture of the SDN applied, this solution brings to bear the 

critical functions of automation and policy based on identity. These things are 

important to easing administrative burden, time to service delivery and using the 

intention of the network user to better define their network experience. As important as 

these tools are to the network administrator or researcher, equally important is that the 

definition of these things in a back-office software suite allows their application to 

scale. By example, once I create a policy for security for a researcher, or performance 

or something similar, that policy follows that researcher across location and equipment 

on the converged network. This setup may be unique, but I only have to configure it 

once and it follows the researcher wherever she or he may go in the network. In the 

most mature models, it is done based on the role the researcher has at the University, 

so it even scales well across an institution that may have a bevy of researchers.  

Traditionally, however a drawback to SDN has been that it causes a loss of network 

performance to implement. Recently, the world’s largest network vendor, Cisco, has 

come to market with a product (Software Defined Access) that is meant to provide the 

benefits of SDN without the accompanying performance loss. This paper will analyze 

and measure this claim publicly for the first time.  
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 This lack of information for both converged campus networks and intent based 

campus networks is understandable. Campus networks are large and complex systems 

and gathering the information required to make an informed decision about 

convergence or SDN requires a high level of access, commitment of resources and 

even contains an element of operational risk. This absence of information, however 

understandable, has created a cross roads - many of the initial high performance 

research networks are entering their refresh cycle and others are on the cusp of being 

built. This paper seeks to provide answers and key data metrics to answer these 

specific questions. The research in this paper spans three important projects 

implemented by the Network Services unit at Montana State University.  

(1) The implementation of a DoE style high performance research network. 

(2) The refresh of the campus production network in the area of the research labs. 

(3) The implementation of Cisco’s Intent-Based Networking in the area of some of 

the same research labs. 

By measuring performance and security across labs across the three different network 

architectures this paper is able to provide vital and guiding data to researchers, 

university executive staff and Information Technology departments in order to make 

informed decisions on the direction of the computer networks that serve the 

institutional needs, including those of the researcher. 

 While research is lacking at the network architecture design level there is 

certainly no lack of research in looking at computer networks from a protocol and end 
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user device standpoint. Would it be possible to answer the questions of convergence 

and intent from material more accessible to the researcher and easier to measure and 

experiment on? To answer that we note much work has been done specifically on 

Transmission Control Protocol/Internet Protocol (TCP/IP) performance. Most of these 

works and their results are long established in computer networking. Work has been 

done to attempt to achieve better performance in the way TCP buffers multiple 

requests with excellent foundations for the electronics that receive and transmit the 

requests [2]. Other papers deal with the standard dilemma of configuring hosts for high 

performance networking [3]. Their research shows a large percentage of time and 

resources that could be alleviated this way. There is also a wealth of results providing 

ways to possibly improve performance by improving the TCP/IP protocol itself [9], 

[10], [11].  

 Improvements on new frame creation containing more variable control 

information is a novel way of working around some known TCP performance issues 

[5]. Other improvements include introducing new features at the input/output layer like 

parallel packet processing [6]. The foundation put in place by papers like these do an 

excellent job in framing and researching high performance issues with the protocol 

itself, something very valuable in research networking, but were insufficient to provide 

an answer to the premise of the present study. 

 With much less research specific to the case available, the researcher looked at 

software defined networking performance within the research landscape. The research 
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found matched the expectations found within the industry when discussing merging a 

software defined network with a traditional, high performance research network. These 

expectations were that the introduction of software defined networking, though rich  

with features and promise, would also introduce latency [4] or that there was a general 

performance trade-off for this specific functionality [7], [8].  

 The reviewed research has relied upon open source software that may have 

been more focused on new feature and functionality development rather than 

performance, or may have been written in a standard network model where 

performance issues at high performance levels were ignored. Additionally, most 

research relied upon simple simulations and models. Lastly, much of the research dealt 

with interoperating discrete software defined networks, an area outside of this case 

study [9]. 

      Attempting to create a test network matching the ones we wished to test proved 

impossible. Understandably none of the major network vendors would loan the amount 

of equipment for the length of time necessary to conduct such a test. Enterprise 

networks generally have very expensive cores, distribution/aggregation points and 

access layer. Even just simulating two labs would require over $1M in electronics 

alone. Further, to test a software overlay require several sets of servers running 

programs to handle authentication, authorization, access and policy. For our test we 

needed to be present during the network refresh at an institution that already had a 
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high-performance research network and was adopting Cisco’s intent-based 

networking. 

 Montana State University had just completed the buildout of its high-

performance research network called “Bridger” and were documenting use and 

adoption. At the same time their strategic plan for the network called for piloting 

Cisco’s intent based networking but called for the pilot to do in depth testing before 

proceeding or the plan pivoted to using traditional MPLS, something Internet2 did 

when their pilot of software defined networking had long running issues [4], [12], [13]. 

This has provided a fertile ground for our experiments. The objective was to define the 

networks we wanted to test and carefully measure them to see what performance 

impacts resulted from network refresh and implementation of a software overlay. 

These results could be compared to performance metrics of the high-performance 

research network as a means of understanding the impact of moving the research from 

the high performance research network and onto either the converged network or the 

converged network with the software overlay (Cisco’s SDA). For the tests to be of use 

to Montana State University they would have to be done on the systems in production. 

This condition meant that testing would have to be done from within the labs 

connected by the Bridger network. Those same labs would have to then perform the 

same tests when their infrastructure was refreshed to see what the impact would be of 

converging the two networks. Lastly, those same tests would have to be run again 

when the Intent-Based Networking was implemented.  
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 With comprehensive, real-world testing done at the actual labs and across the 

three different levels of network architecture we were able to create the first data set 

measuring the impact to the researcher as their network was converged to the campus 

production network during a refresh cycle, and the impact again when the network was 

added to the SDA ‘fabric’ of Cisco’s intent based networking.  

 We were quite aware as we formulated our methodology that we were 

preparing data for use by both research scientists and network engineers and we 

wanted the data we provided to satisfy their fundamental questions as to architecture 

and performance. To that end we used the following criteria for the collection of our 

test data: 

(1) We would use two different tools to gather the data. The first is a tool known as 

IxCharriot and is used quite commonly in the Networking Services area. The 

second was used to provide familiarity to researchers and was Perfsonar [18] 

[19].    

(2) We would test from within the same labs to eliminate as many variables as 

possible. To do this we sought, and were able to get, collaboration with three of 

the labs where we had initially implemented the high performance research 

network in fulfillment of their performance needs.  

(3) We would test using the same testing equipment. Hardware and software stack 

were documented and were not changed during the run of the tests.  
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(4) We would test using the same levels of operating system and back-office 

systems. This meant a change freeze across the network layers supporting these 

labs and the back-office systems supporting them. This was the most difficult 

to arrange and required aggressive pursuit of our testing and timely analysis of 

our data. 

(5) Testing would be done at different times of the day and different times during 

the semester. We wanted to rule out any trends and the refresh and rollouts 

happened over a significant enough period of time to accommodate this. 

(6) Testing results would be duplicated. This meant that, after the first series of 

tests the data had to be consolidated and analyzed. Then another series of tests 

were run and that data compared to the initial in order to ascertain if there were 

a statistically significant difference. This was done to check our testing 

methodology to make sure we had allowed for usage trends.  

(7) Security testing would be done by a vulnerability assessment done by a 

qualified cyber security vendor. 

(8) Security testing would be done in the same lab as with performance testing so 

that confounding variables were minimized. 

(9) Security testing results would be recorded following NIST 800-53 (Rev. 4) 

standards on Low-Medium-High impact for CA-2(1) Control Enhancement.  

 By observing these simple protocols it allows the data provided here to be 

trusted as well as repeatable. With trusted data, researchers and institutional policy 

makers can now see the impact of these architectures and make appropriate decisions, 



12 
 

but it was not the only data captured. Many of the purported benefits of convergence 

and intent-based networking are in the work hours savings to make changes, especially 

at scale as well as the ability to segment or secure sensitive data and equipment. To 

fully inform data was captured on the Bridger high performance network and on the 

new, intent-based and converged network on the work effort both in terms of work 

hours and calendar time to set up a new lab with connectivity as well as to securely 

isolate a lab. Lastly, while there are not similar industry standard metrics to measure 

how successful security segmentation is, third party testing was done to gather initial 

data that the method of securing devices and segmenting networks under Cisco’s intent 

based networking was comparable to the devices and systems used to segment and 

secure devices in legacy network architecture.  

 What this study does is provide two critical sets of data. The first shows the 

performance impact of converging high speed data network into the campus 

production network. The data strongly suggests that the DoE model, while successful, 

is short lived. Researchers relying on this model to get superior speeds in shipping 

large data sets will find that, fairly quickly, (on average about a year) their 

performance will be leapfrogged by the campus production network during regular 

refresh intervals. This data may well influence how the resources for these separate 

networks are spent given their short life span.  

 The second set of data shows the performance, security and work effort 

impacts of converting a converged campus network to an intent-based, software 
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defined network. The data is very suggestive that, for the software defined architecture 

tested, the software overlay of the network resulted in increased performance, security 

and an order of magnitude improvement in speed to delivery or network resources 

[14]. This data will provide researchers, and the institutions they work at with 

quantified information for if or when they are in a position to implement and realize 

the advantages of intelligent, intent-based networks at their institutions.  

 There are many advantages to an intelligent, intent-based network. The 

supporting infrastructure is designed to automate and script many of the processes that 

allow the environment to be catered to the individual user or device experience. This 

level of automation, intelligence and awareness is only fully realized as networks 

continue to converge. Once the physical underpinnings of modern networks are joined, 

the overlaying intelligence can view, track, prioritize and assign the resources of that 

physical infrastructure much faster than human, manual intervention. The data 

captured by the network, the combined metrics, create a taxidermy of the network 

experience. This information will feed successive generations of networks, allowing 

them to learn and adapt based on the criteria of the network owner.  

 Much of this is potential, with many institutions similar to MSU being in 

different states of adoption of either the convergence of the different use-case 

networks or of a software defined network solution. The period it takes to adopt this 

technology is the waiting time until the benefits to the organizations can be realized. 

Some of that pacing revolves around the budget, planning and network refresh cycles, 
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but some of it also revolves around the time it takes to make the strategic decision to 

move forward with a converged, intelligent network – a decision that is by no means a 

forgone conclusion. Converging networks that carry critical data and perform critical 

operational functions carries risk, as does overlaying those networks with leading edge 

software defined intelligence. Without the knowledge of the impact of these 

architectures on things like performance, security and work effort, risk-averse 

institutions like those in higher education, will often delay adoption of this technology 

in favor of technology that is currently in service. In fact, in the absence of empirical 

information like that in this paper there are currently eleven institutions applying for 

over $5.5M in funds to build out research networks based on the Department of 

Energy “Science DMZ” architecture [1].  According to Gartner, 80% of the costs of 

these networks will occur after the purchase of the equipment [17]. This would mean 

that universities very similar to ours are going to spend $2.5M apiece to purposely 

keep their network separate. This kind of behavior is what one may expect in the 

absence of the empirical evidence this study provides.  

 Taken as a whole, this information is meant to be used as a means for willing 

institutions to be able to accelerate adoption of, and therefore the benefits of, 

converged, Intent-Based Networking technology. Questions about performance, 

security and work effort, previously answered in the research community by less 

compelling evidence such as anecdote, personal preference or vendor loyalty can now 

be answered with objective and cogent data. It should be noted that this data was 

sufficiently compelling during our pilot at Montana State University to adopt and 
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deploy this technology in production at the campus’s newest building, the Norm 

Abjornson Hall building, with plans to extend to the entire College of Engineering in 

2019.  
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CHAPTER TWO 
 

LITERATURE REVIEW 
 

2.1. Intent Based or Software Defined High Performance Networking Solutions 
 

 Currently, challenges relating to intent based or software defined high 

performance networking solutions have been resolved through the creation of a 

separate high performance research network. During the last five to seven years, 

researchers have mainly focused on the internals of complex networks creating 

strategies such as discovering areas, ranking nodes, finding outliers, and other 

theoretical improvements that could be inserted into a research and development 

assembly line for future benefits. There has actually been much less attention provided 

in the direction of the performance comparisons in between different networks. This 

issue materializes itself in different domains including Computer, Telecommunication, 

Electrical Circuit, Supply Chain, Social networks and so on, where, there is a need to 

examine different network architectures, tools and methods with the restriction, that it 

is not feasible to reproduce the exact very same scenarios in each case [10]. This 

constitutes a Ranking problem in Multi-Criteria Decision Making area based on taking 

place positive/negative regular occasions as the criteria. Considering that any kind of 

event occurs in between two nodes of a network, and the nodes cannot be considered 

as independent variables, analytical analysis to calculate the chance of 

failed/successful occurrence in between arbitrary nodes throughout the network would 

certainly be extremely challenging. This issue is not germaine only to academia, 
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though that is where our research is centered, but presents itself across a host of 

complex systems such as Sensor Networks, Corporate, Campus Area Networks, 

Telecommunication Networks, Electrical Circuit Networks, and Financial networks all 

share this trait in the difficulty of objectively assessing the benefits and drawbacks in 

both network convergence as well as adding a software based layer to ascribe to 

intention. The recommended approach is composed of three options: (1) a strategy for 

approximating the DOD of event regularities with network; (2) a static framework to 

explore the anticipated value of each type of events regularity on an arbitrary node per 

network which is thought about as the score of network on related standard; and also, 

(3) build the choice matrix as well as employ the widely known TOPSIS approach to 

rate alternative networks [10]. 

 The sending of large volume data will meet with several obstacles between 

institutions as well. It seems particular that packet switches will certainly be called for 

with: 1) increased changing ability; 2) support for higher line prices; and 3) assistance 

for differentiated top qualities of service. All 3 of these demands existing obstacles of 

their own. Higher ability switches may need new architectures, higher line rates may 

grow to exceed the abilities of commercially available memories, making it unwise to 

buffer packages as they arrive, and also the need for set apart top qualities of service 

might call for performance equivalent to OQ switches. A significant objective for 

success is the development of a PPS which accomplishes high capability by placing 

multiple packet switches in parallel, rather than in collection as is common in 

multistage button designs. Each packet that passes via the system encounters only a 
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solitary stage of buffering; furthermore, and of greatest passion, the packet buffer 

memories in the center-stage switches operate slower than the line rate [6]. This 

evolution of the buffering and switching between institutions will likely have a 

progressive effect on the update and refresh of the campus institutional or production 

network [20].  

 For those institutional networks, the attention given by researchers for the more 

complex environments has been minimal in favor of environments or instances more 

best suited to lab study or computer modeling. For instance, because it might directly 

influence the Web-browsing behavior of specific customers, the congestion state of the 

network may have a straight effect on the Web-user resource model. While there exists 

mainly unscientific evidence for the visibility of such types of comments habits. Little 

empirical evidence has been seen for the widespread presence of such feedback in our 

evaluation of a wide array of Internet traffic measurements [2]. The prospective 

mistakes connected with thinking an open loophole characterization at the source level 

should be maintained in mind as well as may need overhauling the current technique to 

resource modeling, depending on exactly how the Internet creates in the near future. 

Other aspects ruled out in our experimental studies concern incorporating TCP 

functions such as slack (selected slack) or delayed slack; taking care of the issue of 

cross or two-way traffic; allowing for even more realistic networking topologies; and 

also a much more comprehensive analysis of the barrier occupancy in routers running 

RED. Component of the recurring efforts to recognize the dynamics of TCP traffic in a 
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practical networking setting deals with several of these elements and also how they 

influence existing understanding, and will be released somewhere else [2]. 

 Modern TCP/IP executions can transfer data at a high percent of offered 

network link transmission capacity, reflecting the success of several years of 

improvements. On the fastest networks, end-to-end (application-to-application) 

throughput is frequently limited by the capability of the end systems to produce, send, 

obtain, and process the data at network rates [3]. Supplied efficiency is figured out by 

a combination of elements associating with the host equipment, communications in 

between the network as well as the host adapter, as well as host system software 

application. It is tempting to expect that the advances in CPU power provided by 

Moore's Law will certainly provide these constraints increasingly unnecessary, but this 

is not the situation. The restricting variable is not CPU processing power yet the 

capacity to move information with the host I/O system as well as memory. Bigger 

information paths can boost raw equipment transmission capacity, yet much more 

transmission capacity is invariably extra expensive for a provided level of innovation 

[3]. The concept of stochastic strict server is to decouple the solution procedure right 

into an optimal solution process and also a solution problems procedure. Some 

procedures have a stochastic arrival contour. Note that with stochastic stringent server, 

the stochastic service curve of a web server is located when the stochastic arrival curve 

of the problems procedure is known. Characterization can be made use of to represent 

several popular processes, making it easier to locate the stochastic arrival contour of a 

circulation as well as in assisting discover the stochastic service contour of a server. It 
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can be conveniently verified that the corresponding residential properties deterministic 

network calculus can be recuperated from the fundamental stochastic network calculus 

developed. A future goal is to extend the calculus to analyze quality of solution 

assurances in wireless networks [11]. 

 Provided a dedicated network, possible TCP efficiency relies on optimizations 

to minimize networking overheads. With Gigabit Ethernet and even 10Gb/s commonly 

deployed, these optimizations are very appropriate today. Most of the optimizations 

detailed over require some assistance from the network adapter. Advanced network 

user interfaces can help reduce end-system overheads by sustaining larger packages at 

the host user interface, segmenting and reconstructing packages as needed to match the 

web link framework sizes, depositing packages in host memory intelligently, 

coalescing disturbs, or incorporating checksum equipment. There is a rejuvenation of 

passion in supporting TCP/IP method functions directly on the adapter (TCP 

offloading), with several items on the marketplace and under advancement [3]. 

 All methods to avoid duplicating of inbound information rely on the network 

interface to process the inbound packet stream as well as down payment the data in 

suitable host memory barriers. For web page remapping with the Unix outlet API, the 

adapter should (at minimum) separate inbound packet headers from their payloads as 

well as down payment the payloads into buffers aligned to the system virtual memory 

page dimension. The OS may then provide the data to an application buffer by 

upgrading virtual mappings to reference the haul's physical area, if the online address 
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of the application buffer is also accordingly straightened [3]. If the MTU is smaller 

sized than a page, the adapter would need to identify the TCP link for each and every 

incoming packet and also "pack" payloads right into page-size buffers for each link. 

Numerous recent proposals assure more general support for low-overhead networking 

by a detailed restructuring of the end systems. IO-Lite's upgraded API permits extra 

adaptable data placement as well as decreases copying for inter-process interaction as 

well as storage space gain access to also. One more strategy described Remote Direct 

Memory Access (RDMA) inserts regulations right into the packet stream to name the 

buffer destinations for incoming information; the obtaining adapter acknowledges 

these regulations as well as "steers" the data straight right into its buffers [3]. 

 RDMA resembles sender-based memory administration: it takes care of 

arbitrary MTUs and buffer alignments, and supports protocols layered above TCP, 

e.g., for network storage gain access to. RDMA attributes are currently existing in the 

Virtual Interface Architecture (VI); VI sustains user-level networking in which 

applications communicate directly with the network adapter, bypassing the bit 

buffering system entirely. Adapters sustaining the VI criterion over TCP/IP networks 

have been revealed. Innovation patterns suggest that the fastest networks will certainly 

continue to lug web link transmission capacities close to the memory and also I/O 

subsystem limits on many hosts. Hence, the end systems stay the traffic jams to high-

speed TCP/IP efficiency in future and present equipment [3]. 
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 To attain end-to-end TCP/IP networking performance on the fastest networks, 

it is necessary to lessen the host expenses to take care of packets and their data. The 

strategies to reducing overheads include larger framework dimensions, disturb 

coalescing, duplicate avoidance by page remapping, integrated copy/checksum, as well 

as hardware checksum computation. These optimizations enhance delivered bandwidth 

by postponing saturation of the host CPUs, while leaving more CPU power for the 

application [3]. 

 For two-party multimedia applications, there is extensive literature on exactly 

how to define, model the efficiency and also gauge of such applications. Specifically, 

the performance of two-party multimedia applications can be evaluated at a subjective 

degree, making use of mean point of view score (MOS). Numerous factors that 

influence efficiency are determined, such as the type of codecs used and other 

measurable network problems like loss price as well as round-trip time. With extensive 

dimension research studies as well as comparison with MOS information, a model is 

developed to forecast MOS based on measurable parameters. One well establish 

version is the E-Model. More lately, multi-party multimedia applications have actually 

additionally come to be preferred. One example is the support for conferencing in the 

lately released version of SKYPE. There is no common metric to characterize the 

performance of a conferencing application (or multi-party application). In a peer-to-

peer application of team interaction, an approach is required so regarding select a 

specific peer as the web server. Unless there is an efficiency statistics to contrast the 
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distinction of utilizing various peers as web servers, it is unclear how the selection can 

be systematically made [12]. 

 The team suggest opinion rating ‘Group Mean Opinion Score’ (GMOS) is 

specified to understand the exact same structure of the two-party paradigm, one needs 

to have both a subjective step along with a link to literally quantifiable parameters, 

such as network hold-up and also loss rates between different peers. In the end, this 

new framework must allow for making setup choices that is expected to produce the 

most effective subjective examination. Parallel to the E-model instance, it is feasible to 

develop a mapping between the subjective GMOS and the measurable specifications as 

well as the configuration choices [12]. 

 This GMOS version includes a parameter that can be used to adjust the model 

for certain applications and users. SKYPE conferencing experiments can be performed 

to see whether the model can be regularly put on multiple trying outs the very same 

application and user populace. The outcome provides some suggestion of exactly how 

to adjust the version specification, α. Second of all, a two-step mapping method is 

established to forecast GMOS based on measurable network criteria and the server 

option decision. The primary step is to gauge network criteria (hold-up as well as loss) 

as well as apply E-Model to discover MOSes for each bilateral session. The second 

action is to use the adjusted GMOS design to predict the subjective evaluation for 

different leader (server) choices. The GMOS metric can be implemented to examine 

the total top quality of voice meeting the offering service quality can be determined, 
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and whether it can be enhanced from the supplier consider as well. The GMOS can be 

utilized to assess lots of voice top quality applications, e.g., USI [12]. 

 The network parameters can be estimated and also after that it can make use of 

the two-step mapping method to estimate GMOS and also after that use the leader 

option strategy to pick the appropriate leader. The user complete satisfaction index 

(USI) is specified and also the method of acquiring USI is given from network 

parameters using SKYPE dimensions [12]. 

 SKYPE is becoming one of the most preferred software tools because of its 

voice quality, robustness and also cost-free circulation. Experiments validating the 

propositions and models are utilizing SKYPE since it sustains concurrent voice 

seminar extremely well. Early dimensions on SKYPE disclose the fundamental 

residential properties of the software. Particularly because the codecs utilized by 

SKYPE are Internet Low Bitrate Codec (iLBC), Internet Speech Audio Codec (iSAC) 

and also the network geography of SKYPE conference is the end system mixing 

geography [12]. 

 GMOS, which is a group-based MOS metric, is proposed to be used for the 

examination of the general high quality of voice seminar. Note that this efficiency 

action is important, not just due to the fact that it lacks in this area but with this step, it 

gives designers a methodical means to make group-based communication solutions 

also [12]. To leverage an existing work on MOS, we let GMOS be composed of MOS 

values plus a calibration parameter α. The specification α can be adjusted in two ways. 
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One is to indicate the user's assumption on the seminar top quality, the second way is 

to consider it as an application dependent parameter. Additionally, the two-step 

mapping method can be made use of to estimate the leader's GMOSL from the 

network specifications between the leader and also the non-leader participants. The 

leader choice technique can be utilized to improve the general top quality of voice 

conference by effectively selecting the meeting leader. The results of the suggest that 

both of the two-step mapping method and also the leader choice method execute 

effectively [12]. 

 Lastly, OpenFlow did well in developing itself as an SDN market standard. 

OpenFlow confirmed the SDN method, as well as lots of network designs, network 

systems, and information facilities embraced SDN and turned it into a traditional 

strategy in network layout. ProGFE is basically a superset of OpenFlow in regards to 

capacities and supplies a richer performance than OpenFlow, although it is an entirely 

various technology, and also is based upon an open IETF criterion that is targeted in 

Forwarding and also Control Element Separation. SDN provides lots of advantages, 

such as centralized and decentralized control of several cross-vendor network 

components, generally data airplane platforms with a common API abstraction layer 

for all SDN-enabled tools. It likewise reduces the complexity of network setup and 

procedure that is achieved by automation high degree configuration is converted right 

into specific forwarding habits of network components. SDN permits simple release of 

brand-new methods as well as network-services as an outcome of high operation 

abstraction [7]. 
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 Increased control granularity in SDN allows a per circulation interpretation 

with a high granularity policy level. SDN infrastructure can adjust to the specific 

individual application running on it via the control aircraft, which greatly improves the 

customer experience. Software Defined Networking, nonetheless, has its downsides: 

the included flexibility and also capability require extra expenses on the equipment, 

and because of this there are performance charges in regards to processing speed as 

well as throughput [7]. The chart below is one example of previous work done 

exploring the performance trade-offs of SDN. The example provided below is one 

good illustration as researchers have found that the implementation of even simple 

SDN increased latency and ‘complex’ SDN architecture was even more problematic. 

The researchers found that the additional processing required to implement SDN 

caused performance to suffer (here – increased latency) in even simple 

implementations.  

 

Figure 1: Comparison of SDN (Latency) 
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 Regardless of SDN's proceeding growth in popularity, there have actually been 

fairly few researches that handle performance evaluation of SDN designs. Efficiency is 

affected by the number as well as sort of activities related to the data-frame, along with 

the certain application of the SDN [7].  

2.2. Comparison of Network Architectures: Current Model Explored 

 For the institutional networks - the implementation of the high-performance 

research network solves many of the early challenges faced by researchers in a way 

that did not require vigorous research. By simplifying the system and dedicating its 

resources, success was achieved. Those successes, however, also introduce a new set 

of challenges, some having grown more pronounced over time.. Neither production or 

institutional IT departments have resources to adequately maintain both networks. The 

cost for upgrades, mobility, and security require consideration now as well as during 

all refreshes into the foreseeable future. Furthermore, research networks are commonly 

maintained by scientists and students whose primary job is not computer networking.  

 Our research happened at an opportune time, enough time had elapsed since the 

initial architecting of the Bridger network that upgrades in electronics, optics, wiring 

and other network infrastructure were underway for the campus production network. 

Isolated research networks are expensive to upgrade and due to the nature of funding, 

may have to rely on being prioritized from the same funding resources used to refresh 

the production network. This often results in both networks receiving sub-optimal 

refreshes as performance, features, and redundancy are traded for the ability to refresh 
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multiple networks. Another possible result is that one of the networks does not receive 

any funding for a refresh, causing it to become slow and outdated in terms of 

performance, security, and functionality [17].  

 Another challenge of being a physically separate network, current research 

networks must be expanded or “moved” as new researchers come online. The cost of 

expanding and/or moving the network to a different facility on the University can 

result in weeks and even months of delays as equipment is procured, data cabling run 

and the network configured.  

 Lastly, the challenge of the security precautions of the DoE model come into 

play. The model in use concentrates on securing the research network from the outside 

world but does not specify segmentation or security internal to the network itself [1]. 

This results in the following complications: 

• Researchers may require have two computers, one for research network 

connectivity and one for the production network. 

• Research networks may not have central network services like identity, time 

and backup connected to them and connection may be cumbersome between 

the networks. 

• Network monitoring and troubleshooting may be limited. In addition, 

institutions typically are required to purchase two sets of monitor software, one 

for each network. 
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Structure of the Three Defined Networks: 

 The Traditional Production Network incorporates a standard 3-tier network 

design. This includes dual Nexus 7710 cores that are connected to the distribution 

level switches. The distribution level switches are then connected down to the 

building-level access switches. The Microscopy and ICal labs that partnered with us 

for this research are located within the same hall and both connect via a redundant pair 

of Catalyst 4500X distribution switches with four 10G links from the core switches 

and have two 10G links to the 2960X access layer switches. The third lab partner, the 

Life On Terra lab, uses a redundant pair of Catalyst 6840 at the distribution layer that 

are connected by way of four 40G links from the core switches and two 10G links to 

the 2960X access layer switches. 
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Figure 2: Traditional Production Network 

 The High Performance Research Network is an isolated network consisting of a 

single Nexus 3172 Core switch directly connected with 10G links to a number of 

distributed Catalyst 4500X switches and then with 10G links down to a number of 1Gb 

2960X switches. The Catalyst 4500X is located within a remote building to enable 

direct client connections for “10Gb at the edge” client connections. In addition, 

traditional 1Gb clients connect to the 2960X switches to provide a lower port cost for 

Gigabit-only devices. 
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Figure 3: High Performance Research Network 

 SDA Pilot Network was a single Catalyst 9500 border node dually connected at 

10G to a single Catalyst 3850 and multiple Catalyst 9300 Edge nodes. The Catalyst 

9500 border node was connected via a 10G link to the Core Nexus 7710 for external 

connectivity, with separate vlans assigned for each of the SDA virtual networks. An 

additional Catalyst 9500 SDA border node was deployed, with both border nodes now 

redundantly connected at 40G to both campus core Nexus 7710. Separate vlans per 

interface support redundant routed connections for the underlay (VXLAN 

encapsulated traffic) and each SDA virtual network. Edge nodes are connected using 

the Traditional Production Network standard for a building access switch with two 

10G links up to the regional distribution switch.  
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Figure 4: SDA Converged Network 

2.3. Comparison to Other Institutions 

 While we had ample anecdotal evidence from other institutions at conferences 

targeted at high bandwidth data transfers or at higher education, we wanted to more 

rigorously analyze our environment in comparisons to others with the same use case. 

Our approach was to gather publicly available data from the National Science 

Foundation on institutions that were requesting funds to build out high performance 

research networks (or Science DMZ’s as they are often called) according to the same 

standard and template that Montana State had just finished building out [1][21]. We 

then contacted the listed Principle Investigators and asked them to define their current 

production network structure in terms of equipment and architecture as well as their 
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traditional refresh interval for that network. The results are listed in Table 1 and, to 

date, all respondents have reported similar network vendor, equipment, architecture 

and refresh intervals to those in use at Montana State at the time of our case study. 

Though not conclusive we feel this provides substantial persuasion that our research at 

Montana State may be more publicly viable for use.  

Grant Number Amount Cisco Std. Architecture? 5-6 year refresh? 

1659210 $432,460.00 Yes Yes 

1739025 $754,094.00 Yes Yes 

1659397 $399,200.00 No Response No Response 

1659427 $498,961.00 Yes Yes 

1657895 $499,640.00 No Response No Response 

1659421 $342,798.00 No Response No Response 

1659182 $250,000.00 Yes Yes 

1440539 $499,741.00 Yes Yes 

1340938 $499,533.00 No Response No Response 

1642031 $499,484.00 Yes Yes 

Table 1: Results of Poll for Other NSF Funded Science DMZ’s. 
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CHAPTER THREE 

 

 

CASE STUDY SETUP 

 

 

3.1. Research Questions 
 

 

  Our research was designed to answer three fundamental questions with regards 

to converging High Performance Research Networks with SDA-Enabled Production 

Networks… 

1. Is a refreshed production network as fast as the separate research network? Our 

hypothesis from experience and anecdotal evidence was that our recent refresh 

of a converged production network would equal the speed of the more costly 

and less functional separate research network. 

2. Is an Intent-Based network as fast as a separate research network? Both 

experience and literature research would lead us to believe it is not, but the 

benefits of intent based networking were great enough that we wanted to see if 

we could not only bring researchers on the separate High Performance 

Research Network back into a converged network, but if we could successfully 

layer on software policy without performance impact.  

These two questions were simply of performance and so testing was set up with our 

tools as outlined in our protocols.   
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3.2. Testing Equipment 

 Test were conducted over two different software packages, PerfSONAR and 

IxCharriot and ran on two different hardware platforms detailed below.  

 “PerfSONAR” ("Performance focused Service Oriented Network monitoring 

ARchitecture") is an open source toolkit for running network tests across multiple 

domains. It is used extensively in education and network research with a deployment 

in over 1300 networks. For this testing, the researcher had two identical nodes running, 

as shown in the following figure. 

Hardware Make/

Model 

CPU / 

Speed 

Memory NIC / 

Driver 

OS Chariot 

Client 

Version 

2 Nodes HDD 

2.5” 

256GB 

SATA 

Class 

20 SSD 

Intel 

Xeon E3-

1245v6 

Quad 

core 

3.7GHz, 

8MB, HD 

graphics 

P630 

Intel 

xi710 

sfp+ 

10Gb 

OSCentO

S Linux 

7.4.1708 

 

Kernel 

3.10.0-

693.21.1.

el7.x8_64 

Version 

4.0.2.3-

1.el7.cent

os 

4.0.2.3-

1.el7.cent

os 

Table 2: PerfSONAR Node Characteristics 

 IxCharriot is a software tool by Ixia and ratified by the Wi-Fi Alliance for 

network performance testing. This widely distribution set of software tools was 

installed and configured during testing within the laptops. Testing incorporated three 

laptops built out with the following matrix.  
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Hardwar

e 

Make/Mode

l 

CPU / 

Speed 

Memor

y 

NIC / 

Driver 

OS Charrio

t 

Client 

Version 

Laptop1 Dell E6540 I7 2.7 

Ghz 

16GB Intel l217-

LM with 

12.13.17.4 

Window

s 7 64-bit 

9.1 

Laptop 2 Macbook Air 

13” 

I5 

1.6Gh

z 

8GB Apple 

Thunderbol

t adaptor 

Window

s 10 64-

bit 

9.1 

Laptop 3 Dell E6420 I5 

2.5Gh

z 

2GB Intel 

82579LM 

12.10.29.0 

Window

s 7 64-bit 

9.1 

Table 3: IxCharriot 

3.3. Testing Locations and Paths 

 Following our testing protocol of using the same labs as our Bridger Network, 

we partnered with three of the seven labs so that we could run our battery of 

performance tests from the labs using all three of the networks we wanted to evaluate 

(High Performance Research Network. Traditional Production Network and 

Converged SDA-Enabled Network). These labs were… 

1. Center for Biofilm Engineering (CBE) in Barnard Hall 

2. Imaging and Chemical Analysis (ICal) in Barnard Hall 

3. Life on Terra in Cheever Hall 

In each lab our testing took place using the equipment specified and followed one of 

the following two paths… 



37 
 

For testing done on the Bridger High Performance Research Network the path was…

Figure 5: Testing Path for Bridger Network 

The testing on the Traditional Production Network and the Converged, SDSA-Enabled 

Production Network both followed the same path. The difference in performance 

measured was in the software-overlay done to the hardware to take it from a traditional 

Cisco 3-Tier network to an SDA-Enabled or software defined Network.  

Figure 6: Testing Path for Traditional Production Network and Converged, SDA  

 Enabled Production Network 
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3.4. Security Testing 
 

 While we could not find nor devise a purely data-based or objective security 

test comparable to what existed in performance testing, we did not want to leave un-

answered researchers legitimate questions about the security of their data and 

equipment. To that end, a qualified cyber security vendor was scheduled to spend a 

full day evaluating the ICAL lab in Barnard Hall. The analyst would spend a half day 

evaluating the lab’s segmentation via a Prosumer grade firewall device installed in the 

local telecommunications room and the other half of the day evaluating the security 

provided by the Converged, SDA-Enabled Production network following Cisco’s 

IBNS Security Architecture [14]. For our testing purposes we made the following 

assumptions… 

• Someone would have physical access in the building. 

• Security by obfuscation had failed. 

• Hacker was intelligent and determined. 

• Hacker knew target existed. 

3.5. Comparison Criteria 
 

 The spectrum of network performance comparison is a very complex one. For 

this study, we looked at things like reliability, flow control, and even some methods 

uniquely created for comparison [13],[2],[10]. With the focus of the researcher’s use 

case on high speed data transfer and working with the field deployed network analysts, 

the researcher came to a conventional approach. There exists in our tools the ability to 
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track many metrics (such as jitter or latency) and these all have an aggregate effect on 

throughput. For that reason, the researcher settled on throughput performance as the 

primary metric. 

 PerfSONAR and IxCharriot both provided the researcher with the throughput 

measures for the researcher’s networks, but neither can tell the researcher if the 

difference between the networks is statistically significant. This is important because it 

is possible that the stochastic [11] nature of the traffic during the researcher’s tests 

may produce a result where one network is numerically slower than the other by some 

small degree across some average of tests. The researcher wanted a way to quantify 

that difference as being relevant to the difference in performance. Simply put, if the 

difference between networks was smaller than the difference within the network then 

the researcher could ignore it.  

3.6. Data Evaluation 

 For the performance evaluations (Research Questions 1 and 2) we are 

comparing two populations means. In this case the population is a set of performance 

test results for a specific network compared against the performance test results of the 

Bridger network. In evaluating the performance, we want to measure if one network 

throughput is the same as the other or if there is a difference, is it statistically 

significant. For evaluating two population means with our number of test results we 

decided on a simple two-sample T-test with an alpha or significance value of 0.05 for 

significant determination. Our data met the following requirements for this test. 
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• The data follows normal distribution (Fig. 7 and 8) 

• Samples are independent 

• Test results used random samples. 

3.6.1. Data Normality 

      As you can observe from the graphs below, the data in all cases matched an 

approximate normal distribution. The data quantiles plotted against the normal 

quantiles lie very largely on the line of regression indicating strong evidence of 

normality. This was important to us as we needed to compare the performance of a 

system overall and not the performance of any one transaction or session. Normal 

distribution allows us to compare the averages along the different systems in a way 

that we can have confidence that the results are meaningful and predictable [23]. The 

tool used to do the analysis was r-studio’s “qqPlot” [24]. This tool takes a normal 

distribution curve and breaks it into quantiles that are plotted out on the y-axis. The 

tool then takes the data points, considers each one a quantile,  and plots those quantiles 

orderly along the x-axis. The tool then finds the intersection between the normal 

quantiles on the y-axis and data quantiles on the x-axis where it puts a data point at the 

point of intersection. If the data is normal it should lie along a mostly straight line of 

linear regression (here added to the plots with the tool qqline in r-studio).  
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Figure 7: IxCharriot Normality of Data Plot 

 

 

Figure 8: PerfSONAR Normality of Data Plot 

3.6.2. Data Collection 

 The collection of data took place over several weeks in order to gain necessary 

access to the labs, tune testing equipment and gather enough independent tests as to 

reduce any outliers effecting the results. Our testing criteria was followed and the 

results analysed.  



42 
 

      Since testing was being done from production network ports in the labs and 

required access to the labs the testing schedule was based on the hours the labs were 

open (8am-5pm, Monday through Friday). Since this timeframe coincided with the 

heaviest use of both the production and Bridger network this did not pose a problem to 

data collection. A schedule was worked up using a basic number randomizer and no 

test was allowed to be done at the same time of day as another. As proscribed by our 

testing criteria, tests were done using two tools (PerfSONAR and IxChariot) and tests 

were repeated after analysis and compared to check to see if the results differed in a 

statistically significant degree. This resulted in eight tests being run, each of about an 

hour, and following the time of day chart here:  

 8am 9am 10am 11am Noon 1pm 2pm 3pm 4pm` 5pm 

TPN-HPRN 

IxChariot 

X    X      

TPN-HPRN 

PerfSONAR 

  X    X    

CSDA-

HPRN 

IxChariot 

 X        X 

CSDA-

HPRN 

PerfSONAR 

     X   X  

Table 4: Time of Day Test Schedule 

 This approach resulted in testing being done during a large majority of the 

heaviest time of use for the institutional and Bridger networks. This did not account for 

other trends that may exist on the network and ideas for further testing are found later 

in this paper.  

      



43 
 

CHAPTER FOUR 

 

 

DATA ANALYSIS 
 

  

4.1. Research Question 1: Comparison of (refreshed) Traditional Production Network 

 and High Performance Research Network 
 

 This is a performance comparison of the Traditional Production Network 

(TPN) and the High Performance Research Network (HPRN). The collected data was 

extensive during several sessions and hundreds of tests. The researcher randomly 

sampled this data. The data is presented in the following way: 

a) A beanplot for easy visual evaluation can comparison of results. 

b) A Matrix listing summary statistics for the data for each network compared and 

the corresponding T-test results. 

 
Figure 9: Beanplot of TPN-HPRN Performance 
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TPN/HPRN Perfsonar Summary Statistics: 

TPN HPRN T-Test Results 

Min.   :8.531                   

 1st Qu.:8.588                   

 Median :8.615                   

 Mean   :8.614                   

 3rd Qu.:8.638                   

 Max.   :8.689                   

Min.   :8.284    

1st Qu.:8.479      

Median :8.574   

Mean   :8.552    

3rd Qu.:8.633     

Max.   :8.722                                                                                         

t = -3.8693, df = 98, p-value = 0.0001967 

 

95 percent confidence interval: 

 -0.09449322 -0.03042559 

 

sample estimates: 

mean of x  mean of y  

 8.551587   8.614046 

 

Table 5: Matrix of Network Comparison – Summary Statistics and T-Test Results for  

TPN/HPRN 

 

 The results were unambiguous as the refreshed production network, though still 

using the same link speeds, resulted in statistically significant performance 

improvement over the dedicated research network. Evaluating the matrix of summary 

statistics you will see that the production network had higher minimum, maximum and 

average numbers and the t-test comparison returned a very low P-value, signifying that 

the chance that these two networks operate at the same speed is very low (~.02%). The 

beanplot is more easily identifiable as the density of the production network places 

almost all shoots higher than the average of the High Performance Research Network. 

The mean line through both is clearly higher for the Traditional Production Netowrk. 

While the research question was interested only in ensuring the performance was 

equal, our results indicate that the standard refresh of the production network results in 

a significant performance increase over the dedicated research network.    
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We next evaluated the data collected from the labs using IxCharriot… 

 
Figure 10: Beanplot of TPN/HPRN IxCharriot Data 

 

TPN/HPRN IxCharriot Summary Statistics and T-Test Results: 

TPN HPRN T-Test Results 

Min.   :1677  

                   

 1st Qu.:2148  

                   

 Median :2154  

                   

 Mean   :2138 

                    

 3rd Qu.:2158  

                   

 Max.   :2171                    

 

 Min.   :1091  

1st Qu.:1115  

Median :1576 

Mean   :1440  

3rd Qu.:1745  

Max.   :1993                                                                                                              

TPN / HPRN IxChariot Comparison 

t = -0.19891, df = 62, p-value < 1.3e-16 

95 percent confidence interval: 

 -1745.478  2158.633 

sample estimates: 

mean of x      mean of y  

 2138             1440 

 

Table 6: Matrix of Network Comparison – TPN/HPRN using IxCharriot 

Using a different tool in the same labs produced the same results, the refreshed 

production network did significantly better in performance than the dedicated research 
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network. In this case the Traditional Production Network had all performance tests 

arrive at higher than the average of the High Performance Research Network. 

4.2. Research Question 2: Comparison of High Performance Research Network and a  

 Converged, SDA-Enabled Production Network 
 

 This is a performance comparison of the Converged SDA-Enabled Production 

Network (CSDA) and the High Performance Research Network (HPRN). The 

collected data was extensive during several sessions and hundreds of tests. The 

researcher randomly sampled this data. The data is presented in the following way… 

a) A beanplot for easy visual evaluation can comparison of results. 

b) A Matrix listing summary statistics for the data for each network compared and 

the corresponding T-test results. 

 
Figure 11: Beanplot of CSDA/HPRN Network Comparison – PerfSonar 
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CSDA/HPRN PerfSonar Summary Statistics and T-Test Results: 

 CSDA HPRN T-Test Results 

Min.   :9.078 

                  

 1st Qu.:9.169 

                  

 Median :9.171 

                  

 Mean   :9.156  

                 

 3rd Qu.:9.172   

                

 Max.   :9.173                  

 Min.   :8.284 

1st Qu.:8.479  

Median :8.574  

Mean   :8.552   

3rd Qu.:8.633 

Max.   :8.722                                                                                                   

 

CSDA / HPRN Perfsonar Comparison 

 

t = 37.588, df = 98, p-value < 2.2e-16 

 

95 percent confidence interval: 

 0.5726424 0.6364788 

 

sample estimates: 

mean of x      mean of y  

 9.156147       8.551587 

 

Table 7: Matrix of Network Comparison – CSDA/HPRN using PerfSonar 

Here we see very clear and convincing results that the Converged SDA network is 

superior in performance. All tests done on the Converged Software Defined Access 

network outperformed even the best test done on the High Performance Research 

Network. While a T-test was done the bean plot here almost makes it unnecessary as 

the probability of these two networks being the same approaches zero. It is also 

interesting to note the very low variability in the CSDA performance, where the 

individual results lines plotted on the beanplot are bunched into nearly a rectangle and 

the density plot has a very low height.  
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Figure 12: Beanplot of CSDA/HPRN Network Comparison – IxCharriot 

 

 

CSDA/HPRN IxCharriot Summary Statistics and T-Test Results: 

CSDA HPRN T-Test Results 

Min.   : 554.5    

              

 1st Qu.:3308.6 

                 

 Median :4958.8 

                 

 Mean   :4741.1   

               

 3rd Qu.:6608.9  

                

 Max.   :8261.6                 

 

Min.   : 465.8 

1st Qu.:2493.5   

Median :3612.6  

Mean   :3631.2   

3rd Qu.:4685.6   

Max.   :7014.4                                                                                           

CSDA / HPRN Charriot Tcompare 

  

t = 2.0149, df = 48, p-value = 0.04954 

 

95 percent confidence interval: 

    2.340124 2217.339373 

 

sample estimates: 

mean of x      mean of y  

 4741.082       3631.242 

 

Table 8: Matrix of Network Comparison – CSDA/HPRN using IxCharriot 

Using a different tool in the same labs produced the same results at a higher level, that 

the Converged Software Defined Access network outperformed the High Performance 
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Research Network. These results, taken at a lower speed due to the tool being used, do 

are closer with the mean of the CSDA being only slightly higher than the HPRN and 

the P-value, though low, is about ~.05, much higher than in previous tests. Interesting 

to note that these tests show more variability in the CSDA network.  

 Our test results and the resulting analysis were strongly convincing to our first 

two research questions. For the three labs in our test case it appears you can both add 

the research network to the production network as well as introduce Intent-Based 

Networking without suffering performance. In fact, to the surprise of even our network 

vendor, we were seeing significant increases in performance and greatly reduced 

variability, especially at the higher throughput testing of the PerfSonar nodes. This was 

all very encouraging but we still needed to do a thorough evaluation of the difference 

in security between what was already in place (and acceptable) in the research labs and 

what was offered by Intent-Based Networking.  

4.3. Discussion of Early Results: Comparison of Security between Current or Standard  

  Lab Security and Segregation provided by Converged, SDA-Enabled  

  Production Network  

 

 

 As discussed earlier, security was a concern that, though secondary to 

performance, was important to the researchers we talked to. While lacking an 

objective, data based test for security we did devise an evaluation of the two securities 

similar to those used by financial and data sensitive institutions as a way to begin a 

way for comparison between the capabilities of the two network architectures.  
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      For this evaluation we needed a use case where a lab had pre-existing security 

to segment some part of their lab from the rest of the network. We were fortunate that 

one of the labs we had collaborated on for performance testing, the Image and 

Chemical Analysis lab in Barnard Hall, had implemented a traditional security 

architecture just before the build out of the Bridger network. The lab had some 

expensive equipment whose control plane used an out-dated and no longer patched 

operating system and so a firewall had been placed local to the devices (in the nearest 

Telephone Room closet) as a means to segment them from the rest of the network 

while allowing some small amount of communications out for the information they 

gathered. We were given access to the configuration of the local firewall device and 

duplicated its configuration in our Converged, SDA-Enabled Production Network. For 

the CSDA we followed the vendor guidelines for VXLAN (IETF 7348) as a data plane 

with Service Group Tags (version 8 under IETF draft)  to isolate data on the same 

VXLan.  We then bought in a qualified cyber security vendor to evaluate the security 

of both based on our already established criteria. Their evaluation is below:  
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 NIST Ranking Findings 

Traditional Firewall 

Segmentation 

Moderate - Firewall exposed remotely 

- Firewall not current on patches 

- Firewall defeated by in closet 

wiring changes 

CSDA Segmentation Low - SDA segment not visible 

remotely 

- SDA equipment patched to 

current 

- SDA segment not affected by 

cabling moves 

- SDA segment could be seen 

locally through gateway arping 

Table 9: Security Analysis of ICAL Lab Current and with CSDA      

The analysis was surprising in that, while we were looking to show that security was 

not degraded on the new architecture, the new architecture actually achieved a more 

favourable rating (Moderate -v- Low) due to improvements made. These 

improvements were mostly around the architectural nature of the Converged, SDA-

Enabled Production Network. Specifically, since using LISP (IETF 7955) the 

advertisement to the segment was local only, so not detectable remotely. When 

physically on site, moving cables to different ports in different switches had no result, 

as the Service Group Tag is assigned based on the end device no matter where it plugs 

into the network. The traditional firewall was defeated by simply plugging the device 

directly into the traditional network. Lastly, the traditional firewall, due to its niche use 

and location had been missed in recent patching, since the CSDA operating system 

updated with the rest of the network, it was on the most current version. These 
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advantages in architecture enhance the earlier performance analysis and reinforce the 

advantages in an Intent-Based architecture.  
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CHAPTER FIVE 
 

CONCLUSIONS 

 

5.1. Conclusions 
 

 Communication networks are expanding in size and complexity at an ever-

increasing rate. Data networks are taking on functionality of networks that were 

traditionally separate, a process known as ‘convergence’, where one network is of 

sufficient sophistication to handle multiple diversified forms of communication such 

as voice, Heating, Ventilation and Air Conditioning (HVAC), commodity Internet, 

Supervisory Control and Data Acquisition (SCADA) and others. Most of these 

networks will converge into enterprise networks who will be in differing levels of 

maturation along the Intent-Based Networking functionality and benefits curve [17]. 

 For the past several years, researchers attempting to use these converged 

networks were often unable to attain satisfactory performance from the enterprise 

network. From necessity, the research network or Science DMZ was formed [1]. This 

architecture provided a performance increase mainly through bypassing enterprise 

firewalls but came with its own set of problems in maintaining the network, both from 

a skillset and a resource perspective, as well as the question of how to refresh a 

network after grant funding has concluded. It could be argued, however, that those 

problems were foreseen and that the Science DMZ architecture was accepted knowing 

those issues existed. As these networks were put into place, however, a different set of 

problems began to become more clear. In cutting off the research network from the 
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institutional or production network, the researchers often cut themselves off from the 

expertise of the enterprise network architects. These professionals had a full time job, 

training and experience to design and take care of networks, something that 

reserachers could only do as one in a vast number of functions in their job. 

Additionally, by leaving the central network they lost their link to the planning that 

comes with large, central networks. Being able to provide intput into refresh cycle, 

design and proper building of a functional use case was lost. Ironically, in finding the 

enterprise network performance lacking, they removed the use case that would support 

its advancement. Lastly, though perhaps the largest issue in the longer term, the many 

advantages of an Intent-Based solution only extend to the parts of the network in 

which it can see and operate. By removing the research network from the enterprise 

network the researchers were cutting off future functionality that would be very time 

saving and operationally beneficial to the financial administration of the said 

institutions.  

 The reticence of the researcher is understandable. The institutional networks, 

having proven themselves too rigid or slow could also be difficult to deal with in 

getting assistance. Shared infrastructure also, by necessity, had shared resources in its 

upkeep and the researcher was not the only customer. Also, while there are many 

benefits to a converged and Intent-Based enterprise network to the researcher, these 

benefits remained theoretical and were thus sacrificed against the objective fact of an 

architecture that, though it had drawbacks, gave the performance that the large data 

researcher required. When the Science DMZ architecture came into being, it was done 
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mostly by researchers to solve a common problem and was done in a thorough and 

measured way. They came back to the community with analysis and results that could 

be tested, replicated and confirmed. This is how the Science DMZ gained acceptance 

and the architecture that would seek to replace it would have to follow a similar track 

if the time-challenged research community were to, so quickly, embrace yet another 

change.  

 This highlights some of the immense value of this research. At Montana State 

University, the research community and the professional networking staff collaborated 

from the beginning. First to build a Science DMZ but then to analyze it. The process of 

analysis and improvement did not stop with the gains of the Research Network 

architecture. The networking staff (one of them this researcher), due to the 

collaboration already established with the Bridger network, were able to explain to the 

researchers the benefits of both convergence and if Intent-Based Networking. In that 

same collaboration, researchers, Research Computing and Network Services staff were 

able to design tests to answer the questions that were the gatekeepers to this new 

architecture. Can we converge and still get our performance? Will Intent-Based 

Networking slow down that performance? Can this new architecture keep our data 

safe? The research in this paper is able to present very compelling answers to these 

questions.    

 While Software-Defined Networking has existed for nearly 20 years and 

network convergence has been ongoing for longer than that [7]. As network 
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technology evolves an matures, we see that areas that were once unique become 

blended into the framework of these larger institutional networks to the benefits of all. 

The research here, specific to large data transport in research, contains very persuasive 

data to show that now may well be the time for the convergence of the separated 

research network. This outcome may be surprising, and even counterintuitive to some 

but does provide solid case study groundwork for the convergence of these 

traditionally segregated networks [6][7].  

 In addition to the convergence of these networks, researchers are also eager for 

Intent-Based solutions. The added functionality that is delivered with the same (or 

superior) performance as the previous model along with the fiscal benefits allows 

institutions that support both access to valuable information and analytics the ability to 

choose the precise strategic direction. More specific interests are within the 

advancement of the intent based functionality at the higher performance levels used by 

research scientist in the educational sector. Data from this case study showing these 

high-speed networks could have software functionality overlaid without suffering from 

performance impacts. This research has a great deal of meaning in the research 

community as they look at the next generation of networking required to support their 

goals. 

 Most significantly, this not only allows for the introduction of the wide array of 

tools that software defined networking will bring, but also allows the economies of 

scale of the larger production networks to be bought to bear on the smaller and more 
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unique research networks. This finding will allow researchers and University 

Information Technology Departments to make an informed decision as to the strategy 

of the next generation of both networks. This study meets its objective as a succinct 

use case performance comparison of two different network architectures. The results 

show very persuasive data that a converged, software defined production/research 

network is possible and, in the use case, optimal. This suggests several avenues for 

further exploration.  

5.2. Recommendations for Further Study 
 

 Improvements on new frame creation containing more variable control 

information is a novel way of working around some known TCP performance issues 

[5]. Other improvements include introducing new features at the input/output layer like 

parallel packet processing [6]. The foundation put in place by papers like these do an 

excellent job in framing and researching high performance issues with the protocol 

itself, something very valuable in research networking, but were insufficient to provide 

an answer to the premise of the present study. 

 With much less research specific to the case available, the researcher looked at 

software defined networking performance within the research landscape. The research 

found matched the expectations of individual experiences within the industry when 

discussing merging a software defined network with a traditional, high performance 

research network. These expectations were that the introduction of software defined 

networking, though rich with features and promise, would also introduce latency or 
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that there was a general performance trade-off for this specific functionality [4], [7], 

[8]. Past research has relied upon open source software that may have been more 

focused on new feature and functionality development rather than performance, or 

may have been written in a standard network model where performance issues at high 

performance levels were ignored. Additionally, most research relied upon simple 

simulations and models. Lastly, much of the research dealt with interoperating discrete 

software defined networks, an area outside of this case study [9]. With very little work 

available specific to intent based or software defined high performance networking, 

the aim of the present study was the investigation of more discrete parts of research to 

best define and create value.  

 First would be a more detailed exploration of the packet switching, datagram 

information, buffer use and logic behind the route/switch in the tested networks. This 

to give a more detailed view of how Cisco’s SDA-Enabled architecture achieves this 

performance and allow a better understanding of the design and performance of the 

“overlay” and “underlay” design of their intent based networking solution [15]. 

Second, would be an examination of performance impacts of the many different 

configurations options of an SDA enabled network. For example, studies could include 

determining if there is some functionality not in use on the tested networks that would 

cause performance to suffer and by how much if these do exist. 

     We would also like to see more data. Though our data testing collected a good 

amount of data on such a complex system, it begs to have another comparison done at 

an institution that may have the foresight to set up testing ports with their research 
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networks and institutional networks, allowing around-the clock testing and gathering 

of even more information. There are challenges here for sure, dealing with the 

operational data of the institutional network and building links etc. but there should be 

ways.  

 It would also be interesting to do testing to see how the SDA enabled network 

or “fabric” achieves such a low rate of variability. This was a surprise in testing and an 

experiment would have to be designed to see if variability could be introduced and 

what conditions are required for such introduction. With new wireless network 

standards due out in the next year, the researcher would like to undertake the same 

case study deploying from the access layer out to a high bandwidth solution in the 

same labs. While it would not meet the higher available wired speeds, the mobility of 

such a connection has supporting use cases. 

 The researcher would also like to see these experiments using other use cases. 

This study was “high performance” – or really just transferring large data sets but 

other use cases such as extremely low latency or ultra high quality video etc. may yield 

avenues of improvement to a technology that already strongly meets our use case. 

Finally, the researcher feels it would be compelling to repeat this case study with other 

software defined solutions, both existing and those entering the market. The results 

here are enlightening toward what this new technology can provide and analysis of 

other options would be compelling in ways that may lead to additional research or 

superior solutions.  
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