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ABSTRACT

Identifying protein-phenotype relations is of paramount importance for applica-
tions such as uncovering rare and complex diseases. Human Phenotype Ontology
(HPO) is a recently introduced standardized vocabulary for describing disease-
related phenotypic abnormalities in humans. While the official HPO knowledge base
maintains known associations between human proteins and HPO terms, it is widely
believed that this is incomplete. However, due to the exponential growth of biomedical
literature, timely manual curation is infeasible, rendering the need for efficient and
accurate computational tools for automated curation.

In this work, we present HPcurator, a novel two-step framework for extracting
relations between proteins and HPO terms from biomedical literature. First,
we implement ProPheno, a comprehensive online dataset composed of human
protein-phenotype co-mentions extracted from the entire set of biomedical articles.
Subsequently, we show that these co-mentions are useful as a complementary source
of input for a different, but highly related, task of automated protein-phenotype
prediction. Next, we develop a supervised machine learning model called PPPred,
which, to the best of our knowledge, is the first predictive model that can classify the
validity of a given sentence-level protein-phenotype co-mention. Using a gold standard
dataset composed of manually curated sentence co-mentions, we demonstrate that
PPPred significantly outperforms several baseline methods.

Finally, we propose SSEnet, a novel deep semi-supervised ensemble framework
for relation extraction that combines deep learning, semi-supervised learning, and
ensemble learning. This framework is motivated by the fact that while the manual
annotation of co-mentions is extremely prohibitive, we have access to millions of
unlabeled co-mentions. We develop a prototype of HPcurator by instantiating SSEnet
with ProPheno, self-learning, pre-trained language models, as well as convolutional
and recurrent neural networks. This system can successfully output a ranked list of
relevant sentences for a user input protein-phenotype pair. Our experimental results
indicate that this system provides state-of-the-art performance in human protein-
HPO term relation extraction. The findings and the insight gained from this work
have implications for biocurators, biologists, and the computer science community
involved in developing biomedical text mining tools.
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CHAPTER ONE

INTRODUCTION

Proteins are the workhorses of life, and they perform a wide range of operations

in cells. Thousands of proteins work together to provide the functionality of cells.

However, when a gene is mutated, a malfunction of protein may occur which can lead

to a genetic disorder [103].

The observation of phenotypes is important in studying genetic disorders. In

the medical context, a phenotype can be characterized as a deviation from normal

physiology, morphology, or behavior [125]. The study of phenotypes in medicine

consists of a detailed understanding of the phenotypic abnormalities associated with

each disease [125]. Variations of genes and proteins cause functional changes and

identifying the effects of their mutations is necessary for understanding the resulting

phenotype, i.e. the observed disease state [11]. Furthermore, many patients suffer

from rare diseases caused by genomic variants, i.e. diseases caused by disruptions in

regular gene expression.

However, many variants are quite rare, making genotype-phenotype correlations

dubious and clinical interpretations difficult [42]. One way to increase certainty

would be identifying patients who share the same or overlapping gene variants and

phenotypic characteristics [42]. Therefore, finding relations between proteins and

phenotypes can be considered vital for applications such as finding treatments and

cures for rare diseases.

The Human Phenotype Ontology (HPO) provides a bioinformatics resource that

offers a framework for the analysis of phenotypic abnormalities associated with human
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diseases [77]. HPO was originally designed based on databases such as OMIM (Online

Mendelian Inheritance in Man) [49], which contain information about diseases. HPO

website1 provides gold-standard HPO label annotations for a large collection of human

proteins. Every single protein is linked to a set of HPO terms based on the diseases

caused by a mutation to the corresponding genes. Figure 1.1 depicts an example of

a protein linked to a list of HPO terms. However, currently, only a small fraction

of known human proteins have HPO annotations [76]. Nevertheless, it is believed

that many other human proteins are associated with diseases and hence should be

annotated with HPO terms (Peter Robinson, personal communication, 2015).

Figure 1.1: An example of HPO annotations for protein INS HUMAN

Manually annotating proteins with HPO categories through wet-lab experiments

and/or clinical studies is a highly resource-consuming task, and over the last few years

1https://hpo.jax.org/app
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there has been a growing interest in developing automated tools to predict protein-

HPO term annotations [66, 104, 105, 144]. In fact, automated protein-HPO term

prediction was one of the sub-tasks in the CAFA2 (Critical Assessment of automated

Function Annotation) challenge [61].

Besides, in biomedical research, peer-reviewed journal articles are the primary

form of presenting new knowledge [58]. However, the extraordinary growth of

biomedical literature is one of the most common motivations for the necessity of

biomedical text mining which results in the assistance of biomedical scientists to

assimilate the high rate of new publications [160]. More than 25 million abstracts are

indexed by MEDLINE2 among which 904,636 are published in 2018 [1]. The growth of

publications in MEDLINE is exponential which means at this rate of publication, it is

challenging or even not feasible for biologists to keep up with the relevant publications

in their field of study [55].

Therefore, an essential step to overcome this problem is to develop computational

methods among which the most effective approaches in biomedical text mining come

from the collaboration of biologists and computational linguists [31]. Converting

unstructured biomedical text to structured knowledge can be achieved by using

Natural Language Processing (NLP) methods which considerably facilitate the

research productivity [29]. As a result, biomedical information extraction (IE),

which is the process of scanning text for information of interest such as entities and

relations [52], has been a topic of interest in recent years in the form of community

challenges including BioCreative3, i2b24, BioNLP5, etc. [54].

Popular biomedical IE tasks are biomedical named entity recognition (NER)

2https://www.nlm.nih.gov/bsd/medline.html
3https://biocreative.bioinformatics.udel.edu/
4https://www.i2b2.org/
5http://www.bionlp-st.org/
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Figure 1.2: An example of a sentence-level protein-phenotype relation which is
extracted from the article PMID: 798461.

and biomedical relation extraction [134]. Biomedical NER means identifying the

occurrences of medical and biological terms in the biomedical text. The most common

entities to extract are proteins, genes, diseases, drugs, mutations, etc. However, most

of the tools do not distinguish between genes and proteins and instead address them

as equal entities [88]. On the other hand, biomedical relation extraction finds the

relations among the entities where a relation usually denotes the connection between

entities which can be a grammatical relation, a semantic relation, a negation, etc [156].

Figure 1.2 shows an example of a relation between a protein and a phenotype in a

sentence.

Automated prediction of protein-HPO term annotations can be performed in two

ways: 1) by developing computational models (trained on heterogeneous data sources

such as protein-protein interactions, disease variants) that can predict HPO terms for

a given protein sequence, and 2) by extracting protein-phenotype relations directly

from biomedical literature. The relations extracted from biomedical literature may

also be incorporated as a complementary data source for systems that use various

data sources (i.e. (1) above).

In this work, we propose a novel two-step approach called HPcurator for

extracting relations between proteins and phenotypes from text (see Figure 1.3). In

this approach, a co-mention is a co-occurrence of a protein name and a phenotype

name in any span of text, e.g. a sentence, a paragraph, etc. For a given protein
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or phenotype, all the co-mentions are extracted from the literature corpus and by

employing a co-mention classifier, a confidence score is assigned to each pair of

proteins and phenotypes indicating its validity. The main contributions of this

dissertation correspond to the different components of this HPcurator pipeline as

depicted in Figure 1.4.

Figure 1.3: The entire pipeline of protein-phenotype HPcurator that directly extracts
relations of proteins and phenotypes from biomedical literature

Figure 1.4: Main contributions

The first hurdle in developing the HPcurator pipeline is the absence of a

gold-standard dataset of bio-entity mentions, i.e. proteins and phenotypes, which

encompasses the complete corpora of published biomedical articles. To overcome
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this problem, we first developed ProPheno 1.0 [131], which is a dataset of co-

mentions of proteins and phenotypes extracted from the entire set of biomedical

articles (see A in Figure 1.4). We published this work in the 14th IEEE

International Conference on Semantic Computing (ICSC) [131]. More

details about ProPheno is provided in Chapter 4.

In our second study, in addition to using ProPheno as the Co-mention

Extractor for the HPcurator pipeline, we also employ co-mentions from ProPheno

to investigate the utility of literature features for protein-phenotype prediction [113].

For this purpose, we employed PHENOstruct developed by Kahanda and others [66],

which is the first computational model for protein-phenotype term prediction using

heterogeneous data sources (see “Experiments with PHENOstruct” in Figure 1.4).

We incorporated literature features into PHENOstruct in two ways: 1) knowledge-

free features, i.e. bag-of-words from the words in sentences that contain protein

names, 2) knowledge-based features, i.e. co-occurrences of proteins and HPO terms

in various spans of text extracted from ProPheno. According to our experimental

results [113], we observed that literature features are highly effective for predicting

the list of HPO terms associated with a given protein. We published this work in

the 10th International Conference on Bioinformatics and Computational

Biology (BiCoB) [113]. More details about this study are provided in Chapter 5.

In our third study [116], we use supervised learning to develop PPPred, a co-

mention classifier that can distinguish between good co-mentions and bad co-mentions

of proteins and phenotypes in sentences (see B.1 in Figure 1.4). We first generated a

manually annotated gold standard dataset with the help of biologists. This dataset

was composed of 809 sentences extracted from ProPheno. Using this gold-standard

dataset, we demonstrated that PPPred can obtain an F-max score of 0.8 while

outperforming all other baselines. We published this work in the 10th ACM
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International Conference on Bioinformatics, Computational Biology and

Health Informatics [116]. More details about PPPred is provided in Chapter 6.

However, by investigating the learning curve, we observed that we did not have a

sufficient amount of training data and the dataset was under-representative of the

problem. But at the same time, we have access to millions of unlabeled co-mentions

of proteins and phenotypes through ProPheno 1.0 [131].

In our fourth study, as an extension to the PPPred study, we annotate another

set of unlabeled sentences comprising co-mentions of proteins and phenotypes and we

improve the performance of our co-mention classifier using deep neural networks and

the BERT language model. We plan to submit this study to the Journal of

Healthcare Informatics Research [115].

In our fifth study, we formulate the problem of co-mention classification as

a semi-supervised learning problem where we take the advantage of millions of

unlabeled instances for directly extracting relations of proteins and phenotypes from

the biomedical literature (see B.2 in Figure 1.4). Our proposed technique is a deep

semi-supervised ensemble framework (SSEnet), which allows for developing a highly

accurate co-mention classifier by combining deep learning, semi-supervised learning,

and ensemble learning. An extended abstract on this deep semi-supervised

ensemble method was recently accepted as a talk to the Text mining track

at this year’s ISMB 2020 conference6. We also plan to submit this study to

the ACM Transactions on Computing for Healthcare journal [114]. More

details about this framework are provided in Chapter 7.

In addition to the above-mentioned studies, we also worked on a separate,

but highly-related, collaborative project on developing novel testing techniques for

protein function/phenotype prediction tools and bio-entity recognition software. We

6https://www.iscb.org/cmsaddon/conferences/ismb2020/tracks/textminingcosi
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published the findings from this project in the Proceedings of the 3rd

International Workshop on Metamorphic Testing [139] and 2019 IEEE

International Conference On Artificial Intelligence Testing (AITest) [132].

These publications are included verbatim in Appendix B and C for the sake of

completeness.

The rest of this dissertation report is organized as follows. Chapter 2 provides

some background for the research presented in this thesis. Chapter 3 discusses related

work in this area of research in detail. Chapters 4, 5, 6, and 7 present our four main

studies mentioned above. Chapter 8 reports details about the prototype system for

HPcurator. Finally, Chapter 9 summarizes the findings and concludes with future

work.
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CHAPTER TWO

BACKGROUND

This chapter includes selected background material relevant to understanding

the research presented in this thesis. It starts with Human Phenotype Ontology

followed by context about natural language processing. We review machine learning

models and we also discuss parse trees and tree/graph kernels. Expert readers with

the relevant background may skip this chapter.

2.1 Human Phenotype Ontology

Human Phenotype Ontology (HPO) is a standardized vocabulary that covers a

wide range of phenotypic abnormalities observed in human diseases [75]. HPO is com-

posed of five sub-ontologies which are Phenotypic abnormality, Mode of Inheritance,

Clinical modifier, Clinical course, and Frequency. Phenotypic abnormality is the

main sub-ontology which describes clinical abnormalities. Mode of Inheritance sub-

ontology describes the mode of inheritance and contains terms such as “Autosomal

dominant inheritance”. Clinical modifier sub-ontology describes typical modifiers of

clinical symptoms and contains terms such as “Episodic”, “Bilateral”. Next sub-

ontology is Clinical course sub-ontology which describes the onset, progression in

time, and eventual resolution or death of a disease. Finally, Frequency sub-ontology

describes frequency with patients that represent a clinical feature.

Each sub-ontology is organized in a hierarchical structure where more general

terms are close to the top while more specific terms are closer to the bottom. Each

pair of terms in the hierarchy are linked with an is-a relationship. For instance,

“breast carcinoma” is-a “neoplasm of the breast”. Figure 2.1 demonstrates a part of
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Figure 2.1: A part of the Phenotypic Abnormality sub-ontology of HPO

the Phenotypic abnormality sub-ontology.

2.2 Natural Language Processing

Natural language processing is the study of computer programs and applications

that work on human language. Natural language processing applications range from

low-level tasks such as assigning part-of-speech (POS) tags to words, to high-level

tasks, such as answering questions [30].

Tokenization is the process of segmenting a sentence into individual separable

units such as words. After identifying tokens in sentences, assigning the part of
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speech, e.g. noun or verb, is the next step which is called POS tagging [30]. One way

to employ tokens in a machine learning algorithm is to convert the tokens into bag-

of-words which represents each word with its corresponding number of occurrences in

the text.

2.2.1 Parse Trees vs. Parse Graphs

A parse tree is a rooted tree that represents the syntactic structure of a

string. Either the constituency relations or dependency relations can be employed

to construct the parse trees. The constituency-based parse trees consist of terminals

as leaf nodes and non-terminals as internal nodes, and they focus on phrasal

relationships [30]. The dependency-based parse trees contain fewer nodes and they

are simpler than constituency-based parse trees, and detect relationships between

individual words, and classify the relationship types. A constituency parse tree

employs constituency grammar and converts a sentence into a hierarchical tree. The

internal nodes of a constituency parse tree are labeled as “Noun Phrase” and “Verb

Phrase”. On the other hand, a dependency graph uses directed and labeled edges for

the grammatical relationships such as “Noun Subject”. The basic dependency graphs

produced by the Stanford Parser [21] do not have any cycles in the undirected form.

In contrast, enhanced dependency graphs in undirected form may contain cycles [2].

Figure 2.2 depicts an example of the dependency parse of an input sentence generated

by the Stanford parser. In this example, the shortest dependency path between two

biomedical entities “flavonoids” and “cholesterol” is made bold.

2.3 Machine Learning

Machine learning can be defined as computational methods that use previous

data to make accurate predictions or improve performance [100]. Learning algorithms



12

Figure 2.2: An example of the dependency parse of a sentence generated by
the Stanford parser. The shortest dependency path between “flavonoids” and
“cholesterol” is made bold [155].

have been successfully utilized in a variety of applications including natural language

processing, computer vision, etc. Machine learning comprises terminologies such as

examples, features, labels, training set, development/validation set, test set, and loss

function. Examples are instances used for learning or evaluation that include a set of

attributes, i.e. features, and values or categories assigned to them, i.e. labels. The

training set is a set of examples employed for training a learning algorithm, whereas

the development and test sets consist of examples used for tuning the parameters

of the algorithm and for evaluating the performance of the algorithm, respectively.

The loss function measures the difference between a predicted label and the true

label. In practice, only a small amount of labeled data is available that results in

an insufficient amount of training data. Therefore, a method known as n-fold cross-

validation is employed to use the labeled data both for training and parameter tuning.

The N-fold cross-validation consists of dividing the training data into n equal parts

and using n−1 folds to train the model and one fold for evaluating performance [100].

The machine learning scenarios that are mentioned in this thesis consist of

supervised, unsupervised, and semi-supervised learning. In supervised learning, the

algorithm receives a set of labeled examples and predicts labels for unseen data.

Supervised learning includes “classification” where we map the instances to discrete
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output, i.e. categories or classes, and “regression” where we map the instances

to continuous output. In the unsupervised setting, only the unlabeled data is fed

into the algorithm. Semi-supervised learning consists of having both labeled and

unlabeled data and predicting the labels for unseen data. The semi-supervised

scenario is more appropriate for problems in which we have access to enough unlabeled

data, but labeled data is not easily accessible [100]. Due to the high cost of

the process of labeling data, it is desired for machine learning techniques to work

with weak supervision in which only coarse-grained labels are given [158]. Weakly

supervised learning covers a variety of studies that work based on learning a weak

supervision [158].

There are several criteria for measuring the performance of a learning algorithm

such as precision, recall, etc. Precision shows the percentage of the predicted results

which are relevant. Recall demonstrates the percentage of total relevant results that

are correctly predicted. F1-score is the harmonic mean of precision and recall that in

this thesis, we refer to it as an F-score. In cases that the data is imbalanced, precision

and recall are affected. To avoid this effect, the Area Under Receiver Operating

Characteristic (AUROC or AUC) is defined which is not affected by the imbalance

of data [100].

The most popular machine learning models are Support Vector Machines and

Artificial Neural Networks that are discussed as follows.

2.3.1 Support Vector Machines

Support Vector Machines (SVMs) are supervised learning models that are used

for classification and regression. SVMs are usually used for binary linear classification

in which we only have two classes, i.e. categories. However, they can also be

employed for non-linear classification. Suppose we have a list of labeled instances
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{(x1, y1), (x2, y2), ..., (xn, yn)} where yi ∈ {0, 1}. Then, the SVM algorithm tries to

draw a hyperplane to differentiate between two classes and also maximizes the margin

between the hyperplane and the instances of two classes. Figure 2.3 shows an example

of SVMs for instances with two feature values (two-dimensional space) in which the

red line depicts the hyperplane.

The margin is defined as F (x) = 〈w,x〉 where w is a normal vector to the

hyperplane. If the data is linearly separable, to maximize the margin between the

hyperplane and the instances of two classes, the following optimization (Equation 2.1)

problem is being used, which is called hard margin:

min
w,b,ξ

1

2
||w||2

s.t. yi(w
Tx + b) ≥ 1

(2.1)

Hard margin cannot be used when the data is linearly non-separable. In this

case, a soft margin can be used which adds a penalty to the instances on the wrong

side of the hyperplane. The optimization problem can be rewritten as in Equation 2.2.

min
w,b,ξ

1

2
||w||2 + C

n∑
i=1

ξi

s.t. yi(w
Tx + b) ≥ 1− ξi

ξi ≥ 0

(2.2)

where ξi shows the distance of misclassified examples from the correct hyperplane and

C is the regularization parameter that shows the tradeoff between the misclassified

examples in the training and test errors.

2.3.1.1 Tree Kernels vs. Graph Kernels Tree kernels work based on counting the

common substructures of two trees. There are three variants of tree kernels which
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Figure 2.3: An example of Support Vector Machines. (Image from Wikipedia)

are subtree kernel (STK), subset tree kernel (SSTK), and partial tree kernel (PTK).

STKs assume that if a node is in the graph, all its descendants are also in the graph.

SSTKs have the assumption that either all the children are included in the graph or

none of them are for each node in the graph, and they are suitable for the constituency

parses. Finally, PTKs assume that any partial expansion of the tree is allowed, and

they are suitable for the dependency parses [107].

Tree kernels can be applied to constituency parse trees or basic dependency

graphs. However, these kernels cannot handle the edge labels and they need to be

converted into another type of parse tree without edge labels. The enhanced parse

graphs, which may have cycles in the undirected form, cannot be handled using tree

kernels. To overcome these limitations, graph kernels such as All Path Graph (APG)

and Approximate Subgraph Matching (ASM) have been introduced which can work

with arbitrary graph structures. APG kernel receives dependency graphs with edge
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weights. Therefore, edge labels need to be converted into weight values. On the other

hand, the ASM kernel is capable of working with edge labels in the graphs.

2.3.2 Artificial Neural Networks

Artificial neural networks are a set of machine learning algorithms with the idea

of biological neural networks that are capable of learning tasks by seeing examples.

They are composed of neurons in separate layers that are connected to each other and

each connection is assigned a weight that is being updated during training. Figure 2.4

depicts an example neuron with three inputs and one output.

Figure 2.4: An example of a neuron in a neural network [102]

The learning process in neural networks consists of learning weights for each

connection and biases for each neuron. These weights are multiplied by the inputs and

are added to the biases to obtain an output value. This operation is being performed

layer by layer to the output layer. Eventually, the final output, i.e. prediction, is being

compared with the actual value and using a loss/error function, we can compute how

bad the model made the prediction. After computing the error at the output layer,

we need to update the weights to reduce the error. Therefore, using a technique called

gradient descent, we update the weights from the output layer toward to input layer,

one layer at a time. This is called an epoch and we often need more than a few epochs

to train the neural network.

To add some non-linearity to our neural networks, we add an activation function
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after each layer. The activation functions prevent the neural network to only learn

a simple linear mapping between the input and output. The activation functions

come in various forms including sigmoid function, hyperbolic tangent function, and

rectified linear unit (ReLU) function.

Neural networks come in different forms including but not limited to feed-

forward networks, Convolutional neural networks (CNNs), and recurrent neural

networks (RNNs).

2.3.2.1 Feedforward Neural Networks Feedforward networks are the most com-

mon form of networks in which data is computed in the forward direction. These

networks contain an input layer that is the input examples, hidden layers, and an

output layer that makes the predictions. Neural networks with more than two hidden

layers are often called deep neural networks. Figure 2.5 is an example of a feedforward

neural network.

Figure 2.5: An example of a feedforward network [102]
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2.3.2.2 Convolutional Neural Networks CNNs [82] can process data that come

in the form of multiple layers, e.g. a color image, and they can be one-dimensional

or multi-dimensional. CNNs are good at learning local features and perform well on

short sequences. Figure 2.6 demonstrates a simple 2-d CNN. In a 2-d CNN, there

is an N ∗ N window moving on the input data. The elements in the windows are

multiplied by the values in the input data and the sum of the values is stored instead.

Next, with a pooling method, e.g. Max pooling or Average pooling, with a step size

called stride, the input becomes compressed and only more helpful features of input

data are given to the next layer of network.

Figure 2.6: An example of a convolutional neural network [102]

2.3.2.3 Recurrent Neural Networks RNNs are designed to solve problems that

involve sequential data such as language or speech. They provide a short-memory for

the network with the intuition that every item in a series or sentence is dependent

on the items previously seen in the corresponding list. Therefore, the short-memory

provides better prediction with respect to previously seen data. However, simple

RNNs face memory problems when the input list is long. There are other types of



19

RNNs that solve the problem of short-memory. Long short-term memory (LSTM) [53]

is a special form of RNNs which can learn long-term dependencies [86]. LSTMs are

designed with the idea of left-to-right reading the input data, however, the effect of

the words that appear after current word cannot be ignored. Therefore, LSTMs are

often used in a bi-directional manner that in one swipe, the input data is read from

left to right and in the second swipe, it is read from right to left and the outputs of

these two swipes are concatenated together to provide the final output sequence.

2.3.2.4 Attention Mechanism Attention [10] is another mechanism that adds the

effect of each word in a sentence to the meaning of the sentence. For example, in

neural machine translation, after converting the input text into a vector of values, we

can add the attention mechanism to improve the accuracy of translation by adding

how much each word affects the meaning of the sentence.

2.3.2.5 Transformers Even though LSTMs have solved the issues with other

techniques on sentences, their performance still suffers from very long sentences.

Moreover, when working with text, in most cases we want to look at all the words at

the same time, instead of processing them one by one. Transformers are designed

based on the attention mechanism that solve this problem. By using multiple

attention layers, they add different aspects of the meaning of each word to the

computation [146].

2.3.2.6 BERT BERT (Bi-directional Encoder Representations from Transform-

ers) is a breakthrough in NLP that was published in 2018 [36]. It provides pre-trained

language model that provides a new state-of-the-art for many NLP tasks including

machine translation and question-answering. Instead of having a unidirectional nature

and only attending to the tokens before the current token, it provides a bi-directional
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manner. In addition, it can be simply fine-tuned using one layer on top the network

and using for most of the tasks, it will take less than one hour on a cloud TPU [36].
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CHAPTER THREE

RELATED WORK

This chapter is a comprehensive literature survey on biomedical relation extrac-

tion in the context of extracting protein-phenotype relations from text. Biomedical

relation extraction is the task of automatically identifying valid relationships between

bio-entities mentioned in biomedical text.

The main approaches for biomedical relation extraction include co-occurrence-

based methods, rule-based methods, and machine learning-based that can be

performed by extracting features, tree/graph kernel-based methods, and deep neural

networks. Co-occurrence-based methods simply look for any co-mention of the two

entities of interest in a particular span of text, e.g. sentence or paragraph, and usually

provide low precision and high recall values [22, 63, 136]. Rule-based methods define

linguistic patterns and extract the relations using the patterns [15,95,122]. The rules

can be derived from manually annotated corpora using machine learning algorithms

or defined manually by a domain expert. Machine learning-based approaches are also

employed for the relation extraction from biomedical text [73,84,94,107,109,135,155].

Syntactic information is an important advancement in the evolution of relation

extraction methods. Syntactic information can be obtained by dependency parsing

in the form of dependency trees or graphs. Tree/Graph kernels that are capable

of measuring the similarity between syntactic parse tree/graphs are also utilized

for computing the similarity between dependency graphs instead of converting the

trees/graphs to flat feature vectors [107,134].

Machine learning algorithms such as Support Vector Machines (SVMs) have

shown high performance in biomedical relation extraction, but they need feature
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engineering which is a skill-dependent task [155]. Kernel-based methods also require

designing suitable kernel functions. Deep neural network-based methods eliminate

the need for feature extraction and defining rules, and provide state-of-the-art on

various tasks in biomedical relation extraction [109,155]. Those methods also require

high knowledge to design neural networks. The rest of this chapter discusses some of

these methods in detail.

3.1 Co-occurrence-based Methods

Singhal et al. [136] introduce a novel method for automating the extraction

of three-way disease-gene-variant relations from biomedical literature. They employ

the previous study by the authors [135], and also utilize the global context including

PubMed and the Web along with sequence analysis to extract the exact gene-mutation

matches from the text.

The proposed method is composed of three steps. In step one, all the genes,

mutations, and diseases are extracted from text using PubTator [151]. In step

two, the relationships between mutations and a given disease are obtained from all

PubMed abstracts. In step three, the protein/genes are linked to the mutations using

information extracted from PubMed, the web, and sequence analysis.

To evaluate the utility of the proposed method, the authors compare the

results with the human-curated data in UniProt. The proposed method provides

a larger number of triplets than what is available in UniProt. Overall, the results

show 77% precision, and the authors claim that the 0.23 error rate is because

of either the incorrect entity recognition or incorrect relation extraction. They

claim that the uncurated triplets are potentially good candidates for database

curation. The proposed method extracts a broader range of relations, e.g. disease-

causing, protective, and treatment-response relations, than UniProt which only



23

curates gene variants which result in alteration of protein function. Since the

results are comparable with the data in UniProt, the authors mention that it can

be complementary support to curators.

3.2 Rule-based Methods

Mahmood et al. [95] propose a rule-based method (DiMeX) for the extraction

of mutant-gene-disease associations from biomedical text. The authors also extract

additional information such as the number of patients, the efficiency of a drug for the

disease, and the race and nationality of patients from each study. Finally, they store

the information in a publicly available database. The authors specify various patterns

using Noun phrases (NP) and Verb groups (VG) in addition to six types of sentence

structures that can be employed for the extraction of mutation-disease associations

from the text.

Ravikumar et al. [122] introduce a rule-based method, as part of the BioCreative

V shared task 4, that extracts relations across sentences and translates the relations

into Biological Expression Language (BEL). BEL has emerged as a standard for

representing relations extracted from the biomedical text. The BioCreative V shared

task 4 involves the extraction of relations between entities from sentences and

formalize the textual relations in the form of BEL. Mapping the relations to BEL

statements is done in two steps based on a study by Fluck et al. [43] which consists

of mapping outputs of the semantic parser to BEL functions and mapping causal

relations, e.g. increases or decreases, that connect BEL functions to complete BEL

statements. Some relations that could not be mapped to BEL functions are dropped

from the system. Next, they filter out the BEL statements that do not contain

the main classes of causal verbs, i.e. “increases”, “decreases”, “directly increases”,

and “directly decreases”. The proposed method achieved low performance in the
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extraction of BEL statements and functions. The authors claim that the main reasons

for achieving low performance are lack of rule sets for mapping textual relations to

BEL functions, named entity recognition and normalization, and lack of methods to

infer deeper biological semantics.

Bokharaeian et al. [15] introduce a novel pipeline to generate a corpus comprising

the associations between Single-Nucleotide Polymorphisms (SNPs) and phenotypes.

In contrast with other studies on biomedical relation extraction which focus on binary

relation extraction and only consider the relations as positives and negatives, the

authors in this study introduce another class of relations, which results in three classes

of relations including positive, negative, and neutral relations. Neutral relations

express the associations in which the presence or lack of the relation in the sentence

cannot be concluded from the text.

The authors also use the modality features to automatically measure the

confidence level of the association between SNP and phenotype which can be zero,

weak, medium, or strong. To achieve this, they look for words such as possible, likely,

probable, certain, etc.

3.3 Machine learning-based Methods

Panyam et al. [107] propose a model using graph kernels for extracting Chemical-

induced-Disease (CID) relations from text. They introduce a modified version of the

ASM kernel which is capable of directly handling edge weights. The edge weights give

the algorithm the ability to discriminate between shortest paths between the entities

and other paths in the graph which results in boosting the performance of the kernel.

They apply the modified ASM kernel to the task of CID relation extraction, as well

as the protein-protein interaction (PPI) task.

The ASM kernel is based on the bijective mapping between two graphs and
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benefits from graph isomorphism. In other words, it seeks an approximate measure

of graph isomorphism. To achieve this, all of the nodes are assumed to have distinct

labels, and if a label is missing in the vocabulary of node labels, a new disconnected

node with those labels will be added to the graph. ASM looks for the similarity

of the shortest path between nodes instead of matching edges between nodes. The

proposed ASM kernel evaluates the similarity of two paths using 3 criteria which are

structural, directional, and edge labels. The directional similarity is estimated like

the structural similarity by considering the edge directions, and defining forward and

backward features. Edge label similarity is also computed for each unique edge label

using the product of edge weights.

By analyzing the results, the authors noticed that the CDR corpus contains

sentences with multiple entity pair mentions in a single sentence which causes a high

false positive rate. Also, the tokenizations offered by the PPI corpus contains entities

such as “RBP/TTR” as a single token while it is a combination of two tokens. This

is also another likely source of error.

Lung et al. [94] present a new method based on machine learning to extract CPIs

from unstructured biomedical text. They manually extract a list of features using the

semantic pattern and the dependency parse of sentences. They presented this study

in BioCreative VI [81], and claim that their method achieved the best F-score among

the non-deep learning methods, and fifth performance in the overall ranking.

The proposed method extracts CPI pairs and CPI triplets from the text. A CPI

pair is a co-occurrence of a chemical and a protein in the same sentence. A CPI

triplet is also defined as a CPI pair and an interaction word, e.g. interacts or causes,

mentioned together in the same sentence. At the first stage, all possible CPI pairs

and triplets are extracted from the text. Next, feature sets are created based on the

semantic pattern and dependency graph of sentences in parallel. In the next step,
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several classifiers are trained on the training set and evaluated on the development set,

and classifiers with the highest F-scores are selected for model building. Eventually,

the top classifiers are retrained on the combination of the training and development

sets to make the final predictions.

Semantic pattern features are extracted by reading the sentences in the training

and development sets, and the previous experiences of the authors. For instance,

some words such as pathway, production, etc. are frequently mentioned in a range

of three words before, to three words after the chemical or protein entities. They

also employ features that capture certain grammar or language rules. For example,

a binary feature is defined to indicate the presence of negative words such as “not”,

“incapable”, or “unable” in the region covered by the CPI pair or CPI triplet. For

each CPI pair, the shortest dependency path (SDP) is acquired, and for each CPI

triplet, in addition to the SDP of the CPI pair, two SDPs between the chemical-

interaction word and protein-interaction word are obtained. Next, features such as

the number of words between chemical and protein are extracted from the SDPs.

Lamurias et al. [84] introduce a novel method for extracting miRNA-gene

relations from biomedical literature based on distant supervision. Distant supervision

combines the advantages of supervised and unsupervised methods, and it assumes that

any sentence that has a pair of entities with an associated record in the knowledge

base, is a potential pair to describe a relation between entities. The proposed method

employs an automatically generated corpus of 4,000 documents related to miRNAs

and outperforms a supervised method with a shallow linguistic (SL) kernel on a

dataset without any training data. They also utilize multiple instance learning in

which instead of labeled instances, labeled bags of instances are available and the

labels for instances are not directly accessible.

The proposed method (IBRel) extracts miRNA-gene relations from abstracts
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without additional manual data curation. This method only requires a set of

documents that are easily accessible through PubMed and a knowledge base such

as TransmiR [148]. Each miRNA-gene pair mentioned together in the same sentence

is considered as a potential relationship. IBRel employs sparse multiple instance

learning algorithm (sMIL) which assumes the bags are sparse and a few instances in

each bag are positive. This variation of multi-instance learning is used based on the

assumption that each relation is stated only once because of the word restrictions

in abstracts. This method uses a training set composed of labeled bags of instances

instead of a set comprising labeled instances.

Deep neural networks have been widely used in biomedical relation extraction.

For example, Liu et al. [91] classify DDIs using CNNs by the help of word sequences

and position sequences. Peng and Lu [108] utilize word sequences, positions sequences,

POS tags sequences and dependency vectors to classify PPIs using two-channel CNNs.

Quan et al. [120] propose a multichannel CNN for extracting various biomedical

relations. Lim and Kang [89] propose a tree-LSTM model for CPI classification.

Wang et al. [149] present a dependency-based Bi-LSTM to classify DDIs. Corbett et

al. [34] also classify CPI relations using LSTMs. In addition, Sahu and Anand [126]

combine the Bi-LSTM with attention pooling to improve performance.

Some researchers have combined RNNs and CNNs to create hybrid models. Peng

et al. [109] introduce an ensemble of SVMs, CNNs, and RNNs, for the task of chemical-

protein relation extraction in BioCreative VI. Next, majority voting and stacking is

used for combining the outputs of the three methods. The proposed method provides

the best performance among the tools submitted to the BioCreative VI chemical-

protein relation extraction task by an F-score of 0.6452. The authors observed that

pairs in longer sentences are more difficult to classify, and the distance between the

entities does not have much effect on performance. Also, RNNs can detect distant
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pairs better than other methods.

Zhang et al. [155] present a novel method based on the combination of CNNs and

RNNs to extract PPIs and drug-drug interactions (DDIs). The authors create two

sequences, i.e. dependency word sequence and dependency relation sequence, as input

to two CNNs, and employ the sentence sequence as input to a bi-LSTM. A multilayer

perceptron (MLP) is also employed for combining the outputs of the models. The

authors apply the proposed method to PPI corpus [119] including five datasets, which

is a binary classification problem, and DDI corpus from DDI Extraction 2013 that

is a multiclass classification problem [128]. By analyzing the false positives and false

negatives, the authors claim that the main sources of errors are long and complicated

sentences, e.g. mentions of entities in different clauses, and negation expressions

which can be solved using a preprocessing step.

Christopoulou et al. [28] present an ensemble approach for intra- and inter-

sentence relation extraction and they focus on extracting relations between drugs

and medication-related entities from biomedical articles. They utilize bi-LSTM and

Attention for intra-sentence relation extraction, while employing Transformers helps

them extract inter-sentence relations from longer sequences. They observe that using

latent drug-drug interactions significantly improves the performance over the non-

drug-drug approaches.

Thillaisundaram and Togia [142] propose a system based on BERT language

model to extract gene, function changes, and disease triplets from biomedical articles.

They use the pair of gene and disease along with the textual content as input to BERT

and add another classification layer on top of BERT to classify the input text into five

classes of function changes including Loss of function, Gain of function, Regulation,

Complex changes, and No changes. They claim that their model significantly

outperforms baselines only by using a simple setup.
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Khordad and Mercer [73] reconfigure a method from Ibn Faiz [38] for extracting

PPIs from biomedical text and apply it to the problem of genotype-phenotype relation

extraction. They also propose a semi-supervised method for generating a set of labeled

instances since they did not have access to any annotated database on genotype-

phenotype relations. Then, they enlarge the training set by using a self-training

algorithm and improve the performance of the genotype-phenotype relation extraction

model.

The maximum entropy classifier tuned for the relation extraction is utilized to

extract genotype-phenotype relations from biomedical text. A pair of genotype/phe-

notype is represented as a set of features including features acquired from dependency

parse trees, etc. A relationship term in the sentence can be the sign of the presence

of a relation between the genotype and phenotype. In cases with more than one

relationship term, “Key Term” is defined by the shape of the dependency path

between genotype and phenotype [38].

In the next step, a self-training algorithm is employed to improve the perfor-

mance of the machine learning model. The size of the training set increases using

the labeled set, making predictions on the unlabeled set, and picking the predictions

with the confidence scores in a specified range, in each iteration. The algorithm

stops after a maximum number of iterations. The proposed self-training algorithm

further is executed with various configurations and the best configuration based on

the performance on the development set is selected.

There are also some studies that employ semi-supervised learning using neural

networks [74, 83]. However, there is only one study by Lin et al. that utilizes self-

training with neural networks for temporal relation extraction task and they achieved

a new state-of-the-art on Clinical TempEval 2017 [90].

To summarize, in this chapter, we provide context for our human protein-
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phenotype curation model by discussing current approaches for extracting relations

between entities extracted from the unstructured biomedical text. The methods

such as co-occurrence which consider any co-mentions of entities in the text as true

interaction, usually obtain higher recall values and are considerably faster than other

methods. Utilizing various filters on data often improves the performance of the

method. The study by Singhal et al. [136] shows that aggregating the number of

occurrences of entities can be employed to obtain good performance. Additionally,

feature engineering is another promising step that requires a considerable amount of

manual effort but it provides satisfactory results.

Rule-based methods achieve high precision values while the recall values obtained

using the rule-based methods are lower than other methods. The problem with the

rule-based methods is that they cannot be easily applied to other domains.

Graph kernel methods eliminate the need for expert knowledge to extract high-

quality features. However, their outputs are not even close to other existing methods

which show they can only be used as a complementary feature.

Deep learning-based methods perform well on a variety of relation extraction

problems. Besides, the ensemble of deep learning methods and supervised methods

showed the state-of-the-art for some problems which states that an ensemble of

different methods for extracting biomedical relations could provide the highest

performance.

In some domains such as protein-phenotype relations, there are not enough

annotated databases, as mentioned by Khordad et al. [73]. We observed that the

self-training algorithm can add more examples to the training set, but it does not

provide satisfactory improvement. Therefore, for a specific task such as protein-

phenotype relation extraction that we have access to a lot of unlabeled data, we

can utilize distant supervision to achieve labeled clusters of data instead of labeled
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instances.
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CHAPTER FOUR

PROPHENO 1.0: AN ONLINE DATASET OF THE HUMAN

PROTEIN-PHENOTYPE COMENTIONS

This chapter discusses our work on ProPheno 1.0, which is an online dataset of

human protein-phenotypes co-mentions extracted from the entire set of biomedical

articles. This work was recently published in the 14th IEEE International

Conference of Semantic Computing (ICSC) 2020 [131]. What follows is a

slightly adapted (but mostly a verbatim) copy of the published paper.

4.1 Introduction

Since biologists, researchers, and scientists report their findings and observations

from wet-lab experiments and clinical studies in biomedical literature, it can be

considered one of the most valuable resources for extracting protein-phenotype

relations. Therefore, exploring the feasibility of extracting relations between proteins

and phenotypes mentioned in biomedical literature through text mining and machine

learning has recently gained significant attention [46,73,78,136].

Biocuration, which is the process of extracting knowledge from unstructured

text and storing the data in knowledge bases, is the primary technique for expanding

the biological knowledge bases such as the HPO database. Biocuration is usually

performed manually with the help of computational tools [57]. This process is

considered tedious and the computational tools are also evolving in terms of efficiency

and accuracy. One of the the first steps in bicuration of human protein-phenotype

information is to identify and extract protein and phenotype names from biomedical

literature. Currently, there is no publicly available dataset of proteins and phenotype
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names that covers the majority of the entire biomedical literature corpora.

In this study, we introduce ProPheno 1.0, which is an online and publicly

accessible dataset composed of proteins, phenotypes (HPO terms), and their co-

occurrences (co-mentions) in biomedical text which are extracted from Medline

abstracts and PubMed Central (PMC) Open Access full-text articles using a

sophisticated in-house developed text mining pipeline. This dataset covers all terms in

the Phenotypic abnormality sub-ontology. Using the ProPheno data, we also conduct

a comprehensive characterization of the protein-phenotype landscape in biomedical

literature. The findings from this characterization have implications for biocurators

and researchers working in related fields as well as practitioners in the area of

developing automated text mining pipelines for biocuration. One direct application

of the ProPheno data is the generation of features for computational models that

can predict phenotypes for human proteins; this task is one of the subtasks in

the CAFA (The Critical Assessment of protein Function Annotation algorithms)

competition [61]. ProPheno is accessible through a RESTful API, which can be used

in many programming languages as well as a web interface (online demo version) for

online access.

4.2 Methodology

We developed the text mining pipeline1 shown in Figure 4.1.This pipeline

extracts proteins/phenotypes and their co-mentions by consuming 27,590,898 Medline

abstracts (downloaded on 07/01/2017) and 1,873,381 PMC full-text articles (down-

loaded on 3/15/2018) as the input. PMC full-text articles were downloaded from the

PubMed website in XML format. A small portion of these full-text articles (140,370)

1Image created using https://www.draw.io
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Figure 4.1: Overview of the text mining pipeline for extracting protein and phenotype
names as well as their co-occurrences within different spans of text.

did not contain any text, so we removed them from consideration. We employed

PubMed XML Parser [3] to extract the paragraphs from the remaining 1,733,012

full-text articles, and stored the corresponding paragraphs in separate files. It is

worth mentioning that to avoid duplicating abstracts, we do not take the abstract

section of full-text articles into account.

We employed NCBO Virtual Appliance (NCBO Annotator) from BioPortal [62,

106] for extracting HPO terms from the literature. Protein mentions were retrieved
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from the literature using LingPipe [20]. We used UniProt [33] synonyms2 of proteins

to improve the coverage when extracting proteins from literature.

The introduced dataset comprises UniProt identifiers and HPO identifiers for

proteins and phenotypes extracted from biomedical literature, respectively, which

are categorized by the abstracts and full-text articles. This dataset also provides

co-mentions of proteins and phenotypes in different spans of text. We used three

spans: (1) sentence-level co-mentions (SCoM) which occur in a single sentence (2)

paragraph-level co-mentions (PCoM) which occur in a single paragraph (i.e. across

multiple sentences), and (3) document-level co-mentions (DCoM) which occur in a

single document (i.e. across multiple paragraphs).

Figure 4.2 is a screenshot of the ProPheno demo version, which shows the list

of first 10 HPO terms extracted from abstracts. In this figure, each row depicts an

occurrence of a phenotype mentioned in biomedical text, and “Start Location” and

“End Location” indicated the actual location of occurrence.

4.3 Results

In this section, we present detailed statistics and analysis on the mentions of

proteins and phenotypes in different spans of text.

4.3.1 Proteins and Phenotypes

Table 4.1 shows the total number of the unique and all proteins and phenotypes

in abstracts and full-text articles. Since full-text articles include more details about

proteins and phenotypes, intuitively, we expect more terms in full-text articles. The

average number of proteins and phenotypes in abstracts and full-text articles supports

this claim. By looking at the unique number of proteins and phenotypes in abstracts

2https://bit.ly/2HCHBr4



36

Figure 4.2: The list of first 10 HPO terms mentioned in the first abstracts ordered by
PubMedID shown in the online demo version. Each row shows an occurrence of an
HPO term in an abstract. ”Start Location” and ”End Location” show the position
of the matched phenotype in text, e.g. Start Location = 98 and End Location = 103
show that the phenotype has been mentioned in text starting from index 98 and ends
at index 103.

versus full-text articles, we observe that there are a few proteins and phenotypes

which were extracted only from either abstracts or full-text articles. In this study,

we consider various combinations of words which are detected by NCBO Annotator

that are matched with a term in the HPO database. For instance, NCBO Annotator

returns “prostate cancer”, i.e. HP:0012125, and “cancer”, i.e. HP:0002664, from “...

prostate cancer ...”, and both words can be matched with corresponding HPO terms

in the HPO database. This can be attributed as the main reason for having a large

number of extracted phenotypes. However, the number of unique phenotype names is

relatively low in comparison with the total number of phenotypes in the HPO dataset.

The main reason for this discrepancy is that we chose to work with the phenotypes

for which there are 10 or more annotations in the HPO database.

Figures 4.3 and 4.4 show the distribution of unique proteins and phenotypes
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Table 4.1: Stats of Protein/Phenotype Mentions in Biomedical Literature

Abstracts Full-texts Total

Unique proteins 2,178 2,389 2,512

All proteins 1,807,246 2,173,695 3,980,941

Avg. number of proteins 2.11 4.63 -

Unique phenotypes 2,224 2,227 2,277

All phenotypes 30,954,930 32,639,095 63,594,025

Avg. number of phenotypes 3.58 24.8 -

in abstracts and full-text articles, respectively3. As mentioned before, there are a

few proteins and phenotypes which were extracted from either abstracts or full-text

articles. We also observe that our pipeline can detect 74% of the proteins and 92%

of the phenotypes curated in the HPO database.

4.3.2 Co-mention of Proteins and Phenotypes in Text

As mentioned in the previous section, co-mentions are defined as the co-

occurrences of proteins and phenotypes within a certain span of text extracted

from our text mining pipeline. Statistics on these co-mentions in various spans of

text, i.e. sentences, paragraphs, and full-text documents, are given in Table 4.2.

The distribution of unique pairs of proteins and phenotypes in SCoMs, PCoMs,

DCoMs, and the HPO gold standard are shown in Figure 4.5. We observe that

75,268 unique pairs in the HPO gold standard were not extracted by our pipeline.

Two possible reasons can prevent the pipeline to extract these pairs. First, either

3Diagrams generated by https://github.com/tctianchi/pyvenn
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Figure 4.3: The Distribution of Unique Proteins in Abstracts and Full-texts

Figure 4.4: The Distribution of Unique Phenotypes in Abstracts and Full-texts



39

Figure 4.5: The Distribution of Unique Pairs of Co-mentions in SCoMs, PCoMs,
DCoMs, and protein-HPO annotations curated in the HPO database. Each of the
ovals shows the number of common unique co-mentions between the four data sources.
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Figure 4.6: The Distribution of Protein Mentions

LingPipe or NCBO Annotator may have failed to extract the corresponding proteins

or phenotypes, respectively. Second, they may have been either not co-occurred in at

least a document or one entity is mentioned in the abstract while the other entity is

in the body of the article. Besides, there are 10,812 unique pairs in PCoMs (2,427 in

common with SCoMs) which are not recognized by the DCoMs. This is because we

treat the abstracts as paragraphs, and since we only have one copy of the abstracts,

DCoMs do not contain those unique pairs.

4.3.3 Analysis of Protein and Phenotype Named Entities

Figure 4.6 shows the distribution of protein names in SCoMs, PCoMs, and

DCoMs. The number of less frequent proteins in SCoMs is more than proteins with

high frequency, and the number of proteins for each frequency in SCoMs is higher

than the corresponding number in PCoMs and DCoMs. This observation suggests

that the larger spans of text can identify more proteins.
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Figure 4.7: The Distribution of HPO-term Mentions

Figure 4.8: The Distribution of the Unique pair mentions
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The same can be observed in Figure 4.7 which shows the distribution of HPO

terms in SCoMs, PCoMs, and DCoMs. However, in Figure 4.8 which shows the

distribution of unique protein and HPO-term pairs, occurrences of unique pairs for

each frequency in DCoMs are higher than corresponding values in SCoMs and PCoMs.

One of the reasons for this observation can be that many of the unique pairs occur

in sentences and do not occur more in larger spans of text. Therefore, larger spans

of text have more occurrences of unique pairs for every frequency.

Figure 4.9 shows the distribution of the depths (with respect to the hierarchy) of

all HPO terms recognized in the literature. This plot conveys that more specific HPO

terms are less frequent in the literature. One of the reasons for this observation can

be that there are fewer mentions of more specific terms in the literature. Figure 4.10

demonstrates the distribution of unique HPO terms detected in the literature and

HPO terms from the HPO gold standard. We observe that our pipeline can detect

the majority of HPO terms from the HPO gold standard.

Also, the evolution of the protein-phenotype landscape in biomedical literature

is shown in Figure 4.11. We observe a slight increase in the number of unique proteins

and a relatively higher increase in the number of unique HPO terms between 2009

and 2018.
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Figure 4.9: Distribution of the depths of terms detected in literature
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4.4 Conclusions and Future Work

In this study, we presented a dataset of proteins and phenotypes (HPO labels)

in the entire biomedical corpora derived from Medline abstracts and PubMed Open

Access full-text articles. We also reported detailed analysis and statistics on the

mentions of proteins and phenotypes in the entire corpora along with co-mentions

of these entities in various spans of biomedical text. Additionally, we presented the

evolution of biomedical literature from 2009 to 2018.

In this study, we used bio-entity recognizers which had shown good performance

in identifying bio-entities in biomedical text. However, bio-entity recognition is still

a challenging problem. Consequently, advances in the performance of bio-entity

recognizers would enhance the ability of our pipeline to correctly detecting more

proteins and phenotypes in text.

Despite detecting millions of proteins and phenotypes in text, it is understood

that a portion of the co-mentions are false positives (the mere occurrence of two

entities within a certain span does not constitute a valid relationship). Therefore,

the next step would be developing a context-sensitive co-mention classifier or a filter

to remove these false positives. The various sections in a published article include

different types of information (e.g. the information contained in the introduction

versus results sections); this high-level location information about co-mentions could

be beneficial for biocuration. Therefore, a future step is to include the section labels

for each entity pair. This will provide the capability of listing the co-mentions in a

ranked order according to the confidence scores predicted by the classifier.
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CHAPTER FIVE

EFFECTIVENESS OF CO-MENTIONS IN AUTOMATED PROTEIN

PHENOTYPE PREDICTION

This chapter discusses our work on the effectiveness of protein-phenotype

co-mention features (generated from ProPheno dataset) for automated protein-

phenotype prediction. The key findings of this study were published in the

10th international conference of bioinformatics and computational biology

in 2018 [113]. What follows is a slightly adapted (but largely a verbatim) copy of

the published paper.

5.1 Introduction

Manually annotating proteins with HPO categories through wet-lab experiments

and/or clinical studies is a highly resource-consuming task, and over the last few years

there has been a growing interest in developing automated tools to predict protein-

HPO term annotations [66, 104, 105, 144]. In fact, automated protein-HPO term

prediction was one of the tasks in the recent CAFA challenge [61].

In recent work, Kahanda et al. have developed PHENOstruct [66], which is the

first computational method for automated prediction of protein-HPO terms. It uses

a Structured Support Vector Machine (SSVM) model for predicting hierarchically

consistent HPO labels. PHENOstruct employs several heterogeneous data sources

as input: protein-protein interactions, disease variants, experimentally validated

functional annotations, and biomedical literature, and uses protein-HPO term

annotations extracted from the HPO website as the class labels. PHENOstruct used

simple Bag-of-Words (BoW) features obtained from the biomedical literature in which
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all words occurring in the sentences that contain protein names are used as features.

However, this is a knowledge-free approach in which information on actual phenotypes

mentioned in the literature is not utilized.

Over the last few years, there have been several other automated protein-HPO

term prediction tools [66,104,105,144]. Notaro et al. [105] proposed a two-step method

that consists of flat learning in the first step and a hierarchical combination of the

predictions in the second step. Valentini et. al. presented a novel Hierarchical Top-

Down algorithm that assigns a single classifier to each HPO term and based on the

hierarchical structure of DAG, it can correct the predictions [144]. Furthermore,

Notaro et al. proposed an algorithm that exploits the information from the ontology

terms which specifies the phenotype information related to each human gene [104].

However, none of these methods use literature as their input while PHENOstruct

extracts literature features using a knowledge-free approach (i.e. BoW) as opposed

to a knowledge-based approach in which phenotype information is also considered.

Undoubtedly, the most comprehensive resource on biological findings, including

disease-related phenotypes, is the biomedical literature. Therefore, extracting bio-

entities from literature and linking them to bio-ontologies such as HPO has attracted

interest within the text mining community recently [47]. This approach has a high

potential for exploiting the data from a variety of patient reports, case studies,

and controlled trials [47]. In a related study, GOstruct 2.0 [65] utilized a natural

language processing (NLP) pipeline to successfully exploit information on protein

function (i.e. Gene Ontology or GO terms [8]) from the literature. Similarly, Funk

et. al. [44] conducted a comprehensive study on evaluating the usage of the literature

features for the task of protein-GO term prediction. They, in addition to simple

BoW features, extracted protein names and GO terms co-mentions (co-occurrences

of protein names and GO terms within a short span of text) from biomedical
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literature, and demonstrated the utility of a knowledge-based approach for that task.

Furthermore, in a previous study that uses the BoW model with PHENOstruct by

Kahanda et al., they found that the majority of the most important tokens extracted

from literature (i.e. the tokens that were assigned the highest weights in the trained

SSVM) consist of names of proteins, genes, and diseases [66]. This suggested that

applying a knowledge-based approach in extracting features would be more effective

for phenotype prediction.

In this study, we conduct the most comprehensive evaluation of extracting

literature features for the task of protein-phenotype prediction. We use a knowledge-

based approach and extract protein-phenotype co-mentions (co-occurrences of protein

names and HPO terms within a specified span of text) from an extremely large

collection of biomedical literature. Using the various co-mention features as input to

PHENOstruct, we demonstrate the utility of this approach for the task of automated

protein-HPO term prediction. Outcomes of this study have implications for the

bio-curation community as well as text mining practitioners interested in utilizing

literature for protein-phenotype prediction.

5.2 Problem Formulation

5.2.1 Data

In this work, we use CAFA3 Targets [157] as the reference set of input proteins.

We use features generated from protein-protein interactions (downloaded on 09-

26-17), disease variants (downloaded on 07-05-17), experimentally validated GO

annotations (downloaded on 07-21-17), as well as simple BoW features generated

from biomedical literature as input for PHENOstruct (as described elsewhere [66]).

The combination of variants, protein-protein iterations and GO features is referred

to as VNG. In addition to the simple BoW features, we introduce novel protein-HPO
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term co-mention features as described below. We use UniProt synonyms of proteins

to improve the coverage when extracting protein names from literature. In terms

of labels, we use protein-HPO term annotations extracted from the HPO website

on 07-18-17. Table 5.1 depicts the statistics on the HPO labels used for this study.

We only consider Phenotypic abnormality, Mode of Inheritance, and Clinical modifier

sub-ontologies in our experiments.

Table 5.1: Number of proteins, HPO categories, and annotations.

Sub-ontology Proteins HPO categories Annotations

Phenotypic abnormality 3,407 2,872 291k

Mode of Inheritance 3,049 15 10.3k

Clinical modifier 1,053 20 4.9k

5.2.1.1 Literature Features We employed 27 million Medline abstracts and 1.6

million full-text articles for obtaining the literature features. We generated two

different sets of literature features: (1) Simple bag-of-words (BoW) features [66],

(2) co-mention features. The details of the feature generation are described below.

5.2.1.2 Bag-of-words Features Bag-of-words (BoW) is a knowledge-free feature

representation that is broadly used in text mining applications. We retrieved all the

sentences which had an occurrence of a protein name as candidates and extracted

all the words in those sentences. For each sentence, we first lowercased all the words

in the sentence and then removed the highly frequent words (stop words). All the

remaining words and their counts were used as feature-value pairs. A protein is

represented as a vector of variables, each of which is the count of that specific word.
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Table 5.2: Statistics of co-mentions extracted from both Medline and PubMed Open
Access

Phenotypic abnormality

Span Unique proteins Unique co-mentions Total co-mentions

Sentence-level 2,306 102,726 1,962,332

Paragraph-level 2,348 157,152 7,292,398

Non-sentence-level 2,181 137,486 5,423,845

Mode of Inheritance

Span Unique proteins Unique co-mentions Total co-mentions

Sentence-level 1,710 5,029 100,086

Paragraph-level 1,763 5,930 370,656

Non-sentence-level 1,496 4,929 283,740

Clinical modifier

Span Unique proteins Unique co-mentions Total co-mentions

Sentence-level 399 1,126 14,965

Paragraph-level 511 1,948 74,602

Non-sentence-level 493 1,811 59,886
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5.2.1.3 Co-mentions Features In this work, we introduce the novel protein-HPO

co-mention (CoM) features which are computed from co-occurrences of the protein

names and HPO terms within a specified text span. Three text spans were considered

for obtaining co-mentions: sentence-level, non-sentence-level, and paragraph-level.

Sentence-level co-mentions (SCoM) occur in a single sentence and paragraph-level co-

mentions (PCoM) are proteins and HPO terms that occur in a single paragraph (i.e.

across multiple sentences). Non-sentence-level co-mentions (NSCoM) are obtained by

subtracting SCoMs from PCoMs. Note that SCoMs and NSCoMs are proper subsets

of PCoMs. Each protein is represented by a vector in which all the HPO terms co-

occurred with the protein and their counts specify the feature-value pairs. Statistics

on these co-mention features are given in Table 5.2.

5.2.1.4 Text Mining Pipeline We developed the NLP pipeline shown in Fig-

ure 5.1 to obtain the BoW and CoM features. We used the NCBO Virtual

Appliance from BioPortal [62, 106] to extract all the phenotype names from the

literature. Protein name mentions were retrieved from the literature files using

LingPipe [20] trained on GeneTag [141]. In our previous studies, we also considered

other alternatives to extract these entities such as OBO annotator [140] and Bio-Lark

CR [47] for extracting phenotype names and GNormPlus [152] and ABNER [130] for

extracting protein names. However, most of these systems were either difficult to

access or did not provide desirable results.

5.2.2 PHENOstruct (Kahanda et al.)

As previously mentioned, PHENOstruct is the first computational method for

automated protein-phenotype prediction problem [66]. It can capture information

from the inter-relationships between the HPO labels and has the advantage of
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Figure 5.1: Overview of the NLP pipeline for extracting features from the literature.

not having to train multiple classifiers. Besides, predicted labels are hierarchically

consistent. PHENOstruct employs a Structured SVM model for HPO term prediction.

For each test protein provided to the trained model, it outputs a set of HPO labels

and corresponding confidence scores.

5.2.3 Experimental Setup

In order to establish baselines, we utilized the SCoMs, NSCoMs, and PCoMs as

the final predictions themselves (i.e. without any machine learning) along with their

associated frequencies as the confidence scores. As mentioned before, PHENOstruct

provides confidence scores for each prediction. Considering the structure of HPO, all

HPO annotations and predictions are expanded via the true path rule to the root node

of HPO. This rule states that any annotation to a certain term implicitly indicates

annotations to all its ancestors. Macro-AUROC (Area Under the Receiver Operative

Curve) was used as the evaluation measure for the predictions. We use a five-fold

cross-validation setting for all our experiments. Separate experiments were carried

out for each sub-ontology. To compare the experiments, we compute p-values using

paired t-tests by considering only the leaves. All the experiments were performed on

a system running Linux Fedora 26 with a 24-cores processor and 128 GB of memory.
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The average running times for each experiment on the Phenotypic abnormality, Mode

of Inheritance, and Clinical modifier sub-ontologies are 36 hours, 20 minutes, and 5

minutes, respectively. Note that PHENOstruct is not compared to other protein-

phenotype prediction tools [104,105,144] because of the availability of only research-

quality code.

5.3 Results and Discussion

In order to evaluate the effectiveness of the newly introduced co-mention

features, a set of ablation studies was carried out by feeding different combinations

of features into PHENOstruct as input.

Our experimental results demonstrate that, when using individual co-mention

features as the input, the paragraph-level co-mentions (PCoMs) provide the best

performance in all three sub-ontologies (see Figures 5.2, 5.3, and 5.4). PCoMs

consistently beat SCoMs and NSCoMs for all three sub-ontologies. These observations

suggest that the paragraph level is the span that is overall better if you are interested

in using a single set of co-mention features. Bada et al. [9] describe that co-mentions

do not necessarily occur in the same sentence; this may be the justification for the

relatively superior performance of PCoMs.
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Figure 5.2: PHENOstruct’s performance on Phenotypic abnormality sub-ontology
with different combinations of data sources (VNG: Variants+Network+GO).
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Figure 5.3: PHENOstruct’s performance on Mode of Inheritance sub-ontology with
different combinations of data sources (VNG: Variants+Network+GO).
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Figure 5.4: PHENOstruct’s performance on Clinical modifier sub-ontology with
different combinations of data sources (VNG: Variants+Network+GO).

Moreover, PCoMs by themselves consistently outperform BoWs in all three sub-

ontologies suggesting that knowledge-based approaches are better than knowledge-

free methods (P-values for Phenotypic abnormality, Mode of Inheritance, and Clinical

modifier are 7.8E-31, 7.6E-01, and 6.2E-01, respectively). This observation is also

true for both SCoMs and NSCoMs in many of the cases. Besides, co-mention features

combined with other data sources give better performance compared to using BoW

features combined with other data sources.

Another key observation is that, as expected, SCoMs, NSCoMs, and PCoMs

outperform the baseline-SCoM, baseline-NSCoM, and baseline-PCoM, respectively,

in both Phenotypic abnormality and Mode of Inheritance sub-ontologies. However,

this is not the case in Clinical modifier sub-ontology; further investigation is required

for finding the underlying reason.

Literature features by themselves provide lower performance compared to when using

them in conjunction with other types of data sources. However, the best performance

in all three sub-ontologies is obtained by using literature features along with other
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data sources (P-values for Phenotypic abnormality, Mode of Inheritance, and Clinical

modifier are 1.7E-61, 1.4E-01, and 2.4E-02, respectively). This suggests literature

features are highly complementary to other data sources.

Regardless of the data sources/features used, aligning with our previous experimental

observations [66], PHENOstruct provides the best performance in the Mode of Inher-

itance sub-ontology closely followed by the Phenotypic abnormality sub-ontology.

5.4 Conclusions and Future Work

In this work, we conducted a comprehensive study on evaluating a variety of literature

features for the task of protein-phenotype prediction using PHENOstruct. We

demonstrate that knowledge-based features (i.e. co-mention features) help improve

the overall performance and are more effective than their knowledge-free counterparts.

Moreover, we find that the paragraph span best serves this purpose; PCoMs are the

most valuable source of information in comparison with the other literature feature

sets. However, we conclude that using PCoMs as an individual data source does not

provide the best performance, and it needs to be used as a complementary set of

features to obtain the most optimum performance.

This study opens up many other avenues for future investigation. By carefully

analyzing the performances of baselines, we notice that our NLP pipeline is generating

a large number of false positives (data not shown). In other words, not every co-

occurrence of a protein and a phenotype represent a valid relationship. Since our

current work does not consider the context surrounding these entity words, the next

step would be to develop a context-sensitive co-mention filter/classifier for removing

these false positives and improving the overall quality of generated co-mentions.

Moreover, this classifier by itself can serve as an important component in a fully

automated bio-curation pipeline for phenotypes.
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CHAPTER SIX

PPPRED: CLASSIFYING CO-MENTIONS EXTRACTED FROM BIOMEDICAL

LITERATURE

This chapter discusses our work on PPPred that is a protein-phenotype classifier

trained using a manually annotated dataset of co-mentions. This work was

published and presented in the 10th ACM international conference of

bioinformatics and computational biology (ACM-BCB) in 2019 [116]. What

follows is a slightly adapted (but mostly a verbatim) copy of the published paper.

6.1 Introduction

Continuing to expand the knowledgebases such as HPO database through biocuration

is of utmost importance for potential future downstream applications in medicine

and healthcare. However, as we mentioned in the previous chapter, biocuration is

generally considered tedious and resource-consuming. Hence, efficient and accurate

computational tools are required to expedite the process to bridge the gap between the

typically slower rate of human annotation versus the vast and exponentially-increasing

amount of literature concerned with the subject [57]. As a result, developing

computational models to extract relations between proteins and phenotypes has

gained recent interest among scientists working in the field of biomedical natural

language processing [46, 73, 78, 136]. However, to the best of our knowledge, no such

computational methods exist for automatically extracting human protein-HPO term

relations from biomedical literature.

As a solution to the above, we propose a two-step approach for extracting human

protein-HPO term relations. The first step is to extract protein-HPO co-mentions,
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which are co-occurrences of protein names and phenotype names in a certain span

of text i.e. a sentence, a paragraph, etc [73]. In our previous work, we developed

ProPheno 1.0 [131], which is an online and publicly accessible dataset composed

of proteins, phenotypes (HPO terms), and their co-occurrences (co-mentions) in

text which are extracted from Medline abstracts and PubMed Central (PMC) Open

Access full-text articles using a sophisticated in-house developed text mining pipeline.

This dataset covers all terms in the Phenotypic abnormality sub-ontology. However,

a knowledge-free Natural Language Processing (NLP) pipeline extracts every co-

mention of proteins and phenotypes, but not all protein-phenotype co-mentions

simply imply that there is a relationship between the two entities (see Figure 6.1

for an example).

Figure 6.1: An example of a bad co-mention in which the sentence does not convey a
relation between the protein, i.e. “KIF4”, and the phenotype, i.e. “cancer”. (PMID:
20711700)

Therefore, in the second step, extracted co-mentions are filtered using a co-mention

classifier that can distinguish between good and bad co-mentions. We define

a co-mention as a good co-mention if there is enough evidence conveyed in the

corresponding span of text indicating a relationship between the protein and the

phenotype. In other words, a good co-mention is a valid relationship between the two

entities according to the meaning of the context text. Figure 1.2 depicts an example

of a good co-mention of a protein and a phenotype in a sentence. The combination

of a co-mention extractor and a co-mention classifier/ filter constitutes a complete

relation extraction pipeline.
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The development of PPPred (Protein-Phenotype Predictor), a novel co-mention

classifier for classifying protein-phenotype co-mentions, is the primary focus of the

work presented in this study. We first randomly select a subset of co-mentions

from the ProPheno database and have them curated through two biologists. This

gold-standard dataset is composed of 809 human protein-HPO term co-mentions

annotated with binary labels of good/ bad. Then we use this gold-standard

dataset for developing predictive models using machine learning techniques. Our

machine learning models employ a large collection of both syntactic and semantic

features. Finally, we demonstrate that PPPred significantly outperforms other

baseline methods on the task of protein-HPO terms co-mention classification.

The main contributions of this study are as follows. This is the first analysis of the

problem of human protein-HPO term relation extraction from biomedical literature.

We model this relation extraction task as a two-step process composed of co-mention

extraction and classification. We formulate the co-mention classification problem as

a supervised learning problem using the gold-standard data generated by biologists.

This is also the first such gold-standard data for human protein-HPO term relation

extraction and is made publicly available1. A filter or a classifier that could identify

good co-mentions can be used by annotators to significantly speed up the biocuration

process. Besides, this can be used to provide much higher quality co-mentions as input

to other downstream applications such as human protein-HPO term prediction [113],

which would likely lead to better predictions.

Despite a large number of studies conducted on extracting entity relations from the

biomedical literature (including a handful of methods for extracting relations between

genes/proteins and phenotypes), no methods exist specifically for human protein-

HPO term relation extraction. Therefore, to the best of our knowledge, this is the

1https://github.com/MSU-KAHANDA-LAB/protein-phenotype-relation-extraction
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first study on the problem of protein-HPO term relation extraction from biomedical

literature and the PPPred is the first such method. We note that GenePheno [64]

is the only related method that uses an ontology-based approach to extract gene-

phenotype associations from the literature. It first recognizes all mentions of gene

and HPO terms within sentences in the whole corpora and then uses a co-occurrence

based metric for ranking those pairs. Highest ranked pairs are predicted as gene-

phenotype associations. While GenePheno does not predict top-ranked relations (i.e.

sentences), we still use it as one of the baseline methods due to the proximity of

the problem solved by their method and the task of protein-phenotype co-mention

classification addressed by PPPred.

6.2 Problem Formulation

6.2.1 Approach

In this work, we formulate the task of co-mention classification as a supervised

learning problem as described below.

Given a context C = w1w2..e1..w3..e2..wn−1wn composed of words wi and the two

entities e1 and e2, we define a mapping fR(·) as:

fR(T (C)) =


1 if e1and e2 are related according to R

0 otherwise,

where T (C) is a high-level feature representation of the context, e1 and e2 are

the entities representing the protein and the phenotype and R is the relation that

represents the protein-phenotype relationship between the two. An example is

considered a positive example if the meaning of the context suggests that the protein

mentioned has this function (i.e. a good co-mention). Otherwise, it is labeled as a
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negative example.

In this work, the context C is a single sentence (i.e., the sentence containing the

mentions of the two entities). Figure 1.2 depicts a sentence which is labeled as

a positive example (i.e., fR = 1) because it provides evidence for the relationship

between the two entities “Insulin” (protein) and “Atherosclerosis” (phenotype). We

model this problem as a supervised learning problem and use binary classifiers for

learning fR.

Figure 6.2 depicts the overview of the PPPred pipeline, which is capable of classifying

sentence-level co-mentions of proteins and phenotypes from biomedical literature.

In this figure, we start by inputting a set of sentences that contain co-mentions

of proteins and phenotypes. The preprocessing step is comprised of tokenization,

removing punctuations and stop words, and stemming. In the next step, we extract

features from the input sentences and train the model which can extract the relations.

The steps are discussed in detail in the following sections.

Figure 6.2: The Pipeline of the Proposed Method

6.2.2 Dataset

The first step in building a co-mention classifier is to create a manually-annotated

gold-standard dataset of co-mentions of proteins and phenotypes. For this purpose,

we use ProPheno 1.0 [131], which is a dataset of proteins-phenotypes extracted from

the entire biomedical literature. This dataset maps the proteins and phenotypes
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to the corresponding UniProt2 IDs and HPO IDs. We randomly select a dataset

of 809 sentence-level co-mentions of proteins and phenotypes from ProPheno. This

dataset is then annotated by two biologists to generate the gold-standard dataset. The

annotators were provided instructions to label a co-mention as good/ positive if the

sentence conveys that the protein and the phenotype has a relationship. Otherwise,

the co-mention was labeled bad/negative.

Table 6.1 shows the distribution of co-mention types in the gold-standard dataset.

According to the Table 6.1, 39% of sentences are extracted from the abstracts and

61% are from the full-text articles. Among the sentences from the abstracts, 53% are

labeled as “good” and 47% are labeled as “bad”. The distribution for the sentences

from the full-text articles is 70% and 30% “good” vs. “bad”, respectively. The

overall class distribution is 64% and 36% for “good” and “bad”, respectively. The

inter-annotator agreement is calculated using Cohen’s Kappa statistic [97] and the

corresponding value is 0.64 that shows substantial agreement.

Table 6.1: The class distribution in the gold standard dataset

Good Bad Total

Sentences from abstracts 169 147 316

Sentences from full-texts 348 145 493

All sentences 517 292 809

Tables 6.2 and 6.3 show the most frequent phenotypes and proteins in the dataset,

respectively. According to the tables, 15% of the sentences mention the protein

”Receptor tyrosine-protein kinase erbB-2” (P04626) and 43% of the sentences discuss

the HPO term “Neoplasm” (HP:0002664) (other names: “Cancer” or “Tumour”).

2https://www.uniprot.org
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Table 6.4 also demonstrates the most frequent protein-phenotype pairs mentioned in

the dataset. We observe that 10% of the co-mentions in the dataset mention above

protein-phenotype pair, which shows this pair is a well-studied protein-phenotype

pair. Figure 6.3 depicts the distribution of the depths of HPO terms in the gold-

standard.

Figure 6.3: Distribution of depth of HPO terms in the annotated co-mention data

Table 6.2: Most frequent HPO terms mentioned in the dataset

Index HPO ID HPO Term Depth Frequency

1 HP:0002664 Neoplasm 2 348

2 HP:0003002 Breast carcinoma 5 69

3 HP:0001909 Leukemia 4 24

4 HP:0002861 Melanoma 4 21

5 HP:0000855 Insulin resistance 5 15
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Table 6.3: Most frequent proteins mentioned in the dataset

Index UniProt ID Protein Name Freq.

1 P04626 Receptor tyrosine-protein kinase erbB-2 120

2 Q9Y617 Phosphoserine aminotransferase 45

3 O14788 Tumor necrosis factor ligand superfamily member 11 23

4 P01308 Insulin 20

5 P03971 Muellerian-inhibiting factor 14

6.2.3 Preprocessing

In the next step, we perform preprocessing on the sentences, which is employing

tokenization, and removing highly frequent words from sentences (stop words), and

also performing lemmatization. In this step, we replace protein and phenotype entities

by PROT and PHENO, respectively. This replacement helps us to keep track of the

actual labels when the sentence contains more than one entity with the same name

and helps to avoid confusion when the entity names contain more than one word.

6.2.4 Feature Extraction

We define the following items as the features for classification. These features

are categorized into three major types, i.e. bag-of-words, engineered features, and

distantly supervised (DS) features.

6.2.4.1 Bag-of-words (BoW) Feature Here each feature is a token from the context

sentence while the feature value is their corresponding frequency.
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6.2.4.2 Engineered Features We obtained these features based on (1) domain exper-

tise and (2) informative features used with similar relation extraction problem [94].

The full list of engineered features and their value type (within parentheses) is as

follows:

1. Shortest dependency path between PROT and PHENO in the dependency

graph of the sentence (integer).

2. The head words of PROT and PHENO in the sentences (string).

3. Part-of-speech tags of the entities and next tokens of entities in the sentences

(string).

4. The number of tokens in sentences (integer).

5. Existence of interaction words acquired from a study by Chowdhary et al [27]

(boolean).

6. Existence of seven trigger words provided by biologists, e.g. “provide”,

“improve”, “confer”, etc (boolean).

7. Position of PROT in the sentence (integer).

8. Position of PHENO in the sentence (integer).

9. Tokens before and after PROT and PHENO (string).

10. Whether PROT is mentioned before PHENO in the sentence (boolean).

11. Existence of doubt in the sentence, e.g. “may”, “might”, etc (boolean).

12. Existence of negation words such as “no”, “not”, etc (boolean).
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6.2.4.3 Distantly Supervised (DS) Features We obtained the DS features by utilizing

(1) the full set of co-mentions (i.e. unlabeled) available in ProPheno, and (2) the

annotations available in the HPO database, which we call the silver-standard (SS).

These features are listed in detail as follows:

1. Number of co-mentions containing the protein name (integer).

2. Number of co-mentions containing the phenotype name (integer).

3. Number of co-mentions containing both protein and phenotype name (integer).

4. Normalized number of co-mentions containing the protein name (float).

5. Normalized number of co-mentions containing the phenotype name (float).

6. Normalized number of co-mentions containing both protein and phenotype

name (float).

7. Number of pair-specific co-mentions containing the protein name (integer).

8. Number of pair-specific co-mentions containing the phenotype name (integer).

9. Number of pair-specific co-mentions containing both protein and phenotype

name (integer).

10. Normalized number of pair-specific co-mentions containing the protein name

(float).

11. Normalized number of pair-specific co-mentions containing the phenotype name

(float).

12. Normalized number of pair-specific co-mentions containing both protein and

phenotype name (float).
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13. Number of annotations in SS for the protein (integer).

14. Number of annotations in SS for the phenotype (integer).

15. Annotation score for the protein and the phenotype in SS (0 or 1).

16. Number of propagated annotations in SS for the protein (integer).

17. Number of propagated annotations in SS for the phenotype (integer).

18. Propagated annotation score for the protein and the phenotype in SS (0 or 1).

We normalize the number of co-mentions containing protein name, phenotype name,

or a pair of protein-phenotype by dividing their frequencies by the number of unique

articles that contain that specific protein, phenotype, or pair, respectively. We also

propagate the HPO annotations upward toward the root nodes by using the true path

rule that means if an HPO term has an annotation with a specific protein, all of its

ancestors are also annotated with that protein.

6.2.5 Experimental Setup

The scikit-learn3 package is used for implementing the classifier functionality. We

normalize the feature vectors using the L2 norm. In a previous analysis, we

compared various supervised learning algorithms such as SVM, Näıve Bayes, Decision

Trees, K-Nearest Neighbors (KNN), and Gradient Boosting Trees (GBT) using their

default parameter settings. We select SVM with Linear kernel for the rest of our

experiments. We perform 10-times 5-fold cross-validation for evaluating the models.

The performances are reported primarily using F-max (the optimal F-1 value).

Precision and Recall at F-max are presented as well. Precision is the fraction of

true positives over all the predicted positives, whereas recall is the fraction of true

3https://scikit-learn.org/
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positives over all the actual positives. F-1 is the harmonic mean of precision and

recall.

We compare PPPred with three baselines: (1) a strict rule-based method (rule-based

1), (2) a lenient rule-based method (rule-based 2), and (3) GenePheno [64]. The

rule-based 1 method was developed in-house by a biologist using broad domain

knowledge of the language used when describing alterations in protein sequence,

activity, regulation and the resulting phenotypic changes. Commonly used words

for sequence-based alterations included “mutation”, “deletion” and “insertion”. For

protein expression changes, the phrases “upregulation”, “upregulates”, “downreg-

ulation”, “downregulates”, “over-expression”, “under-expression”, “switches off”,

“switches on”, “amplifies” and “enhances” were chosen. For direct protein-phenotype

relationship descriptions, the phrases “associated with”, “triggered by” and “caused

by” were used. This method assigns a score of 1 to co-mentions satisfying at least

one of the following rules (and 0 otherwise):

• PROT (upregulation/ downregulation/ over-expression/ under-expression/ mu-

tation) causes/ does not cause/ is (not) associated with PHENO

• some other entity (upregulates/ downregulates/ silences/ inhibits/ switches off/

switches on/ triggers/ activates/ amplifies/ over-expresses/ under-expresses /

enhances) PROT causing/ which causes/ which is associated with PHENO

• PEHNO is (not) associated with/ triggered/ caused by (upregulation/ down-

regulation/ mutation/ deletion/ insertion/) in PROT

• Mutation/ deletion/ insertion in PROT causes/ is associated with PHENO

The rule-based 2 method is lenient than the rule-based 1 method because it only

checks whether any of the keywords in the rule-based 1 method is in the sentences.
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In other words, this method assigns a score to a co-mention based on the keyword(s)

present in the sentence. The order or the position of the keywords (with respect to

PROT and PHENO entities) are not considered.

GenePheno [64] is an ontology-based text mining method for predicting gene-

phenotype associations using literature. While acknowledging this is not an apples-

to-apples comparison, we perform the following to adapt it as a baseline. For each

co-mention in our gold-standard, if the corresponding pair of the protein and the

phenotype exists in the pre-generated GenePheno output file4, we consider it as

a positive prediction (otherwise negative). We incorporate the NPMI (Normalized

Pointwise Mutual Information) scores provided by GenePheno for each co-mention

as the confidence scores for the predictions. Note that due to the possibility of the

GenePheno method having access to some or all of the co-mentions from our test set,

the performance we report is likely an over-estimation.

6.3 Results and Discussion

Table 6.5 demonstrates the F-max, precision at F-max, and recall at F-max values

of various supervised learning algorithms. We observe that the Linear SVM and

Gradient Boosting Trees algorithms achieve best the F-max value (0.8). Besides, the

Decision Trees, Näıve Bayes, and K-Nearest Neighbors algorithms provide F-max

values of 0.78, 0.79, and 0.78, respectively. However, by comparing the precision

values, we realized that Linear SVM and Gradient Boosting Trees provide higher

precision values. Since Linear SVM is one of the top models among all the models

we compared, we use that for the rest of our experiments.

4https://zenodo.org/record/2532614
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Table 6.5: Comparison of various machine learning algorithms using default param-
eter settings. Performance evaluated using 5-fold cross-validation and the results
reported using F-max and precision/ recall at F-max.

Model Precision Recall F-max

Linear SVM 0.69 0.95 0.8

Decision Trees 0.64 0.99 0.78

Näıve Bayes 0.67 0.97 0.79

K-Nearest Neighbors 0.64 1.0 0.78

Gradient Boosting Trees 0.69 0.95 0.8

Table 6.6 shows the comparison of the results of running PPPred against two rule-

based methods and GenePheno. We observe that rule-based 2 and GenePheno obtain

similar values for precision, recall, and F-max, whereas Linear SVM produces a higher

F-max value. Linear SVM also achieves higher precision value than the rule-based 2

and GenePheno methods. Due to the lack of confidence scores for the rule-based 1

method, we report the F1-score instead of F-max. We performed the paired T-test

on the values to compare the significance of the difference between F-max values. We

observed that Linear SVM significantly outperforms other methods by achieving a

p-value of 4.3E-13.

Figure 6.4 provides a comparison between the effectiveness of various features on

the sentences from the abstracts, full-text articles, and all sentences. The results

suggest that we obtain better performance using the co-mentions from the sentences

extracted from the full-text articles in comparison with the sentences extracted from

the abstracts. The precision values of co-mentions extracted from full-text articles

are higher than the values obtained by the abstracts. In other words, the co-

mentions extracted from full-text articles could be a valuable source of information
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Table 6.6: Comparison of PPPred (uses SVMs with Linear kernel) against several
baseline methods. Performance evaluated using 5-fold nested cross-validation and
the results reported using F-max and precision/ recall at F-max. *F1 score reported
in-place of F-max due to the lack of confidence scores for Rule-based 1 method.

Method Precision Recall F-max

Rule-based 1 0.71 0.26 0.38*

Rule-based 2 0.63 1.0 0.78

GenePheno 0.63 1.0 0.78

Linear SVM 0.69 0.95 0.8

for relation extraction. The next observation is that BoW features often provide good

performance in terms of precision, recall, and F-max that indicates the BoW features

are an essential feature for relation extraction. Engineered features provide higher

precision in comparison with DS features, whereas the DS features achieve higher

recall values. This observation suggests that these two sets of features can be used as

complementary features for relation extraction.

We investigate whether the training set suitably represents the problem by employing

the learning curve with training sizes 20%-90% of the data and predicting on the

holdout 10% of the data. Figure 6.5 depicts the learning curve with the mentioned

training sizes. The increasing value of F-max shows that the dataset is under-

representative of the problem and we need more training data.

Relatively low precision values observed using the Linear SVM algorithm suggest that

we have many false positives. Therefore, to investigate the possible reasons for this

observation, we picked the top five false positives (sentences which are predicted as

“good” with the highest confidence scores by the model whereas their actual labels

are “bad”) of which the top two are shown in Table 6.7. We also picked the top five
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Figure 6.4: Comparison of the effectiveness of various features used with PPPred
(uses SVMs with Linear kernel) on the sentences from abstracts, full-text articles,
and all sentences. Performance evaluated using 5-fold nested cross-validation and the
results reported using F-max and precision/ recall at F-max.

Figure 6.5: Learning curve with sizes 20%-90% of the data
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false negatives (co-mentions predicted as negatives with the lowest confidence scores,

whereas their actual labels are positive) of which top two are shown in Table 6.8.

By comparing the above sentences, we observe that the length of false negative and

false positive sentences is similar and cannot be used as a criterion to differentiate

between the co-mentions. Additionally, we observed that most of the phenotypes in

the selected sentences are “cancer” or related to “cancer”. Therefore, the type of

entities does not fully distinguish between good and bad co-mentions and requires

further investigation.

Table 6.7: False Positives

Sentence Protein Phenotype

Moreover it should be taken into account that the

PROT level does not always correlate well with the

PHENO burden and that there are numerous examples

of metastatic PCa in the absence of significantly elevated

PSA levels, particularly when the tumours are poorly

differentiated [36].

PSA tumour

Our findings, which demonstrated prognostic value of

p-eIF2 in PHENO, are partially consistent with this

previous research, because PROT is also involved in

the PERK-p-eIF2 signaling pathway and predicts better

DFS in patients with breast cancer.

CHOP breast cancer
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Table 6.8: False Negatives

Sentence Protein Phenotype

Pedigree analyses of five families in which a form of

spinocerebellar PHENO (SCA1) is present have been

used to obtain additional information on the location of

PROT on chromosome 6.

SCA1 ataxia

The ratio of free to total PROT may increase the

specificity of single serum PSA evaluations without

decreasing its sensitivity for the diagnosis of prostate

PHENO.

PSA cancer

6.4 Conclusion and Future Work

In this study, we created a co-mention classifier/filter which is capable of distin-

guishing between good and bad co-mentions of proteins and phenotypes in sentences.

We created a pipeline in which we perform preprocessing on manually-annotated

sentence-level co-mentions of proteins and phenotypes, and by training a model

on a set of features extracted from the sentences, we can classify the sentences

comprising co-mentions of proteins and phenotypes. This classifier can be employed to

perform relation extraction on protein and phenotype entities mentioned in biomedical

literature. We observed that Linear SVM provides the best F-max score using five-fold

cross-validation. Nevertheless, there is still a lot of avenues to work in this area.
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CHAPTER SEVEN

DEEP SEMI-SUPERVISED LEARNING ENSEMBLE FRAMEWORK FOR

CLASSIFYING CO-MENTIONS

The work described in this chapter will be submitted to the ACM

Transactions on Computing for Healthcare journal in 2020 [114]

7.1 Introduction

As described in the previous chapter, we developed a supervised classifier for co-

mention classification [116]. That study demonstrated some of the limitations of

the supervised learning approach including the scarcity of the labeled data. There

are two potential solutions to this problem which are: 1) manually annotating

more co-mentions, 2) taking the advantage of unlabeled co-mentions without manual

intervention. As stated earlier, manual annotation of data is highly-resource

consuming and hence annotating more data was not considered a solution for our

task. However, as mentioned earlier, we have access to literally millions of unlabeled

protein-phenotype co-mentions through the ProPheno database we developed [131].

In fact, for many of the entity pairs, we have several unlabeled sentences such as the

following examples (entities are underlined):

• “BRCA1, BRCA2, PALB2 and RAD51C should be included in the genetic

testing panel of breast cancer patients in Argentina.” (PubMedID: 31446535)

• “Population frequencies of pathogenic alleles of BRCA1 and BRCA2: analysis of

173 Danish breast cancer pedigrees using the BOADICEA model.” (PubMedID:

31435815)
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These unlabeled co-mentions can be employed to extract features and train a model

capable of predicting labels for unseen instances and we can drastically increase the

size of the training dataset.

Ensemble learning has several advantages: 1) They generally provide higher perfor-

mance than their individual components. 2) Model selection for a problem can be

tedious but ensemble methods combine several models, so the model selection may

be circumvented. 3) Learning a single model on very large data can be difficult.

So ensemble methods solve this problem by training multiple models potentially on

smaller datasets [112].

Deep neural networks have shown top performance on other biomedical relation

extraction tasks [109]. However, the main issue with deep neural networks is that

they require large labeled datasets to provide superior performance. BERT [36],

which is a pre-trained language representation based on bi-directional transformers,

provides a solution to this problem by requiring only a relatively small labeled dataset.

BERT is already pre-trained on millions of articles and to utilize it, we only require

to fine-tune its pre-trained parameters using a small labeled dataset.

Semi-supervised approaches also take advantage of deep neural networks. Deep

neural networks with the help of self-training can overcome noisy labels without extra

supervision [50]. They are also useful in ensemble learning manner where some of the

best relation extraction methods, such as chemical-protein relations, use ensemble

learning [109,155].

In this chapter, we describe a novel framework for relation extraction that combines

the advantages of deep learning, semi-supervised learning, and ensemble learning.

Specifically, we present a deep semi-supervised ensemble framework for relation

extraction that requires only a small labeled dataset, to begin with. We develop

a prototype of our framework by instantiating it using a self-trained BERT classifier
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combined with an ensemble model composed of Convolutional Neural Networks and

Recurrent Neural Networks. Using a curated dataset of protein-phenotype sentence-

level co-mentions, we demonstrate that our proposed method provides state-of-the-art

performance in human-protein phenotype relation extraction.

7.2 Methodology

7.2.1 Proposed framework

As mentioned above, our proposed framework is a combination of semi-supervised

learning, deep learning, and ensemble learning. Figure 7.1 depicts the proposed

framework. The inputs to this framework are (1) a small labeled dataset composed of

labeled protein-phenotype co-mentions, (2) the entire corpora of biomedical articles,

and (3) the names of proteins and phenotypes.

First, we extract an unlabeled list of sentences that contain a protein and a phenotype

name from the biomedical articles. The “Co-mention Extraction” module takes a

corpus and a list of entities as input and returns text spans, e.g. sentences, which

contain a co-mention of the entities of interest as output.

The supervised module is trained on labeled data and is capable of generating labels

for unlabeled instances. Using a supervised learning algorithm, we train a model

on the labeled dataset and make predictions on the unlabeled dataset. There are

multiple options for the supervised module including BERT, SVM, etc.

Semi-supervised learning helps us increase the size of the training set by combining

the labeled instances with the predictions made on the unlabeled dataset. The

semi-supervised module can achieve this using self-training, co-training, or other

approaches. The semi-supervised module takes a trained supervised module and

a list of text spans containing the entities of interest as input and returns labels for

the unlabeled text spans as output. This module is also capable of improving itself
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Figure 7.1: The proposed framework
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in the training process.

The predictions made by the semi-supervised module are added to the labeled data

to expand it. After expanding the labeled data, we have access to enough data for

the data-hungry deep learning models, e.g. CNNs, RNNs, etc. Therefore, we train

multiple deep learning models on the expanded labeled data.

Next, we create an ensemble module by combining deep learning models. The

ensemble model can be obtained using averaging, stacking, etc. The output of this

framework is a classifier capable of classifying text spans composed of entities of

interest into either positive or negative classes.

Since this framework only requires a corpus, a list of entities, and a small labeled

dataset and the framework is independent of the type of entities and corpus, it can

be utilized for any task of binary relation extraction as long as we have the required

input data.

7.2.2 Dataset

In our previous work [116], we generated a dataset of 809 sentences that is comprised

of sentences randomly extracted from the biomedical articles. These sentences include

a co-mention of a protein name and a phenotype name. However, we showed that the

number of sentences was not sufficient for the task of co-mention classification [116].

In our current study, to obtain validation and test sets, we annotated another small

subset of unlabeled sentences comprising 875 sentences with the help of Julia Schearer

and Katrina Lyon1. By merging these two datasets, we obtain 1,684 annotated

sentences. In the next step, we randomly split the sentences into training, validation,

and test sets with the sizes of 1010 (60%), 337 (20%), and 337 (20%), respectively.

This split of data allows us to have a left-out test set that can be used for comparing

1Undergrad students in the department of microbiology at Montana State University
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various methods, while we can train a model on the training set and tune the

parameters using the validation set. Tables 7.1, 7.2, and 7.3 provide statistics on

the training, validation, and test sets, respectively.

Table 7.1: The class distribution in the training set

Good Bad Total

Sentences from abstracts 115 (57%) 118 (43%) 273 (27%)

Sentences from full-texts 519 (70%) 218 (30%) 737 (73%)

All sentences 674 (67%) 336 (33%) 1,010

Table 7.2: The class distribution in the validation set

Good Bad Total

Sentences from abstracts 47 (49%) 49 (51%) 96 (28%)

Sentences from full-texts 172 (71%) 69 (29%) 241 (72%)

All sentences 219 (65%) 118 (35%) 337

Table 7.3: The class distribution in the test set

Good Bad Total

Sentences from abstracts 89 (63%) 52 (37%) 141 (42%)

Sentences from full-texts 134 (68%) 62 (32%) 196 (58%)

All sentences 223 (66%) 114 (34%) 337

We observe that in all the sets, 65% of the sentences are labeled as positive and 35%

are labeled as negative. It means that 65% of the times that a protein name and a

phenotype name appear in a sentence, they convey a relationship. Figures 7.2, 7.3,
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Figure 7.2: Distribution of protein name frequency for positive and negative instances
in the training set

and 7.4 also demonstrate distribution of proteins, phenotypes, and pairs in the

training set, respectively. These diagrams show that many of the sentences include

unique protein names, phenotype names, or pairs of proteins and phenotypes.

7.2.3 Preprocessing

The next step is to preprocess the data to make it ready for our model. Preprocessing

includes replacing protein and phenotype entities, tokenization, converting the data

into a numeric format, and padding/ truncating. The following sections discuss each

step in more detail.

7.2.3.1 Proteins and phenotype tokens Some protein names and phenotype names are

composed of multiple words that make interpretations difficult. We replace protein

names and phenotype names in sentences with “PROT” and “PHENO”, respectively,

to have a unique format across all sentences.



83

Figure 7.3: Distribution of phenotype name frequency for positive and negative
instances in the training set

Figure 7.4: Distribution of pair frequency for positive and negative instances in the
training set
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7.2.3.2 Tokenizer In the next step, we need to convert the text into a list of tokens.

To obtain a tokenizer, we use Keras 2 tokenizer that is capable of fitting a tokenizer on

the unstructured text and converting the list of texts into a list of sequences. These

sequences can be used as direct input to our model. We employ unlabeled sentences

to fit the tokenizer. However, many of the sentences include more than one protein

name or phenotype name. As a result, they appear more than once which prevents

the tokenizer to be well-fitted on sentences, i.e. tokens in duplicate sentences will

receive more attention, so we remove duplicates. Then, we convert the sentences into

sequences using “texts to sequences()” method.

7.2.3.3 Padding and Truncating The output of “texts to sequences()” method is a

list of sequences with variable lengths. The sequences need to have the same shape

to be used as the input to our model. Therefore, we need to truncate the sequences

longer than a value and also, we need to add zeros to the end of sequences shorter

than that specific value. By comparing sentences in the training set, we realized that

most of the sequences have a length of shorter than 76, whereas some of them are

longer than 80. So, we choose 80 as the fixed size for the length of sequences and

we perform padding and truncating with the “post” mode, which pads and truncates

the end of the sequence, on the sequences to make all of them the same size.

7.2.4 Models

We implement a prototype of the proposed framework as depicted in Figure 7.5.

In particular, we utilize BERT, RNNs, and CNNs as our desired supervised learning

algorithms. We train BERT on our small labeled dataset that is composed of sentences

that contain co-mentions of proteins and phenotypes. BERT provides more accurate

2https://keras.io
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predictions on sentences, therefore, by making predictions on the unlabeled sentences

(ProPheno), we obtain high-quality predictions on millions of instances. Next, we

use these predictions and combine separate subsets of ProPheno with the training set

and achieve an expanded training set. Peng et al. [109] showed that convolutional

neural networks (CNNs) perform better on shorter sentences, whereas recurrent neural

networks (RNNs) provide better performance on longer sentences. Therefore, we

employ CNNs and RNNs to train another model on the expanded training set and

average their predictions to boost performance.

After making predictions on the ProPheno dataset, we pick a subset of the ProPheno

dataset with the labels predicted by the BERT model and feed it into another model.

This model is composed of RNNs and CNNs. Either of these models generates a

confidence score for each instance in the validation set. We compute the average of

the confidence scores for each instance and report it as the final confidence score for

the instance. By performing these steps multiple times and picking the subsets that

provide the highest accuracy on the validation set, we can find the best subset of

sentences for our semi-supervised model. Eventually, we train the ensemble model

again using the training set and the subset of ProPheno and make predictions on

the test set. Each step is discussed in detail in the following sections. The complete

Algorithm is given in Algorithm 7.1.

7.2.5 Word Embeddings

We converted all the sentences into numeric sequences in which each number

represents a unique word in the corpus. In the next step, we need a set of features

for each sentence. One way to obtain features is to create a bag of words. However,

the bag of words does not imply the inter-relations of tokens in sentences. Word

embeddings such as Word2Vec [98], FastText [14], and GloVe [110] have solved this
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Figure 7.5: The proposed ensemble model



87

Figure 7.6: An example of word embedding vectors 3

problem by representing each word by a vector that converts tokens into meaningful

numbers. Figure 7.6 depicts an example of word embedding vectors. In this example,

the vectors for words “king”, “queen”, “man”, and “woman” are drawn and we

observe that king −man+ woman = queen.

We train Word2Vec embeddings using all the sentences in ProPheno with removing

duplicate sentences. The output is 100-dimensional word embeddings in which every

word is represented by a 100-dimensional vector. First, we remove sentences composed

of more than 500 characters in order to remove the errors of NER. We remove

sentences that include protein names with the length of one. We also remove sentences

that include the term “abbreviation” which are another type of NER errors.

7.2.6 Shortest Dependency Path

In addition to the original sentences, we find the shortest dependency path between

“PROT” and “PHENO” tokens in the sentences which is a valuable source of

information. We also convert every token in the shortest path into a 100-dimensional
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vector using the computed Word2Vec embeddings mentioned in Section 7.2.5.

7.2.7 Convolutional Neural Network

We obtained the network presented by Peng and Lu [108] to create a convolutional

neural network. However, with performing several experiments, we realized that the

added features except word embeddings did not help performance and we removed

those features. We create 64 kernels for each network with window sizes of three and

five. To prevent the model from overfitting, we employ dropout values of 0.3 and 0.5

for the original and shortest path sequences, respectively. After max pooling with a

stride value of two, we flatten the sequences and concatenate all of them together.

Next, we add two fully-connected layers with sizes of 100 and 64. For each fully-

connected layer, we add a dropout layer with a value of 0.2. We use ReLU activation

functions for all of the layers except the output layer in which we utilize the Sigmoid

function to get the confidence score between zero and one. Figure 7.7 demonstrates

the described convolutional neural model.

7.2.8 Recurrent Neural Network

The other part of the ensemble model is a recurrent neural network and we employ

the Bi-directional LSTM layer for the original sequence and shortest path sequence

with the size of 32 and 64, respectively. Eventually, we add two fully-connected layers

with the sizes of 100 and 64, and two dropout layers with a value of 0.2. We pass the

fully-connected layers through the ReLU function and also, the Sigmoid function is

used for the output layer. Figure 7.8 shows the described BiLSTM model.

7.2.9 Alternative Strategy

In order to obtain an alternative ensemble model, we also proposed a model based

on multiple-instance learning and distant supervision which includes multiple models
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for individual proteins, phenotypes, and pairs. This model used HPO annotations

as the knowledge base. We utilized the mi-SVM algorithm [7] to solve this problem

with the proposed formulation. However, it did not work as expected because of

several reasons. First, the Python implementation of mi-SVM is unable to work with

huge datasets such as ProPheno. Second, an in-house implemented heuristic model

based on deep neural networks did not provide good performance. Due to its inferior

performance, this model will not be further discussed here. However, a comprehensive

description of this model is provided in Appendix A for the interested reader.

7.2.10 Experimental Setup

We implemented all the neural networks using PyTorch package 4. All the neural

networks have 20 epochs and use binary cross-entropy loss function and the Adam

optimizer.

We perform 10-times train/test validation with various seeds and average across them

for comparing the performance of the proposed model with other baseline models. We

report precision, recall, F1, and AUROC values as the primary performance measures.

We also measure the significance of the difference in performance using paired t-tests.

7.3 Results and Discussion

We need to show that the validation set is fully representative of the test set, i.e.

they have the same quality. In other words, we want to show that if we fine-tune

our proposed ensemble model on the validation set, its behavior stays the same on

the test set. By running several models on the validation and test sets, we observe

that they are slightly different in values. Nonetheless, we investigate the correlation

between the performance of multiple executions on both sets. We run the ensemble

4https://pytorch.org
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Figure 7.9: Comparison of the performance of models on the validation set and test
set for different experiments

model an arbitrary number of times, e.g. 15 times, on the validation set and test set

and observe that two signals are correlated. Figure 7.9 demonstrates running RNNs,

CNNs, BERT, and our ensemble model on the validation and test sets. By computing

the Pearson’s R coefficient between the validation scores and test scores, we observed

that Pearson’s R coefficient is between 0.4 and 0.65 that shows moderate correlation.

7.3.1 Selection of Supervised Learning Model

In our proposed framework, we require an accurate model to make predictions

on the ProPheno instances. In our previous work [116], we showed that PPPred
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outperformed other baseline models. The other option we have is the BERT language

model. Therefore, we compare PPPred with several neural network models and their

combinations to select the most accurate model for predictions. To evaluate the

models, we train them on the training set and evaluate on the validation set. Table 7.4

shows the results of comparison. In this table, CNN means the proposed convolutional

neural network is used solely to make the final prediction. Likewise, the output of the

RNN model is reported as the final prediction of another model in the table. CNN

& RNN also shows our proposed ensemble model.

Table 7.4: Comparison of the performance of various models trained on the training
set and evaluated on the validation set. RNN is the output of model composed of
only the proposed recurrent neural network. CNN & RNN is the model using the
average prediction probabilities of the proposed CNN and RNN.

Method Precision Recall F1 AUROC STD

PPPred 0.741 0.89 0.809 0.657 N/A

RNN 0.75 0.795 0.772 0.651 0.006

CNN 0.732 0.763 0.747 0.623 0.008

CNN & RNN 0.732 0.822 0.774 0.658 0.005

BERT 0.745 0.936 0.83 0.671 0.005

We observe that the BERT model provides the best performance on the test set.

So, we use that as our primary model for making predictions on the ProPheno

instances. Another observation is that CNNs and RNNs perform relatively worse

on the validation set. This shows that deep neural networks using CNNs and RNNs

require a lot of data to be trained well. However, averaging the predictions of CNNs

and RNNs achieves better performance than either of the individual CNN model and

the RNN model.
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7.3.2 Comparison of Various Models with Expanded Training Set

Even though BERT works best on our small labeled dataset, it is not fine-tuned well

on the expanded training set. It seems that CNNs and RNNs can handle some amount

of noise in the training set better than BERT. Therefore, we stick to an ensemble

using the average of predictions of CNN and RNN models. Table 7.5 presents a

comparison between several models used for the output of our framework by adding

5,000 unlabeled instances. The maximum running time belongs to BERT that takes

24 minutes for each subset.

Table 7.5: Comparison of various models used for making final predictions on the test
set. These models have been trained on the training set and the best five executions
on the validation set have been taken for the evaluation on the test set. STD is the
standard deviation of F1 scores.

Method Precision Recall F1 AUROC STD

RNN 0.91 0.946 0.93 0.884 0.006

CNN 0.904 0.958 0.93 0.88 0.006

CNN & RNN 0.914 0.962 0.938 0.894 0.007

BERT 0.89 0.964 0.924 0.864 0.008

Figures 7.10 and 7.11 depict two scatter plots for precision-recall and F1-AUROC

values, respectively. We observe that our proposed ensemble model achieves high

precision values while holding high recall values. The same behavior can be observed

in the F1-AUROC scatter plot which demonstrates our model obtains high F1 values

and AUROC values at the same time and performs better than other models.

7.3.3 Selection of Added Training Size

The next step is to determine the best size of added instances to the training set.

We perform experiments with various sizes of 1,000, 2,000, 3,000, 5,000, and 10,000
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Figure 7.10: Comparison of the Precision vs. Recall of various models. RNN shows
the predictions made by RNN as the only model trained on the data. CNN is also
used solely as the model to make predictions. Ensemble is our proposed ensemble
model.
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Figure 7.11: The comparison of the F1 vs. AUROC of various models. RNN shows
the predictions made by RNN as the only model trained on the data. CNN is also
used solely as the model to make predictions. Ensemble is our proposed ensemble
model.
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instances and report the average performance of 10 executions. According to F1

scores reported in Table 7.6, we select 5,000 as the default value for the size of added

training instances for our future experiments.

Table 7.6: Performance using various added training examples to the original training
set. The models have been trained on several subsets with various sizes of unlabeled
data combined with our training set and the evaluation is performed on the validation
set.

Added training size

1000 2000 3000 5000 10000

Precision 0.774 0.78 0.776 0.78 0.782

Recall 0.864 0.87 0.876 0.882 0.864

F1 0.804 0.81 0.82 0.829 0.824

AUROC 0.664 0.69 0.704 0.712 0.71

STD 0.004 0 0.006 0.006 0.004

7.3.4 Overall performance of HPcurator vs. Semi-supervised SVM Method

Table 7.7 provides a comparison between our proposed ensemble model with S3VM,

which is the semi-supervised SVM model [13].We run S3VM with features introduced

in PPPred work and TfIdf features with the parameters recommended by its authors

for text data. We feed our training set and all the instances in ProPheno into S3VM

as input. The running time of S3VM with all the data is two hours and forty minutes.

We observe that S3VM performs better with TfIdf features than PPPred features.

However, our proposed model outperforms S3VM significantly.
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Table 7.7: Comparison of proposed method vs. semi-supervised SVM (S3VM)

Method Precision Recall F1 AUROC STD

S3VM 0.854 0.785 0.818 0.761 N/A

HPcurator 0.914 0.962 0.938 0.8946 0.007

7.3.5 Variation of Performance against Sentence Length

We analyze the length of sentences in regards to validate the claim that Peng et

al. [109] made about the relation of performance of RNNs and CNNs with the length

of sentences. We observe that by using RNNs, the average length of sentences

with wrong predictions is 231.7 characters and 34.6 words. CNNs also make wrong

predictions on sentences with an average length of 251.3 characters and 37.6 words.

The mean of lengths of sentences is 219.8 and the standard deviation is 96.5.

Our observation determines that CNNs work better on shorter sentences whereas

RNNs work better on longer sentences. However, shorter sentences are not necessarily

shorter than the mean of lengths of sentences. Peng et al. did not mention the

statistics of their dataset about the lengths of sentences.

7.3.6 Analysis of False Positives and False Negatives

Tables 7.8 and 7.9 show five examples of true positives and true negatives, respectively.

By reviewing the false positives, we observe that most of them are the sentences that

convey relations between multiple proteins or phenotypes and it is difficult for the

model to understand which relation it should extract. This observation can be solved

by combining all the relations extracted from one sentence and defining some patterns

to find the exact relation.

By reading the false negatives, it seems that the first two examples are negatives and
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they have been incorrectly labeled as positive because they do not express an explicit

relation between the protein and phenotype. The fifth sentence is also discussing the

levels of the input protein and it might have been a rare type of relationship that our

model was unable to catch.

Using word embeddings as features helps us have relatively lower-dimensional features

that improves the understanding of machine from the input words. On the other

hand, unlike bag-of-words, these features do not make sense for the users, neither

does feature importance.

7.4 Conclusions and Future Work

In this work, we proposed a novel ensemble semi-supervised framework to classify

sentences composed of co-mentions of proteins and phenotypes. The inputs to this

framework are biomedical articles, a list of protein and phenotype names, and a small

labeled dataset of sentences. First, it extracts the complete list of sentences that

contain a co-mention of proteins and phenotypes from biomedical articles. Then, this

framework trains a supervised classifier on a small labeled dataset. Next, using the

trained model, we predict labels of unlabeled sentences. By picking a subset of these

predictions, we could expand the training set and increase the number of labeled

instances. Eventually, using an ensemble of supervised classifiers, we create a more

robust model that gives us the final predictions on the test set. This framework is

also capable of returning a list of most relevant sentences for a given pair of protein

and phenotype with their corresponding confidence scores.

We also presented a prototype of our framework that uses BERT as the first supervised

classifier since it is more accurate than other models. We also utilize a combination

of RNNs and CNNs as the second supervised classifier according to experiments. We

also employ averaging to get the final predictions from the ensemble of CNNs and
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RNNs.

We showed that our framework improves performance in comparison with fully-

supervised models such as PPPred. It also significantly outperformed S3VM that

was trained using around one million additional instances.

We also observed that the accuracy of named entity recognizer tools has a direct

effect on the quality of our framework. Our dataset of entities lacks many proteins

and phenotypes that is a consequence of errors in NER tools.

Our experiments are restricted due to the running time of BERT. Running and

fine-tuning BERT with various hyperparameters and seeds takes a lot of time and

resources. The lack of sufficient resources restricts us from getting more accurate

results. Therefore, utilizing lighter models that provide similar performance such as

ALBERT [85] is a potential future work.
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Algorithm HPCurator Pipeline

1: Input: Training set, Validation set, Test set, Articles, Entity names

2: best models = list()

3: performances = list()

4: iterations = 15

5: counter = 0

6: Extract X = {(P1, HP1), (P2, HP1), (P1, HP2), ..., (Pn, HPm)} from the articles

7: Train a supervised classifier on the training set and make predictions on X using

model and add labels to X

8: while counter < iterations do

9: Pick a random subset of X and store it in subset

10: Train a supervised classifier on the concatenation of training set and subset

and store it in model

11: Evaluate model on the validation set

12: if model is among the top 5 models then

13: Add model to best models

14: end if

15: counter = counter + 1

16: end while

17: for each model in best models do

18: Evaluate model on the test set and add its performance to performances

19: end for

20: Compute the average of performances and store it in performance

21: return performance

Algorithm 7.1: HPcurator Pipeline Algorithm
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CHAPTER EIGHT

HPCURATOR PROTOTYPE

We implement a demo of our system that is capable of providing the most relevant

sentences for an input. The input to our demo system can be a protein name, a

phenotype name, or a pair of them. For example, if the input to the system is “breast

cancer”, it returns the most relevant sentences to “breast cancer”, disregarding the

protein names. But it can also be used to obtain a list of sentences related to a pair,

e.g. “pneumonia” and “enhancer-binding protein alpha”. The sentences are sorted

according to the confidence score that our model computed in descending order. The

user can select the number of returning sentences.

When a user feeds an input to the HPcurator, e.g. a pair composed of a protein name

and a phenotype name, it finds all the sentences that have an occurrence of the input

pair along with the journal in which the article is published and the publication year.

Since the ensemble model is trained and ready to use, we obtain a confidence score

for each sentence in the list. The confidence score is then used to rank the sentences

and a higher confidence score expresses a higher chance that a sentence conveys a

relation between the protein name and the phenotype name. This process takes three

seconds on average for returning the ranked sentences.

Table 8.1 shows the output of the HPcurator for a well-known input pair of human

protein and HPO term. The input protein is BRCA2 that has been mentioned in

various studies for its effect on breast cancer. We observe that the top-5 returning

sentences convey relations between BRCA2 and breast cancer. Column “Curator”

shows the validation that the two biologists who annotated the second set of sentences,

Katrina Lyon and Julia Schearer, provided about the sentences.
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In addition, Table 8.2 demonstrates the output of HPcurator for an input pair of

human protein and HPO term that is not available in the HPO database. This pair

is LMP7, Proteasome subunit beta type-8, and Hepatitis and the table includes the

top-5 returning sentences from HPcurator. We observe that the sentences convey

relations between the protein and the HPO term. However, the second sentence that

is the title of an article does not explicitly convey a relation.

We compare the output of HPcurator with the Google search engine results to show

how useful the system is. By feeding the pair of BRCA2 and breast cancer, Google

returns a list of articles. However, when we change the query to “Effect of BRCA2

on breast cancer”, it returns a text span that expresses a relation between the input

protein and phenotype, i.e. “Women who carry a germline mutation in either the

BRCA1 or BRCA2 gene face a lifetime risk of breast cancer of up to 70%, and once

they receive a diagnosis of breast cancer, they face high risks of both second primary

breast and ovarian cancers.” (from Google). The output of the Google search engine

is depicted in Figure 8.1. This search was performed on June 20, 2020 at 11:18 PM

MST.

We also get the output of Google for the pair of LMP7 and Hepatitis. All of the

records on Google for the first pages are the list of published papers. Moreover, by

changing the query to “Effect of LMP7 on Hepatitis”, we still get the list of articles

and Google does not extract a text span for the user. It shows that for the well-know

pairs, the users can perform a Google search and get the information. Otherwise, the

user requires to read through all the articles or at least read the abstract of articles to

acquire the desired information about the pair. Nonetheless, HPcurator simplifies this

process by returning only the sentences which contain a relation between the protein

and phenotype and the users can refer to the published articles if they need additional

information. The output of the Google search engine is shown in Figure 8.2. This
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Figure 8.1: The output of Google search engine with the query “effect of BRCA2 on
breast cancer”. Google extracts a text span that includes information about the pair
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search was performed on June 20, 2020 at 11:25 PM MST.

Figure 8.2: The output of Google search engine with the query “effect of LMP7 on
Hepatitis”. Google returns a list of published papers that include the input pair

In addition, we checked the current database on the HPO website to see whether the

above input pairs exist in the annotations. For the pair of BRCA2 and breast cancer,

there is an annotation on the HPO website. However, the HPO website does not

include an annotation for the pair of LMP7 and Hepatitis. This observation suggests

that the information obtained from HPcurator can be utilized to expand the Human

Phenotype Ontology.

Our demo system provides reasonably related sentences for a given pair of protein

and phenotype that assures us that this framework can be employed by bio-curators
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to expand knowledge bases and ontologies such as HPO. Even though the sentences

are assigned almost accurate confidence scores, the framework still needs to be used

as a complementary tool for bio-curators to expedite the process. In other words, it

is not recommended to be used as a fully automated system for expanding HPO in

isolation.

8.1 Biologists’ Experience

We created a questionnaire and asked four biologists to answer a few questions

regarding the experiments performed with the above two pairs of proteins and

phenotypes. The questionnaire is as follows.

• Question 1: how many Google searches did you perform to get the desired

information?

• Question 2: What were the keywords that you used for the searches?

• Question 3: Did Google pop up the answer to your input search query or you

had to open the page and scan through the document?

• Question 4: How much did you have to read to get the answer?

• Question 5: How long did it take for you to get the answer?

• Question 6: How do you compare the results from Google search with the

sentences provided by us?

The following are the responses by the four biologists.

8.1.1 Experiments of Biologist 1 (Katrina)

8.1.1.1 BRCA2 and Breast Cancer
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1. Google searches to get desired information: 1

2. Keywords used: brca2 breast cancer association

3. A google search result directly identified BRCA as the breast cancer gene.

4. A few sentences, maximum.

5. Found the answer in less than a minute from nationalbreastcancer.org.

6. The generated sentences largely describe BRCA2 in the context of both breast

cancer and Fanconi anemia. Fanconi anemia did not pop up in the search

results. It appears that the predictor pulled these sentences from literature

comparing breast cancer susceptibility to BRCA2/FANCD1 expression. The

generated sentences did not go farther than indicating an association between

breast cancer risk and BRCA2.

8.1.1.2 LMP7 and Hepatitis

1. Google searches to get desired information: 5

2. Keywords used: LMP7 and hepatitis LMP7 and hepatitis association LMP7

What is LMP7

3. My google search results did not provide a direct answer as to the relationship

between LMP7 and Hepatitis, so I had to do some scanning thought the

literature.

4. A few minutes of reading were enough to find the relationship.

5. Approximately 5 minutes.
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6. Sentences provided went into far more detail than the google search results

yielded. The sentences were also more helpful in determining the relation-

ship/extent thereof between LMP7 and Hepatitis.

8.1.2 Experiments of Biologist 2 (Julia)

1. Question 1: how many Googles searches did you perform to get the desired

information? One Google search for each.

2. Question 2: What were the keywords that you used for the searches? The

relationship between BRCA2 and breast cancer. The relationship between

LMP7 and hepatitis.

3. Question 3: Did Google pop up the answer to your input search query or you

had to open the page and scan through the document? For BRCA2 and breast

cancer, Google popped up the answer to the search query. Shown below. For

LMP7 and hepatitis, I had to open a scientific journal article and scan through

a document to find the answer.

4. Question 4: How much did you have to read to get the answer? For BRCA2 and

breast cancer, the answer popped up right away and therefore I just had to read

that. I have read many journal articles and therefore have become efficient at

finding answers in these papers. I scrolled down to the discussion/conclusions

of the paper and found the relationship between LMP7 and hepatitis by just

reading these sections.

5. Question 5: How long did it take for you to get the answer? 30 seconds for

BRCA2 and breast cancer. 3 minutes for LMP7 and hepatitis.

6. Question 6: How do you compare the results from Google search with the

sentences provided by us? The sentences that were provided by you all were
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very helpful in showing the association, as well as providing more detail about

how this association occurs. On Google, usually I would search something and

find that there was an association between the two, but then have to do more

searches or reading to find out how exactly they are related to one another.

8.1.3 Experiments of Biologist 3 (Gill)

1. Question 1: how many Googles searches did you perform to get the desired

information? BRCA2 and breast cancer - just a single google search is adequate

to find information geared towards the general public and even some scientific

results. Its a very high profile gene so this is unsurprising. LMP7 and Hepatitis

- just a single google search is adequate to find scientific information of their

association.

2. Question 2: What were the keywords that you used for the searches? I simply

used “brca2 breast cancer and “LMP7 and Hepatitis.

3. Question 3: Did Google pop up the answer to your input search query or you

had to open the page and scan through the document? Google popped up

enough information for me to get the general gist for both searches. If more

detail/specifics is required then Id have to search through the articles.

4. Question 4: How much did you have to read to get the answer? I was able to

skim the first page of results to get an understanding of their relationship.

5. Question 5: How long did it take for you to get the answer? A couple of minutes

per search.

6. Question 6: How do you compare the results from Google search with the

sentences provided by us? The google searches provide me some information on
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the protein/disease association, your sentences provide me more specific details

of that relationship.

8.1.4 Experiments of Biologist 4 (Mandi)

8.1.4.1 BRCA2/breast cancer

1. Q1: One google search to get the desired information.

2. Q2: I used the keywords: BRCA2 breast cancer

3. Q3: Google popped up with the answer of my research inquiry and answered

the question without me having to open the page. It was from the CDC website.

4. Q4: I had to read one sentence to get the answer to the relationship between

BRCA2 and breast cancer.

5. Q5: It took me less than 1 minute to get the answer.

6. Q6: The results that I got from my google search did not include any information

about FA or the connection between FANCD1 and BRCA2. The results I found

were only associated with the two input words I put into the search.

8.1.4.2 LMP7/hepatitis

1. Q1: One google search to get the desired information

2. Q2: I used the keywords: LMP7 hepatitis

3. Q3: Google did not pop up with the answer to my inquiry, however, I did not

have to open a page to get the answer to my question. The first search result

was a paper and the sentences beneath the title described hepatitis virus and

LMP7, as well as, explaining interactions between the two.
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4. Q4: I had to read one sentence to get the answer to the relationship between

LMP7 and hepatitis.

5. Q5: It took me less than 1 minute to get the answer.

6. Q6: The sentence I read that was at the top of my google search was the same

as sentence 4 in the LMP7/hepatitis sentences you provided.
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CHAPTER NINE

CONCLUSIONS AND FUTURE WORK

In this study, we implemented a system to extract relations between proteins and

phenotypes from biomedical articles in the form of unstructured text. First, our

proposed system downloads all the abstracts from the MEDLINE website and all

the full-text articles available on the PubMed Open Access Collection and breaks

the documents into smaller spans such as sentences and paragraphs. We show that

spans of text that include a co-mention of a protein name and a phenotype name are

likely to convey a relationship between the two entities [113]. Therefore, we filter out

the spans that do not include a co-mention and store the rest of them in a publicly

available dataset named ProPheno 1.0 [131].

On the other hand, we observed that not all of the text spans that have a co-mention

help improve the performance of the relation extraction task and a portion of these

co-mentions are false positives [113]. Therefore, we presented a supervised classifier

using Linear SVM by annotating a small dataset, i.e. 809 instances, composed of

sentences which include co-mentions of proteins and phenotypes [116]. However, we

noticed that the size of our labeled dataset was not sufficient for our model to be

trained well on.

Nevertheless, ProPheno contains millions of co-mentions in the form of sentences,

paragraphs, and documents. We utilize semi-supervised learning to take advantage

of unlabeled instances in ProPheno by implementing a semi-supervised deep learning

framework. Using this framework, we first train a supervised classifier on our small

labeled dataset and then make predictions on unlabeled instances of ProPheno. Next,

we pick a subset of instances in ProPheno and add them to the labeled dataset. In
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the end, we create an ensemble model using multiple supervised learning algorithms

and combine their predictions to get an improved prediction for the input sentences.

The demo of our system provides the users with an interface allowing them to input a

protein name, a phenotype name, or a pair of them and returns the top most relevant

sentences to the input. This system can be used by bio-curators as a complementary

tool to expand knowledge bases and databases such as Human Phenotype Ontology.

This study contributes to the field of computer science by providing a framework for

extracting relations between entities. The entities can belong to any domain and the

structure of our proposed framework stays the same for all the domains. For example,

it can be utilized for the task of extracting relations between people and places. It

also contributes to the field of Bioinformatics by presenting a framework that can be

used by bio-curators to expand databases such as HPO and it can help improve the

downstream applications such as finding the cure for rare diseases.

The findings of the above-mentioned studies as well as a separate but highly-

related project on developing novel testing techniques for protein function/phenotype

prediction tools and bio-entity recognition software were disseminated through the

following articles.

• M. Pourreza Shahri and I. Kahanda, “Extracting Co-mention Features from

Biomedical Literature for Automated Protein Phenotype Prediction using

PHENOstruct, 10th International Conference on Bioinformatics and Compu-

tational Biology (BiCOB), Las Vegas, NV, USA, 2018.

• M. Srinivasan, M. Pourreza Shahri, U. Kanewala, and I. Kahanda, “Quality

Assurance of Bioinformatics Software: A Case Study of Testing a Biomedical

Text Processing Tool Using Metamorphic Testing, Proceedings of the 3rd

International Workshop on Metamorphic Testing, ACM, Gothenburg, Sweden,
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2018.

• M. Pourreza Shahri, M. Srinivasan, G. Reynolds, D. Bimczok, I. Kahanda, and

U. Kanewala, “Metamorphic Testing for Quality Assurance of Protein Function

Prediction Tools, The IEEE International Conference on Artificial Intelligence

Testing, San Francisco, CA, USA, 2019.

• M. Pourreza Shahri, G. Reynolds, M. M. Roe, and I. Kahanda, “PPPred: Clas-

sifying Protein-phenotype Co-mentions Extracted from Biomedical Literature,

Proceedings of the 10th ACM Conference on Bioinformatics, Computational

Biology, and Health Informatics (ACM BCB), Niagara Falls, NY, USA, 2019.

• M. Pourreza Shahri and I. Kahanda, “ProPheno 1.0: An online dataset for

accelerating the complete characterization of the human protein-phenotype

landscape in biomedical literature” 14th IEEE International Conference on

Semantic Computing, 2020.

• M. Pourreza Shahri, K. Lyon, J. Shearer, and I. Kahanda, “DeepPPPred:

BERT, CNNs, and RNNs for co-mention classification (in preparation)”, 2020.

• M. Pourreza Shahri and I. Kahanda, “Deep Semi-supervised learning ensemble

framework for classifying co-mentions (in preparation)”, 2020.

In this study, we focused on sentence-level co-mentions of proteins and phenotypes.

However, we showed that larger spans of text, i.e. paragraphs, provide better

performance [113]. Therefore, one potential future work is to incorporate paragraph-

level co-mentions in order to improve performance. Using larger spans of text, we

can incorporate inter-sentence co-mentions that helps our model to acquire relations

that are not restricted by the sentence boundaries.
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Articles are composed of several sections including introduction, related work, etc.,

but not all of these sections comprise new findings in the article and they lower the

accuracy of our system. Therefore, another future work is to restrict the sentences

coming from various sections and only incorporate more informative sections.

Another future work is to extract temporal relations between proteins and pheno-

types. New findings about a pair of protein and phenotype are more reliable and

they might reject the older discoveries. Therefore, incorporating publication dates

for the relation extraction is another future work.

In addition, our system is dependent on the accuracy of named entity recognition

tools. Advances in the area of biomedical NER tools have a direct effect on the

quality of our results and using more accurate NER tools provides more accurate

relevant sentences.

One potential future work is to incorporate the hierarchical structure of HPO in our

model. In this way, we can benefit from the inter-relations between HPO classes. In

addition, the semantic similarity between HPO terms may improve the performance

of our system.

Our system can be extended by adding a Question Answering (QA) module. QA

module helps biologists and other users of our system to enter specific questions

about entities of interest in natural language and the system is able to provide a list

of text spans that contain the desired answer.
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PubMed R© user search behavior through log analysis. Database, 2009, 2009.

[59] Y. Jia and M. Harman. An analysis and survey of the development of mutation
testing. IEEE Transactions on Software Engineering, 37:649–678, 2011.

[60] Y. Jiang, T. R. Oron, W. T. Clark, A. R. Bankapur, D. DAndrea, R. Lepore,
et al. An expanded evaluation of protein function prediction methods shows an
improvement in accuracy. Genome biology, 17(1):184, 2016.

[61] Y. Jiang, T. R. Oron, W. T. Clark, A. R. Bankapur, D. DAndrea, R. Lepore,
C. S. Funk, I. Kahanda, K. M. Verspoor, A. Ben-Hur, et al. An expanded
evaluation of protein function prediction methods shows an improvement in
accuracy. Genome biology, 17(1):184, 2016.

[62] C. Jonquet, N. H. Shah, and M. A. Musen. The open biomedical annotator.
Summit on translational bioinformatics, 2009:56, 2009.



126

[63] A. Junge and L. J. Jensen. Cocoscore: Context-aware co-occurrence scoring for
text mining applications using distant supervision. Bioinformatics, 36(1):264–
271, 2020.
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[133] A. Shehu, D. Barbará, and K. Molloy. A survey of computational methods for
protein function prediction. In Big Data Analytics in Genomics, pages 225–298.
Springer, 2016.

[134] M. S. Simpson and D. Demner-Fushman. Biomedical text mining: a survey of
recent progress. In Mining text data, pages 465–517. Springer, 2012.



132

[135] A. Singhal, M. Simmons, and Z. Lu. Text mining for precision medicine:
automating disease-mutation relationship extraction from biomedical literature.
Journal of the American Medical Informatics Association, 23(4):766–772, 2016.

[136] A. Singhal, M. Simmons, and Z. Lu. Text mining genotype-phenotype
relationships from biomedical literature for database curation and precision
medicine. PLoS computational biology, 12(11):e1005017, 2016.

[137] V. G. S.K. Gill, A. F. Christopher and P. Bansal. Emerging role of
bioinformatics tools and software in evolution of clinical research. pages 115–
122. BioMed Central, 2016.
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We want to take advantage of unlabeled data by using distant supervision. Lamurias
et al. [84] utilized distant supervision [99] with the help of multiple-instance
learning [37] to solve the problem of extracting gene-miRNA relations from text. They
do not incorporate class relations for predicting labels for unseen instances. However,
they mention that ontologies and hierarchical relations between classes can improve
performance. Therefore, we classify the co-mentions by incorporating hierarchical
relations between classes.

A.0.1 Distant Supervision
Distant supervision is another technique that can be used for relation extraction that
combines advantages from supervised and unsupervised learning [99]. The intuition
of distant supervision is that if a pair of entities is mentioned in a knowledge base
such as the HPO database, any sentence that contains that pair (a co-mention) is
likely to convey that a relationship between entities. Therefore, we can extract many
features from the sentences that contain the entity pair, e.g. “BRCA1” (UniProtId:
“P38398”) is annotated with “breast carcinoma” (“HP:0003002”) in the HPO
database. Therefore, in distant supervision, we suppose that any sentence that has
a mention of this pair of entities is a potential relation instance. Therefore, the
following sentences extracted from PubMed contain the two entities “BRCA1” and
“breast cancer” are likely to express a relation between the entities.

A.0.2 Multiple-instance Learning
Multiple instance learning (MIL) is a generalization of supervised learning in which
instead of having class labels associated with instances, we have bags of instances and
we assign the class labels to the bags [37]. Therefore, we do not have direct access to
instance labels. MIL aims to learn and predict the bag labels as well as the labels of
instances.
MIL has numerous applications such as image indexing for content-based image
retrieval where each image is treated as a bag of local image segments [96]. Another
application is text classification in which documents can be related to a specific topic
but not all of the passages state that relation [7]. Thus, the document can be viewed
as a bag of separate paragraphs.
The standard MIL assumption states that each instance has a hidden class label, i.e.
y ∈ {−1,+1}, and a bag is positive if at least one of its instances is positive. A
bag is labeled as negative if all of its instances are negative instances. The standard
MIL assumption is more popular among researchers, however, there are some other
alternatives for MIL assumptions [18]. Figure A.1 shows the comparison between
standard supervised learning and multiple instance learning. In the multiple instance
sub-figure (b), there are three positive bags and two negative bags. Positive bags are
composed of positive and negative instances. However, we do not exactly know these
labels and we only know that at least one of the instances in each positive bag is
positive. Moreover, we know that all the instances in the negative bags are negative.
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Figure A.1: Multiple instance Learning vs. Standard Supervised Learning

Andrews et al. proposed a new method based on maximum margin to solve MIL
problems [7]. They perform the classification in two ways: classifying bags of instances
and classifying instances. In the bag classification scenario (MI-SVM), they define
a selector variable that in each iteration, represents the positive bags as a single
instance and ignores the rest of instances. Then considering all the instances in the
negative bags, it tries to classify the instances using SVM. In the instance classification
scenario (mi-SVM), it performs maximum margin jointly with label assignment over
all instances in the positive bags. MI-SVM and mi-SVM formulations are explained
in the following.

A.0.2.1 MI-SVM In this setting, the margin is defined as the margin of the most
positive instance in a positive bag, whereas for the negative bags, it is defined as the
margin of the least negative instance [7]. Only one instance from the positive bags
matters, i.e. witness, and the rest of the instances are ignored. Once the witness
is determined, the rest of the instances in the positive bags become ignored. This
instance is defined as the selector variable S(I) which represents the witness for the
positive bag I. Equation A.1 shows how the selector variable S(I) is being used. The
slack variables ξi also show the distance from the instances on the wrong side of the
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hyperplane from the hyperplane.

min
s

min
w,b,ξ

1

2
||w||2 + C

n∑
i=1

ξi

s.t. YI = −1 & −〈w,xi〉 − b ≥ 1− ξI
YI = 1 & 〈w,xs(I)〉+ b ≥ 1− ξI , ξI ≥ 0

(A.1)

A.0.2.2 mi-SVM In mi-SVM, the algorithm maximizes the soft margin between the
hyperplane and the instances of two classes jointly over possible label assignments [7].
The algorithm tries to find the discriminant function that has all the negative
instances on the negative side, whereas at least one instance from positive bags is
on the positive side simultaneously by imputing labels for instances in the positive
bags [7]. In this setting, all the instances in positive bags are important and the
model has the freedom to change the labels to maximize the margin. Equation A.2
shows the optimization problem of the mi-SVM approach. The slack variables ξi also
show the distance from the instances on the wrong side of the hyperplane from the
hyperplane.

min
yi

min
w,b,ξ

1

2
||w||2 + C

n∑
i=1

ξi

s.t. yi(〈w, xi〉+ b) ≥ 1− ξi
ξi ≥ 0, yi ∈ {−1, 1}∑
i∈I

yi + 1

2
≥ 1, ∀I : YI = 1, yi = −1,∀I : YI = −1

(A.2)

A.0.3 MIL as a Potential Solution
We do not have direct access to the instance labels. Nonetheless, we have the HPO
annotations that express valid relations between proteins and phenotypes. Therefore,
we employ the features extracted from the instances that the distant supervision
technique provided, and create a MIL model. In this setting, we create separate bags
in which the bag label is positive if at least one of the instances is positive, negative
otherwise. This can be achieved by creating bags of protein-phenotype pairs. We
incorporate the relations between classes by applying the true path rule in which we
assume the annotations for a class are true for all its ancestors. For instance, if gene
“X” is associated with “breast cancer” in the database, it is also associated with
“neoplasm” that is an ancestor of “breast cancer”.
We formulate the problem as a set of text spans, e.g. sentences, paragraphs, or
documents, that contain co-occurrences of a protein and a phenotype. These text
spans are in the form of S = w1w2w3e1...wpe2wq...wn where e1 and e2 are a protein and
a phenotype name. A good co-mention means that the sentence conveys a relationship
between the two entities, whereas a bad co-mention means the context does not convey
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any relationship between the protein and the phenotype. Our task is to classify these
pairs and predict their labels whether they are either good or bad co-mentions. We
have a list of sentences that contain a protein-phenotype pair. We write protein and
phenotype pairs as:

{(P1, HP : 1), (P2, HP : 1), (P1, HP : 2), ..., (Px, HP : y)}

where Pi shows a protein and HP : j shows a phenotype and the pair can be written
as (Pi, HP : j). Since the HPO has a DAG (Directed Acyclic Graph) format, using
the true path rule, all of the nodes from the specific HPO term to the root are positive
if the label of the node is positive. For example, assuming HP : 1 is the parent of
HP : 2, if P1 has a positive relationship with HP : 2, then we infer that P1 also has
a positive relationship with HP : 1. However, it is only true for the same protein
associated with that specific phenotype.
We perform this task in three steps as described below:

1. Classifying co-mentions considering hierarchical relations between pheno-
types (Step 1).

2. Classifying co-mentions by creating bags of proteins for each phenotype (Step
2).

3. Classifying the co-mentions by creating bags of HPO terms for each protein
considering the hierarchical relations between HPO terms (Step 3).

With the three-step setting, we add another level of confidence to our predictions
which results in a potentially more accurate and more stable model. The intuition
of adding steps 2 and 3 is that rather than creating one model and hoping that
model is the best, we create multiple models and combine their output to get more
accurate predictions. Eventually, we combine the predictions from Step 1, 2, and 3
using majority voting to get an integrated score. The proposed pipeline is shown in
Figure A.2. Besides, Algorithm A.2 provides more details about the proposed method
and the required steps.

A.0.4 Step 1: Pair classifier
In the first step, classification can be done using bags of pairs of proteins and
phenotypes. These pairs can be positive or negative and we can change the label
of the bags containing a parent of a positive node to positive. So for every sentence
that is extracted from the ProPheno database, we first check whether the pair is
mentioned in the HPO database.
For each sentence-level co-mention in the ProPheno database that has a pair of
(Pi, HP : j), we check whether we already have a bag for this pair of protein and
phenotype. If we have the bag, we extract features from the sentence and add those
features and the pair to the corresponding bag. Otherwise, we create a new bag for
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Figure A.2: Pipeline
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the pair of protein and phenotype and if there is a corresponding annotation in the
HPO database, we assign label 1 to that bag and also to the parents of the specific
phenotype that is mentioned in the pair. Otherwise, the label of the bag is 0. In this
setting, instances in a positive bag can be positive or negative. However, we assume
that at least one of the instances in the positive bags is positive and for the negative
bags, we assume that all the instances in the bags are negative.

Figure A.3: Step 1: Multi-instance learning for the entire set of protein-phenotype
co-mentions

Now we can apply the MIL approach to this setting and predict the labels of instances
in a specific bag (See Algorithm A.3 for more details). Figure A.3 also depicts the
hyperplane that discriminates positive and negative bags. In this figure, (P3, HP : 6),
(P2, HP : 6), and (P2, HP : 5) are negative bags and the rest of bags are positive
bags.

A.0.5 Step 2: Protein Classifier
In the second step, we create bags of proteins for each phenotype. Each bag contains
all the sentences that have an occurrence of that particular phenotype. The label
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of the bag is 1 if that protein has an association in the HPO database with the
phenotype, 0 otherwise. As we mentioned previously, the reason for adding a separate
MIL model for each phenotype is that we want to add more accuracy and confidence
to our predictions. Using this setting, all the proteins that cause the corresponding
phenotype are labeled as 1, whereas the rest of the proteins are labeled as 0 which
shows they do not cause the phenotype. Therefore, by applying the MIL, we can
predict the labels of any protein-phenotype co-mention. Algorithm A.4 shows this
step in detail. Figure A.4 provides the hyperplane that separates the positive and
negative bags of proteins for a given phenotype. In this figure, P4, P6, and P7 are
negative bags, whereas the rest of the bags are positives.

Figure A.4: Step 2: Multi-instance learning for each phenotype

A.0.6 Step 3: Phenotype Classifier
In this step, we take the proteins that are mentioned in the ProPheno database and
create bags of phenotypes associated with that particular protein. Each bag contains
all the co-mentions that have a co-occurrence of the protein and the phenotype and
the label of the bag is positive if there is an association between the protein and the
phenotype in the HPO database. We also update the labels of the parents of positive
nodes by applying the true path rule. Then we can apply MIL to the bags to predict
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the labels for the bags and instances. Algorithm A.5 provides more details about this
step. Figure A.5 shows an example of the hyperplane that separates positive and
negative bags of phenotypes for a given protein. In this figure, HP : 6 and HP : 7
are negative bags and the rest of the bags are positive. Although all the instances in
HP : 1 are negative, we treat that bag as a positive bag since one of its children, i.e.
HP : 2, is a positive bag that results in a positive label for HP : 1.

Figure A.5: Step 3: Multi-instance learning for each protein

A.0.7 Majority Voting
In each step, we get a prediction for the protein, phenotype, and the pair. In the end,
if we have previously seen the protein and the phenotype, we use majority voting to
achieve the final prediction. Otherwise, we perform one of the following scenarios:

1. Step 1 + Step 2: in this case, if both Steps give us the same prediction, we return
their prediction as the final prediction. Otherwise, we return a confidence score
for our prediction by more weight for Step 2 and less weight for Step 1 because
Step 2 is trained on the data for that specific phenotype and is more likely to
have better accuracy.

2. Step 1 + Step 3: in this case, if both steps give us the same prediction, we return
their prediction as the final prediction. Otherwise, we return a confidence score
for our prediction by more weight for Step 3 and less weight for Step 1.

3. Only Step 1: in this case, the final prediction is the output of Step 1.
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Algorithm A.6 provides more details for this step.

Algorithm Co-mention classification

1: Input: X = {(P1, HP1), (P2, HP1), (P1, HP2), ..., (Pn, HPm)}
2: Step 1: Learn entire set classifier
3: for each HPj ∈X do
4: Step 2: Learn individual classifier for HPj
5: endfor
6: for each Pi ∈X do
7: Step 3: Learn individual classifier for Pi
8: endfor
9: Combine the predictions from step1, step2, and step3

10: return the ensemble classifier
Algorithm A.2: Co-mention Classification Algorithm
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Algorithm Step 1: Prediction for each pair

1: Input: X = {(P1, HP1), (P2, HP1), (P1, HP2), ..., (Pn, HPm)}
2: Output: Prediction for all pairs
3: Sort X based on the depth of HPO terms in descending order
4: bags = []
5: for each (Pi, HPj) ∈X do
6: if (Pi, HPj) in HPO database then
7: for each (Pi, HPk) <= (Pi, HPj) ∈X where <= is true when HPk equals to
HPj or is an ancestor of HPj in the HPO do

8: bag = (Pi, HPk)
9: Assign +1 as the label to the bag

10: features = extract features from the sentence that contains the bag
11: Add bag and features to bags
12: Remove (Pi, HPk) from X
13: endfor
14: else
15: bag = (Pi, HPj)
16: Assign -1 as the label to the bag
17: features = extract features from the sentence that contains the bag
18: Add bag and features to bags
19: Remove (Pi, HPj) from X
20: endif
21: endfor
22: Learn a classifier and return the classifier

Algorithm A.3: Step 1: Pair Classification
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Algorithm Step 2: Prediction for each phenotype

1: Input: X = {(P1, HP1), (P2, HP1), (P1, HP2), ..., (Pn, HPm)}
2: Output: Prediction for individual phenotypes
3: models = []
4: for each unique HPj ∈X do
5: // Create bags
6: bags = []
7: for each (Pi, HPj) ∈ X do
8: bag = Pi
9: features = extract features from the sentence which contains (Pi, HPj)

10: if not bag in bags then
11: if (Pi, HPj) or any of its successors are in HPO database then
12: Assign +1 as the label to the bag
13: else
14: Assign -1 as the label to the bag
15: endif
16: Add bag and features to bags
17: endif
18: endfor
19: // Applying instance-level prediction
20: Learn a classifier and add it to models
21: endfor

Algorithm A.4: Step 2: Separate Phenotype Classifiers
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Algorithm Step 3: Prediction for each protein

1: Input: X = {(P1, HP1), (P2, HP1), (P1, HP2), ..., (Pn, HPm)}
2: Output: Prediction for individual proteins
3: Sort X based on the depth of HPO terms in descending order
4: models = []
5: for each unique Pi ∈X do
6: bags = []
7: for each (Pi, HPj) ∈ X do
8: if (Pi, HPj) in HPO database then
9: for each (Pi, HPk) <= (Pi, HPj) ∈ X where <= is true when HPk equals

to HPj or is an ancestor of HPj in the HPO do
10: bag = HPk
11: Assign +1 as the label to the bag
12: features = extract features from the sentence which contains (Pi, HPk)
13: Add bag and features to bags
14: Remove (Pi, HPk) from X
15: endfor
16: else
17: bag = HPj
18: Assign -1 as the label to the bag
19: features = extract features from the sentence which contains (Pi, HPj)
20: Add bag and features to bags
21: Remove (Pi, HPj) from X
22: endif
23: endfor
24: Learn a classifier and add it to models
25: endfor

Algorithm A.5: Step 3: Separate Protein Classifiers
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Algorithm Step 4: Majority Voting

1: Input: Output of step1, step2, and step3
2: Get predictions from step1, step2, and step3
3: If we have all the predictions then
4: prediction = output of majority voting
5: else
6: If we have predictions from step1 and step2 then
7: prediction = combination of the predictions of step1 and step2
8: elseif
9: prediction = combination of the predictions of step1 and step3

10: else
11: prediction = output of step1
12: endif
13: endif
14: Learn a classifier
15: return the classifier

Algorithm A.6: Step 4: Majority Voting
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APPENDIX B

QUALITY ASSURANCE OF BIOINFORMATICS SOFTWARE: A CASE STUDY

OF TESTING A BIOMEDICAL TEXT PROCESSING TOOL USING

METAMORPHIC TESTING
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B.1 Introduction

Researchers studying living organisms often rely on bioinformatics tools to answer
research questions and develop conclusions [12]. These bioinformatics tools help to
create considerable biomedical research breakthroughs involving genomes [137]. For
example, bioinformatics tools are used in predicting the functions and modeling the
structure of proteins [12] as well as drug discovery [137]. At the same time, laboratory
experiments and clinical investigations are highly time consuming and may require
up to 15 years and millions to billions of dollars for introducing a compound to the
market [137]. Hence bioinformatics tools can help in analyzing the data faster and
eventually reduce the time for discovery. This as a result can reduce the cost for
researchers as well as the industry.
The use of software systems have grown exponentially over the years [154]. But, the
number of problems due to software faults have also increased in recent times [154].
Thus, software testing plays a major role in detecting as many software faults as
possible [59]. Bioinformatics programs are complex and require novel techniques to
test them [67]. Typically, these tools are developed by researchers for the analysis
of biological and biomedical data but they are not tested adequately with varied
and all possible levels of test data either due to time or budget constraints [71].
Previous studies have shown that bioinformatics tools are not rigorously tested
before being delivered to the end users since it is hard to validate the correctness
of the output [6]. Furthermore, testing of bioinformatics tools may require extensive
interactions between the testers and the domain experts. The lack of communication
can lead to the failure of using unit testing for important modules in the tool which
reduces the reliability of the bioinformatics tools [68].
Test oracle is an essential part of software testing and it is a mechanism for verifying
the correctness of test output for a given set of test inputs. Many bioinformatics
programs fall into the category of non-testable programs, where either a test oracle
is unavailable or it is practically difficult to develop test oracles [153]. Metamorphic
testing (MT) is a testing technique that can alleviate the test oracle problem [25].
Metamorphic testing involves identifying a set of properties from the program under
test known as metamorphic relations (MRs). Multiple test cases are executed and
results of the test cases are used to check whether they satisfy or violate the identified
MR. Violation of MRs indicate faults in the program. We hypothesized that MT can
be an effective approach for testing bioinformatics tools.
In this study, we explore the feasibility and effectiveness of using MT for bioinfor-
matics software. In particular, we identify metamorphic relations for the task of
biomedical natural language processing. We use MT to test LingPipe [4], a tool
for processing text using computational linguistics and often used in bioinformatics
for bio-entity recognition [19, 20]. Bio-entity recognition is the process of extracting
biomedical terms from text, and assigning them to appropriate categories [4]. Bio-
entity recognition tools such as LingPipe use named-entity detection to extract bio-
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entities such as genes, organisms, and diseases from very large corpora of biomedical
literature [4]. The typical outputs from a bio-entity recognition process are hard for
developers to validate and require the support from domain experts. The effectiveness
of our proposed metamorphic relations are evaluated using mutants [59]. Our results
show that proposed MRs identify a majority of the mutants used in the evaluation
and indicates that MT is an effective method for testing biomedical natural language
processing software.
The rest of this paper is organized as follows. Section B.2 describes the background
related to test oracle, MT and bio-entity recognition. Section B.3 provides details
of each of the MRs we identify for testing bio-entity recognition software. Section
B.4 provides the methodology for validating the LingPipe tool using the proposed
metamorphic relations. Sections B.5 and B.6 provides the experimental setup and
the results, respectively. Section B.7 discusses the key observations from experimental
results while Section B.8 provides related works. Section B.9 concludes the paper and
discusses promising future directions.

B.2 Background

In this section, we provide some background on test oracles, metamorphic testing,
and bio-entity recognition. The test oracles section focuses on the definition of an
oracle, test oracle problem and test oracle problem related to our case study tool.
The metamorphic testing section describes the step by step approach for conducting
metamorphic testing. The Bio-entity recognition section provides a brief description
of Named Entity Recognition and its utilization in the biomedical area.

B.2.1 Test Oracles
Test oracle is a mechanism used to verify the correctness of the output produced by
a program [153]. The Oracle problem occurs when there is not an existing oracle
or when it is practically difficult to determine the correct output [153]. The oracle
problem is a common problem in testing scientific software [69]. Programs which
face the oracle problem are called non-testable programs. Scientific softwares such as
LingPipe used in our case study fall into the category of non-testable softwares. The
LingPipe outputs are nondeterministic, long and complex which makes it difficult to
clearly define a test oracle, as described in detail below (section B.2.3).

B.2.2 Metamorphic Testing
Suppose that a function f is implemented by a program p. Steps for conducting
metamorphic testing on p is as follows:

1. Identify MRs for function f .

2. Create source test cases. Source test cases I1 is derived using the traditional
test case selection methodology. Most common method for test case selection
is random testing.
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3. Follow-up test case I2 is derived from I1 by applying MR to the source test case
I1.

4. Execute test case I1 and I2 and get output O1 and O2.

5. If O1 and O2 results does not satisfy the MR, then a fault is assumed to be
present in the program.

Consider a function that calculates the sum of integer elements in an array. An MR
for this summation function can be defined using the property that shuffling the array
elements should not change the actual sum of those elements. In order to test this
function using this MR, an array containing some integers is used as a source test
case. The follow up test case is a shuffled version of that same array. The outputs
(in this case sums) obtained from the execution of source and follow up test cases is
compared. MR violation occurs when a difference between the outputs are observed.

B.2.3 Bio-entity Recognition
Bio-entity recognition is the task of identifying and/or extracting bio-entities such
as gene and protein names from text. LingPipe [4] is a natural language processing
tool often used for the bio-entity recognition by the bioinformatics community [19,20].
LingPipe employs conditional probability estimates for the n-best mentions of entities
by utilizing a first-order Hidden Markov Models (HMM) for the task of tagging [20].
Since this is not a deterministic model and not as trivial as simple dictionary-mapping,
it is not possible to predict LingPipe outputs with a hundred percent accuracy.
One of the main modules of LingPipe is the ”Named Entity Recognition (NER)”
module. The NER module employs a pre-trained model to extract the entity
terms mentioned in the input text [4]. LingPipe is able to extract bio-entities
by using a model pre-trained on biomedical data. There are three trained NER
models on LingPipe’s website, two out of which (GENIA and GENETAG) are
trained on biomedical text which emphasizes the usage of LingPipe in the fiend of
bioinformatics. In this work we use the GENETAG model. The following example
shows the protein name extracted from the given sample text using LingPipe.
Sample Sentence (PMID: 29320757):
“Neuritin plays an important role in the development and regeneration of the nervous
system, and shows good prospects in the treatment and protection of the nervous
system”.

LingPipe output:
Term = Neuritin, Position = (0, 8)
As shown in this example, LingPipe returns the occurrences of bio-entities within the
input text. The returning data contains a list of terms and corresponding positions.
The term can be a single word or a combination of multiple words. The position
indicates the start and end indices of the corresponding terms occurring within the
input text. When applied to a large corpus of text, LingPipe returns a very large
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number of bio-entities and introduces difficulty in validating the results. Since it is
impossible predict the complete set of genes extracted by the Linpipe’s probabilistic
model with a hundred percent accuracy, an oracle for the task of bio-entity recognition
does not exist. Therefore, the oracle problem persists with bio-entity recognition tools
such as LingPipe.

B.3 METAMORPHIC RELATIONS FOR BIO-ENTITY RECOGNITION

We propose three categories of MRs for testing bio-entity recognition software. These
categories are Addition, Deletion, and Shuffling relations. In the Addition relations,
we extend a span of text by adding it to another span. For example, a sentence
can be appended to another sentence, a sentence to a paragraph, a paragraph to an
article, or a list of random words to another list of random words. In the Deletion
relation, a span of text is truncated by removing a part of it. For instance, removing
a consecutive list of words from a sentence, removing a sentence from a paragraph,
removing a paragraph from an article, or removing a part from a list of random words.
In the Shuffling relations, a span of text gets a new form. Rearranging the paragraphs
of an article, or all the words of a span of text are examples of Shuffling relations.
According to a preliminary analysis, shuffling the sentences in a paragraph did not
satisfy the metamorphic relations; hence not used in this study. All of the above
metamorphic relations were validated by bioinformatics domain experts.
In the following definitions, each extracted biomedical entity (BE) contains a term
and the position of the extracted BE in the original input text, which are referred
to as BEt and BEp, respectively. Further, length(T ) is the length of the text T in
number of charters.

B.3.1 Addition Relations
B.3.1.1 MR1: Adding a sentence to another sentence Given two sentences S1 and S2,
we append S2 to S1. Referring to the new text as S′,

BEt(S′) = BEt(S1) ∪BEt(S2)

BEp(S′) = {x | x ∈ BEp(S1)} ∪ {x + length(S1) | x ∈ BEp(S2)}

B.3.1.2 MR2: Adding a sentence to a paragraph Given a sentence S and an index i,
we add it to the position i of a paragraph P . We refer to the resultant text of this
addition as P ′. As a result,

BEt(P ′) = BEt(P ) ∪BEt(S)
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If the sentence is added before the start of the paragraph (i.e. i = 0),

BEp(P ′) = {x | x ∈ BEp(S)} ∪ {x+ length(S) | x ∈ BEp(P ))}

If the sentence is added to the end of the paragraph,

BEp(P ′) = {x | x ∈ BEp(P )} ∪ {x+ length(P ) | x ∈ BEp(S)}

If the sentence is added to the middle of the paragraph (i is neither the start nor the
end of the paragraph),

BEp(P ′) = {x | x ∈ BEp(P ) ∧ x < i)}∪
{x+ length(S) | x ∈ BEp(P ) ∧ x >= i)}∪

{x+ i | x ∈ BEp(S))}

B.3.1.3 MR3: Adding a paragraph to an article Given a paragraph P and an index
i, we add this paragraph to the position i of an article A. We refer to the resultant
text of this addition as A′. As a result, the following equations should be true.

BEt(A′) = BEt(A) ∪BEt(P )

If the paragraph is added before the start of the article (i.e. i = 0),

BEp(A′) = {x | x ∈ BEp(P )} ∪ {x+ length(P ) | x ∈ BEp(A)}

If the paragraph is added to the end of the article,

BEp(A′) = {x | x ∈ BEp(A)} ∪ {x+ length(A) | x ∈ BEp(P )}

If the paragraph is added to the middle of the article (i.e. i is neither the start nor
the end of the article),

BEp(A′) = {x | x ∈ BEp(A) ∧ x < i)}∪
{x+ length(P ) | x ∈ BEp(A) ∧ x >= i)}∪

{x+ i | x ∈ BEp(P ))}

A high-level depiction of MR3 is given in Figure B.1.

B.3.1.4 MR4: Adding a list of random words to another list of random words Given
two list of random words L1 and L2, we append L2 to L1 and refer to the resultant
list as L′. In this MR, we make sure that L2 is added to L1 with a newline in-between
to avoid combining the words at the interconnecting position. We should have the
following relations:

BEt(L′) = BEt(L1) ∪BEt(L2)
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BEp(L′) = {x | x ∈ BEp(L1)} ∪ {x+ length(L1) | x ∈ BEp(L2)}

B.3.2 Deletion Relations
B.3.2.1 MR5: Removing a list of words from a sentence Given a sentence S, we
remove a list of words, L, from S. Referring to the resultant text of this deletion as
S′,

BEt(S′) = BEt(S)−BEt(L)

BEp(S′) = {x− c | x ∈ BEp(S) ∧ c ∈ Z≥0}

Z≥0 is the non-negative integer space.

B.3.2.2 MR6: Removing a sentence from a paragraph Given a paragraph P and an
index i, we remove a sentence S, starting from position i, from P . We refer to the
resultant text of this deletion as P ′. Therefore,

BEt(P ′) = BEt(P )−BEt(S)

If the first sentence of the paragraph is removed (i.e. i = 0),

BEp(P ′) = {x− length(S) | x ∈ BEp(P ) ∧ x /∈ BEP (S)}

If the last sentence of the paragraph is removed,

BEp(P ′) = {x | x ∈ BEp(P ) ∧ x /∈ BEP (S)}

If a sentence is removed from the middle of the paragraph (i.e. i is neither the start
nor the end of the paragraph),

BEp(P ′) = {x | x ∈ BEp(P ) ∧ x < i)}∪
{x− length(S) | x ∈ BEp(P ) ∧ x /∈ BEp(S) ∧ x > i)}

B.3.2.3 MR7: Removing a paragraph from an article Given an article A, we remove
a random paragraph P from A. Referring to the resultant text of this deletion as A′,

BEt(A′) = BEt(A)−BEt(P )

If the first paragraph of the article is removed (i.e. i = 0),

BEp(A′) = {x− length(P ) | x ∈ BEp(A) ∧ x /∈ BEP (P )}

If the last paragraph of the article is removed,

BEp(A′) = {x | x ∈ BEp(A) ∧ x /∈ BEP (P )}
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If a paragraph is removed from the middle of the article (i.e. i is neither the start
nor the end of the article),

BEp(A′) = {x | x ∈ BEp(A) ∧ x < i)}∪
{x− length(P ) | x ∈ BEp(A) ∧ x /∈ BEp(P ) ∧ x > i)}

B.3.2.4 MR8: Removing some words from a list of random words Given a list of
random words L1, we remove half of these words from the end of file, and refer to the
removed part and the remaining part as L2 and L′, respectively. We should have the
following relations.

BEt(L′) = BEt(L1)−BEt(L2)

BEp(L′) = {x | x ∈ BEp(L1) ∧ x /∈ BEP (L2)}

The subtract (-) operator only removes the corresponding bio-entity from the source
set.

B.3.3 Shuffling Relations
B.3.3.1 MR9: Shuffling paragraphs of an article Given an article A, we shuffle all
the paragraphs of A and refer to the new resultant text as A′. As a result, following
equation must be true.

BEt(A′) = BEt(A)

With respect to this MR, the positions of bio-entities (BEp’s) can vary and there is
no predefined relation between them.

B.3.3.2 MR10: Shuffling a list of random words Given a list of random words L, we
shuffle all words and create a new list of words L′. Therefore,

BEt(L′) = BEt(L)

MR10 does not satisfy a predefined relation on BEps. Note that we feed these words
to LingPipe as separate words.

B.4 METHODOLOGY

In this section, we describe our methodology for testing LingPipe 4.1.2 using MT.
Figure B.2 depicts the sequence of steps required to perform MT. Below is the
sequence of steps involved.

1. Identify a set of MRs for testing the bio-entity recognition task in LingPipe.
The MRs that we developed are described in section B.3.

2. Develop source test cases and follow-up test cases for each of the MRs. Below,
we describe how we created them. Note that all the articles, paragraphs,
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Figure B.1: A toy example of MR3 Relation

sentences, and words are extracted from a collection of biomedical articles
available through the PubMed 1 website.

[I.]MR1 (Adding a sentence to another sentence)

(a) • Source test case: Two sentences extracted from a biomedical article
(PMCID: 100320).

• Follow-up test case: The sentence formed by appending one of them
to the other sentence.

(b) MR2 (Adding a sentence to a paragraph)

• Source test case: A paragraph and a sentence obtained from biomed-
ical text (PMCID: 100320).

• Follow-up test case: The sentence is added to the end of the paragraph
forming an extended paragraph.

(c) MR3 (Adding a paragraph to an article)

• Source test case: A full-text biomedical article (PMCID: 100320) and
a paragraph from another article (PMID: 28881451).

• Follow-up test case: The paragraph is appended to the end of the
article.

(d) MR4 (Adding a list of random words to another list)

• Source test case: Two lists of five hundred random words extracted
from 15 randomly selected biomedical articles.

1https://www.ncbi.nlm.nih.gov/pubmed
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• Follow-up test case: Append the first list to the second list to form a
new list of thousand random words.

(e) MR5 (Removing a list of random words from a sentence)

• Source test case: A sentence extracted from a biomedical article
(PMCID: 100320) and a consecutive list of words from this sentence.

• Follow-up test case: Remove the consecutive list of words from the
sentence to create a truncated sentence.

(f) MR6 (Removing a sentence from a paragraph)

• Source test case: A paragraph obtained from a biomedical article (PM-
CID: 100320) and a randomly selected sentence from that paragraph.

• Follow-up test case: A new truncated paragraph created by removing
the randomly selected sentence.

(g) MR7 (Removing a paragraph from an article)

• Source test case: A biomedical article and a randomly selected
paragraph from that article (PMCID: 100320).

• Follow-up test case: Remove the randomly selected paragraph from
the article.

(h) MR8 (Removing some words from a list of random words)

• Source test case: A list of one thousand random words extracted
from 15 randomly selected biomedical articles and the second half of
this list that contains five hundred words. Five hundred words were
removed from the end of the list in order to have a relation between
the extracted bio-entity positions.

• Follow-up test case: First five hundred words of this list.

(i) MR9 (Shuffling paragraphs of an article)

• Source test case: A biomedical article (PMCID: 100320).

• Follow-up test case: A new article created by shuffling the paragraphs.

(j) MR10 (Shuffling a list of random words)

• Source test case: A list of a thousand random words extracted from
15 randomly selected biomedical articles.

• Follow-up test case: a new list formed by shuffling all the above words.

3. Identify set of classes related to the bio-entity recognition task. LingPipe 4.1.2 is
written using Java and is a large software system consisting of 25 Java packages.
Each of the packages contains a number of Java classes varying from three
to 32 classes. We selected the classes related to bio-entity recognition task
based on the class hierarchy structure. We also verified that these selected
classes contain functionality related to bio-entity recognition task by examining
execution traces.
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4. The source and follow-up test cases for each MR are executed on LingPipe. The
MT process is put on hold if any of the MRs are violated.

5. The errors in the program which caused the fault are identified and fixed. The
execution of test cases is conducted on the rectified program. This process
continues until all the MRs are satisfied (note: we did not find any violations
of MRs on the LingPipe).

6. Mutants are generated for each of the classes identified in Step 3. Mutants are
the faulty versions of the program under test and are created by introducing a
single syntactic change in the source code. More information about the mutation
generation process can be found in Section B.5.4.

7. The source and follow-up test cases for each MR is executed on the set of
mutants.

8. The results of the source and follow-up test cases are checked to identify if
the corresponding MR is violated. Violation of a MR is recognized if the
corresponding mutant is killed.

B.5 Experimental Setup

In this section we provide the details of the experimental setup, especially the research
questions to be answered, the system under test (SUT), description of the Java classes
that were tested and information regarding mutants generated for each class.

B.5.1 Research Question
RQ1: How effectively does MT identify faults in the system under test?

RQ2: Which MRs perform better in identifying faults in the system under test?

B.5.2 LingPipe-4.1.2
LingPipe is a tool for processing text using computational linguistics [4]. LingPipe
can help in performing tasks such as named entity recognition, sentiment analysis
on news feeds and suggesting spelling corrections. We selected LingPipe as our case
study since LingPipe is one of the most popular biomedical bio-entity recognition
programs in the bioinformatics community. The tool also performs quick extraction
of bio-entities from large paragraphs and articles which provides an ideal platform to
consider LingPipe in our case study.

B.5.3 Java classes under test
LingPipe provides a total of about 350 Java classes and each Java class performs
functionality related to text mining. We determined that 15 classes are related to the
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Figure B.2: MT process for testing LingPipe

bio-entity recognition task in particular. These classes were identified based on the
dynamic sequence diagrams generated using the Jive tool 2. Two classes out of these
15 classes were selected for this study by examining the class hierarchy and execution
trace. We conducted the mutation analysis using these two classes. Functionality of
each of the two selected classes are explained below:

1. ChunkTagHandler
The ChunkTagHandler class sets the chunk handler to the specified bio-
entity. This class deals with the arrays of tokens, tags, and white spaces.
ChunkTagHandler converts the three arrays to a chunking and then passes
the chunking to the chunk handler. The main functionality includes identifying
bio-entities and dividing into chunks. The chunks are associated with a tag
handler for extraction and representation [4].

2https://www.cse.buffalo.edu/jive/latest.html
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Java Class # LOC
ChunkTagHandler 268
IndoEuropeanTokenizer 310

Table B.1: LOC (lines of code) for LingPipe classes

2. IndoEuropeanTokenizer
IndoEuropeanTokenizer returns a tokenized version of the required string. An
array of tokens is constructed using the words, characters, and white spaces
from the paragraphs. The generated tokens are grouped into chunks by the
above mentioned ChunkTagHandler class [4].

B.5.4 Mutant Generation
Mutation testing is used in our experiments to determine the quality and effectiveness
of the MRs to identify faults in the program. Mutants are generated for the two classes
using the PIT tool 3. The faulty versions of the program are created using mutation
operators. Mutation operators apply changes to a statement in the program which
creates fault in the program. Below, we describe the mutation operators used by PIT
to generate the mutants:

1. Conditional Operator: The conditional boundary mutator replaces the
relational operators <, ≤, >, ≥ with the alternate operator.

2. Increment Operator: The increment operator ++, – will replace increments
with decrements and vice versa.

3. Math Operator: The math operators such as = -,*,%, &,�,� are replaced
by alternate operator in the list.

4. Negate Conditional Operator: The conditional operators such as ==, !=,
≤, ≥, <, > will be replaced by alternate operator from the list.

5. Return value mutator Operator: The return types such as boolean, long,
float double will be replaced by null, zero, 1, true or false.

Table B.2 shows the total number of mutants generated, equivalent mutants detected,
mutants that generated exceptions for each class and the final set of mutants used
for MT. The second column provides details of the total mutants generated for the
two classes. The third column indicates the total mutants generating exceptions
during the execution. Mutants causing exceptions such as the program crashing
abruptly or leading to an infinite loop in execution of the program are removed from

3http://alias-i.com/
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further consideration, since these are trivial faults that could be detected without
MT. Further, the mutants that produce the same outputs as the original program
were manually inspected to filter out any mutants that were outside the scope of the
bio-entity recognition task. The last column in Table B.2 presents the total number
of mutants used in the experiment after filtering the mutants using the above criteria.

Java Class Mutants generated # of
Mutants
giving

exceptions

# of
Mutants

with equal
outputs

# Mutants
tested

with MT

ChunkTagHandler 28 6 16 6
IndoEuropeanTokenizer 64 18 15 31

Table B.2: # Mutants for each Java class

B.6 Results

In thi section, we discuss our findings for each of the research questions described in
section 5.

B.6.1 RQ1: Effectiveness of MT
The MT process, described in Section B.4, killed 65% (24 out of 37) of the total
mutants for the two classes used for the evaluation. Based on the killing percentage,
we can conclude that MT effectively detects faults in LingPipe.

Java Class Mutants
killed

by unit
testing

Mutants
killed

by MT
approach

ChunkTagHandler not available 5 (83%)
IndoEuropeanTokenizer not available 19 (62%)

Table B.3: # Mutants killed by unit testing vs Metamorphic Testing approach

Table B.3 shows the individual mutant killing rates for the ChunkTagHandler class
and the IndoEuropeanTokenizer class. Neither of them has any unit test cases
provided by the developers of Lingpipe. Thus, we could not compare the fault
detection effectiveness of MT with the existing unit tests for those two classes.
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B.6.2 RQ2: Effectiveness of individual metamorphic relations for fault detection
Figure B.3 and Table B.4 show the mutant killing rates of the individual MRs for
the the two classes used in the experiment. For the ChunkTagHandler class, MR9
(shuffling the paragraphs of an article) and MR7 (removing a paragraph from an
article) has killed the most mutants (67% each). The least performing MR is MR10
(shuffling the words) within a list of random words and it only killed 17% of the
mutants.
In the IndoEuropean class, MR9 (shuffling the paragraphs) of an article performed
best by killing 55% mutants, followed by the second best performing MR7 (removing
a paragraph) from an article killing 48% mutants. Interestingly, the least performing
MR10 ( shuffling a set of random words) did not kill any mutant.
When comparing the overall mutant killing rates of the MRs for both the classes,
MR9 (shuffling the paragraphs) of an article performed best by providing 56% overall
killing rate. The second best performing MR7 (removing a paragraph) from an article
provides an overall mutant killing rate of 51%. The least performing MR10 (shuffling
the words) within a list of random words provided an overall 2% mutant killing rate.

MR# ChunkTagHandler
(out of 6)

IndoEuropeanTokenizer
(out of 31)

MR1 3 14
MR2 3 11
MR3 3 7
MR4 3 12
MR5 3 12
MR6 3 11
MR7 4 15
MR8 3 12
MR9 4 17
MR10 1 0

Table B.4: # Mutants killed for each class by the individual MRs.

B.7 Discussion

In this study, we developed 10 novel MRs for bio-entity recognition and evaluated
their effectiveness for conducting MT using a widely used bio-entity recognition tool,
LingPipe.
Feasibility of MT approach for bio-entity recognition: Our experiment results
show that MT killed 83% of the mutants for the ChunkTagHandler class and 61% of
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Figure B.3: Killing rate of MRs for Java classes

the mutants for the IndoEuropeanTokenizer class. Thus, we could detect most of the
mutants using the developed MRs showing that MT is an effective method for testing
bio-entity recognition tools.
Both the classes we used in the experiments provides important functionality for
bio-entity recognition task in LingPipe. The chunk and tokenizer package contains
unit test cases, but no unit test cases are available for both ChunkTagHandler and
IndoEuropeanTokenizer classes. This could be due to the oracle problem associated
with the bio-entity recognition task. Therefore, MT provides an effective approach
for quality assurance of these important classes especially in the absence of unit tests.
Performance of individual MRs in fault detection: In the IndoEuropean-
Tokenizer class, the best performing MRs, MR7 (removing a paragraph from an
article) and MR9 (shuffling the paragraphs of an article) covered more statements
compared to the other MRs. Also these two MRs showed different execution paths
in the IndoEuropeanTokenizer class for the source and the follow-up test cases. In
the ChunkTagHandler class, these two MRs showed different execution paths for the
source and follow-up test cases but the number of statements covered by these MRs
were not different from the other MRs.
The experiment results also show that MR9 and MR7 killed the same set of mutants
except one mutant that was only killed by MR7. This indicates the possibility that
the MR9 is redundant.
Overall, MR10 (shuffling a set of random words) had the lowest mutant killing rate
indicating that MR10 might be a less effective MR compared to the rest of the MRs.
But, interestingly, MR10 killed a mutant of the ChunkTagHandler class which could
not be killed by any of the other MRs. Our analysis showed that only the source and
follow-up test cases created for MR10 could execute the mutated statement, which
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eventually led to killing that mutant. The rest of MRs could not kill that mutant due
to exceptions being generated even before the mutated statement could be reached.
Future work would verify if the particular mutant could be killed by the other MRs
by additional test cases.
For the mutants that were not killed by any of the MRs, we observed that even
though the source and follow-up cases provided different execution paths in both
Chunktaghandler and Indoeuropean classes, the change in the execution path did not
cause a change in the output. Hence they could not be killed using MT.

B.8 Related Work

Over the past years, there has been an enormous growth in the quantity and variety
of biological data. With this growth, researchers have developed a lot of programs in
bioinformatics. But, most of time and effort is spent on developing complex statistical
methods, while there is a lack of effort in systematically testing their implementations
that is essential for the quality assurance [24].
Chen et al. [24] employed MT on two open-source bioinformatics programs. The first
program GNLab 4 is a tool for large-scale analysis and simulation of gene regulatory
networks. The second program SeqMap 5 deals with mapping a short sequence that
reads with a reference genome.
They introduced new MRs for these programs and showed that MT is beneficial in
detecting faults as well as its relative ease of use. Pullum and Ozmen [118] employed
MT for testing epidemiological models. They used the model parameters based
on ordinary differential equation and agent based model and the expected results
which are obtained from executing the model with MR-transformed parameter values.
Ramanathan et al. [121] also utilized MT to build a work flow of compartments of
susceptible, infectious, and recovered epidemiological models. They showed that MT
can be useful where the mathematical models may fail. Lundgren and Kanewala [92]
examined the effectiveness of a pseudo-oracle and MT to detect subtle faults in the
genome alignment tool BBMap6. The results showed that MT performed better than
pesudo-oracles for detecting subtle faults. To the best of our knowledge, our study is
the first time that MT is applied for the quality assurance of bio-entity recognition7.

B.9 Conclusions and Future Work

MT is a technique to test programs which do not have a test oracles. Bio-entity
recognition tools face the oracle problem since it produces a very large number of bio-
entities for a given text corpus making it hard to validate. In this study, we examined

4http://en.bio-soft.net/other/gnlab.html
5http://www-personal.umich.edu/ jianghui/seqmap/
6https://sourceforge.net/projects/bbmap/
7https://jgi.doe.gov/data-and-tools/bbtools/bb-tools-user-guide/bbmap-guide/
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the effectiveness of MT for the quality assurance of bio-entity recognition. First, we
proposed 10 novel MRs for validating bio-entity recognition tools in general. Then we
applied these MRs for testing a popular bio-entity recognition tool, LingPipe. Our
results show that MRs that we developed are effective in identifying faults in the tool.
In our future work, we plan to increase the mutant killing percentages by creating
source test cases based on an effective test case generation mechanism. We also
plan to combine MRs so that we can increase their effectiveness while reducing the
cost associated with executing multiple MRs. We will also extend our evaluation
to include other classes associated with bio-entity recognition in LingPipe. We also
plan to develop new MRs and investigate further into the effectiveness of different
categories of mutants.
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APPENDIX C

METAMORPHIC TESTING FOR QUALITY ASSURANCE OF PROTEIN

FUNCTION PREDICTION TOOLS
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C.1 Introduction

C.1.1 Proteins and their functions
Proteins are one of the main components of a living body that are important due to
various vital functions they perform in living cells. Basically, a cell is alive because
of the functions of proteins. While our genes encode protein sequences, proteins
determine all other aspects of cell function including metabolism, structure, transport,
signaling, immune defense, cell division and cell death. Disease processes associated
with hereditary genetic defects ultimately are due to dysfunctions in the proteins that
the genes encode.
Various forms of Alzheimers, Huntingdons, Parkinsons, cystic fibrosis and hemophilia
are all well-known examples of protein misproduction caused by errors in the
underlying genetic code [35, 40, 70, 87, 117]. Lesser-known examples include errors
in the BRCA1 and BRCA2 genes, which are known to increase a persons risk of
developing breast cancer, and errors in the code of Msh2, which increases a risk of
developing colon and endometrial cancers [129,143]. Whilst all of the aforementioned
diseases are vastly different in their epidemiological background, one element they all
have in common is a disruption of a proteins ability to correctly perform its function.
Gene Ontology (GO) is a framework used for describing protein functions [8]. Gene
Ontology is composed of different classes (or terms), each of which demonstrates a
single function, and the hierarchical relations between the classes. Within the GO
term hierarchy, child terms are more specialized than their parent terms, e.g., tyrosine
metabolic process is a child term of metabolic process. In addition, GO relations can
be is-a relations, part-of relations, etc. For example, the protein BRCA1 HUMAN
has a list of functions such as androgen receptor binding (GO:0050681), damaged DNA
binding (GO:0003684), etc.
Gene Ontology is composed of three sub-ontologies: the molecular function (MF)
ontology, which describes various molecular activities, the biological process (BP)
ontology, which describes various processes that a protein may be involved with
and the cellular component (CC) ontology, which describes the localization of
proteins. The official Gene Ontology website1 maintains not only the ontology but the
annotations using the ontology (the gold-standard functional annotations) for a large
collection of proteins from many different organisms [8]. Many of these annotations
are experimentally validated through wet-lab assays. These annotations follow the
“true path rule” which means annotations to a certain term imply annotations to all
of its ancestors [124].
However, how biologists identify such function has been drastically altered over the
last decade, thanks to the next generation sequencing revolution. Following the
completion of the human genome project, DNA sequencing technology has developed
at such a rate that it far surpassed Moores law [48]. The most striking example of this

1http://www.geneontology.org/
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is the cost of sequencing a human genome. 15 years ago, the completion of the human
genome project was announced. This project was a large international collaboration
which took 13 years and $2.7 billion to complete [56]. In a clinical setting today,
the cost of whole genome sequencing has been reported to be approximately $1,906-
$24,810 and it could be sequenced and assembled in a matter of weeks [127], and based
on the genetic code, protein sequences can be directly inferred from gene sequences.
The exponential growth of available gene and protein sequence data presents a
whole new suite of challenges to today’s biologists rendering the gold-standard Gene
Ontology annotations incomplete. It is reported that only a small percentage of
known proteins have experimentally validated annotations, while many among them
are considered incomplete [32]. This has highlighted the need for high-throughput
approaches for functional annotation and has consequently fostered collaborations
between a range of disciplines, most notable of which is computer science.

C.1.2 Automated Protein Function Prediction (AFP)
Through the development of numerous algorithms and tools, collaborations with
bioinformaticians and computational biologists have altered the way and speed in
which biologists can make sense of the deluge of genomic data. One area that
has benefited significantly from such developments is automated protein function
prediction (AFP). As mentioned above, previous routes of ascertaining protein
function required extensive wet-lab investigations, often only focusing on one protein
at a time and could be considered low throughput [133]. Whilst such experiments
are still required for validation, computational protein function prediction tools
have significantly changed the way biologists conduct protein function investigations.
These high throughput approaches have been essential for modeling the impact that
errors in the genetic code have upon the function of proteins and how this impacts
the health of an organism.
Automated function prediction tools typically take a protein sequence as their input
and output a set of predictive GO terms corresponding to their functional categories.
These protein sequences are stored in the text-based FASTA2 format where the
protein sequence is preceded by a description line, identified by the “>” symbol.
These tools typically make their predictions using various techniques such as
sequence matching that employ the sequence alignment to extract the functions of
similar proteins, protein structure-based methods, genomic context-based methods,
phylogenomics-based methods, protein-protein interaction-based methods, data inte-
gration methods, and text mining-based methods [133].
Sequence-based methods match a large collection of sequences with a target protein
sequence, and using this comparison they determine whether the sequences under
comparison share a common ancestor. One subgroup of sequence-based methods is
the methods that fall in the same category but do not directly predict functions of

2https://blast.ncbi.nlm.nih.gov/Blast.cgi?CMD=Web&PAGE_TYPE=BlastDocs&DOC_TYPE=

BlastHelp

https://blast.ncbi.nlm.nih.gov/Blast.cgi?CMD=Web&PAGE_TYPE=BlastDocs&DOC_TYPE=BlastHelp
https://blast.ncbi.nlm.nih.gov/Blast.cgi?CMD=Web&PAGE_TYPE=BlastDocs&DOC_TYPE=BlastHelp
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proteins, but they provide information about protein sequences by extracting features
which can be used by other machine learning methods [39,51,72,80].
Protein structure-based methods try to find a level of similarity using two given
protein structures which provides the transfer of functional annotations between
proteins, and the similarity can be detected using the entire structure or only a
part of the structures [16,101].
Genomic context-based methods rely on the knowledge that the location of the
gene which is encoding a query protein is prominent information that can be
used for function prediction [41, 79]. Evolutionary relationships are also exploited
between organisms to find functional similarities between genes in phylogenomics-
based methods [5, 138].
Interaction-based methods utilize protein-protein interaction (PPI) networks in which
PPI data is represented as vertices (proteins) and edges (direct bindings). These
interactions can be utilized to find functional relationships, and to achieve this goal,
graph-theoretic methods and algorithms can be employed to predict functions of
proteins [17,147].
The data integration-based methods are mostly based on machine learning in which
features generated from different biological sources are combined and used for training
a machine learning model [111,150].
Text mining-based methods have been employed for the analysis of biomedical
literature for the problem of protein function prediction with the idea that the large
amount of information in the literature can link proteins with each other. Therefore,
they can be utilized to increase the size of labeled data for the task of training and
evaluation [123,145].
Critical Assessment of protein Function Annotation (CAFA) is a community-wide
large-scale evaluation of AFP tools organized by the Function Special Interest Group3.
At the time of writing this paper, CAFA2 was the latest challenge where its results
of evaluation were publicly available [60]. Many tools were presented in CAFA2,
and they were evaluated using different criteria such as macro-AUROC, F-max, and
Smin [60].

C.1.3 Quality Assurance of AFP tools
Despite the plethora of AFP tools and comprehensive CAFA evaluation results,
selecting a tool from this list of top performing AFP tools to perform experiments
or research would be very challenging as described below. One way to select a tool
is randomly picking a few tools, feeding well-known protein sequences into the tools,
and comparing the outputs with the experimentally validated GO terms, which are
the results of a physical characterization of a gene product that has supported its
association with the GO term4.
However, using a few tools and sequences in the above specified manner, users would

3https://biofunctionprediction.org/
4http://www.geneontology.org/page/guide-go-evidence-codes



172

observe that each tool provides different set of output GO terms, and only a few
terms would be in common with the experimentally validated terms. Fig. C.1 shows
the distribution of predicted GO terms using three randomly selected top performing
CAFA2 tools in comparison with the corresponding experimentally validated terms
of the well-known protein Tyrosinase, an enzyme that hydroxylates tyrosine as the
first step in melanin synthesis5. The distribution of GO terms in both the Molecular
Function and Biological Process ontologies shows that only one of the predicted GO
terms is in common between the three tools and the experimentally validated terms.
The next important observation on Biological Process ontology is that one of the
tools returns 1199 GO terms, whereas another tool outputs only four GO terms for
the same protein. Moreover, as mentioned above, the experimentally validated terms
set is incomplete. Therefore, these observations show why it would be challenging for
a biologist to select a tool for their research, as well as for a developer to test the
tools that they develop.
Yet, protein function prediction tools form an essential part of the vast majority
of protein function investigations. Designed to complement rather than replace
experimental analysis, these tools are often employed to direct the focus on
experimental investigations. Failure of the tools to perform accurately could lead
to lengthy, expensive and ultimately fruitless experimental investigations. Thus, it is
essential to develop cost effective approaches for systematically testing AFP tools.
In this study, we apply metamorphic testing (MT) for the quality assurance of
AFP tools. We develop novel metamorphic relations (MRs) using transformations
to protein sequences that are typically used as inputs to AFP tools. We use these
MRs to test nine top performing AFP tools from CAFA2. The results of this study
show that several AFP tools fail all the test cases and only at most two tools pass all
the test cases. Therefore this study has implications for both the the developers and
the users of these AFP tools.

C.2 Metamorphic Testing

In complex systems, such as AFP tools, it is practically difficult to determine whether
the output provided by the system for a given input is correct. This is known as
the oracle problem [153]. MT can be used to test programs that face the oracle
problem [23]. The MT process involves deriving MRs and generating test cases based
on those MRs. A MR is a relation derived from the specification of the program
under test and specifies how the output would change according to a specific change
made to the input. Source test cases are typically derived using a traditional test case
generation approach such as random test generation. Typically, the Follow-up test
cases are derived by applying the transformations specified in the MR to the source
test case and/or source outputs [26]. Then, the source and follow-up test cases are

5Diagrams generated by https://github.com/tctianchi/pyvenn
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Figure C.1: Distribution of output GO terms for the protein TYRO on Biological
Process and Molecular Function ontologies

executed and outputs of these test cases are used to verify whether MR was violated
or not. The violation of a MR indicates faults in the program.
Fig. C.2 shows how MT is applied to a sorting program. This sorting program arranges
a random set of numbers provided as input in the ascending order. A MR derived
for the sorting program states that when the original set of numbers are shuffled and
used as an input to the program, the output must be equal to the original output. In
order to conduct MT on the sorting program using this MR, the source test case can
be created by generating a set of random numbers and the follow-up test case can be
created by shuffling the source test case. A fault is detected in the sorting program if
the outputs from the source and follow-up test cases are not equal as defined in the
MR [26].

Figure C.2: MT example for sorting program
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C.3 Metamorphic Testing for AFP Tools

The first step of applying MT for testing a given program is defining MRs. The
most commonly used approach to define MRs is looking at the changes that you can
make to the input and whether those changes would cause predictable changes in the
output. However, defining MRs for AFP tools should be done with caution because,
we cannot make random changes to the input sequences since the input sequence
represents a specific protein and such changes would cause the sequence to loose its
meaning. Any changes that we make to the input sequence should be made based
on relevant biological knowledge as we discuss below. MRs are designed to achieve
better understanding of the software .
We define a MR using the canonical sequences and their variants. A canonical
sequence is defined as the “standard” sequence, generally based on its prevalence
in the population and its similarity to orthologous sequences in other species. The
term orthologous sequence is used in biology to refer to similar genetic sequences that
are found in other species. Generally speaking, these orthologous genetic sequences
are thought to maintain a similar function across the species it can be found in.
All other sequences are hence considered variants of the canonical sequence. These
sequence variants include genetic polymorphisms, disease-associated mutations and
RNA editing events such as alternative splicing. Both the canonical sequence and
the variants are generally listed under one single entry in the UniProt/Swissprot
databases6 (which are the primary knowledge bases on proteins).
For testing AFP tools, we define a MR in the broad sense that says there should be a
change in the output GO terms between the canonical proteins and their corresponding
well-studied variants. Note that this assumption does not always hold true for all
proteins, but we have carefully chosen only the protein examples that satisfy our
MR. Thus, this MR imposes restrictions on the source test cases that can be used.
More specific instances of this MR can be created by observing the characteristics of
different variants. For instance, if the source test case is the canonical sequence of
the protein Tyrosinase, and the follow-up test case is a disease variant of this protein
which causes Albinism (OCA1A), biological knowledge entails that the output GO
terms of the canonical sequence and the disease variant must be different.
We also note that the change in the output mentioned above is measured using the set
difference. In other words, if the set of GO terms for the variant sequence is different
from the set of GO terms for the canonical sequence, it is considered a change. In
this setting, a GO term is only a match (i.e. equal) to that term itself, but not to
any of its ancestors and or descendants. This interpretation is consistent with the
CAFA evaluation setup in which tools are penalized for predicting a GO term that is
an ancestor or a descendant of the gold standard GO term annotation [60].
We use this MR to conduct MT on a given AFP tool by performing the following

6https://www.uniprot.org/
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Figure C.3: Architecture of the Metamorphic Testing system on AFP tools

steps (Fig. C.3 depicts this process):

1. Running the program with the canonical sequence (i.e. source test case) and
getting Os as the output. The source test case is a FASTA sequence and Os

will be a set of GO terms.

2. Generating a follow-up test case using the source case, and executing the
program with the follow-up test case and getting Of . The follow-up test case is
also a FASTA sequence derived from a known variation of the source test case,
and the output is a set of GO terms as well.

3. Checking whether the MR defined above holds for Os and Of . In this example,
the MR holds if there is a change in the list of output GO terms, i.e. additions,
deletions, etc. If the expected change is satisfied, it will be a pass, otherwise, it
will be a fail.

C.3.1 AFP Tool Selection Criteria
In order to identify a suitable set of AFP tools to apply MT, we started with the
28 top-performing tools from the CAFA2 challenge. From these 28 tools, most are
not publicly available, and some are very hard to setup and run. So, we selected
tools that can be set-up for execution by spending a maximum of thirty minutes by
a graduate student. At the time of this investigation, only three tools were publicly
available and/or worked as advertised. As we wanted to perform the experiments on
as many tools as possible, we contacted authors of the remaining 25 tools, requesting
them to feed the sequences used as source and follow-up test cases to their tools
and provide us with the outputs. Twelve authors responded positively, and 6 out
of 12 authors sent us the outputs. Thus, in our evaluation we used the following
nine tools: EVEX [145], PFP [51], CONS [72], GORBI [138], CBRG [5], ProFun [17],
PANNZER [80], Argot2 [39], and INGA [111]. Fig. C.4 depicts above mentioned
work-flow of selecting the nine tools used in the evaluation.
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Figure C.4: The flow of selection of the tools

Table C.1: The List of Selected Proteins

Protein Name UniProt Id
TYRO Human Tyrosinase P14679
IL2RG Human Cytokine receptor

common subunit
gamma

P31785

TLR4 Human Toll-like receptor 4 O00206

C.3.2 Source and Follow-up Test Cases
We used 18 sequences from three carefully selected well known proteins as source and
follow-up test cases for testing the AFP tools using the previously defined MR. These
proteins are shown in Table C.1. Tyrosinase (TYRO) and interleukin-2 receptor
gamma (IL2RG, also termed the common gamma chain) were selected, because they
have well characterized and highly defined functions. Importantly, point mutations
(modification to a single location in the sequence) in the TYRO and the IL2RG cause
a loss of a particular protein function that directly results in a clinical disease, i.e.,
oculocutaneous albinism and severe combined immunodeficiency, respectively. Toll-
like receptor 4 (TLR4) likewise is a very well characterized innate immune receptor
that mediates activation of pro-inflammatory signaling pathways upon binding of
bacterial material. With respect the three selected proteins, changes in protein
functions due to an altered amino acid sequence are expected to result in changes
in GO terms for Molecular Function and Biological Process. We do not anticipate
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alterations in Cellular Component ontology.
These three proteins have a large numbers of variants associated with each of them.
For example, TYRO has 99 variants involved in oculocutaneous albinism type A
(OCA1A) alone, therefore, it not feasible and cost effective to execute the tools using
all these variants.
We selected the number of variants to execute for each protein proportional to its
sequence length. Thus, for TYRO more variants would be selected for execution
compared to IL2RG since TYRO sequence is longer than IL2RG, i.e. we selected
seven variants for TYRO, four variants for IL2RG, and four variants for TLR4. In
the next step, we divide the sequence into equal segments proportional to the number
of selected variants, i.e. for TYRO we divide the sequence into seven equal segments.
Next, from each segment we pick the variant with the largest number of associated
publications, which provides more experimental evidence for the existence of the
variant. Eventually, the sequences consist of the canonical, i.e. standard, sequence
and the sequences of variants as follows:

• TYRO HUMAN: (Canonical sequence + 7 disease variants)

• IL2RG HUMAN: (Canonical sequence + 4 disease variants)

• TLR4 HUMAN: (Canonical sequence + 2 splice variants + 2 natural variants)

Table C.2 demonstrates the exact changes in the canonical sequences of proteins and
their corresponding positions in the sequence. For each protein, we use the canonical
sequence as the source test case and each of the variant sequences as the follow-up
test case. Therefore, we have 15 pairs of source and follow-up test cases.

C.3.3 Test Execution
The next step in applying MT to AFP tools is to feed the test cases into the tools,
and checking whether the MRs hold for each execution. Therefore, we have nine tools
and 15 pairs of source and follow-up test cases.
For each pair of source and follow-up test cases, we store the output GO terms for
the Molecular Function and Biological Process ontologies separately, and compare the
GO terms of Os and Of , and report the results of different ontologies separately.

C.4 Results

Figs. C.6 and C.7 show the results of executing the tools with 15 test case pairs on
Molecular Function ontology and Biological Process ontologies, respectively. Each pie
chart shows the number of passes and fails of the 15 test case pairs for a given tool.
As shown in Fig. C.6, only tool H passes all the test cases. Four out of the nine tools
fail all the test cases. This phenomenon can happen if the tools are not designed to
detect variations in the protein sequence. The rest of the tools have a mix of passes
and fails.
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Table C.2: Variants Selection Criteria

Protein Identifier Position Change

TYRO Human P14679 Canonical
TYRO Variant 1 VAR 007652 47 G - D
TYRO Variant 2 VAR 007658 81 P - L
TYRO Variant 3 VAR 007667 217 R - Q
TYRO Variant 4 VAR 007671 299 R - H
TYRO Variant 5 VAR 007680 373 T - K
TYRO Variant 6 VAR 007690 419 G - R
TYRO Variant 7 VAR 007692 446 G - S
IL2RG Human P31785 Canonical

IL2RG Variant 1 VAR 002668 39 D - N
IL2RG Variant 2 VAR 002681 153 I - N
IL2RG Variant 3 VAR 002690 226 R - C
IL2RG Variant 4 VAR 002701 285 R - Q

TLR4 Human O00206 Canonical
TLR4 Natural 1 526 N - A
TLR4 Natural 2 711 D - K
TLR4 Splice 1 O00206-2 Isoform 2
TLR4 Splice 2 O00206-3 Isoform 3
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(a) Molecular function ontology

(b) Biological process ontology

Figure C.5: Overall test results

We executed the same 15 test case pairs (also known as metamorphic Group of
Inputs [159]) on the Biological Process ontology as well. As shown in Fig. C.7, two
tools, G and H passed all the test cases. Four tools, A, B, E and F failed all the
test cases. Interestingly, these are the same tools that failed all the test cases for the
Molecular Function ontology. This further validates our hypothesis that these four
tools are not designed to detect variations in protein sequences.
Next we analyze the test results at the individual protein sequence levels for the two
ontologies. Figs. C.9, C.10, and C.11 show the pie charts of the test results for
the Molecular Function ontology for individual protein sequences TYRO, IL2RG and
TLR4, respectively. As expected, tool H passed all the test cases. Further, tools D
and G passed all the test cases for IL2RG and TLR4. However the performance of
tool G on TYRO is not satisfactory as shown in Fig. C.9. Thus, in addition to tool
H, tool D could be another option to use when working with the Molecular Function
ontology.
Similarly, Figs. C.13, C.14, and C.15 show the test results for the Biological Process
ontology for the three protein sequences. As expected, tools G and H passed all the
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Figure C.6: Results on Molecular Function ontology

test cases for this ontology. Besides them, tool D passed all the test cases for IL2RG
and TLR4 and also performed satisfactorily on TYRO. Thus, tool D can be another
option to use when working with the Molecular Function ontology.
Next, we investigate whether making predictions on certain protein sequences
is harder than the others. Figs. C.17 and C.18 show the percentage of tools
that successfully predicted the changes for each test case pair (named with the
corresponding variant used in the follow-up test case) for the Molecular Function
ontology and the Biological Process ontology, respectively. We observe that for both
ontologies, higher percentage of tools passed the test cases for the variants of TLR4
compared to the other two protein sequences. This observation may suggest that the
AFP tools predict the functions of natural and splice variants better than disease
variants. More test executions are needed to confirm this hypothesis.

C.5 Related Work

Srinivasan et al. worked on applying MT to LingPipe, a tool for processing text
using computational linguistics, which is often used in bioinformatics for bio-entity
recognition from biomedical literature [139]. The authors proposed 10 novel MRs
and the fault detection effectiveness of each of the MRs was evaluated using mutation
testing. Lundgren et al. examined the effectiveness of MT for testing a genome
alignment tool BBMap [93]. The experiment results showed that MT is effective in
identifying subtle faults compared to pseudo-oracles. Ramanathan et al. used MT
to test a workflow of epidemiological models [121]. They showed that MT can be
useful when mathematical models fail. Pullum and Ozmen showed that MT could
be effective in testing epidemiological models [118]. They used a differential equation
and agent-based models for generating MR-transformed parameter values. Chen et
al. used MT to test two open-source bioinformatics programs [24]. The first program
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Figure C.7: Results on Biological Process ontology

GNLab, a tool for large-scale analysis and simulation of gene regulatory networks.
The second tool SeqMap deals with mapping a short sequence that reads with a
reference genome. The mutants were generated for the GNLab and SeqMap tools.
The MRs had different fault finding abilities and the mutants were violated by at least
one MR. The MRs related to the change in the nodes in GNLab network were less
effective than the other MRs. Eleni et al. conducted metamorphic testing on three
commonly used NGS (Next Generation Sequencing) short-read alignment programs:
BWA, Bowtie, and Bowtie2 [45]. The results show that the MR created by permuting
reads and addition of reads does not hold for BWA. Also MRs that reverse complement
and extend the read fail on both bowtie and BWA.

C.6 Conclusions and Future Work

In this study, we applied MT for testing nine AFP tools. We use the biological
knowledge about proteins and their variants to define an MR that specifies that there
should be a change in the predicted GO terms between the canonical protein sequence
and their variants. We used this MR to create source and follow-up test cases using
carefully selected protein examples such as disease variants.
Our results indicate that several tools do not pass any of the test cases that we used
in this study. This is surprising considering the fact that all of these tools (except
one) are among the top performing tools in CAFA2. The only tool for which this
failure is to be expected is tool E as it appears this tool was designed specifically for
the use of bacterial and archael genomes only (since we used only human data for
testing).
However, it is also possible that these tools are not designed to handle variants. If
that is the case, such limitations should be documented such that users of the tools
are aware of the limitations [159]. This would ensure that the biologists, who are the
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(a) TYRO

(b) ILR2G

(c) TLR4

Figure C.8: Test results at the protein level for the molecular function ontology
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Figure C.9: Results for the tools based on TYRO Sequence (Molecular Function)

Figure C.10: Results for the tools based on IL2RG Sequence (Molecular Function)

intended primary users of these tools, use them for the appropriate use cases. This is
of utmost importance due to the fact that predictions from many of these tools will
be used to guide the wet-lab experiments. Predictions lacking in quality could alter
the research directions, rendering loss of resources and most importantly can have a
significant impact on healthcare applications.
In the future, we plan to develop more MRs for this domain which uses biological
knowledge that will incorporate different orthogonal aspects of AFP such as functional
characteristics unique to different species. Further, we plan to develop an expanded
test suite by exploring MRs for cellular component sub-ontology and Human
Phenotype ontology (which is another structured vocabulary for describing phenotype
abnormalities associated with human diseases), and by employing different types of
protein examples. We will also work with the AFP community to increase the number
of tools to be tested. Eventually, we will develop a testing framework which is readily
available for the users and developers in this domain.
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Figure C.11: Results for the tools based on TLR4 Sequence (Molecular Function)



185

(a) TYRO

(b) ILR2G

(c) TLR4

Figure C.12: Test results at the protein level for the biological process ontology
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Figure C.13: Results for the tools based on TYRO Sequence (Biological Process)

Figure C.14: Results for the tools based on IL2RG Sequence (Biological Process)

Figure C.15: Results for the tools based on TLR4 Sequence (Biological Process)
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(a) Molecular function ontology

(b) Biological process ontology

Figure C.16: Percentage of tools passed for each source and follow-up test case pair
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Figure C.17: The pass percentage of variants in Molecular Function

Figure C.18: The pass percentage of variants in Biological Process
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