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ABSTRACT

Optical sensing has been applied as an important tool in many different domains.
Specifically, hyperspectral imaging has enjoyed success in a variety of tasks ranging
from plant species classification to ripeness evaluation in produce. Although effective,
hyperspectral imaging can be prohibitively expensive to deploy at scale. In the first
half of this thesis, we develop a method to assist in designing a low-cost multispectral
imager for produce monitoring by using a genetic algorithm (GA) that simultaneously
selects a subset of informative wavelengths and identifies effective filter bandwidths
for such an imager. Instead of selecting the single fittest member of the final
population as our solution, we fit a univariate Gaussian mixture model to a histogram
of the overall GA population, selecting the wavelengths associated with the peaks
of the distributions as our solution. By evaluating the entire population, rather
than a single solution, we are also able to specify filter bandwidths by calculating
the standard deviations of the Gaussian distributions and computing the full-width
at half-maximum values. In our experiments, we find that this novel histogrambased method for feature selection is effective when compared to both the standard
GA and partial least squares discriminant analysis. In the second half of this
thesis, we investigate how common feature selection frameworks such as feature
ranking, forward selection, and backward elimination break down when faced with
the multicollinearity present in hyperspectral data. We then propose two novel
algorithms, Variable Importance for Distribution-based Feature Selection (VI-DFS)
and Layer-wise Relevance Propagation for Distribution-based Feature Selection (LRPDFS), that make use of variable importance and feature relevance, respectively. Both
methods operate by fitting Gaussian mixture models to the plots of their respective
scores over the input wavelengths and select the wavelengths associated with the
peaks of each Gaussian component. In our experiments, we find that both novel
methods outperform variable ranking, forward selection, and backward elimination
and are competitive with the genetic algorithm over all datasets considered.

1
CHAPTER ONE

INTRODUCTION
Hyperspectral imaging is a prominent technology in the fields of optical and
remote sensing. Hyperspectral imaging combines the spatial information provided by
conventional imaging and the spectral information captured by spectroscopy, resulting
in an information-rich data representation that has proven useful in many different
domains [46]. In addition to producing high-quality, expressive data, hyperspectral
imaging has several other characteristics that make it flexible and broadly applicable
to a variety of applications.
First, hyperspectral imaging is non-destructive, which makes it an attractive
option for applications such as food quality monitoring. Annual post-harvest produce
losses in the United States amount to nearly 50 billion dollars [24]. More than 43
billion pounds of fruits and vegetables are thrown away as a result of a variety of
factors, including mechanical injury, bruising, sprout growth, rot, secondary infection,
biological aging, and over-ripening [24, 43, 60]. Methods such as mass spectrometry
and high performance liquid chromatography are used to monitor the quality of
produce, but both require sample destruction during analysis [46]. The destructive
nature of such methods means that only a representative sample of the produce
can be tested, which can give insights into the average quality of the produce being
monitored, but it fails to capture the produce-specific characteristics necessary to
perform tasks such as classification and sorting [1]. Hyperspectral imaging operates
by measuring the light reflected off an object and does not require sample destruction.
This makes it an ideal tool for the use of produce quality monitoring, an application
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we consider in this work.
Second, hyperspectral imaging technologies can operate in the non-visible
spectrum, capturing information that is not detectable by the human eye. This can
allow for the detection of features that otherwise would be invisible [91]. Conventional
imaging fails to capture non-visible portions of the spectrum, so while it is also nondestructive and can be useful in many applications, its restricted spectral capacity
can be a limitation in many settings [93].
Third, hyperspectral cameras can be mounted on drones, planes, and satellites,
allowing them to capture images over large swaths of land in a short period of time.
This rapid acquisition of spectral data over large spatial areas makes hyperspectral
imaging perfectly suited for use in applications such as automated crop classification
and precision agriculture [76, 92, 115, 124]. This is not an exhaustive list of all the
potential benefits and applications of hyperspectral imaging but serves to illustrate
several of the desirable characteristics and the flexibility offered by this technology.
As discussed, one advantage of hyperspectral images is that they contain a vast
amount of information. The corresponding disadvantage of hyperspectral images is
that they contain a vast amount of information. That is to say, the wealth of data
provided by this technology can help lend valuable insight into a variety of problems;
however, due to the curse of dimensionality, many standard processing techniques
quickly become impractical. As a brief illustration, a single 1000 × 1000 pixel image
taken by an imager with a 600 nm spectral range and a 2 nm spectral resolution
results in a 300 million point data cube. Because of this, hyperspectral imaging has
been a prime candidate for dimensionality reduction techniques.
In this thesis, we explore several feature selection methods for hyperspectral
image classification.

Each of the proposed feature selection algorithms utilize

distributions over various populations and scores in order to select a subset of
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informative features. In the context of hyperspectral imaging, the feature space
from which a subset of features is selected comprises the set of wavelengths at
which reflectance is measured by the imager. By selecting an informative subset
of wavelengths, noise, redundant information, and the size of the hyperspectral data
cube can all be reduced significantly, although the extent to which these reductions
occur is often application specific. The feature selection process can also assist in
the design of cheaper multispectral imagers. Hyperspectral imagers are prohibitively
expensive for mass deployment in many settings, often costing tens of thousands of
dollars per imager. By designing an effective multispectral imager that captures
images using only a handful of spectral bands, valuable information can still be
obtained with a camera that is a fraction of the cost.
As our first contribution, we propose a new feature selection technique based on
the standard genetic algorithm (GA) to assist in multispectral imager design. After
the GA has satisfied its stopping criteria, instead of selecting the fittest member of the
final population as the solution, we use a histogram-based approach that analyzes the
overall population in a method we call the Histogram Assisted Genetic Algorithm
for Reduction in Dimensionality (HAGRID). Not only does this method offer a new
way of determining the solution for a GA, but it also allows for the analysis of
the distribution of selected features, which in the context of wavelength selection
for a hyperspectral imager, allows for the determination of filter bandwidths for a
multispectral imager.
We find that HAGRID finds a better solution than the standard GA for three of
the four datasets examined. The bandwidth specification explored in later chapters
also serves as an important step toward the algorithmic determination of filter
bandwidths for multispectral imager design. In the literature, the vast majority
of authors focus on the topic of wavelength selection, and bandwidth determination
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is largely ignored. Here, we break with that tradition and offer insight into this
important aspect of multispectral imager design.
Multicollinearity is the degree to which each independent variable in a regression
model may be estimated as a linear combination of the other independent variables and commonly has been observed in hyperspectral datasets [35]. This can
lead to redundancy in the data and complicate the process of feature selection.
Multicollinearity in hyperspectral data can also cause standard measures of feature
importance to assign similar scores to adjacent wavelengths. Ranking and forward
selection schemes are particularly susceptible to this problem when utilizing the score
of variable importance from random forests. Backward elimination can help alleviate
the issue to some extent but still suffers some consequences. For all three methods,
the selected hyperspectral bands can often be restricted to a small portion of the
hyperspectral range, which can hinder performance for subsequent tasks such as
classification and regression.
As our second contribution, to help overcome some of these issues, we propose a
novel feature selection method that utilizes the distribution of variable importances
over the wavelengths to select a more diverse subset of wavelengths, which leads to
improved performance. In this method, we fit a mixture of Gaussian distributions
to the plot of importance scores and select the wavelengths associated with the
means of each Gaussian component.

We call this method Variable Importance

for Distribution-based Feature Selection (VI-DFS). VI-DFS outperforms ranking,
forward selection, and backward elimination methods that utilize variable importance
across all experiments and datasets considered in this study.
A relatively new method called Layer-wise Relevance Propagation (LRP) assigns
relevance scores to input features by decomposing the output of a neural network over
the inputs to the network. Although the mechanism is different from that of variable
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importance, relevance derived from LRP also suffers the drawback of assigning similar
relevance scores to adjacent wavelengths. This suggests that this score would suffer
the same drawbacks for feature ranking, forward selection, and backward elimination
schemes.
As our final contribution in this work, we propose two variants of the LRP for
Distribution-based Feature Selection (LRP-DFS) algorithm. Similarly to the VI-DFS
method, LRP-DFS generally works by producing the distribution of relevance scores
over the wavelengths, fitting a mixture of Gaussian distributions to this distribution,
and selecting wavelengths associated with the means of each Gaussian curve. The
LRPZ+ -DFS variant uses the Z+ -rule for relevance propagation in all layers. The
LRPZB -DFS variant uses the Z+ -rule for all non-input layers and the ZB -rule at the
input layer. While the LRPZB -DFS variant outperforms LRPZ+ -DFS in three of four
of our experiments, both methods are generally competitive with the other methods
considered in this study, with LRPZB -DFS achieving the highest overall accuracy on
the kochia dataset.
The rest of the thesis is organized as follows — Chapter 2 gives an overview of
feature selection, hyperspectral imaging, multispectral imaging, and various methods
used in later chapters, including artificial neural networks and decision trees. Chapter
3 provides an overview of the HAGRID method.

After outlining the specific

methodology, the datasets used in all subsequent experiments are described, and
experimental results for the application of HAGRID to wavelength selection are given.
Chapter 4 discusses the extension of HAGRID to filter bandwidth determination.
Chapter 5 provides the details for the VI-DFS and LRP-DFS algorithms, and
summarizes experimental results for each method. We close with conclusions and
future work in Chapter 6.
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CHAPTER TWO

BACKGROUND
In this chapter, we introduce the main concepts and methods that form the
foundation for the work presented in later chapters.
2.1 Feature Selection
Many machine learning algorithms are susceptible to the problem known as
the “curse of dimensionality.” As the size of the input (or dimension) of a problem
grows, the number of training examples required to learn from the data can grow
exponentially. Often, when the dimensionality of a problem grows too large, standard
processing techniques can become impractical. Other issues often accompany highdimensional data as well. There can be a large amount of redundancy and noise in
the data when the feature space of a problem grows large; this can make it difficult
for machine learning algorithms to parse out meaningful patterns from the data [118].
As real-world datasets continue to grow in size and dimension, methods to address
the curse of dimensionality have grown in number and efficacy.
Dimensionality reduction techniques can be categorized broadly as feature
extraction techniques and feature selection techniques.

In feature extraction, a

functional mapping is applied to the original input features, and a new reduced set of
transformed features is produced [73,86]. Perhaps the most famous feature extraction
technique is Principal Component Analysis (PCA) [59], where the original features
are projected onto a new m-dimensional orthogonal basis, such that explaining the
variance in the original data is maximized. To reduce the dimension of the data, we
set m ≤ n, where n is the original dimensionality of the data. PCA can thus be seen
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as applying a linear transformation and projection to the original data.
In feature selection, no such transformation of the data takes place; instead, a
subset of the original features is selected in order to reduce the dimensionality of a
problem [73,86]. Feature selection can be subdivided into filter methods and wrapper
methods [118]. Filter methods do not consider the specific learning algorithm to
be applied to the problem. They are generally unsupervised methods that select
relevant features based solely on the data. On the other hand, wrapper methods use
a given learning algorithm to evaluate each potential subset of features in the selection
procedure. Regardless of how the dimensionality of the data is reduced, the goal is
usually to reduce the size, redundancy, and noisiness of the data. In this work, we
focus on wrapper feature selection techniques to accomplish these aims in the context
of hyperspectral image analysis.
2.1.1 Applications to Hyperspectral Data
A large variety of feature selection techniques have been applied to hyperspectral
data. A hybrid feature subset selection algorithm that combines weighted feature
filtering and the Fuzzy Imperialist Competitive algorithm (FICA) [85] has been used
successfully to reduce the classification error of hydrothermal alteration minerals in
hyperspectral datasets [100]. In the filtering phase, weights are assigned to each of the
wavelengths according to the SU criterion, which is a normalized measure of mutual
information. A subset of features is probabilistically selected based on these weights,
and FICA is applied subsequently to further refine this wavelength subset. FICA
is an evolutionary algorithm based on the idea of imperialistic competition, where
solutions are represented by imperialists (local best solutions) and colonies (the pool
of other candidate solutions) that each reside within locally defined empires. Colonies
drift towards their local imperialists, and take over as imperialist if they find a better
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solution in the search space. At the end of each iteration, the weakest colony from
the weakest overall empire is probabilistically assigned to another empire, with empty
empires collapsing. This process is repeated until some stopping criteria are met.
In another study, land cover classification of hyperspectral images was improved
by selecting features using simulated annealing to maximize a joint objective of feature
relevance and overall classification accuracy [79]. Feature relevance was measured by
mutual information and the accuracy was attained using the k-nearest neighbors
algorithm.

The two terms were then combined into a weighted multiobjective

optimization problem, and simulated annealing was used to find a local optimum.
This method was able to achieve the highest overall accuracy on the two datasets
considered, even when selecting far fewer wavelengths than the compared methods.
On the same datasets used in [79], Feng et al. developed an unsupervised
feature selection technique that improved classification error by optimizing the
maximum information and minimum redundancy (MIMR) criterion via the clonal
selection optimization algorithm (MIMR-CSA) [40]. The basic idea behind the MIMR
criterion is to maximize the entropy of individual features, while minimizing the
mutual information between features in the selected subset. The clonal selection
algorithm is a stochastic evolutionary algorithm which simulates an artificial immune
system. A population of antibodies (proposed solutions) are initialized randomly
then evolved using a series of immune operators and asexual reproduction. The
reproduction rate is proportional to the MIMR criterion associated with each
antibody, thereby encouraging the propagation of favorable characteristics through
the entire population.

Their novel MIMR-CSA method outperformed all other

unsupervised feature selection algorithms considered across all datasets and all feature
subset sizes.
While a large amount of active research investigates new advanced feature
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selection methods, in application, two of the most commonly utilized feature selection
techniques are partial least squares discriminant analysis (PLS-DA) [12] and genetic
algorithms (GA) [117]. PLS-DA has been adapted for feature selection by utilizing
the coefficients produced by the PLS-DA method in order to rank the features by
importance (i.e., from largest to smallest coefficient) [80]. The top k features are then
selected for use in the analysis. PLS-DA has been used in application areas ranging
from differentiating between fresh and frozen-to-thawed meat [11], to predicting the
chemical composition of lamb [61], as well as many others [26, 98, 101, 119]. Likewise,
in recent years, GAs have been used widely for feature selection in hyperspectral data
analysis [26, 41, 72, 125] (more details for the use of GAs with hyperspectral imaging
are provided in Chapter 3).
2.2 Hyperspectral Imaging
2.2.1 Overview
Hyperspectral imaging combines the two main components of conventional
imaging and spectroscopy by capturing spatial and spectral information simultaneously [46]. The image produced by a hyperspectral imager can thus be thought
of as a data cube, consisting of two spatial dimensions and one spectral dimension.
When incident light strikes an object, a percentage of that light is absorbed by the
object, and a percentage is reflected off the surface [1]. When the percentages of light
reflected at various wavelengths are measured, a spectral reflectance curve (Fig. 2.1)
is produced. It is this spectral reflectance curve that defines the spectral dimension
of a hyperspectral image. Hyperspectral imagers usually measure reflectance over a
portion of the visible and near-infrared (NIR) spectrum, which covers wavelengths of
light ranging from 400–2500 nanometers (nm).
Two main parameters inform the collection of spectral information for a
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Figure 2.1: Sample spectral reflectance curve of a tomato.

hyperspectral imager. An imager has a spectral range and a spectral resolution. The
spectral range dictates the range of wavelengths of light over which the imager is able
to measure reflectance. The spectral resolution indicates the spacing between these
measurements. For example, if an imager has a spectral range of 400-800 nm and a
spectral resolution of 10 nm, the imager records the reflectance of light at 400 nm, 410
nm, all the way up to 800 nm, for each pixel in the spatial plane. It is worth noting
that each reflectance measurement is centered around a wavelength determined by
the spectral range and resolution, but the imager captures some response in a band
around the wavelength center. As such, each individual reflectance measurement can
be thought of as the integral of a Gaussian curve centered at a given wavelength, with
spread proportional to the resolution of the imager [110].
2.2.2 Multispectral Imaging
Where hyperspectral imagers usually measure reflectance at hundreds of wavelengths of light, a multispectral imager takes these measurements at only a handful
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of wavelengths and therefore can be a lot cheaper to manufacture and purchase.
Multispectral imagers are also more flexible in terms of design and customization.
They consist of a number of bandpass filters that each record the reflectance centered
around a certain wavelength of light. Three main aspects of these filters can be
customized – the number of filters included in the imager, the wavelength at which
each filter is centered, and the bandwidth of each filter (where a larger bandwidth
filter measures the reflectance over a larger range of wavelengths surrounding the
filter center).
There are two main designs for multispectral imagers and both utilize bandpass
filters. A bandpass filter allows for the transmission of light in a discrete spectral
band [113]. These filters are centered at specific wavelengths of light and have fixed
bandwidths. The first type of multispectral imager is known as a filter-wheel camera
(Fig. 2.2). This type of camera consists of a rotating wheel of bandpass filters that
pass sequentially in front of the camera, allowing specific ranges of the electromagnetic
spectrum to pass through to be measured by the camera [19]. The other main design
utilizes multiple-bandpass filters. Instead of sequentially passing several filters in front
of the camera, a multiple-bandpass filter comprises a single checkerboard pattern of
microfilters. Each microfilter consists of a set configuration of bandpass filters, and
these microfilters are tiled to create the larger multiple-bandpass filter (Fig. 2.3).
The amount of light transmitted through each bandpass filter in a given microfilter is
measured and combined into a single pixel value, and these pixel values are combined
across microfilters to create the entire multispectral image [113].
There can be a large amount of redundant information and noise present in
a hyperspectral data cube [79, 95]. By intelligently selecting bandpass filters for a
multispectral imager using domain expert knowledge or algorithmic feature selection,
both the size of the data and the noise present in the data can be reduced greatly while
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Figure 2.2: Representation of the filter-wheel camera.

Figure 2.3: Representation of the multiple-bandpass filter.

still capturing the majority of the relevant information. Often, the wavelength centers
for these filters are known a priori based on domain expert knowledge [75, 78]. Even
so, algorithmic feature selection tends to do well in selecting relevant wavelength
centers. Regardless of how the wavelengths are selected, the usual approach in
designing a multispectral imager is to incorporate bandpass filters of standard width
centered around these wavelengths (usually 10, 20, or 30 nm, though the bandwidths
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are customizable). While a large volume of literature explores methods for selecting
the wavelength centers intelligently, very little work has been done in specifying the
bandwidths of the filters algorithmically. Our proposed method seeks to accomplish
both simultaneously.
2.2.3 Hyperspectral Produce Monitoring
Hyperspectral imaging has seen success in domains ranging from pharmaceuticals, to astronomy, to agriculture [46], but one prominent application area is produce
quality monitoring. A vast array of characteristics inform the concept of produce
quality. Hyperspectral imaging has been able to help automate quality assurance,
succeeding where manual inspections fail, reducing the processing time, and making
the overall process cheaper for many quality monitoring tasks. While a comprehensive
review of the various applications of hyperspectral imaging in produce monitoring is
beyond the scope of this thesis, the following studies offer a representative sample of
the possibilities hyperspectral imaging offers.
In a 2006 study, Nicolai et al. were able to identify apple pit lesions that were
invisible to the naked eye by applying PLS-DA to hyperspectral images of apples
harvested from trees known to display bitter pit symptoms [91]. One interesting
finding here is that the lesions could be identified with as few as two latent variables
in the PLS model, indicating that a small portion of the electromagnetic spectrum
can be sufficient to improve performance significantly for certain tasks. Serrant et al.
were able to apply PLS-DA to hyperspectral images of grapevine leaves to identify
Peronospora infection with a high degree of accuracy [104]. Polder et al. applied
linear discriminant analysis (LDA) to hyperspectral images of tomatoes in order to
assign the tomatoes to one of five ripeness stages [93]. The authors saw a significant
improvement over the classification performance using RGB images, dropping the
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error rate from 51% to as low as 19% in some of their experiments. In a similar
vein as [93], in this study, we investigate the impacts of feature selection on ripeness
classification of avocados and tomatoes.
2.3 Genetic Algorithm
In order to design a multispectral imager, (to borrow the phraseology of Michael
Mahoney [77]) we need a set of wavelengths, not a set of eigenwavelengths. That
is to say, we cannot design an imager that captures data for transformed subsets
of wavelengths; an imager must measure reflectance at a subset of real wavelengths.
As such, we must consider only feature selection techniques, rather than feature
extraction techniques, when it comes to multispectral imager design. The genetic
algorithm [55] is one such technique that can be utilized effectively for feature
selection [120].
2.3.1 General formulation
In [56], Holland outlines a universal language by which adaptation in both
natural and artificial systems can be understood. Over a diverse set of fields such
as economic planning, physiological psychology, and genetics, Holland addresses the
difficulty of optimization in environments that are complex or uncertain. Drawing
inspiration from biological evolution, he proposes a framework of generalized reproductive plans. In this framework, a population of solutions is maintained. Members
are probabilistically selected from the population based on their performance, genetic
operators are applied to produce offspring, and the resulting offspring are folded
back into the population.

By iterating over this general framework, beneficial

characteristics of individuals can be propagated through the entire population in a
manner similar to the biological concept of “survival of the fittest”. This framework
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lays the foundation for the genetic algorithm (GA).
The standard formulation of the GA falls under a class of computational
techniques known as metaheuristics. In general terms, metaheuristics are techniques
that approximately solve numeric and combinatorial optimization problems via the
iterative application of abstract operations [66]. While there is no formal definition
of what constitutes a GA, there are several universal components found in such
algorithms. These are a fitness function and the operations of selection, crossover, and
mutation [82]. While not often listed explicitly as a component of GAs, replacement
of offspring in the population is also an important consideration, but is often folded
in with the selection operation.
To begin, a random population is initialized as the first generation of the
algorithm. Each member of the population represents an encoding of a potential
solution to the given problem. For example, in the wavelength selection problem
for hyperspectral image dimensionality reduction, an individual member of the
population might consist of a subset of wavelengths to be used for analysis.
Traditionally, these individuals are represented as binary encodings, where a one
might indicate the inclusion of the associated wavelength and a zero might indicate
its exclusion, but other encoding architectures are often used (for example, integer
arrays). Irrespective of the form of representation, the characteristics encoded by a
single individual are known as chromosomes and the individual characteristics are
referred to as genes.
After the population is initialized, selection, crossover, mutation, and replacement are iterated over (where each iteration is known as a generation), until some
stopping criteria are met. After the stopping criteria are met, the “best” member of
the population, as determined by the fitness function, is returned as the solution.
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2.3.2 Fitness Function
Before we can discuss the four main operations of a GA, we first need to introduce
the concept of the fitness function. In biological evolution, individuals most suited to
thrive in their environment tend to live longer and pass on their genes at a higher rate
than less well adapted members of the population, in a process known as survival of
the fittest. So too in a GA, the fitness of each individual influences the ability of that
individual to propagate its characteristics onto the next generation of the algorithm.
The fitness of each member of the population in a GA is determined by the fitness
function. Returning to our example of wavelength selection, the fitness function might
measure how well a given subset of wavelengths performs for a given task, such as
classification or regression.
The fitness function defines the objective to be optimized by the GA. For
example, given a classification problem where the individual represents some set of
parameters for the specified classification algorithm, the fitness function might simply
return the accuracy attained on the classification task by the given classification algorithm and the parameters defined by the individual. Here, individuals representing
“better” sets of parameters are assigned higher fitness values. The fitness function
may also be defined to encapsulate a broad range of other tasks, including regression
and clustering.
In addition to encouraging favorable characteristics, “bad” characteristics can
be assigned a penalty term in the fitness function. For example, if we are optimizing
a solution to a constraint satisfaction problem, there might be a positive reward
associated with the number of constraints satisfied by an individual solution and a
penalty term associated with the length of the solution, thereby encouraging solutions
to be both correct and concise.
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2.3.3 Selection
Selection is the process by which individuals in the population are chosen to
reproduce. Several different methods for selection exist, but one general property is
that individuals are selected in a way that favors more fit individuals, increasing their
chances of passing on their genes to the next generation [66]. One common selection
method is known as fitness proportionate selection. In this method, each individual
is assigned a probability of being selected to reproduce equal to the fitness of that
individual over the total fitness of the population, defined as
f (xi )
,
0
x0 ∈pop(t) f (x )

p(xi ) = P

where p(xi ) is the probability that individual xi is selected, f denotes the fitness
function, and pop(t) is the population of the GA at generation t. While popular,
fitness proportionate selection has the drawback that a single individual with very
high fitness may dominate the selection process, which removes diversity from the
subsequent generations and can lead to premature convergence [66].
One selection method that addresses this issue of dominance is called tournament
selection. In tournament selection, k individuals are drawn at random from the overall
population and put into a tournament, where the most fit individual is selected for
procreation. Here, the value k helps control for what is known as selective pressure.
Selective pressure is the degree to which more fit individuals are preferred in selection
for procreation [66]. If k = 1, the selective pressure is minimized, as the selection
procedure is a uniformly distributed random draw. If k is equal to the population size,
then the selective pressure is maximized, and the fittest individual is always selected.
In practice, neither of these values is recommended, and k is often set between 2 and
10 [17, 81].
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2.3.4 Crossover
Once two individuals have been selected to reproduce, their genes are recombined
to create two offspring in a process known as crossover.

During crossover, the

chromosomes of the two parents are combined stochastically in any one of a number
of methods. In perhaps the best known crossover method, single-point crossover, a
random cut point is chosen uniformly between [1,lc ), where lc is the length of the
chromosome. The chromosomes of both parents are then cut at this point, and the
genes beyond the cut point are swapped in order to produce two offspring, as shown
in Fig. 2.4. This single-point crossover can easily be generalized to n-point crossover,
where instead of a single cut being made, n cuts are made before combining the
different sections of the chromosomes.
Another method of crossover is known as binomial crossover.

In binomial

crossover, there is one parameter cr and one randomly assigned value j ∗ . The value
cr denotes the crossover rate, which gives the probability that a gene from the first
parent is assigned to the second offspring and a gene from the second parent is assigned
to the first offspring, where the default behavior is to pass a given gene from the first
parent to the first offspring and likewise for the second parent and offspring. The
value of j ∗ represents an index in the chromosome, is chosen uniformly between [1,lc ],
and ensures that at least one gene gets exchanged between the parents. For each
index j ∈ [1, lc ], a random probability r is drawn from the uniform distribution. If
r ≤ cr or j = j ∗ , then the gene at index j is passed from parent one to offspring two
and parent two to offspring one. Otherwise, the gene at index j is passed from parent
one to offspring one and parent two to offspring two. Each chromosome is iterated
over, and the offspring are built up one gene at a time. When cr = 0.5, the result is a
method known as uniform crossover, where each gene from a parent is equally likely
to be passed to either offspring.
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Figure 2.4: Visualization of single-point crossover.

2.3.5 Mutation
Once two parents have been recombined to produce offspring, the offspring
undergo random mutations. These random mutations can be thought of as a local
search mechanism by which the area around the search space occupied by the
combination of the parents is explored. The degree to which this mutation occurs
can be controlled in several ways. In the most simplistic case, where individuals are
represented by binary encodings, mutation is achieved by flipping random bits. This
is controlled via the mutation rate mr , which dictates the likelihood that each bit gets
flipped. For each gene in the offspring, a value is drawn uniformly between 0 and 1
and if that value is less than or equal to the mutation rate, the bit is flipped. That
is, for each gene, let r ∼ U ([0, 1)) and 0 ≤ mr ≤ 1 be the user defined mutation rate.
If r ≤ mr , flip the bit.
If the representation is real-valued (rather than binary), we can control both
the frequency of the mutation (through the mutation rate) and the magnitude of the
mutation. In this context, the mutation rate still dictates which gene gets mutated,
but instead of flipping the bit, we add a value to mutate the gene. This value can
be drawn from any distribution, but in practice, the chosen distribution is usually
the Gaussian distribution or the uniform distribution. If the Gaussian distribution
is chosen, the standard deviation of the distribution defines the magnitude of the
mutation, while the range of the uniform distribution defines this magnitude. More

20
formally, for each gene xi in an individual chromosome x, let r ∼ U ([0, 1)). If r ≤ mr ,
then xi = xi + N (0, σ), where N (0, σ) is the normal (Gaussian) distribution centered
at 0 with standard deviation equal to σ. When using a uniform distribution, the
mutation update becomes xi = xi + U ([−m, m]), where m denotes the magnitude of
the mutation. If a given mutation sets xi to an invalid value (i.e. a value that is
outside the defined range of xi ), xi can be set to the maximum or minimum valid
value to ensure it stays within the accepted range.
Whether using a binary or real-valued representation, a higher value of mr
encourages a higher degree of local search. Empirically, it has been found that
setting mr = 1/len(x) tends to perform well [66], where len(x) gives the number
of genes in a chromosome x. For real-valued representations, a higher value of σ for
Gaussian mutations (and likewise for the value of m for uniform mutation) encourages
a higher degree of exploration of the search space. This is in contrast to the selection
operation, which exploits known good solutions by selecting individuals in a way that
favors the propagation of the fittest chromosomes. This balance between exploration
and exploitation is one that characterizes many metaheuristic algorithms.
2.3.6 Replacement
After the offspring have been generated through crossover and mutation, the
previous generation of the algorithm must now be replaced. This can be accomplished
in a number of ways. The most simplistic is known as generational replacement.
In generational replacement, the offspring simply replace the previous generation
entirely, and the previous generation is discarded. Another option is referred to as
steady state replacement, where only a few individuals in the population are replaced
in each generation [82]. In steady state GAs, m offspring are produced through
crossover and mutation where m < n and n is the size of the population. Then,
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the m individuals in the population with the lowest fitness are replaced by these m
offspring.
2.4 Artificial Neural Networks
Artificial neural networks (ANNs) [51] have garnered a large amount of attention
in both the academic and public domain in recent years. Though often misunderstood,
and perhaps too strongly likened to the biological function of the human brain,
ANNs can be powerful tools for solving problems in a wide array of domains.
Recurrent [47, 54], deep [52, 107], and convolutional [65] network structures have
produced impressive results in applications ranging from speech recognition [47,52], to
image classification [65], to mastering the game Go [107]. While the implementation
details and structures of these various models differ significantly, fundamentally all
ANNs can be thought of as graphs consisting of neurons (nodes) and weighted
connections (edges) [66]. Here, we consider only the case of the feedforward ANN,
where all connections are directed and the network is acyclic.
At the most basic level, neurons (Fig. 2.5) are information processing units
that take in a number of inputs and produce a single output. The inputs come in
along weighted connections to the neuron. Internally, a node consists of an adder and
an activation function. The adder simply sums over the weighted inputs and a bias
term, then passes this sum, also called the activation potential, through the activation
function to produce the output. The bias node can be thought of as analogue to the
intercept term in a linear regression model, shifting the output value of the activation
function. If we let v be the activation potential for some neuron, then we denote the
activation function as ϕ(v). This activation function can take several forms; a few of
the most common include:
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1. The threshold function:

ϕ(v) =



 1

v≥0


 0

v<0

Also called the Heaviside step function, the threshold function “squashes” all
output values to the binary values {0, 1}.
2. The logistic function:
ϕ(v) =

1
1 + e−v

The logistic function also has the effect of squashing output values to the range
[0, 1], but instead of being a step function with a hard threshold at zero, the
logistic function is a smooth (and differentiable) function and thus allows the
output value to be continuous.
3. The rectified linear unit (ReLU) [90]:

ϕ(v) = max(0, v)

ReLU has recently been adopted widely as the activation function of choice in
many settings, and especially in deep learning [32,70,123]. The intention behind
ReLU is to deal with the problem of the vanishing gradient that often plagues
the backpropagation [99] procedure for learning network weights (both of these
terms are discussed in further detail below).
These neurons are organized into layers, where the neurons in one layer feed into
neurons in the following layer of the network. In the standard multilayer feedforward
network, layers are fully connected. That is, every neuron in a given layer is connected
to every neuron in adjacent layers (but there are no intralayer connections). The layers
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Figure 2.5: Depiction of a single neuron k.

are arranged as follows: first, there is a single input layer whose nodes each simply
output the value of each of the input feature values for a given data point. Second,
there are an arbitrary number of hidden layers, whose neurons function as shown in
Fig. 2.5. Third, there is a single output layer whose output is the solution to the
problem being posed. In the case of regression, a single output node in the output
layer gives the estimated value of the response variable. In the case of classification,
the number of output nodes is equal to the number of class labels, and the output of
these nodes gives the confidence of the model for each class label, given the data. In
the context of classification, it then follows that the input layer size is fixed as the
dimension of the data, the output layer size is fixed as the number of class labels, and
the user defines the number and size of each hidden layer. Fig. 2.6 gives a depiction
of this complete network architecture for a fully connected feedforward ANN with
two hidden layers and a softmax function on the output.
A common choice of function for the output layer of a network used for
classification is the softmax function [45], which gives the predicted probability for
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Figure 2.6: Depiction of a feedforward artificial neural network with d inputs, two
hidden layers, and k class labels.

each class label. The softmax function is given by
exp(zi )
,
softmax(z)i = P
j exp(zj )
where z denotes the vector of the unnormalized output of the network and zi
represents the unnormalized outputs of the network for class label i. The purpose of
the softmax function is to normalize the output of the network into a valid probability
distribution over the class labels.
Now that the architecture and internal function of the ANN have been specified,
the question remains of how to determine the value of the weights along the
connections in the network. The most commonly used approach is the gradient-based
error propagation procedure known as backpropagation [99]. In backpropagation, the
basic process is to find the gradient of the error function (given by some error metric
such as root mean squared error) with respect to the weights in the network, then
iteratively step the value of the weights in the direction that minimizes the error,
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which is given by the gradient. The partial derivative of the error with respect to a
given weight can be defined using the chain rule as
(L)

(L)

∂err
∂err ∂yj ∂vj
,
=
(L)
(L)
(L)
∂wij (L)
∂yj ∂vj ∂wij
where err is the error, wij (L) is the weight between node i in layer L − 1 and node
(L)

j in layer L, yj

(L)

is the activation of node j, and vj

is the activation potential of

node j. This idea can be extended to calculate the gradient in other layers. Once the
direction of the step for each weight has been determined, the magnitude of the step
is controlled by the learning rate, which is a user-defined parameter that controls how
quickly backpropagation converges to a solution.
Often, especially as networks grow deeper, backpropagation encounters the
problem of the vanishing gradient [66]. As we get further from the output, weight
training can slow significantly due to the fact that the gradient of the error gets
reduced from layer to layer, hence the vanishing gradient. This usually results from
the derivative of the chosen activation function being less than one, which when
multiplied together over subsequent layers, using the chain rule of backpropagation,
leads to vanishingly small values. When the derivates take on larger values, the
opposite problem of the exploding gradient may occur. The derivative of the ReLU
activation function is larger over a larger range of values, and so ReLU activation can
help mitigate the problem of the vanishing gradient. These larger derivatives can in
turn cause an exploding gradient (which can also occur with logistic and hyperbolic
tangent activation functions), but this can largely be combatted through various
forms of weight regularization. It is also worth noting that because ReLU is a linear
function, its derivative is constant.
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2.5 Decision Trees
As mentioned earlier in this chapter, wrapper methods for feature selection
utilize some underlying learning algorithm to evaluate a potential subset of features to
be selected. In the context of the GA (Section 2.3), this learning algorithm is applied
during the fitness evaluation. Because the learning algorithm must be called many
times in a row (once per individual in the population per generation), some learning
algorithms are impractical to utilize in the fitness evaluation due to the computational
demands of training the algorithm on the data.
One class of learning algorithm that generally performs well and is relatively
fast to train is the decision tree (Fig. 2.7). The general structure of a decision tree
is a tree in which interior nodes test the value of a particular attribute, and branches
correspond to the outcome of the tests. In the case of categorical attributes, there
might be a branch for each possible value of the attribute. For continuous attributes,
the simplest split is a binary split based on the value of the attribute being less
or greater than some constant. Starting at the root, these tests are performed in
sequence, and the tree is traversed until a leaf node is reached. In the context of
classification, the leaves of a decision tree contain class labels; however, decision trees
for regression also exist [22].
While the basic usage of a decision tree is the same once the tree has been
generated, many approaches have been proposed to learn the structure of decision
trees. One of the first algorithms for learning decision trees given categorical data is
the iterative dichotomiser 3 (ID3) algorithm [96]. ID3 creates the tree structure by
branching recursively on the attribute (of the remaining unused attributes) with the
highest information gain. Splits are made until the data are classified perfectly, or
there are no more remaining attributes on which to branch. C4.5 [97] is a successor
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Figure 2.7: Simple decision tree for whether to play a game outside.

of ID3 that offers several improvements to ID3 by allowing for numeric attributes,
missing values, noisy data, and pruning of branches to help avoid overfitting [118].
In both ID3 and C4.5, an arbitrary number of splits may occur at each node.
Another approach to learning decision trees is the Classification and Regression
Trees (CART) algorithm [22]. CART produces binary decision trees by splitting over
variables in order to minimize the Gini index, defined as

G(D) = 1 −

k
X

P (ci |D)2 ,

i=1

where D is the training dataset, ci is one of the k class labels, and P (ci |D) is the
probability of the class label given the data. We can then compute the weighted Gini
index of each split as:

G(DY , DN ) =

nY
nN
G(DY ) +
G(DN ),
n
n

where DY and DN are the partitioned dataset on either side of the binary split, nY
and nN are the number of points in DY and DN , respectively, and n = nY + nN . In
addition to allowing only binary splits and using the Gini index instead of information
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gain, CART differs from C4.5 in that in can be used to perform regression, and splits
can be made on linear combinations of variables, rather than only single variables.
Such trees that can split on linear combinations of variables are referred to as oblique
trees [88]. Like C4.5, CART first builds a complete tree, then prunes in order to avoid
overfitting and generalize better to unseen data.
Decision trees are commonly used in the fitness functions of genetic algorithms [9,
57, 94, 105, 111]. Decision trees have several advantages over other potential learning
algorithms that can be used for the same purpose. First, once learned, they perform
the classification task in time linear to the height of the tree, which is favorable
compared to the O(|D|d) runtime of k-nearest neighbors (KNN) [29], where |D| is the
size of the training dataset and d is the dimension of the data. Other fast, simplistic
choices for these fitness functions might include Naı̈ve Bayes [64] and support vector
machines (SVMs) [28]; however, with these methods, only linear decision boundaries
can be learned. It is worth noting that SVMs can be extended to produce non-linear
boundaries by applying the “kernel trick” [18]. ANNs can learn non-linear boundaries,
but their training times make their use in wrapper methods like genetic algorithms
impractical.
2.5.1 Random Forests
Another approach to improve the generalization of decision trees is the random
forest algorithm [20]. The random forest algorithm is an ensemble method. Generally,
ensemble methods produce many different models learned from the data and combine
them to improve overall performance. One of the best known ensemble methods is
bootstrap aggregation (bagging). Bootstrapping is centered around sampling with
replacement. If we have a dataset D, instead of producing samples by partitioning
D into k disjoint folds, we draw k samples of size n with replacement from D. In
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the general framework for bagging, k samples D1 , ..., Dk are drawn from D and k
classifiers Mi are learned, where each Mi is trained on Di . To perform classification,
a given data point is fed into each classifier, and a majority vote is taken over the
class labels predicted by the classifiers [122].
Many specific formulations of random forests exist. The most widely known is
Breiman’s application of bagging to decision trees [20]. In one of the first formulations
of the random forest algorithm, Ho [53] uses a method called the random subspace
method, which is similar to bagging in many respects. In the random subspace
method, rather than selecting random samples from the dataset, multiple random
subsets of features are selected and trees are trained on the reduced dimension
datasets. By sampling over random feature subspaces, the random forest is made
to generalize well over unseen data. Binary oblique decision trees are then grown
until the stopping criteria are met (either leaves each contain only one class label, or
there are no more available attributes on which to split), and no pruning is performed.
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CHAPTER THREE

GENETIC ALGORITHM BASED FEATURE SELECTION
In this chapter, we introduce the first main contribution of this thesis, the
Histogram Assisted Genetic Algorithm for Reduction in Dimensionality (HAGRID).
HAGRID presents a novel way of determining the solution from the population of
a genetic algorithm (GA) once the algorithm has terminated. We begin with an
overview of related work, outline the specific formulation of the GA we use, discuss
the HAGRID method in detail, and provide experimental results.
3.1 Related Work
As alluded to in Chapter 2, genetic algorithms have enjoyed broad success
in application to a diverse domain of hyperspectral datasets.

Ghamsisi and

Benediktsson [44] create a hybrid approach for feature selection, combining selection,
crossover, and mutation from the GA with the velocity and update rules of particle
swarm optimization (PSO) [37] in order to improve land cover classification of
hyperspectral images. Nagasubramanian et al. [89] select a subset of hyperspectral
bands using a genetic algorithm to improve identification of charcoal rot disease in
soybeans. They find that selecting a subset of six of the 240 original wavelengths is
sufficient to identify charcoal rot with a 97 percent rate of accuracy. Akbari [3] uses a
weighted genetic (WG) algorithm as a support vector machine (SVM) [28] wrapper in
order to assign a weight to each hyperspectral band before performing classification.
Akbari compares this new method to eight existing classification algorithms over three
hyperspectral land cover datasets and achieves the highest accuracy in all cases (at
the expense of increased running time).
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The recent work of Cheng et al. [25] is perhaps the most closely related to the
work presented here. The authors seek to assist in the design of a multispectral imager
for detecting eicosapentaenoic and docosahexaenoic acid in fish fillets. To accomplish
this, Cheng et al. divide the entire spectral range into M sub-spectral ranges (SRs),
then select one wavelength from each SR. They formulate the search problem over
the SRs as path-finding in a Physarum network [67] and utilize the GA to search for
good divisions of the spectral range. As is true in the majority of the literature, the
authors focus only on the problem of wavelength selection, assuming the bandwidths
of the proposed multispectral imager to be the same as the bandwidths utilized by
the hyperspectral imager used in data collection.
3.2 Genetic Algorithm Formulation
In this section, we outline the various choices made for the formulation of the
GA utilized in our novel method, HAGRID.
3.2.1 Representation
The individuals in our GA population are represented as integer arrays, where
the integers represent a subset of indices corresponding to the wavelengths to be
selected. For example, and individual represented by the array [22, 64, 111] indicates
that we select the wavelengths associated with indices 22, 62, and 111, for a total
of three wavelengths.

We utilize tournament selection, binomial crossover, and

generational replacement. For our mutation operator, if a gene (i.e., single wavelength
index) is chosen for mutation, an integer is drawn randomly from the uniform
distribution over [−3, 3] and added to the index value. In this way, the mutation
is restricted to adjacent wavelengths. If the resulting index is outside the range of
valid indices, it is simply set to the minimum or maximum valid index.
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3.2.2 Fitness Function
We use two different fitness functions for our experiments. Both use decision
trees [96] to perform classification on the given datasets. For each member of the
population, a decision tree is built using the subset of wavelengths represented by
the individual. Ten-fold cross-validation is then performed on the given classification
task using the decision tree, and the fitness score is the average classification accuracy
attained across the ten folds.
In the first fitness function (fitness1 ), the fitness is simply equal to the
classification accuracy obtained by the decision tree. In the second fitness function
(fitness2 ), we make two alterations. The first is to add a dispersive force that adds
a large penalty to solutions that select wavelengths within 20 nm of each other to
encourage wavelength diversity. If two wavelengths represented by the individual are
within 20 nm of each other, the total fitness of that individual is divided in half. The
second alteration aims to approximate an imager with a larger spectral resolution of
30 nm. To accomplish this, we bin the reflectance of wavelengths within 15 nm on
either side of the selected wavelength center before feeding the data into the decision
tree. The fitness is again equal to the classification accuracy attained by the decision
tree.
3.3 Histogram-based Approach
3.3.1 Overview
Our proposed method changes only the determination of the solution after
the GA has satisfied its stopping criterion and is therefore agnostic to the specific
selection, crossover, mutation, and replacement operations used in the formulation
of the GA. Instead of selecting the fittest individual from the final generation of the
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Figure 3.1: Subpopulation clustering to select five wavelengths with visibly overlapping heterogeneous subpopulations in the overall population of the GA.

algorithm, we use a histogram-based approach that analyzes the overall population
in order to determine the solution.
3.3.2 Hierarchical Agglomerative Clustering
Once the GA has terminated, we are left with a population of heterogeneous
individuals. To produce the solution using HAGRID, instead of selecting the single
fittest individual, we first produce a histogram of all of the wavelengths selected across
every member of the population. Empirically, the distribution of the wavelengths
roughly appears to follow a mixture of Gaussian distributions (Fig. 3.1). However,
the number of components in the mixture present in the histogram (i.e., the number
of individual Gaussian distributions that comprise the mixture model) does not
necessarily equal the number of wavelengths to be selected.
For example, suppose we set the number of wavelengths to be selected to k = 5.
The histogram of the entire population may have five distinct peaks, or it may
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have several more than five. The mismatch between these values is due to the
existence of heterogeneous subpopulations that comprise the overall GA population
(Fig. 3.1). In order to identify subpopulations in the overall population, we use
hierarchical agglomerative clustering (HAC) [34, 122] to partition the population
into similar groups.

It is worth noting that while it is possible to have fewer

distinct peaks than wavelengths selected, we did not encounter this in practice.
This phenomenon potentially could be caused by overlapping wavelength selections
between subpopulations (e.g. where the distribution over wavelength three in some
subpopulation A overlaps with the distribution over wavelength two of some other
subpopulation B). Because HAC clusters individuals in the population and not the
overall wavelengths selected by the population, it should have no problem in handing
this case and correctly parsing out the underlying subpopulations.
In HAC, each data point starts out in its own cluster. The inter-cluster distance
δ(Ci , Cj ) is then calculated for all pairs of clusters. The two clusters with the nearest
distance are combined into a single cluster until the stopping criterion is met. If
the number of clusters k is known a priori, then the procedure terminates once k
clusters have been formed in this way. If k is not known, a maximum distance δ ∗
can be defined and cluster formation terminates when δ(Ci , Cj ) > δ ∗ for all pairs
of clusters Ci , Cj . This allows for the formation of an arbitrary, unspecified number
of clusters. It is worth noting that other measures for cluster quality such as the
silhouette coefficient can be used to automatically determine the number of clusters.
While we did not use the silhouette coefficient in our experiments, empirical results
indicated that the resulting clusters were not highly sensitive to the chosen measure.
The distance between clusters can be calculated by one of several methods known
as linkage methods. One common linkage method, known as single linkage, measures
the distance between clusters as the minimum distance between a point in Ci and a
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point in Cj , given by

δ(Ci , Cj ) = min{d(x, y)|x ∈ Ci , y ∈ Cj },

where x and y are individual data points and d is some distance function (usually
Euclidean distance). Another common linkage method is the centroid linkage method.
As the name suggests, the distance between clusters is defined as the distance between
each cluster’s centroid. The centroid linkage distance function is given by

δ(Ci , Cj ) = d(µi , µj ),

where µi and µj are the centroids of clusters Ci and Cj , respectively, and each
centroid is defined as
µi =

1 X
x,
ni x∈C
i

where ni gives the number of data points in cluster Ci . In our implementation of
HAC, we utilize the centroid linkage method with Euclidean distance.
Once subpopulations (i.e. clusters) have been identified, all but the subpopulation with the highest average fitness are discarded. In this way, we ensure the
remaining population is homogeneous (in that the wavelengths are drawn from the
same multimodal Gaussian distribution), and exclude the subpopulations with the
worst performance (Fig. 3.2 and Fig. 3.3). In Fig. 3.2, we visualize the clustering
results from HAC by projecting the clustered population onto three dimensions using
principal component analysis.
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Figure 3.2: Subpopulation clusters projected onto three dimensions using principal
component analysis (the subpopulation with the highest average fitness is circled in
red).

Figure 3.3: Histogram of the single selected subpopulation.
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3.3.3 Expectation-Maximization
Once the subpopulations have been identified and the subpopulation with the
highest average fitness has been isolated, a Gaussian mixture model is fit to the
histogram of the remaining subpopulation. We fit this Gaussian mixture model using
the Expectation-Maximization algorithm. As the name suggests, a Gaussian mixture
model is a model consisting of several constituent Gaussian distributions that together
comprise a multimodal Gaussian distribution.
The parameters of the individual distributions (i.e.

distribution mean and

variance) are predicted using the Expectation-Maximization (EM) algorithm [122].
The EM algorithm is a two-step iterative method that finds the maximum likelihood
estimates for parameters in a Gaussian mixture model, given the data. In one
dimension, which is the case for the application to wavelength selection, the means
and variances of the distributions are the parameters to be estimated. We assume
the distributions in the mixture model each follow the univariate normal, given by:

f (x|µi , σi2 )



(x − µi )2
1
exp −
,
=√
2σi2
2πσi

(3.1)

where µi and σi2 are the mean and variance of the ith distribution, respectively.
If there are k components in the mixture model, then µi and σi2 must be estimated
for i = 1, 2, ..., k [122].
To begin, all values of µi and σi2 are initialized randomly. We also initialize
P (Zi ) = k1 , where P (Zi ) is the prior probability of the ith Gaussian distribution. Then
the algorithm iterates between the expectation step and the maximization step until
convergence. This convergence is determined by the difference between parameter
estimates in subsequent iterations falling below a threshold value. In the expectation
step, the posterior probability of each data point being generated by each of the k
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distributions is calculated using the parameter estimates for µi and σi2 and the prior
probabilities P (Zi ). For each data point xj and each Gaussian distribution Zi , we
calculate
f (xj |µi , σi2 ) · P (Zi )
wij = P (Zi |xj ) = Pk
,
2
a=1 f (xj |µa , σa ) · P (Za )
where wij denotes the posterior probability of data point xj being generated by the
distribution Zi and f is the univariate Gaussian from Equation 3.1. Once we have
each wij , we can move on to the maximization step.
In the maximization step, the posterior probabilities are used determine the
maximum likelihood estimates of the parameters.

These estimates are made as

follows. The means of each distribution are recalculated as
Pn
j=1 wij · xj
,
µi = Pn
j=1 wij
where n is the number of data points. These updated estimates of the means are then
used to update the estimates of the variance parameters as
Pn
σi2

=

wij (xj − µi )2
Pn
.
j=1 wij

j=1

Finally, the priors on each distribution are updated by
Pn

j=1 wij
P (Zi ) = Pk Pn
=
w
aj
a=1
j=1

Pn

j=1

n

wij

.

After the estimates have converged, the parameters for each of the k distributions are
returned.
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3.3.4 Selecting Features
After the parameters of the Gaussian mixture model have been estimated, we can
use those parameters to select the wavelength centers for the multispectral imager.
In order to select the wavelength centers for the multispectral imager, we select the
estimated means from the output of the EM algorithm. Assuming the distributions
to be Gaussian, these means correspond to the peaks of the individual distributions
that comprise the Gaussian mixture model. Here, the assumption is made that more
informative wavelengths are selected a higher proportion of the time by members
of the GA population, and therefore occur more frequently in the histogram of
wavelengths.
3.3.5 The HAGRID Algorithm
Putting together the steps outlined in the preceding sections, we get the
Histogram Assisted Genetic Algorithm for Reduction in Dimensionality (HAGRID)
algorithm.

To summarize, first we use hierarchical clustering to identify the

subpopulations in the overall population of the genetic algorithm. We retain only the
subpopulation (i.e. cluster) with the highest average fitness for further processing. We
then use the Expectation-Maximization algorithm to predict the mean and variance
of each Gaussian component of the selected subpopulation. The algorithm returns
these parameter estimates, and we select the wavelengths centered at the estimated
means.
3.4 Experimental Setup and Methods
We run experiments using the HAGRID method over a variety of datasets. The
first two datasets, the avocado and tomato datasets, were collected by colleagues
at Montana State University as part of the larger project from which much of this
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research originated. The kochia dataset was also collected by a fellow student at
Montana State University for use in a different project [102]. The final dataset is
the Indian Pines dataset [13], which is commonly evaluated in the hyperspectral
literature. More details about each of these datasets and the evaluation methodology
follow in the sections below.
3.4.1 Hyperspectral Imaging and Staging
For the collection of the hyperspectral images in the avocado and tomato
datasets, we use the Resonon Pika L hyperspectral imager. This imager has a spectral
range of 387–1023 nm and a spectral resolution of roughly 2.1 nm, resulting in 300
spectral channels. The Pika L is a line-scan imager, meaning a horizontal sweep is
made across the object to be imaged, and vertical slices of the image are successively
combined into a single data cube.
Hyperspectral images produced in this way are stored in the Band Interleaved by
Line (BIL) file format. Before processing begins, all images are first dark-corrected.
To accomplish this, we capture a hyperspectral image with the lens cap on to get
a baseline reading in the absence of light (ideally the reading should be zero across
all wavelengths, but this is not always the case in practice). We calculate the mean
measurement for each spectral band and subtract these mean values from all images.
We then calibrate each image to Spectralon reference panels. Spectralon is a specially
designed reflective material that reflects nearly 100% of the incident light that strikes
it. Because of this, the ratio of light reflected off the object of interest to the light
reflected off the Spectralon panel approximates the percentage of total light reflected
off the object. In order to perform the actual calibration, we first capture an image
of the Spectralon (in the same lighting environment as the produce) and calculate
the mean value for each spectral band. We then divide the image data by these
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Figure 3.4: The hyperspectral imaging system and produce staging area. A)
Lightboxes used for illumination. B) Resonon Pika L hyperspectral imager. C)
Rotational stage. D) Non-reflective surface. E) Produce for imaging. F) Spectralon
calibration panel.

means, which results in standardized units of reflectance, rather than the raw (cameraspecific) units in which the images are initially captured.
The Pika L imager is placed on a rotational stage to allow for the sweep across
the produce staging area. This staging area consists of a flat surface on which the
produce is placed as well as a backdrop to block out external sources of light. Both
the flat surface and backdrop are covered in a non-reflective paper to better control
the source and direction of the illumination. The produce staging area is illuminated
by two Westcott softbox studio lights. The entire hyperspectral imaging system
(including the imager, lights, rotational stage, and produce staging area) can be
viewed in Fig. 3.4.

42
3.4.2 Data
In this section we provide an overview of the four datasets analyzed in this study.
All four datasets are classification datasets that comprise hyperspectral image data.
3.4.2.1 Avocado and Tomato Dataset: All images in the avocado and tomato
datasets were captured using the Resonon Pika L imager and the staging environment
shown in Fig. 3.4. Images of avocados and tomatoes were taken once daily from the
time of initial purchase until manually judged to be past the point of edibility. At the
time of each image capture, each piece of produce in the image was labeled manually as
either “fresh” or “old.” To create the dataset used in the final experiments, 5×5 pixel
patches were sampled repeatedly from different regions on each piece of produce. Then
the average spectral response over these patches was taken to smooth the spectral
reflectance curve of each sample. Due to hardware limitations, a large amount of
noise is present in the hyperspectral images past 1000 nm, so we excluded the last ten
channels from all datasets, resulting in each image containing 290 spectral channels.
As a result of the exclusion of these ten wavelengths and the smoothing over the
pixel patches, each data point is a one-dimensional array consisting of 290 reflectance
measurements over the spectral range of 387–1001 nm. A description of the tomato
and avocado datasets can be found in Table 3.1.
For the sake of completeness it is worth mentioning that images of bananas were
also captured using the same staging environment as for the avocados and tomatoes.
Initial analysis of the banana data was performed as a proof of concept for these
methods, but a more complete analysis was never done, so the banana dataset is
excluded from the results section contained herein. The reasoning for this is twofold.
First, the ripening process of a banana is very visual; it is immediately evident
when a banana is past its best, which makes it a somewhat uninteresting problem
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Dataset

# “fresh”

Samples per “fresh” # “old”

Samples per “old” Total dataset size

Avocado

18

20

10

36

720

Tomato

25

20

23

22

1006

Table 3.1: Sample sizes for produce data sets showing number of each fruit and
number of samples per fruit.
for hyperspectral applications. Second, with minimal tuning efforts, classification
accuracy rates of over 95% were achieved, which provided evidence that it was also
a relatively simple problem. Due to these reasons, we focus instead on the more
interesting and challenging cases of the avocado and tomato datasets.
3.4.2.2 Kochia Dataset: The kochia dataset consists of 12,000 total spectral
reflectance curves for three different kochia biotypes. Kochia [42] is a common weed
that has several biotypes, some of which have known resistances to the herbicides
dicamba [30] and glyphosate [14].

Because the resistant biotypes are difficult

to distinguish from herbicide-susceptible kochia visually, classifying the different
plants using hyperspectral imaging has been investigated [92].

In the work of

Scherrer (2019) [102], hyperspectral images of the three different kochia biotypes
were captured, and individual pixels (spectral reflectance curves) were sampled from
the spatial plane. Four thousand samples were collected for each kochia biotype and
the spectral dimension consists of 300 hyperspectral bands. The classification task
was to identify the correct biotype of the kochia given one of these samples. Whereas
the avocado and tomato datasets have a significant degree of subjectivity involved
in applying class labels, for the kochia dataset, the biotypes are known objectively,
reducing the noise present in the class labels.
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3.4.2.3 Indian Pines Dataset: The fourth and final dataset we analyzed is the
AVIRIS Indian Pines dataset [13]. This dataset is highly cited in the literature [40,44,
79, 112] and serves as a general benchmark for hyperspectral image processing. The
dataset consists of spectral reflectance curves for 16 classes of land cover, ranging
from trees, to corn, to stone and steel. The spectral responses were obtained by an
Airborne Visible/Infrared Imaging Spectrometer (AVIRIS) sensor and consist of 220
spectral channels with a spectral resolution of roughly 10 nm. As a preprocessing
step, we removed all classes with fewer than 100 examples, leaving 12 classes and
a total of 10,062 data points. Additionally, the spectral responses were measured
in raw (unspecified) units from the AVIRIS sensor, so we normalized these values
between zero and one before classification. For this dataset, the classification task is
to identify the type of land cover given a spectral reflectance curve.
3.4.3 Experimental Design
In our experiments, we aim to demonstrate that our histogram-based feature
selection approach is at least as good as existing methods.

This objective was

evaluated using the classification accuracy attained for each of the datasets. For
all datasets, a subset of the wavelengths was selected through various feature
selection techniques, then the spectral responses at those wavelengths were fed into
a feedforward neural network (implemented using the Keras [27] Python library) in
order to perform the given classification. The various wavelength selection techniques
and filter bandwidth settings were compared on the basis of classification accuracy.
All experiments were run using 5 × 2 cross-validation, and significance testing was
performed using unpaired t-tests.
For all experiments, there were two main phases. In the first phase, feature
selection was performed to select wavelengths. In the second phase, the performances
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of these feature subsets on the various classification tasks were analyzed. In order
to better comment on the generalizability of the feature selection methods and to
disentangle the two phases, each dataset was split in two, with one portion of the data
being used for feature selection, and the other portion being used for classification.
The avocado and tomato datasets were split in half, and the kochia and Indian
Pines datasets were split 25% for feature selection and 75% for classification. These
different divisions of the datasets were motivated by balancing two factors. First,
we wanted the number of examples reserved for wavelength selection to be large
enough offer a representative sample of the overall dataset. Second, the GA is fairly
computationally expensive, so we would like to constrain the number of examples fed
into the algorithm. Because the kochia and Indian Pines datasets are much larger
than the avocado and tomato datasets, we were able to reserve a smaller percentage of
each dataset, while maintaining a relatively large sample size for wavelength selection.
As stated in Chapter 2, two of the most commonly used feature selection methods
for produce monitoring applications are PLS-DA and the standard GA. As such,
we compared our HAGRID method to both of these methods for the avocado and
tomato datasets. Any feature selection method ought to outperform more simplistic
wavelength choices, such as red, green, and blue (RGB) and RGB+near infrared
(NIR), so for the sake of completeness, we include these in the comparison experiments
as well1 . Finally, we performed the classification using all available wavelengths. For
these two datasets, we ran each algorithm (including the two fitness function variants
for the GA and HAGRID) three times to select three, five, and ten wavelengths.
As RGB, RGB+NIR, and all wavelengths each contain set numbers of wavelengths,
the number and values of wavelengths for these three subsets were not varied over
1

The wavelengths for red, green, blue, and near infrared light used in these experiments are 619
nm, 527 nm, 454 nm, and 857 nm, respectively.
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experiments. This resulted in 18 total subsets of wavelengths to be compared for the
avocado and tomato datasets.
For the kochia dataset, our main point of comparison is the original study [102]
(referred to as Scherrer in Table 3.3), in which a neural network with two hidden
layers was used to classify herbicide-resistant strains of kochia using all available
wavelengths. We used the standard GA and HAGRID to select subsets of wavelengths
and compared the accuracies attained using those subsets to the accuracies obtained
in the original study. Again, we used both fitness functions for each method to select
three, five, and ten wavelengths, resulting in 12 total subsets of wavelengths to be
compared to the original work. As a matter of notation for all experiments, GA
methods using the fitness2 fitness function are denoted with an asterisk; the absence
of an asterisk denotes fitness1.
For the Indian Pines dataset, we compared the standard GA to the HAGRID
method to select three, five, ten, and fifteen wavelengths.

We also provide a

comparison to the accuracies achieved using all wavelengths, RGB, and RGB+NIR,
for a total of 11 experiments. For this dataset, we utilized k-nearest neighbors
(KNN) [29] as the classifier for the GA fitness function, rather than the decision
tree. This change was made owing to the fact that KNN achieved a much higher
classification accuracy for the Indian Pines dataset than the decision tree. We also
forwent the use of fitness2 because the spectral resolution of the Indian Pines dataset
was already much more coarse than the other three datasets. All final wavelength
centers selected by each method for each dataset are listed in the Appendix.
3.4.4 Parameter Settings
For all of our experiments, the population size for all GA variants was set to
1,000 and the algorithms were run for 300 generations. The population size was set
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to a relatively large value to ensure we had a large enough number of individuals
to produce a histogram that could be analyzed meaningfully. The crossover rate,
mutation rate, and tournament size were tuned using a grid search. The mutation
rate was varied between 0.05–0.1, which is relatively high, to encourage diversity in
the population. We also performed a basic grid search to tune parameters for the
feedforward neural networks. The learning rate and network structure (both number
of nodes per layer and number of layers) were tuned. For all networks, we used the
Adam optimizer [63], rectified linear units (ReLU), and a softmax classifier for the
output layer.
The Adam optimizer is a gradient descent algorithm that has several important
differences compared to backpropagation. Instead of using a single learning rate
to control the step size (when following the gradient to reduce the error), Adam
learns adaptive learning rates for each parameter. To accomplish this, the first and
second moments (mean and variance) of each gradient are estimated and used to
derive the step size. Specifically, Adam calculates the exponential moving averages
of the gradient and the squared gradient, decaying both over time with the β1 and β2
exponential decay rate hyperparameters. The individual adaptive learning rates and
step size annealing allow Adam to perform well in a variety of contexts, including the
cases of non-stationary objectives and sparse gradients.
3.5 Experimental Results
Results for the avocado and tomato experiments are summarized in Table 3.2.
For both the avocado and tomato datasets, PLS-DA performed the worst across the
board. This is not surprising, as it does not take into account variable interaction
when performing feature selection. The highest accuracy for the avocado dataset
(86.776%) was obtained by HAGRID* with five wavelengths (denoted HAGRID*/5).
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Further, HAGRID*/5 performed significantly better than RGB, RGB+NIR, all
wavelengths, and the best PLS-DA result at the α = 0.05 level. It is worth noting
that for the avocado dataset, all GA and HAGRID methods were able to classify
the data at least as well as when utilizing all wavelengths. For the tomato dataset,
HAGRID/10 yielded the highest accuracy (79.960%), which is significantly better
than RGB, RGB+NIR, the best PLS-DA solution, and the best standard GA solution
(GA/3).
Since HAGRID changes only the way in which the solution is selected from the
final population of the GA, one complete run of the GA was used for the corresponding
GA and HAGRID results. For example, only one run of the GA was required to
provide results for GA*/3 and HAGRID*/3. In this scenario, the GA was run using
fitness2, the fittest member of the population was selected for GA*/3, and the same
population was used for the histogram approach of HAGRID*/3. Because of this, the
corresponding GA and HAGRID results can be compared directly as to which is the
better method.
For the avocado dataset, HAGRID outperformed the standard GA for three of
the six head-to-head comparisons; although, the difference between the methods was
not statistically significant in any of these cases. For the tomato dataset, HAGRID
outperformed the standard GA in four of six experiments with HAGRID being
significantly better than its GA counterpart for HAGRID*/10 and HAGRID*/5.
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290
3
5
10
3
5
10
3
5
10
3
5
10
3
5
10

RGB

RGB+NIR
All

PLS-DA

PLS-DA

PLS-DA
GA
GA
GA

HAGRID

HAGRID

HAGRID
GA*
GA*
GA*

HAGRID*

HAGRID*

HAGRID*

84.000%

86.776%

81.944%

84.444%

85.334%

81.388%

84.723%

82.554%

81.166%

84.889%

82.388%

85.811%

80.555%

80.501%

80.165%

84.667%

82.945%

81.388%

Accuracy

2.45%

2.10%

2.24%

1.70%

2.82%

1.22%

1.88%

1.76%

2.74%

2.55%

1.81%

2.74%

3.29%

3.01%

3.10%

1.27%

2.80%

2.48%

Standard Deviation

79.005%

78.407%

75.666%

77.096%

76.419%

76.581%

79.960%

78.844%

75.905%

76.501%

76.501%

77.297%

62.465%

62.704%

63.060%

79.283%

74.232%

65.211%

Accuracy

2.11%

2.17%

2.14%

2.08%

2.29%

1.54%

2.84%

1.59%

1.52%

1.19%

2.84%

1.88%

1.81%

1.40%

4.18%

2.02%

3.93%

1.46%

Standard Deviation

Tomato

Table 3.2: Classification accuracy using RGB, RGB+NIR, all wavelengths, and feature selection for the avocado and
tomato datasets. The best accuracy for each dataset is shown in bold.

# of Wavelengths

Method

Avocado
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Results for the kochia dataset experiments can be found in Table 3.3. The best
overall accuracy is obtained by GA/10 at 99.516%. This was significantly better than
all other accuracies attained, including the original results of [102]. This points to
the plausibility of a reduced-wavelength multispectral imager being a viable device
for discerning kochia biotypes. It is worth noting that in the original work, the author
set any accuracy value greater than 99.5% to 100.0% and any standard deviation less
than 0.5% to 0.0%. Using this rounding, the GA/10 accuracy would be listed as
100.0% ± 0.0%.
In general, for the kochia dataset, the HAGRID method performed relatively
poorly. Of the six head-to-head comparisons, HAGRID outperformed its standard
GA counterpart only once (GA/5 and HAGRID/5). One of the primary differences
between the kochia dataset and the avocado and tomato datasets is that the kochia
biotypes are identifiable objectively, whereas produce ripeness is a more subjective
measure. The fact that HAGRID performed better in the presence of class label
noise suggests that it may be performing some sort of regularization that allows it to
generalize better in this context.
Results for the experiments on the Indian Pines dataset are shown in Table
3.4. In these experiments, no feature selection method considered was able to match
the accuracy attained using all 220 available wavelengths. Of the feature selection
methods, HAGRID/15 acheivesd the highest overall accuracy of 84.154%, which is
significantly higher than all other methods besides GA/15. In three of the four
head-to-head experiments, HAGRID outperformed its GA counterpart, but the
difference was significant only in the case of GA/3 and HAGRID/3.
For the Indian Pines dataset, using only RGB wavelengths resulted in markedly
deteriorated performance. RGB+NIR resulted in an average classification accuracy
that is nearly 10% higher than RGB only, which clearly demonstrates the explanatory
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Method

# of Wavelengths

Accuracy

Standard Deviation

Scherrer

300

99.000%

0.00%

GA

3

78.966%

0.81%

GA

5

96.916%

0.22%

GA

10

99.516%

0.11%

HAGRID

3

78.901%

0.58%

HAGRID

5

97.382%

0.19%

HAGRID

10

98.080%

0.36%

GA*

3

94.145%

0.41%

GA*

5

86.708%

0.62%

GA*

10

98.808%

0.34%

HAGRID*

3

79.891%

0.55%

HAGRID*

5

85.379%

0.46%

HAGRID*

10

97.042%

0.53%

Table 3.3: Classification accuracies for the kochia dataset. The best results are shown
in bold.
information that is present in the non-visible portion of the spectrum. However,
RGB+NIR still performed significantly worse than every feature selection method
considered, demonstrating the potential effectiveness of utilizing non-standard wavelength centers in a multispectral imager.
3.6 Conclusions and Future Work
In this chapter, we proposed the novel HAGRID algorithm as an alternative
method for extracting the solution from the population of a genetic algorithm.
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Method

# of Wavelengths Accuracy Standard Deviation

All

220

89.186%

0.98%

RGB

3

59.829%

1.10%

RGB+NIR

4

69.214%

1.22%

GA

3

73.986%

0.84%

GA

5

78.991%

1.32%

GA

10

81.624%

2.39%

GA

15

83.391%

1.15%

HAGRID

3

76.108%

0.70%

HAGRID

5

77.041%

0.60%

HAGRID

10

82.331%

1.40%

HAGRID

15

84.154%

1.19%

Table 3.4: Classification accuracies for the Indian Pines dataset. The best results
(excluding all wavelengths) are shown in bold.
Overall, the HAGRID method was shown to perform at least as well as the standard
GA in several settings.

HAGRID also has several possible advantages over the

standard formulation, stemming from the fact that the EM algorithm returns not
only the means of the distributions, but also the variances. Using the variance of each
Gaussian distribution in the returned solution allows for a more nuanced evaluation
than the case of a single returned solution. One such benefit is the ability to estimate
the bandpass filter bandwidths for a multispectral imager (discussed in the following
chapter). Another potential benefit includes allowing for uncertainty quantification
over the selected wavelengths, although this is a property that needs to be explored
further in future work.
The HAGRID method performed relatively better for the avocado, tomato, and
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Indian Pines datasets than it did for the kochia dataset. This is interesting due to the
fact that the avocado and tomato datasets likely have more mislabeled data points
than the kochia dataset. This suggests that HAGRID might perform some sort of
regularization that helps it generalize when faced with noisy data. Exploring this
mechanism further and exploring what characteristics of the data cause the method
to perform well or break down is of future interest.
While the HAGRID method did not perform particularly well for the kochia
dataset, the GA was able to select a subset of 10 wavelengths that achieved a very
high classification accuracy. In [102], the author employed a two layer feedforward
neural network with 500 nodes in each layer to achieve a classification accuracy of
99%. With the subset of 10 wavelengths, a slightly higher accuracy of 99.516% was
achieved using a two layer network with only 50 nodes in each layer, reducing the
computational demands of training the network significantly.
Another direction of future work is to analyze the impact of the dispersive force
between wavelengths employed in fitness2. In several cases, the HAGRID* variant
performed better than the baseline HAGRID method. This suggests that it can
be beneficial to encourage wavelength diversity in some cases. A more exhaustive
experimental design in which the penalty weight and the minimum allowed distance
between wavelengths comprising this dispersive force are varied is required to answer
this question more directly.
One final direction of exploration focuses on the convergence properties of the
algorithm. The components of the Gaussian mixture may well start to converge
towards the final means before the variances of the distributions stabilize. That is,
it would be interesting to see if the centers of the Gaussian distributions remain
approximately fixed as the width of the distributions narrow, or if the centers of the
distributions tend to jump around during the process. In the case of the former,
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the wavelength centers may be identifiable before the GA has converged fully, which
could reduce the number of generations required to arrive at a solution.
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CHAPTER FOUR

BANDWIDTH DETERMINATION
An important piece of multispectral imager design is filter bandwidth specification. As we have seen in previous chapters, a large volume of research has focused
on the selection of informative wavelengths; however, research into specifying the
bandwidths of these filters is sorely lacking. During a review of the literature, we
found no examples of the algorithmic determination of filter bandwidths. In the vast
majority of the literature, the bandwidths are simply stated with no rationale being
given for the selections.
Wang et al. [116] attempt to minimize reconstruction error between spectral
reflectance curves measured by a hyperspectral imager and reconstructions of those
curves produced by multispectral simulation. The authors simulate Gaussian filters
to transform the original data, then measure the root mean squared error (RMSE)
between the original curve and the transformed curve. For all experiments, the
Gaussian filters are distributed evenly across the spectral range, and the number
of filters varies from 3 to 20. Comparisons are made between filters with bandwidths
of 10, 40, and 160 nm, respectively, where all filters in a single experiment are set to
the same bandwidth. Here, there are two main shortcomings — first, the wavelength
centers of the filters are evenly spaced, which is likely sub-optimal. Second, all the
filters are forced to have the same bandwidth. These restrictions greatly limit the
possible combinations allowed for a multispectral imager. It is also important to note
that the goal in [116] is to recreate the entire spectral reflectance curve, rather than
optimize a domain specific objective. While this is a problem of general interest, it
does not reduce the noise or dimension of the data.
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In [5], in order to design a multispectral imager that can simulate a spectrophotometer, Ansari et al. use a genetic algorithm with Weiner filter estimation in order
to select a subset of wavelengths that best reconstructs a given spectral dataset.
However, the bandwidth of the filters are all assumed to be fixed at 30 nm. This
is a commonality in the wavelength selection literature — the assumption is usually
made that either the filter bandwidth is fixed to some standard value [5, 110], or
the bandwidth is taken to be the same as the original hyperspectral imager that
captured the data on which wavelength selection is performed [11, 25, 89]. In general,
it is common to see bandwidths between 10 and 30 nm (which is relatively wide)
for imaging applications to ensure that enough light passes through the filter into
the imager. While narrower bands can be used to hone in on specific portions
of the spectrum, the specific choice within this 10–30 nm range is often arbitrary.
In this chapter, we investigate the ability of the HAGRID method to specify filter
bandwidths.
4.1 Specifying Bandwidths with HAGRID
To perform wavelength selection using HAGRID in Chapter 3, we simply took
the means estimated by the Expectation-Maximization algorithm.

Similarly, to

specify filter bandwidths, we make use of the variances of the Gaussian mixture
model, as predicted by the EM algorithm. We set the bandwidth of each filter based
on the standard deviation (square root of the variance) of the Gaussian distribution
associated with the wavelength center for that filter. The bandwidth of a filter is
equal to the full-width at half-maximum (FWHM) of the corresponding Gaussian
distribution of the filter. FWHM is defined as the width of the Gaussian curve
measured at the height equal to half of the maximum value of that curve. We set
√
this value based on the definition of FWHM = 2σ 2 ln 2, where σ is the standard
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deviation. Here, the rationale is that the mean wavelength of a given Gaussian
distribution is the most informative and most frequently selected wavelength, but the
adjacent wavelengths are selected a relatively high proportion of the time as well,
and are likely informative themselves. By setting the bandwidth of the filters based
on the standard deviations of each Gaussian mixture component, we hope to capture
most of the information across the most relevant wavelengths.
Our proposed solution has several benefits over other potential (but as of yet
unexplored) methods.

First, if the bandwidth is incorporated directly into the

optimization problem to be solved by the GA, the number of potential solutions grows
very quickly. Say we have n hyperspectral bands, k wavelengths to select, and m
available standard filter bandwidths. In the case of brute force wavelength selection,

there are nk potential solutions to consider. If we now include filter bandwidths

directly in the optimization problem, we have mk × nk potential solutions. Second,
we could split the optimization problem into two parts, first selecting the wavelength
centers, then optimizing over the available filters separately. This method has the
disadvantage of not optimizing the two components simultaneously, but it reduces
the search space significantly. Third, the proposed HAGRID method is able to find
non-standard filter bandwidths, which can be built for custom multispectral imager
design. This flexibility could mitigate the potential restrictions of being constrained
to standard bandwidth filters and may allow for the design of multispectral imagers
that better capture the most informative wavelengths.
4.1.1 Transforming Data
Once the filter wavelength centers and bandwidths have been determined, we
can transform the original hyperspectral data to mimic data that has been captured
by a multispectral imager. First, we generate the Gaussian distributions determined
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by the predicted means and standard deviations. We then scale each Gaussian to
have a maximum value of 1.0. The amplitude of each Gaussian component in the
mixture model is dependent on the GA population size since the EM algorithm fits
the raw histogram of wavelength counts in the population. However, an amplitude
greater than one would mean that the filter is letting in more than 100 percent
of the reflected light, which is impossible. By setting the amplitude to 1.0, the
assumption is made that each filter lets in exactly 100 percent of the light at the
center wavelength. Next, we multiply each of these Gaussians by the original data
to simulate the reflectance measurements taken by a multispectral imager. Third,
we integrate under each Gaussian to produce a set of k discrete values, where k
is the number of filters included in the imager. In any camera, standard color,
multispectral, hyperspectral, or otherwise, even though the filters let in light over
a band of wavelengths, the total amount of light is recorded as a single value for each
filter, hence the integration step.
More formally, given a data point x, for each reflectance measurement xj ∈ x,
we apply each Gaussian to xj

f (xj |µi , σi2 )



(xj − µi )2
1
exp −
,
=√
2σi2
2πσi

where µi and σi2 are the mean and variance of the ith Gaussian distribution,
respectively. Let Ti (x) denote the vector obtained by applying f (xj |µi , σi2 ) to each
xj ∈ x. Ti (x) can be seen as approximating some function f 0 (x|µi , σi2 ) that results
from multiplying the ith Gaussian by the data. We then want to find
Z

λmax

yi =

f 0 (x|µi , σi2 )dx,

λmin

where yi is the total light transmitted through the ith Gaussian filter, and λmin
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and λmax denote the minimum and maximum wavelength in the spectral range,
respectively. We can approximate this integral by using any one of a various number
of approximate integration techniques on Ti (x).
4.2 Experimental Setup
For the filter bandwidth experiments, we do not find any other methods in
the literature that specifically address the problem of determining filter bandwidths
for a multispectral imager algorithmically. However, the bandwidths of RGB and
NIR filters follow known Gaussian distributions and have known wavelength centers
(Table 4.1). In addition, standard filter bandwidths exist for custom wavelengthcentered filters. For the avocado and tomato datasets, we consider four alternatives
to the HAGRID method. First, we compared known standard RGB wavelength
centers and filter bandwidths1 . Second, we compared known standard RGB+NIR
wavelength centers and filter bandwidths. Third, we selected wavelength centers
using the standard GA and set the bandwidths to 20 nm, which is a standard filter
size, commonly available at the retail level. Fourth, we selected wavelength centers
using HAGRID, and again set the bandwidths to 20 nm. We then compared all of
these methods to the case of using HAGRID to determine both the wavelength centers
and the filter bandwidths.
For the kochia dataset, we compared the HAGRID bandwidth determination
method to fixed (20 nm) bandwidths with wavelength centers selected by both the
standard GA and HAGRID. We also compared to the results obtained in [102]
(referred to as Scherrer in Table 4.3), where the bandwidth is simply set to the
spectral resolution of the hyperspectral imager used to capture the data (i.e. no filter
1

The RGB wavelength centers and bandwidths are derived from the known Gaussian fits for a
standard Nikon camera.
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Mean (nm)

Bandwidth

Red

619

14.72

Green

527

19.67

Blue

454

12.60

NIR

857

14.72

Table 4.1: Wavelength centers and bandwidths for red, blue, green, and near infrared
filters used in experiments.
simulation).
For each of the GA methods and fitness functions, we again selected three, five,
and ten wavelength centers, while RGB and RGB+NIR remain constant across experiments, resulting in 20 total wavelength center and filter bandwidth combinations
for the avocado and tomato datasets. RGB and RGB+NIR were excluded from the
kochia experiments, resulting in 18 combinations of wavelengths evaluated for the
kochia dataset. Once the wavelength centers and filter bandwidths were determined,
the datasets were transformed, as described above. The transformed data were then
fed into a feedforward neural network to perform the given classification task. All
final wavelength centers and bandwidths selected by each method for each dataset
are listed in the Appendix.
The datasets were again split in two, with one portion being used for feature
selection, and the other portion being used for classification. The learning rates and
structures of the feedforward neural networks were tuned using grid search, ReLU
activation was used, and a softmax classifier was applied at the output. We again
used 5 × 2 cross-validation for all classification accuracies reported.
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4.3 Experimental Results
Results for the filter bandwidth experiments on the avocado and tomato datasets
are summarized in Table 4.2. For this section, let “H” denote the histogram-based
bandwidths and “S” denote standard 20 nm bandwidths. For both datasets, the
simulated RGB and RGB+NIR filters tended to perform the worst overall. For the
avocado dataset, the best solution was found by HAGRID*/5/H, which achieved an
accuracy of 86.556%. The best non-histogram bandwidth approach for the avocado
dataset was GA*/5/S, which achieved a classification accuracy of 86.280%. Although
HAGRID*/5/H and GA*/5/S were not statistically significantly different from each
other, they both were significantly better than RGB and RGB+NIR. It is interesting
to note that for both fitness1 and fitness2, the HAGRID/H method achieved the
highest accuracy.
For the tomato dataset, the best histogram bandwidth determination was
achieved by HAGRID*/10/H, with 77.815% accuracy. However, for this dataset, the
histogram-based determination was significantly outperformed by HAGRID/10/S,
which achieved the highest overall classification accuracy of 79.920%.

While

HAGRID/5/S and GA*/10/S also outperformed HAGRID*/10/H, the difference was
not statistically significant. However, all four of these methods outperformed both
RGB and RGB+NIR at a significant level.
Results for the kochia dataset are shown in Table 4.3. The highest accuracy of
99.753% is achieved by GA/10/S, which is significantly higher than any other method
considered, including the original work of [102]. In most cases, all filter specification
methods performed comparably in the kochia experiments. One notable departure
from this trend is the case of HAGRID/10/S and HAGRID/10/H, where the accuracy
dropped from 96.454% when using the 20 nm bandwidth filters to 86.535% when using
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Figure 4.1: Histogram of the subpopulation selected by HAGRID/10 for the kochia
dataset.

the histogram determined bandwidths.
While HAGRID/10 clearly selected informative wavelength centers for the kochia
dataset, the use of histogram determined filter bandwidths led to a nearly 10% drop
in classification accuracy. This is likely due to the fact that the GA population
analyzed for HAGRID/10 did not produce tightly formed Gaussian distributions in
the histogram of the population (as seen in Fig. 4.1). While the centers of these
distributions were still clearly informative, the wide spread of the distributions for
each of the wavelengths resulted in very large filter bandwidths, which likely smoothed
over too much of the spectral range to recover meaningful spectral information.

Known
Known
20 nm
20 nm
20 nm
20 nm
20 nm
20 nm
20 nm
20 nm
20 nm
20 nm
20 nm
20 nm
Histogram
Histogram
Histogram
Histogram
Histogram
Histogram

RGB

RGB+NIR
GA
GA
GA

HAGRID

HAGRID

HAGRID
GA*
GA*
GA*

HAGRID*

HAGRID*

HAGRID*

HAGRID

HAGRID

HAGRID

HAGRID*

HAGRID*

HAGRID*

10

5

3

10

5

3

10

5

3

10

5

3

10

5

3

10

5

3

4

3

85.889%

86.556%

83.223%

85.721%

83.334%

82.945%

85.055%

85.833%

84.722%

84.610%

86.280%

83.557%

85.278%

82.945%

81.112%

84.945%

83.500%

84.222%

82.334%

81.277%

1.22%

1.94%

1.72%

1.97%

2.21%

2.17%

2.35%

2.23%

2.41%

1.88%

2.22%

2.85%

1.43%

3.00%

2.74%

2.44%

1.77%

1.22%

2.13%

2.70%

# of Wavelengths Accuracy Standard Deviation

77.815%

77.773%

73.397%

77.016%

76.858%

74.197%

77.294%

77.694%

73.241%

78.529%

76.223%

76.227%

79.920%

79.043%

75.231%

75.703%

76.621%

77.616%

74.314%

67.275%

1.64%

1.95%

1.72%

2.84%

2.54%

3.08%

2.71%

2.29%

1.47%

2.18%

1.69%

2.40%

1.60%

2.83%

1.20%

2.07%

1.98%

1.76%

2.75%

2.75%

Accuracy Standard Deviation

Tomato

Table 4.2: Classification accuracy for the avocado and tomato datasets using various wavelength centers and simulated
filter bandwidths. The best results for each dataset are shown in bold.

Filter Bandwidth

Method

Avocado
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Method

Filter Bandwidth

# of Wavelengths Accuracy Standard Deviation

Scherrer

2.1 nm

300

99.000%

0.00%

GA

20 nm

3

79.384%

0.73%

GA

20 nm

5

97.052%

0.35%

GA

20 nm

10

99.753%

0.10%

HAGRID

20 nm

3

78.977%

0.34%

HAGRID

20 nm

5

97.161%

0.53%

HAGRID

20 nm

10

96.454%

1.43%

GA*

20 nm

3

92.665%

0.29%

GA*

20 nm

5

86.660%

0.60%

GA*

20 nm

10

98.917%

0.14%

HAGRID*

20 nm

3

79.915%

0.47%

HAGRID*

20 nm

5

85.223%

0.44%

HAGRID*

20 nm

10

97.969%

0.39%

HAGRID

Histogram

3

78.528%

0.43%

HAGRID

Histogram

5

95.694%

0.40%

HAGRID

Histogram

10

86.535%

0.72%

HAGRID*

Histogram

3

79.213%

0.43%

HAGRID*

Histogram

5

85.227%

0.44%

HAGRID*

Histogram

10

97.505%

0.59%

Table 4.3: Classification accuracy for the kochia dataset using various wavelength
centers and simulated filter bandwidths. The best results are shown in bold.
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4.4 Conclusions and Future Work
In this chapter, we examined the viability of the HAGRID method for the
specification of multispectral imager filter bandwidths.

While the results are

somewhat mixed, in some cases, the HAGRID/H determination of custom bandwidths
performs the best, suggesting that the flexibility afforded by this method can be
advantageous in certain scenarios. Being unrestricted by standard filter bandwidths
is one potential benefit offered by this method. Overall, this exploration also serves as
an important step in the direction of determining filter bandwidths algorithmically.
Whether the resulting filter bandwidth is custom or selected from a set of standard
sizes, algorithmically specifying the bandwidth is likely preferable to arbitrary
bandwidth selection, which seems to be the most common strategy employed in
practice.
The ability of HAGRID to specify filter bandwidths effectively appears to be
highly dependent on the shapes of the underlying Gaussian distributions. When the
distributions are malformed and spread across a large portion of the spectral range,
the resulting simulated filters lose much of the information contained in the data,
and performance suffers. Further exploring the data characteristics and algorithmic
mechanisms that determine the shapes of these distributions could help identify when
HAGRID is an appropriate method to specify filter bandwidths.
The topic of automated filter bandwidth determination is nearly unexplored in
the literature, opening a wide array of possible future directions. We mention a couple
of these earlier in the chapter, both of which deserve further investigation. The first
is incorporating the filter bandwidths directly into the genetic algorithm formulation.
While doing so greatly increases the search space to be covered by the GA,
metaheuristic methods are designed specifically to handle cases when full exploration
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of the search space is infeasible. In this vein, a (sub)population-level fitness function
that includes bandwidth settings could also be incorporated into the GA. The second
option is splitting the wavelength selection and bandwidth determination into two
separate optimization problems.

Once wavelength centers have been selected, a

GA (or other metaheuristic search) can be applied to optimize over standard filter
bandwidths. In some cases, if the number of selected wavelengths and standard
filter bandwidths are both small, an exhaustive search over all combinations may be
feasible.
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CHAPTER FIVE

VARIABLE INFLUENCE ALGORITHMS
In this chapter, we investigate the role of multicollinearity in hyperspectral data.
Specifically, we show where several standard feature selection schemes break down and
propose two novel feature selection algorithms that overcome some of these issues. We
use the term variable influence as a umbrella term for various metrics that all aim to
somehow capture the importance of individual features, such as variable importance
and feature relevance (both of which are discussed in more detail later in this chapter).
5.1 Distribution-based Feature Selection using Variable Importance
A common metric for determining the importance of individual features in a
dataset is variable importance [20]. Variable importance is calculated using a trained
random forest (see Chapter 2), and comes in two main variants: 1) mean decrease
accuracy 2) mean decrease Gini [74].
5.1.1 Mean Decrease Accuracy
In the first proposed measure of variable importance [20], variables are replaced
sequentially with noise to quantify the impact of that variable on the predictions
of the random forest. Beginning with a fully trained random forest, we measure
the classification accuracy using all available data features. Then, one-by-one, these
features are replaced with random noise, the classification accuracy is re-evaluated
over the forest, and the decrease in accuracy gives the Mean Decrease Accuracy
(MDA) of the forest for the given feature. The resulting MDA is then considered
to be a measure of each variable’s importance.
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5.1.2 Mean Decrease Gini
Another measure for variable importance is Mean Decrease Gini (MDG) [21,74].
The basic idea behind MDG is to calculate the weighted decrease in Gini impurity
for all nodes in the forest that use the variable of interest and averaging that decrease
over all trees in the forest. MDG is defined formally as:

M DG(Xm ) =

1 X
NT T

X

p(t)∆g(st , t),

t∈T :v(st )=Xm

where Xm is the variable of interest, NT is the number of trees in the forest, T is a
tree in the forest, t is a node in a tree, v(st ) is the variable used in the split st , p(t)
is the proportion Nt /N of data samples that reach node t, and ∆g(st , t) gives the
reduction in Gini impurity by splitting on variable Xm at node t.
5.1.3 Related Work
A straightforward extension of these measures of variable importance is feature
selection. Three common strategies for feature selection include variable ranking,
forward selection, and backward elimination [48]. In variable ranking, input variables
are given a score based on the selected metric and ranked in order of score. The top
k variables are then selected as the returned feature subset. In forward selection, we
start with an empty feature subset and a pool of all the available features. At each
iteration, all features in the pool are scored, and the feature with the highest score
is removed from the pool and added to the subset. We then re-score the features in
the pool, adding features to the subset one at a time until we reach some stopping
criterion. Backward elimination operates in the opposite direction. We start with
set of all the features, and iteratively kick out the lowest scoring feature until some
stopping criterion is met.
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A single scoring method can be applied in all three formulations. Ranking is
the most efficient computationally as features are scored only once. Both forward
selection and backward elimination require iterative scoring of features; however,
forward selection is generally less computationally expensive, especially when selecting
a relatively small proportion of the total number of features. The advantage of
backward elimination is that, to some degree, it considers variable interactions when
selecting a subset of features, unlike ranking and forward selection.
All three methods have been applied in the context of variable importance.
In [114], Torkkola and Tuv use variable importance to rank features, selecting
the highest ranking features to reduce noise in the data before feeding the data
into a Regularized Least Squares Classifier (RLSC). This approach placed 5th in
the NIPS 2003 Feature Selection Challenge. In [36], Dı́az-Uriarte and Alvarez de
Andrés use variable importance and backward elimination to select a subset of genes
for microarray data classification. The classification accuracies obtained using this
method are competative with the other feature selection methods examined; however,
the size of the feature subsets are significantly (often orders of magnitude) smaller
than subsets derived using other methods. Abdel-Rahman et al. [2] implement a
forward selection algorithm utilizing variable importance to select a subset of spectral
bands to estimate the nitrogen concentration in sugarcane leaves. They find that this
method is able to improve performance compared to using all spectral bands and also
outperforms a stepwise multiple linear regression model.
5.1.4 Multicollinearity in Hyperspectral Data
Although commonly used for feature selection, variable importance has the
drawback that similar variables get assigned similar importance scores, even if they
capture the same information. Breiman [20] notes that this can lead to redundancy

70
in the selected features, which can in turn degrade performance of the reduced
model. This pattern is apparent in hyperspectral data due to multicollinearity among
wavelengths.
Multicollinearity can be defined as the degree to which each independent variable
in a regression model may be estimated as a linear combination of the remaining
independent variables. When a high degree of multicollinearity is present in a dataset,
the regression coefficients estimated by most common methods can be sensitive
to small perturbations in the data, leading to unstable coefficient estimates [39].
Multicollinearity among hyperspectral bands has been reported extensively in the
literature [33, 58, 68, 106]. This can cause the assignment of nearly identical variable
importance scores to adjacent hyperspectral bands (see Fig. 5.1). When used for
feature selection, this can greatly restrict the range of wavelengths that are included
in the feature subset. Backward elimination can help alleviate this problem somewhat,
but ranking and forward selection are particularly susceptible.
One way to visualize this multicollinearity is through the use of the variogram [31]. The variogram is a way to measure the spatial continuity of a dataset
and is defined in one-dimension as
1
γ(∆x) = E[(Z(x + ∆x) − Z(x))2 ]
2
where ∆x is the lag distance, γ is the variogram of that lag distance, E[z] is the
expected value of some random variable z, x is an input value, and Z(x) is the value
of the variable of interest for input value x. In the context of this study, x represents a
wavelength index and Z(x) represents the reflectance at wavelength x. The variogram
then gives a measure of similarity between reflectance measurements that are ∆x
wavelengths apart. When plotted over ∆x, we get a graphical representation of
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Figure 5.1: Variable importance of hyperspectral wavelengths for the avocado dataset.

how this similarity between reflectances changes as the distance between wavelengths
increases. Figures 5.2 – 5.5 show the variograms for the four datasets analyzed in
this work. For each dataset, as the distance increases between two wavelengths,
the similarity decreases (shown by an increase in γ), which is a strong indication of
multicollinearity among nearby wavelengths.
5.1.5 VI-DFS
We propose the Variable Importance for Distribution-based Feature Selection
(VI-DFS) algorithm to overcome some of the difficulties introduced by the multicollinearity of hyperspectral data. There are several similarities between this approach
and HAGRID (Chapter 3). After the plot of variable importances has been produced
(as in Fig. 5.1), we apply a one-dimensional convolution to smooth the curve. Then
a Gaussian mixture model is fit to this smoothed curve using the ExpectationMaximization (EM) algorithm. Finally, the means of the Gaussian distributions
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Figure 5.2: Variogram for the avocado dataset.

Figure 5.3: Variogram for the tomato dataset.
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Figure 5.4: Variogram for the kochia dataset.

Figure 5.5: Variogram for the Indian Pines dataset.
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Figure 5.6: Representation of the VI-DFS procedure for the avocado dataset. The
original variable importance curve, smoothed variable importance curve, and EM
Gaussian fits of the variable importance curve are shown. Values are normalized to
one.

returned by EM are selected as the returned subset of wavelengths. A graphical
depiction of this process can be found in Fig. 5.6 and Fig. 5.7.
Where other feature selection methods (such as ranking, forward selection,
and backward elimination) that utilize variable importance can often select several
adjacent wavelengths, which can contain highly redundant information, VI-DFS
explicitly selects a more diverse subset. This wavelength diversity is demonstrated in
Table 5.1. We make the assumption that adjacent wavelengths with similar variable
importance scores (which get captured in the same component of the Gaussian
mixture model) contain similar predictive information. By restricting the choice of
wavelengths to one per Gaussian component, we capture a more diverse collection of
information in the subset of wavelengths.
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Figure 5.7: Representation of the VI-DFS procedure for the tomato dataset.

Dataset Method

Number of features

Selected wavelengths (nm)

Avocado

VI-DFS

8

435.41, 556.19, 599.89, 696.92, 750.4, 797.91, 850.2, 956.24

Avocado

VI-R

8

728.95, 748.25, 756.86, 759.01, 769.79, 774.1, 784.91, 804.42

Avocado

VI-FS

8

728.95, 733.23, 746.11, 748.25, 750.4, 759.01, 767.63, 784.91

Avocado

VI-BE

8

739.66, 743.96, 748.25, 750.4, 765.47, 778.42, 784.91, 806.59

Tomato

VI-DFS

5

417.25, 568.64, 601.98, 675.67, 956.24

Tomato

VI-R

5

593.63, 597.8, 599.89, 601.98, 604.07

Tomato

VI-FS

5

597.8, 599.89, 601.98, 604.07, 606.16

Tomato

VI-BE

5

604.07, 606.16, 608.26, 669.32, 673.55

Table 5.1: Wavelengths selected by VI-DFS, rank-based feature selection (VI-R),
forward selection (VI-FS), and backward elimination (VI-BE) for the avocado and
tomato datasets. The number of features for VI-DFS is selected automatically using
BIC and the other methods were made to select that same number of features.
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5.2 Automated Determination of Feature Subset Size
Up until this point, we have assumed the size of the selected feature subset to be
a user-defined parameter. When domain knowledge can help dictate this number, or if
the number of filters to include in the multispectral imager is constrained by a known
value, this assumption is not overly restrictive. However, in many situations, it is
desirable for the feature subset size to be determined automatically by the algorithm.
One way to accomplish this is to select the number of features that minimizes the
Bayesian Information Criterion (BIC). This is the method we utilize for both the
VI-DFS and LRP-DFS (introduced later in this chapter) algorithms.
BIC [62, 103] can be used to evaluate the trade-off between model complexity
and goodness of fit. BIC is defined as

BIC = k ln(n) − 2ln(L̂),

where k is the number of features included in the model, n is the number of data
points, and L̂ is the likelihood of the model M , given by

L̂ = p(x|M, θ̂),

where θ̂ is the parameterization of M that maximizes the likelihood and x is the
observed data. The k ln(n) term is essentially a penalty for model complexity that
acts as a regularizer. The 2ln(L̂) term rewards models for fitting the data well. Thus,
by minimizing BIC, the dimension of the model can be determined algorithmically in
a way that balances model complexity and goodness of fit.
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5.3 Layer-wise Relevance Propagation for Feature Selection
One complaint commonly levied against artificial neural networks (ANNs) is that
they operate as “black boxes.” This criticism has existed for decades [50] and has still
not been addressed fully, especially as networks continue to grow more and more
complex. On the other hand, ANNs have been able to produce impressive results
across a broad domain of problems, and there is little question of their practical
value. This disconnect between performance and interpretability has thus been an
area of active research over the years. In this section, we extend one such explanatory
method for use in feature selection. The motivating idea here is that if we can better
understand what inputs a neural networks views as somehow being important, we may
be able to leverage that insight in order to select a subset of informative features.
5.3.1 Gradient-based Explanation
Baehrens et al. propose a general framework for explaining the classification of
individual instances for all classifiers [8]. In this proposed framework, an explanation
vector ζ is produced by taking the total derivative of the conditional probability of
the predicted label being incorrect given a data point x0 , given by

ζ(x0 ) =

∂
P (Y 6= g(x)|X = x)
∂x

,
x=x0

where Y is the label, g(x) is the output of some classifier g, and ζ(x0 ) is a ddimensional vector, where d is the dimension of the input x0 . Because not every
classifier has a natural probabilistic interpretation, Parzen windows with a Gaussian
kernel can be used to estimate the underlying probability distribution given by an
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arbitrary classifier. The estimated explanation vector then becomes:

ζ̂(z) :=

∂
p̂(y 6= g(z)|x)
∂x

,
x=z

where z is a data point, p̂ is the probability function estimated by the Parzen window,
and y is the true class label for data point z. ζ̂ can thus be seen as locally explaining
the classification function given a specific data point.
Simonyan et al. extend similar ideas to produce saliency maps (Fig. 5.8)
over the pixels fed into a deep Convolutional Neural Network (CNN) for image
classification [108]. Given a specific image, the saliency map represents the spatial
support of that image for the predicted class. A saliency map is created by computing
the first-order Taylor expansion to approximate the scoring function of the CNN.
More formally, if we denote the unnormalized class score given by the CNN for some
class c to be Sc (I), where I is the vectorized (one-dimensional) image, the linear
approximation of Sc in the neighborhood of I is given by:

Sc (I) ≈ wT I + b,

where b is the bias term and w is a weight vector defined as:

w=

∂Sc
∂I

,
I0

for some image I0 . The weight vector w is found using backpropagation [99], and
the magnitude of the weights can then be interpreted as the importance of each pixel
of I0 in the classification of the image. Several unsupervised gradient-based feature
visualization techniques have also been explored in the literature [38, 69].
Though widely researched and commonly applied, these gradient-based ap-
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Figure 5.8: Example of an original image (left) and a saliency map (right) from [108].

Figure 5.9: Depiction of shattering of gradients in deeper network structures.

proaches are susceptible to the phenomenon known as shattered gradients [10, 84, 87].
The problem of shattered gradients can be summarized as the tendency for the
gradient in feedforward neural networks to resemble white noise as the depth of the
network increases (Fig. 5.9). While gradient-based methods might be appropriate in
more simplistic networks, essentially the shattered gradient of deeper networks often
causes such methods to capture the noise in the output function of the network. As
a result, visualizations of spatial support of images for a given prediction task can
result in noisy clouds of points, as seen in Fig. 5.8.
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5.3.2 Layer-wise Relevance Propagation
A recently proposed method that seeks to overcome some of the issues of
gradient-based feature importance is Layer-wise Relevance Propagation (LRP) [7].
LRP is a pixel-wise decomposition of the prediction function f (x) for some classifier
f given an input image x. Because the decomposition performed by LRP does not
rely on gradients, LRP can operate without certain differentiability and smoothness
properties existing in the neuron activation functions. LRP is also not sensitive
to shattered gradients.

Where gradient-based approaches can be interpreted as

analyzing how changing the value of a pixel impacts the classification score, LRP
seeks to identify how much each pixel contributes to the predicted classification.
To do so, LRP utilizes the concept of relevance. Conceptually, relevance captures
how much a given pixel, or more generally, how much a given node in a network
structure, contributes to the real-valued prediction output of classifier f . If we denote
this real-valued output as f (x), where f (x) is also equal to the total relevance of the
image, the relevance at each layer in the network sums to f (x) such that the total
relevance is conserved at each layer:

f (x) =

X

(k)

Rd = ... =

X

d

(1)

Rd ,

(5.1)

d

(l)

where there are k layers and Rd denotes the relevance for the dth node in the lth
layer. We then iterate from the output f (x) to the input x in order to determine the
(1)

relevance over the individual input pixels Rd .
This iteration from output to input is accomplished by passing messages from
layer l + 1 to layer l, such that
(l)

Ri =

X
j:i→j

(l,l+1)

Ri←j ,
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(l)

where Ri is the relevance of feature i in layer l, i → j denotes neuron i is an input
(l,l+1)

for neuron j, and Ri←j

is the message passed from node j in layer l + 1 to node i

in layer l. Now, to determine the relevance for a given node, we must define how to
(l,l+1)

compute the message Ri←j . If we let i be an index into some layer l, j be an index
into layer l + 1, xi be the activation of node i, and wij be the weight between node i
and node j, then we define
(l,l+1)

Ri←j

zij
(l+1)
=P
Rj ,
i0 zi0 j

where i0 indexes into each of the nodes in layer l and zij = xi wij , which allows us to
define the relevance of a node i as:

Ri =

X
j

z
P ij Rj .
i0 zi0 j

Note that here we drop the layer notation and assume i subscripts to denote layer l
and j subscripts to denote layer l + 1, which is the convention maintained throughout
the rest of this chapter. This is the most simplistic, naive form of the relevance
propagation rule, but several other versions have been proposed.
P
The observation was made that if i0 zi0 j is a very small value, Ri is essentially
unbounded. To overcome this, two stabilized versions of relevance propagation have
been proposed. The first is the -rule [7, 15], which increases the magnitude of the
P
i0 zi0 j term in order to bound the relevance of a given feature. The -rule is given
by
Ri =

X
P
j

i0

zi0 j

zij
P
Rj ,
+  sign( i0 zi0 j )

where  ≥ 0. While this rule helps prevent the unbounded growth of Ri , it violates
the conservation of Equation 5.1.
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Another relevance propagation rule, called the αβ-rule [7,15] stabilizes relevance
without “leaking” relevance to the  term at each layer by separating the positive and
negative weights at each layer. The rule takes the form:

Ri =

!
zij−
zij+
α · P + + β · P − Rj ,
i0 zi0 j
i0 zi0 j

X
j

+
−
+
−
where zij+ = xi wij
, zij− = xi wij
, wij
and wij
denote the positive and negative portions

of wij , respectively, and α + β = 1. A special case of the αβ-rule that is commonly
used sets α = 1 and β = 0, which results in:

Ri =

X
j

z+
P ij + Rj ,
i0 zi0 j

(5.2)

which is refered to as the z + -rule.
Montavon et al. [83] refer to such a decomposition as deep Taylor decomposition,
and update the relevance propagation rule at the input layer using what they call the
z B -rule. The z B -rule is defined as:

Ri =

X
j

+
−
zij − li wij
− hi wij
P
+
− Rj ,
i0 zi0 j − li wi0 j − hi wi0 j

(5.3)

where li and hi are the lower and upper bounds on the valid values for pixel i. If
these bounds are not known a priori, they can be determined by finding the minimum
and maximum values for pixels across the entire dataset. The z B -rule ensures that
relevance values are positive. Fig. 5.10 gives an example of a heatmap produced
from the pixel relevances determined using LRP with the z + -rule (Equation 5.2) for
non-input layers and the z B -rule (Equation 5.3) at the input layer. As compared with
the cloud of saliency in Fig. 5.8, the relevance of pixels resulting from LRP focuses
in much more noticeably on features such as the ears and nose of the cat.
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Figure 5.10: Example of an original image (left) and an LRP heatmap (right)
from [83].

5.3.3 Applications
In the literature, LRP has recently come into favor to help visualize and interpret
neural networks across a variety of domains. In [109], Sturm et al. apply LRP to deep
neural networks used in electroencephalogram (EEG) analysis to provide a plausible
neurophysiological interpretation of brain activity during certain tasks. Binder et
al. [16] identify morphological breast cancer tissue features by applying LRP to neural
networks used for cancer cell classification. Arbabzadah et al. [6] use LRP to identify
relevant facial regions in the classification of facial expression datasets. While such
methods highlight spatial regions of interest in individual images, which can greatly
assist in the human interpretability of the output of a neural network, they do not
tend to comment on the global relevance of features over the entire dataset.
5.3.4 LRP-DFS
To our knowledge, LRP has not been applied for use in feature selection. In this
section, we describe a novel feature selection algorithm called LRP for Distributionbased Feature Selection (LRP-DFS). LRP is applied almost exclusively to image
data to highlight relevant spatial regions of a given image. In the context of spectral
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reflectance data, an individual reflectance curve can be treated as a one-dimensional
image. After an ANN has been trained for a classification task using hyperspectral
data, a reflectance curve can be analyzed using LRP to identify the most relevant
wavelengths contained in the given curve.
To extend this measure to the entire dataset, we simply determine the relevance
for each data point and combine these to find the average relevance of each wavelength
in the dataset (shown in Fig. 5.11). We use ten-fold cross-validation to break up the
dataset, calculate the average relevance of the wavelengths, then combine the results
of the ten folds into a single relevance curve. As can be seen in Fig. 5.11, the
relevance curve over the wavelengths is relatively smooth. While the relevance scores
do oscillate a fair amount, individual wavelengths are generally assigned relevance
scores that are similar to those of their neighbors. This indicates that the measure of
relevance is likely susceptible to the same pitfalls experienced by variable importance
in the face of multicollinearity.
To address this, we extract the most informative wavelengths in a manner similar
to that of HAGRID (Chapter 3) and VI-DFS. We first smooth the relevance curve
using one-dimensional convolution. Then, we fit a Gaussian mixture model to the
smoothed curve using the Expectation-Maximization algorithm. We automatically
select the number of components to include in the mixture model by minimizing
the Bayesian Information Criterion. This process in its entirety is visualized in Fig.
5.12. We then select the wavelengths indicated by the means predicted by the EM
algorithm, and return those wavelengths as the selected feature subset.
We implement two variations of the LRP-DFS algorithm. The first is implemented exactly as described above using the Z + -rule (Equation 5.2) at all layers,
which we denote LRPZ+ -DFS. An example of the curves produce by LRPZ+ -DFS is
shown in Fig. 5.12. In the second variant, LRPZB -DFS, we utilize the Z + -rule for
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Figure 5.11: Relevance curve produced by LRP using the Z + -rule for the tomato
dataset.

all interior layers and apply the Z B -rule (Equation 5.3) at the input layer. Curves
produced by LRPZB -DFS are shown in Fig. 5.13.
It is interesting to note that the overall trends of relevance nearly reverse when
using the Z B -rule instead of the Z + -rule for the avocado dataset (Figs. 5.12 and
5.13). This phenomenon can be explained by the fact that, when using the Z + -rule,
the importance at the input layer is proportional to the input strength. As can be
seen in Fig. 2.1, the spectral reflectance curve of a tomato has the strongest response
between about 600 and 900 nm, and has the weakest response between 400 and 600
nm. This pattern can also be observed in the relevance scores in Fig. 5.11. When
the Z B -rule is applied at the input, some degree of normalization of the relevance
scores occurs due to the fact that the range of possible values is incorporated into
the equation. This results in the relevance of a given wavelength no longer being
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Figure 5.12: Relevance curves and Gaussian fits produced by LRPZ+ -DFS for the
avocado dataset.

proportional to the input strength, and in fact, low input strength can even increase
the relevance significantly in some cases.
5.4 Experimental Setup
Experiments were run on the same four datasets described in Chapter 3.
Again, all datasets were split in two, with one portion of the data being used for
wavelength selection and the other being used for evaluation on the classification
tasks. Performance of the algorithms was measured in terms of classification accuracy,
where the classifier utilized in all cases is the feedforward neural network.

As

in Chapter 3, these neural networks were tuned using a grid search over network
structures and learning rates.
experiments.

Again, 5 × 2 cross-validation was utilized in all
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Figure 5.13: Relevance curves and Gaussian fits produced by LRPZB -DFS for the
avocado dataset.

LRPZ+ -DFS and LRPZB -DFS were implemented using the iNNvestigate [4]
package in Python. To find an appropriate neural network to use for the LRP
relevance calculation, a grid search was performed over network structures and
learning rates. The best performing network configuration was then chosen and LRP
was performed for wavelength selection. The number of wavelengths selected was
determined automatically using BIC.
VI-DFS was implemented using the Scikit Learn [23] implementation of random
forests in Python. By default, the metric for variable importance is Mean Decrease
Gini. Again, the number of wavelengths selected was determined automatically using
BIC.
To offer a comparison to these three methods, we also implemented rankbased feature selection, forward selection, and backward elimination that each utilize
variable importance, which we refer to as VI-R, VI-FS, and VI-BE, respectively. For
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each of these methods, we set the feature subset size to be the same as the number
of features automatically detected by VI-DFS. All final wavelength centers selected
by each method for each dataset are listed in the Appendix.
5.5 Experimental Results
The results for the experiments on the avocado and tomato datasets can be
found in Table 5.2. For the avocado dataset, VI-DFS produced the highest accuracy
of 86.056%, although this was not statistically significantly better than the 85.165%
achieved by LRPZB -DFS. However, VI-DFS did perform significantly better than
VI-R, VI-FS, and VI-BE. As seen in Table 5.1, the rank-based, forward selection,
and backward elimination algorithms all picked wavelengths concentrated in a very
narrow band. This indicates that these algorithms selected feature subsets with a high
amount of redundant information, which degraded the quality of classification. Of
the two LRP-based methods, LRPZB -DFS significantly outperformed LRPZ+ -DFS.
This can likely be attributed to the relevance normalization achieved by the Z B -rule.
If irrelevant features have strong input signals, their relevance can be inflated when
using the Z + -rule. This can be counteracted using the Z B -rule, and the classification
results here provide evidence for that.
For the tomato dataset, LRPZ+ -DFS achieved the highest classification accuracy
of 78.329%, although this was not significantly better than the 77.771% achieved by
LRPZB -DFS. While LRPZB -DFS was also not significantly better than VI-DFS, it
did significantly outperform VI-R, VI-FS, and VI-BE. VI-DFS achieved the third
highest classification accuracy of 77.614%, which was significantly higher than the
accuracies attained by VI-R and VI-FS. Here, it is interesting to note that VI-BE
clearly outperformed its rank-based and forward selection counterparts. As mentioned
earlier in the chapter, backward elimination can in some cases help counteract
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Dataset

Method

# of Wavelengths Accuracy

Standard Deviation

Avocado

VI-DFS

8

86.056%

2.79%

Avocado

VI-R

8

80.721%

2.61%

Avocado

VI-FS

8

80.888%

1.80%

Avocado

VI-BE

8

80.945%

2.09%

Avocado

LRPZ+ -DFS

7

80.388%

1.86%

Avocado

LRPZB -DFS

7

85.165%

1.86%

Tomato

VI-DFS

5

77.614%

1.520%

Tomato

VI-R

5

67.834%

2.01%

Tomato

VI-FS

5

68.113%

3.22%

Tomato

VI-BE

5

76.779%

1.43%

Tomato

LRPZ+ -DFS

7

78.329%

1.10%

Tomato

LRPZB -DFS

7

77.771%

1.70%

Table 5.2: Results for the VI-DFS, LRPZ+ -DFS, and LRPZB -DFS algorithms for
the avocado and tomato datasets. The highest accuracy attained for each dataset is
shown in bold.
the difficulties encountered with multicollinearity among variables. It appears that
backward elimination helped avoid some of these pitfalls for the tomato dataset, but
failed to do so for the avocado dataset (this also demonstrated in Table 5.1).
The results for the kochia and Indian Pines datasets are shown in Table 5.3.
For both datasets, LRPZB -DFS achieved the highest classification accuracy, with
99.727% and 81.115% for the kochia and Indian Pines datasets, respectively. For
the kochia dataset, the accuracy attained using LRPZB -DFS was significantly higher
than all other methods considered. For the Indian Pines dataset, the difference was
significant compared to all methods other than VI-DFS.
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Dataset

Method

# of Wavelengths Accuracy

Standard Deviation

Kochia

VI-DFS

7

99.424%

0.14%

Kochia

VI-R

7

78.571%

2.92%

Kochia

VI-FS

7

73.151%

0.62%

Kochia

VI-BE

7

97.024%

0.25%

Kochia

LRPZ+ -DFS

11

99.249%

0.27%

Kochia

LRPZB -DFS

10

99.727%

0.10%

Indian Pines

VI-DFS

7

79.926%

1.05%

Indian Pines

VI-R

7

61.034%

0.70%

Indian Pines

VI-FS

7

55.979%

0.85%

Indian Pines

VI-BE

7

76.155%

1.28%

Indian Pines

LRPZ+ -DFS

5

78.850%

0.48%

Indian Pines

LRPZB -DFS

8

81.115%

1.68%

Table 5.3: Results for the VI-DFS, LRPZ+ -DFS, and LRPZB -DFS algorithms for the
kochia and Indian Pines datasets. The highest accuracy attained for each dataset is
shown in bold.
For both datasets, VI-DFS was the second best feature selection method
considered. In both cases, VI-DFS significantly outperformed the feature ranking,
forward selection, and backward elimination methods, providing further evidence for
the efficacy of VI-DFS in overcoming the challenges posed by multicollinearity in
hyperspectral data. Interestingly, a pattern similar to the one found in the tomato
experiments emerged for both the kochia and Indian Pines dataset — VI-R and VI-FS
both performed the worst overall, VI-BE performed significantly better than VI-R and
VI-FS, overcoming some of the issues of multicollinearity, and VI-DFS outperformed
all three other methods.
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5.6 Conclusions and Future Work
Utilizing the distributions of variable importance and feature relevance for
feature selection has proven to be an effective strategy in selecting informative
wavelength centers across a variety of hyperspectral datasets. These methods all
restrict the selection of wavelengths to one wavelength per spectral region (as defined
by the mixture of Gaussians fit to the data). This effectively allows such methods to
overcome the issues posed by multicollinearity in hyperspectral data, namely the fact
that similar relevance and importance scores are assigned to adjacent wavelengths.
In addition to outperforming the forward selection and backward elimination
methods, VI-DFS is also more computationally efficient than these methods due
to the fact that it requires only a single step of training a random forest and
calculating variable importance/relevance, where the other two methods are iterative
in nature. VI-DFS also outperforms the simplistic ranking of features based on
variable importance. One direction of future work for this method is to use variable
importance to divide up the search space over the wavelengths by fitting the Gaussian
mixture model, as in VI-DFS. Instead of then selecting the means of the Gaussians as
the subset of wavelengths, some metaheuristic search could be applied, selecting one
wavelength from each spectral region. This subdivision of the spectral range followed
by subsequent optimization has similarities to the method proposed in [25] (discussed
in Chapter 3).
Recent work has investigated efficient neuron pruning algorithms to compress
the size of artificial neural networks. Earlier methods [49,71] carried out this pruning
by greedy, layer by layer pruning, often pruning neurons with small weights on their
connections. Yu et al. [121] suggest that by isolating the neurons in a single layer when
pruning, these methods do not take into consideration the interactions of neurons
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across the entire network. As such, they propose the Neuron Importance Score
Propagation (NISP) algorithm to derive importance scores for each node with regard
to the final output of network, rather than measuring importance locally. Neurons
are then trimmed based on this notion of global importance. Similarly, LRP can be
seen as measuring the global relevance of features. One direction for future work is
to incorporate LRP into a neuron pruning framework to compress the representation
of a given ANN further.
The most immediate extension for the VI-DFS and LRP-DFS methods is to
run filter bandwidth experiments similar to those in Chapter 4 to evaluate the
potential use of these methods in filter bandwidth specification. The same filter
simulation process described in Chapter 4 can be applied to these two methods in a
straightforward manner. Like the histogram-based specification of filter bandwidths
discussed in chapter 4, both VI-DFS and the LRP-DFS methods also have the ability
to produce non-standard filter bandwidths, which could be advantageous in some
settings.
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CHAPTER SIX

CONCLUSION
Hyperspectral data cubes can be massive.

This makes the computational

demands of analyzing hyperspectral data intensive for a large number of standard
techniques.

Redundancy and noise also commonly plague hyperspectral data.

For these reasons, feature selection has been applied extensively in the field of
hyperspectral data analysis. Methods ranging from metaheuristic search, to feature
ranking schemes, to selection based on expert domain knowledge have all been applied
to varying degrees of success.
One particularly bedeviling characteristic of hyperspectral data is multicollinearity. Multicollinearity can cause several undesirable effects in data analysis. In the
context of regression, multicollinearity can lead to high volatility over coefficient
estimates; small perturbations in the data can lead to drastically different regression
coefficients. This offers some explanation as to why PLS-DA performed so poorly in
Chapter 3 and calls into question the popularity of this method in the hyperspectral
literature.
Multicollinearity can also cause measures of feature influence such as variable
importance and feature relevance to assign similar scores to adjacent wavelengths,
making it difficult to extract informative subsets of wavelengths using standard
techniques. Feature ranking, forward selection, and backward elimination techniques
often end up selecting wavelengths from a very restricted spectral range. This can
introduce a large amount of redundancy in the explanatory power of the selected
feature subset, diminishing the performance for tasks such as image classification.
In this study, we investigated several different methods for feature selection in
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hyperspectral image data that aim to avoid some of the common pitfalls encountered
in this field.
The standard genetic algorithm naturally avoids the selection of multiple
adjacent wavelengths by evaluating subsets of wavelengths simultaneously, rather
than evaluating wavelengths individually.

We explicitly increase this propensity

for wavelength diversity by incorporating a dispersive force in one of the fitness
function variants considered herein. More significantly, we propose HAGRID, a novel
algorithm for the extraction of a solution from the final population of a GA. Rather
than simply selecting a single solution based on the elitist property, we analyze the
distribution of wavelengths across the entire population. This allows us to consider not
only the selected wavelengths, but also the variance around these wavelength centers.
This additional property makes it possible to extend HAGRID directly to applications
where the standard GA is not applicable. One such application is multispectral filter
bandwidth specification. The analysis of the distribution may also lead to benefits
such as uncertainty quantification for the selected wavelengths.
The most computationally intensive portion of the GA is the iteration through
the generations, not the selection of the solution from the final population. Since the
HAGRID method is a new way of selecting the solution from this final population, it
can be utilized in tandem with the standard selection of the fittest individual without
adding much overhead, and the two methods can then be compared for the selection
of the best solution.
There are several directions for future work in addition to those outlined in
the previous chapters. In general, the manual classification of produce is subjective,
which introduces a fair amount of noise into the data. One way of reducing this noise
would be to use a tool such as a penetrometer, which measures the force required
to dent or penetrate a surface. Penetrometer readings could be taken for produce at
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various ages, and the learning target would then be predicting these readings based
on hyperspectral data, making the classification much more objective. Another area
of interest is in the fitness functions utilized in the process. Parameters such as filter
prices could be included in the fitness function to optimize the cost/performance
trade-off inherent in imager design.

While the HAGRID method is applied to

multispectral imager design in this study, there is no reason why it cannot be
extended to other feature selection problems where the input space is continuous.
The method may also have extensions to optimization problems where the variables
to be optimized are continuous.
In addition to the HAGRID method, we also proposed VI-DFS, a novel method
for feature selection based on variable importance. From the time variable importance
was first introduced, it has been acknowledged that similar features often lead to
similar variable importance scores [20]. This observation holds true in the case of
hyperspectral data, which limits the use of variable importance in standard feature
selection frameworks, such as ranking, forward selection, and backward elimination.
VI-DFS effectively gets around this by selecting a single wavelength from each
spectral region found by fitting a Gaussian mixture model to a plot of the variable
importance scores. Not only does this allow for the effective use of variable importance
in wavelength selection for hyperspectral images, the computational cost of this
method is reduced greatly compared to forward selection and backward elimination
techniques.
The final method we introduced in this work is the LRP-DFS algorithm. Layerwise relevance propagation is a relatively new technique for describing the relevance
of features in a neural network. In the literature, LRP is used almost exclusively
for explaining and visualizing the internal functioning of neural networks and, to our
knowledge, this work marks the first occasion of its use in feature selection. Neural
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networks are vastly capable of uncovering patterns in and extracting information from
data in a large number of domains. By leveraging the information uncovered by a
neural network, we are effectively able to pinpoint the most relevant features in a
hyperspectral dataset for feature selection.
As is the case with variable importance scores, feature relevance is often very
similar between adjacent wavelengths and is likely susceptible to the problems
encountered with variable importance outlined above. To avoid this, we employed
the same strategy as with VI-DFS and divided the spectrum into regions based on
the Gaussian mixture fitted to the plot of relevance scores. Using this strategy, we
were able to achieve classification rates that are competitive with the GA, HAGRID,
and VI-DFS over a variety of datasets.
As mentioned in Chapter 5, we would like to explore the bandwidth specification
abilities for both VI-DFS and LRP-DFS. It is straightforward to apply the techniques
explored in Chapter 4 to both of these algorithms. We would also like to investigate
the use of these methods to divide the full spectrum into regions, then optimize the
selection of individual wavelengths from each region using some metaheuristic search,
such as the GA.
Outside of specific algorithmic contributions, this study offers one of the first
steps toward the automated determination of multispectral imager filter bandwidths.
While there is a glut of exploration into wavelength selection, there is a relative dearth
of research concerning the algorithmic determination of filter bandwidths. Although
the results presented here only begin to scratch the surface of this problem, they pose
several important questions and lead to numerous avenues for future exploration,
which are outlined in more detail in Chapter 4.
All of the methods presented here also may assist in the design of more
powerful classifiers, such as convolutional neural networks (CNNs). Traditionally,
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such networks are limited to three input channels (RGB); however, CNN architectures
for additional channels exist. Whatever the architecture, with current computational
capacities, a CNN with hundreds of inputs channels (which would be necessary to
process a full hyperspectral image) is infeasible to train. By selecting a subset of
wavelengths to be processed, the spectral dimension of hyperspectral images can be
restricted to the point of feasible processing using CNNs.
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APPENDIX: WAVELENGTH AND BANDWIDTH SETTINGS

Method Wavelengths
Centers (nm)
GA
3
608.26, 643.96, 800.08
GA
5
413.22, 463.8, 469.91, 597.8, 778.42
GA
10
387.12, 552.05, 587.37, 597.8, 641.86, 660.85, 789.24, 826.17, 837.08, 911.82
HAGRID
3
597.8, 620.83, 778.42
HAGRID
5
486.23, 593.63, 625.03, 750.4, 815.28
HAGRID
10
556.19, 589.45, 606.16, 625.03, 646.07, 673.55, 752.55, 815.28, 845.82, 894.14
GA*
3
413.22, 601.98, 784.91
GA*
5
425.31, 601.98, 669.32, 711.84, 771.95
GA*
10
387.12, 421.28, 449.59, 523.15, 568.64, 604.07, 658.74, 828.35, 916.24, 965.16
HAGRID*
3
415.23, 604.07, 784.91
HAGRID*
5
421.28, 601.98, 665.08, 713.98, 767.63
HAGRID*
10
389.13, 421.28, 459.74, 558.26, 608.26, 677.8, 769.79, 823.99, 920.67, 980.81

Table A.1: Wavelength centers selected by the genetic algorithm methods for the
avocado dataset.

Method Wavelengths
Centers (nm)
GA
3
612.45, 660.85, 705.44
GA
5
554.12, 564.49, 591.54, 597.8, 673.55
GA
10
486.23, 541.71, 585.28, 593.63, 597.8, 622.93, 627.13, 627.13, 876.52, 914.03
HAGRID
3
599.89, 675.67, 720.39
HAGRID
5
568.64, 591.54, 616.64, 656.63, 735.38
HAGRID
10
541.71, 566.56, 583.2, 595.71, 608.26, 625.03, 665.08, 754.71, 841.45, 916.24
GA*
3
608.26, 679.92, 863.34
GA*
5
459.74, 527.26, 604.07, 872.13, 1001.0
GA*
10
397.14, 437.43, 525.21, 606.16, 660.85, 728.95, 804.42, 869.93, 922.89, 978.57
HAGRID*
3
593.63, 728.95, 867.73
HAGRID*
5
547.91, 608.26, 724.67, 885.33, 989.77
HAGRID*
10
395.14, 445.53, 529.33, 599.89, 660.85, 726.81, 793.57, 872.13, 931.76, 989.77

Table A.2: Wavelength centers selected by the genetic algorithm methods for the
tomato dataset.
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Method Wavelengths
Centers (nm)
GA
3
387.12, 411.21, 735.38
GA
5
387.12, 387.12, 633.44, 679.92, 703.31
GA
10
387.12, 409.19, 547.91, 587.37, 646.07, 671.44, 694.79, 718.25, 776.26, 830.53
HAGRID
3
393.13, 409.19, 694.79
HAGRID
5
391.13, 409.19, 604.07, 671.44, 713.98
HAGRID
10
389.13, 395.14, 403.17, 417.25, 441.48, 480.1, 570.72, 688.41, 797.91, 938.43
GA*
3
395.14, 637.65, 679.92
GA*
5
387.12, 490.32, 622.93, 765.47, 929.54
GA*
10
401.16, 459.74, 525.21, 570.72, 631.33, 686.29, 763.32, 828.35, 863.34, 942.87
HAGRID*
3
395.14, 688.41, 971.86
HAGRID*
5
395.14, 478.06, 639.75, 813.11, 942.87
HAGRID*
10
395.14, 451.62, 506.7, 633.44, 688.41, 769.79, 819.64, 865.54, 922.89, 989.77

Table A.3: Wavelength centers selected by the genetic algorithm methods for the
kochia dataset.

Method
GA
GA
GA

Wavelengths
3
5
10

GA

15

HAGRID
HAGRID
HAGRID

3
5
10

HAGRID

15

Centers (nm)
597.09, 1052.49, 1541.59
696.5, 735.11, 1052.49, 1234.68, 1302.89
567.38, 696.5, 744.74, 1042.89, 1205.94, 1292.93, 1452.17, 1888.28, 1953.26, 2182.43
656.67, 735.11, 889.14, 1253.83, 1273.0, 1322.81, 1491.92, 1551.52, 1640.81, 1670.56,
1868.52, 2043.1, 2102.88, 2321.25, 2390.46
626.85, 1004.48, 1630.9
656.67, 850.66, 1062.09, 1253.83, 1501.86
537.72, 626.85, 706.19, 850.66, 994.88, 1167.61, 1342.73, 1561.44, 1868.52, 2261.82
547.6, 636.78, 696.55, 792.91, 879.53, 975.66, 1090.88, 1215.52, 1312.85,
1442.23, 1591.22, 1749.81, 1903.26, 2112.83, 2331.14

Table A.4: Wavelength centers selected by the genetic algorithm methods for the
Indian Pines dataset.

Table A.5: Wavelength centers and bandwidths selected by the genetic algorithm methods for the avocado dataset.

Method Wavelengths
Centers (nm)
Bandwidths (nm)
GA
3
608.26, 643.96, 800.08
20
GA
5
413.22, 463.8, 469.91, 597.8, 778.42
20
GA
10
387.12, 552.05, 587.37, 597.8, 641.86, 660.85, 789.24, 826.17, 837.08, 911.82
20
HAGRID
3
597.8, 620.83, 778.42
20
HAGRID
5
486.23, 593.63, 625.03, 750.4, 815.28
20
HAGRID
10
556.19, 589.45, 606.16, 625.03, 646.07, 673.55, 752.55, 815.28, 845.82, 894.14
20
GA*
3
413.22, 601.98, 784.91
20
GA*
5
425.31, 601.98, 669.32, 711.84, 771.95
20
GA*
10
387.12, 421.28, 449.59, 523.15, 568.64, 604.07, 658.74, 828.35, 916.24, 965.16
20
HAGRID*
3
415.23, 604.07, 784.91
20
HAGRID*
5
421.28, 601.98, 665.08, 713.98, 767.63
20
HAGRID*
10
389.13, 421.28, 459.74, 558.26, 608.26, 677.8, 769.79, 823.99, 920.67, 980.81
20
HAGRID
3
597.8, 620.83, 778.42
29.29, 52.03, 59.52
HAGRID
5
486.23, 593.63, 625.03, 750.4, 815.28
82.33, 32.37, 44.25, 61.04, 88.50
HAGRID
10
556.19, 589.45, 606.16, 625.03, 646.07, 673.55, 752.55, 815.28, 845.82, 894.14 63.15, 41.38, 37.51, 46.64, 39.53, 51.96, 124.48, 65.43, 64.94, 94.93
HAGRID*
3
415.23, 604.07, 784.91
12.42, 14.88, 24.76
HAGRID*
5
421.28, 601.98, 665.08, 713.98, 767.63
21.22, 30.39, 20.22, 18.36, 21.39
HAGRID*
10
389.13, 421.28, 459.74, 558.26, 608.26, 677.8, 769.79, 823.99, 920.67, 980.81 7.76, 12.5, 14.03, 15.22, 21.15, 46.51, 11.44, 30.61, 23.41, 26.24
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Table A.6: Wavelength centers and bandwidths selected by the genetic algorithm methods for the tomato dataset.

Method Wavelengths
Centers (nm)
Bandwidths (nm)
GA
3
612.45, 660.85, 705.44
20
GA
5
554.12, 564.49, 591.54, 597.8, 673.55
20
GA
10
486.23, 541.71, 585.28, 593.63, 597.8, 622.93, 627.13, 627.13, 876.52, 914.03
20
HAGRID
3
599.89, 675.67, 720.39
20
HAGRID
5
568.64, 591.54, 616.64, 656.63, 735.38
20
HAGRID
10
541.71, 566.56, 583.2, 595.71, 608.26, 625.03, 665.08, 754.71, 841.45, 916.24
20
GA*
3
608.26, 679.92, 863.34
20
GA*
5
459.74, 527.26, 604.07, 872.13, 1001.0
20
GA*
10
397.14, 437.43, 525.21, 606.16, 660.85, 728.95, 804.42, 869.93, 922.89, 978.57
20
HAGRID*
3
593.63, 728.95, 867.73
20
HAGRID*
5
547.91, 608.26, 724.67, 885.33, 989.77
20
HAGRID*
10
395.14, 445.53, 529.33, 599.89, 660.85, 726.81, 793.57, 872.13, 931.76, 989.77
20
HAGRID
3
608.26, 679.92, 863.34
38.94, 84.76, 31.86
HAGRID
5
459.74, 527.26, 604.07, 872.13, 1001.0
70.48, 36.32, 60.91, 74.46, 107.02
HAGRID
10
397.14, 437.43, 525.21, 606.16, 660.85, 728.95, 804.42, 869.93, 922.89, 978.57 59.2, 39.04, 36.15, 31.72, 34.31, 49.29, 104.37, 150.37, 116.34, 82.63
HAGRID*
3
593.63, 728.95, 867.73
47.73, 71.11, 43.97
HAGRID*
5
547.91, 608.26, 724.67, 885.33, 989.77
37.26, 25.72, 38.75, 48.96, 22.49
HAGRID*
10
395.14, 445.53, 529.33, 599.89, 660.85, 726.81, 793.57, 872.13, 931.76, 989.77 16.64, 30.23, 33.12, 24.07, 32.74, 31.83, 32.96, 30.13, 24.17, 18.35
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Table A.7: Wavelength centers and bandwidths selected by the genetic algorithm methods for the kochia dataset.

Method Wavelengths
Centers (nm)
Bandwidths (nm)
GA
3
387.12, 411.21, 735.38
20
GA
5
387.12, 387.12, 633.44, 679.92, 703.31
20
GA
10
387.12, 409.19, 547.91, 587.37, 646.07, 671.44, 694.79, 718.25, 776.26, 830.53
20
HAGRID
3
393.13, 409.19, 694.79
20
HAGRID
5
391.13, 409.19, 604.07, 671.44, 713.98
20
HAGRID
10
389.13, 395.14, 403.17, 417.25, 441.48, 480.1, 570.72, 688.41, 797.91, 938.43
20
GA*
3
395.14, 637.65, 679.92
20
GA*
5
387.12, 490.32, 622.93, 765.47, 929.54
20
GA*
10
401.16, 459.74, 525.21, 570.72, 631.33, 686.29, 763.32, 828.35, 863.34, 942.87
20
HAGRID*
3
395.14, 688.41, 971.86
20
HAGRID*
5
395.14, 478.06, 639.75, 813.11, 942.87
20
HAGRID*
10
395.14, 451.62, 506.7, 633.44, 688.41, 769.79, 819.64, 865.54, 922.89, 989.77
20
HAGRID
3
393.13, 409.19, 694.79
15.42, 34.27, 32.63
HAGRID
5
391.13, 409.19, 604.07, 671.44, 713.98
16.28, 41.88, 30.84, 56.43, 60.27
HAGRID
10
389.13, 395.14, 403.17, 417.25, 441.48, 480.1, 570.72, 688.41, 797.91, 938.43 8.84, 15.5, 23.79, 44.18, 64.14, 89.33, 126.11, 113.28, 122.87, 118.0
HAGRID*
3
395.14, 688.41, 971.86
19.71, 42.32, 23.2
HAGRID*
5
395.14, 478.06, 639.75, 813.11, 942.87
18.19, 38.98, 34.01, 67.41, 48.45
HAGRID*
10
395.14, 451.62, 506.7, 633.44, 688.41, 769.79, 819.64, 865.54, 922.89, 989.77 16.84, 26.04, 22.76, 27.51, 36.72, 25.08, 16.99, 19.8, 29.42, 18.58
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Method
Wavelengths
Centers (nm)
VI-HFS
8
435.41, 556.19, 599.89, 696.92, 750.4, 797.91, 850.2, 956.24
VI-R
8
728.95, 748.25, 756.86, 759.01, 769.79, 774.1, 784.91, 804.42
VI-FS
8
728.95, 733.23, 746.11, 748.25, 750.4, 759.01, 767.63, 784.91
VI-BE
8
739.66, 743.96, 748.25, 750.4, 765.47, 778.42, 784.91, 806.59
+
LRPZ -DFS
7
576.95, 756.86, 815.28, 863.34, 907.39, 947.33, 983.05
LRPZ B -DFS
7
409.19, 480.1, 599.89, 692.66, 765.47, 854.58, 969.63

Table A.8: Wavelength centers selected by the VI-DFS and LRP-DFS methods for
the avocado dataset.

Method
Wavelengths
Centers (nm)
VI-HFS
5
417.25, 568.64, 601.98, 675.67, 956.24
VI-R
5
593.63, 597.8, 599.89, 601.98, 604.07
VI-FS
5
597.8, 599.89, 601.98, 604.07, 606.16
VI-BE
5
604.07, 606.16, 608.26, 669.32, 673.55
LRPZ + -DFS
7
620.83, 677.8, 739.66, 795.74, 848.01, 909.6, 967.39
LRPZ B -DFS
7
405.17, 435.41, 473.98, 539.64, 610.35, 671.44, 974.1

Table A.9: Wavelength centers selected by the VI-DFS and LRP-DFS methods for
the tomato dataset.

Method
Wavelengths
Centers (nm)
VI-HFS
7
397.14, 413.22, 476.02, 549.98, 639.75, 684.16, 739.66
VI-R
7
387.12, 389.13, 391.13, 393.13, 397.14, 399.15, 405.17
VI-FS
7
387.12, 389.13, 391.13, 393.13, 395.14, 397.14, 399.15
VI-BE
7
387.12, 389.13, 391.13, 395.14, 635.54, 673.55, 675.67
LRPZ + -DFS
11
403.17, 492.36, 558.26, 610.35, 692.66, 750.4, 797.91, 848.01, 900.76, 949.55, 996.5
LRPZ B -DFS
10
405.17, 473.98, 545.84, 591.54, 641.86, 684.16, 739.66, 808.76, 898.56, 978.57

Table A.10: Wavelength centers selected by the VI-DFS and LRP-DFS methods for
the kochia dataset.

Method
Wavelengths
Centers (nm)
VI-HFS
7
597.09, 831.41, 1129.25, 1521.73, 1680.47, 2092.92, 2301.45
VI-R
7
1462.11, 1983.23, 2132.73, 2261.82, 2271.73, 2321.25, 2350.92
VI-FS
7
1983.23, 2082.97, 2092.92, 2102.88, 2122.78, 2132.73, 2281.64
VI-BE
7
773.64, 1100.48, 1640.81, 1983.23, 2092.92, 2102.88, 2122.78
LRPZ + -DFS
5
577.28, 802.53, 1023.69, 1253.83, 1620.98
B
LRPZ -DFS
8
577.28, 783.27, 1023.69, 1282.55, 1601.14, 1878.4, 2122.78, 2370.7

Table A.11: Wavelength centers selected by the VI-DFS and LRP-DFS methods for
the Indian Pines dataset.

