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ABSTRACT

Combinatorial optimization is an important area in computer science that uses
combinatorics to solve discrete optimization problems. In this thesis, we considered a
combinatorial optimization problem in the wheat supply chain known as grain mixing. The
grain mixing problem involves mixing two or more collections of grain with different protein
content to produce collections of grain with a weighted average protein content that improves
the overall profit to the farmer. The presence of non-linearity in the objective function and
some of the constraints in the grain mixing problem makes the problem difficult to solve
exactly using linear programming (LP) or mixed-integer LP models. First, we presented
an NP-Hardness proof for the grain mixing problem to justify the use of approximation
algorithms. Then we explored several approaches to solve the grain mixing problem. For
the approximation algorithms, we adapted two evolutionary approaches (EA) for the grain
mixing problem: Genetic Algorithm (GA) and Differential Evolution (DE). We developed a
pseudo-permutation-based representation for the EAs for which the conventional crossover
operator for GA and mutation operator for DE had to be adapted to fit our problem
representation. Specifically, we adapted two crossover operators for GA: Ordered Crossover
(OX) and Partially Mapped Crossover (PMX), and two discrete mutation operators for
DE: Relative Position Indexing (RPI) and Global Best Perturbation (GBP). Moreover, we
introduced and compared three baseline approaches: no mixing, greedy mixing, and random
mixing to evaluate the solution quality of the proposed EA approaches. The experimental
results demonstrate that solutions obtained from the evolutionary approaches consistently
provided a higher overall profit compared to the non-evolutionary baseline methods for both
real and simulated datasets. It also suggests that grain mixing is beneficial to improve
farmers’ overall wheat selling profitability.
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CHAPTER ONE

INTRODUCTION

Optimization is the process of making the best choice out of many options. It has a wide

range of applications arising in different disciplines such as computer science and engineering,

operations research, economics, etc. In mathematical terms, optimization or mathematical

programming is the process of finding the solution to some objective function (e.g., cost, time,

profit) out of all other alternatives that either minimizes or maximizes the given objective

under some criteria (or constraints). The input variables in the optimization domain can

be finite/discrete or continuous. The problem for which the variables only contain a finite

set of discrete values are often modeled as combinatorial optimization problems (COP). The

traveling salesperson problem (TSP), bin packing, and job-shop scheduling are well-known

examples of COPs [10].

There exists a variety of techniques for solving COPs. Linear programming (LP) model

can be used for certain special classes of COPs, however, it requires the objective function

and the constraints to be linear [48]. Some example problems that fall into this category are

the shortest path, maximum flow, spanning tree, and matching problems [43]. For many real-

world COPs, all/some decision variables may be restricted to be only integers where Integer

Programming (IP) or Mixed IP models are often used to solve the problem. Restricting

variables to contain only integer values often makes IP/MIP NP-Hard [39].

Since the integer constraints destroy the convexity of the feasible regions of the objective

function, MIP solvers often use an approximation called LP-relaxation. However, for some

problems, relaxing the integrity constraints often lead to an LP solution that is far from the

actual integer solution. The solution quality of the MIP also depends on the mathematical
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representation of the problem as there may be different representations for the same problem.

Moreover, for many real-world problems, the objective function and the constraints may have

non-linearity which cannot be modeled efficiently by only using LP relaxations.

Dynamic Programming (DP) is another approach for solving some COPs that can

provide an exact solution. For example, it can be used to solve COPs such as 0–1 Knapsack,

Subset–Sum, and Partition problems [68] that runs in pseudo-polynomial time. However,

to be represented by DP, a problem should have an optimal substructure and overlapping

subproblems [68]. Therefore, not all problems can be modeled efficiently using DP. There

exist some approximation algorithms that can provide approximation-guaranteed suboptimal

solutions for many intractable COPs. For example, greedy, randomized, or local search

algorithms [74, 76] can be used to solve problems such as TSP, job-shop scheduling, and

satisfiability.

Meta-heuristics are another approximation approach for solving intractable COPs but

generally fail to provide any optimality guarantees [7]. They are a well-known and promising

approach for hard COPs (especially for large-scale problem instances) to find a quality

solution with decent computational time. Evolutionary algorithms (EA) such as Genetic

Algorithm (GA) [28] and Differential Evolution (DE) [70] fall into the class of meta-heuristics

that uses the biological principle of evolution to explore the search space for finding optimal

or near-optimal solutions. EAs are an iterative stochastic approach that starts with an

initial population of randomly generated solutions and uses recombination operators (i.e.,

crossover and mutation) to improve the solution quality. Although EA approaches depend on

the particular representation of a COP, they do not put any restrictions on how the objective

function is defined. Therefore, one possible benefit over MIP models is that no linearization

of the objective is required. Consequently, for some real-world COPs with non-linearity, they

are the most feasible approach.
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1.1 Problem Definition

In this thesis, we considered an important optimization problem in the wheat supply

chain, referred to as grain mixing. The wheat considered in our case is mainly winter wheat

that accounts for approximately 70% of the wheat production in the US [9]. The lifecycle of

winter wheat starts with planting that takes place from mid-August through October. Then

there is a dormant period from November to March. Harvest takes place from mid-May

to mid-July of the following year. The farmers store the harvested grain into several bins

and wait until either the moisture level is perfect or the elevator price is right. Then they

transport the grain via trucks in batches to sell the wheat to multiple local grain elevators

depending on the price. The elevators then send the wheat to either domestic or foreign

mills where the grain is processed into flour and eventually to baked goods for food.

Several factors come into play when determining the profit from wheat production.

Here, we only considered the distribution of wheat from a local farm site to the local grain

elevators. Usually, farmers load trucks with grain in batches and head to the nearest elevator

to sell the grain. The elevator then weighs each truck and performs a quality check of the

grain in that truck. The quality check involves checking several attributes such as moisture

level, the protein content of wheat, etc., and based on the quality check, assigns a price grade

for each truck.

The end-use functionality and the commercial value of wheat heavily depend on the

grain protein content (GPC, %) in the wheat [77]. Therefore, in some states, such as

Montana, the price the farmers get for selling wheat at the local grain elevators depends

heavily on the protein content of the wheat. However, a combination of environmental

factors such as temperature during the growing season, soil nitrogen levels, plant genetics,

timing, and precipitation affect the grain protein content in crop fields [69]. Due to these

factors, protein content in wheat changes not only from year to year but also from crop to
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crop. In fact, there can even be significant protein variation within a field [4, 69]. Integration

of remote sensing and proper crop planning may help improve the overall protein content

in the field [77], however, maintaining a uniform protein content across the field remains a

challenge. Therefore, after harvesting, the farmers end up storing grains of varying protein

content in their bins.

Due to the advent of agricultural technology, it is now possible to monitor the protein

content of wheat during harvest [81]. It is also possible to mix different quality wheat to

change the average protein content. When selling wheat to a local grain elevator, the price

per bushel depends on a range of protein levels. Therefore, by mixing different quality wheat,

it might be possible to improve the price grade of lower quality wheat without hampering

the price of higher quality wheat. However, the protein tracking device is expensive (usually

cost around $4000 to $5000 US dollars), making it inaccessible to several small farmers.

Moreover, mixing grain to change the average protein content also involves a mixing cost,

and it is often hard to come up with a quality mixing plan that will increase the overall profit.

Consequently, most wheat producers end up taking their harvest to the closest elevators

and collecting whatever amount is paid to them. Therefore, the grain mixing problem can

be represented as an optimization problem where the objective is to maximize the overall

wheat selling profitability while minimizing the associated cost considering the real-world

constraints.

There are many constraints involved in the grain mixing problem. For example, mixing

grain from grain bins incurs an additional mixing cost, and mixing is restricted to two bins

at a time due to farmers’ physical limitations. Additionally, the mixing cost between bin

pairs differs based on the physical location of the grain bins. Furthermore, grain bins contain

varying amounts of bushels, and fixed capacity trucks are used to transport grain into the

elevators that involve a delivery cost depending on the distance of the elevator. In addition,

the elevator protein cost function (i.e., the objective function) is a non-linear step function
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with an inflection point at the center that makes the problem even harder to find the optimal

mixing plan using polynomial-time solvers such as Linear Programming models.

1.2 Contribution

For the grain mixing problem, the solutions can be represented as a set of bin-pair

combinations with the appropriate mixing ratio to load each truck without violating the

capacity constraints, and the objective is to find the optimal set of combinations for which

the total profit is maximized. As the number of storage bins used by the farmers is finite,

the grain mixing problem can be modeled as a combinatorial optimization problem (COP).

In this thesis, we explored several approaches to find a quality mixing plan for the grain

mixing problem. The major contributions of this thesis are as follows.

First, we provide a formal mathematical programming specification for the grain mixing

problem. On the surface, it may appear that the mathematical formulation of the problem

can be solved using MILP solvers. However, the inherent non-linearity in the objective

function and some of the constraints make the problem difficult to solve exactly using MILP

solvers. Therefore, as our second contribution, we provide a theorem to show that the grain

mixing problem studied here is NP-Hard. The theorem helps us assess that using exact

algorithms to find the optimal mixing plan may not be feasible, and we may need to rely on

meta-heuristic algorithms such as evolutionary algorithms to find (near)-optimal solutions.

For the meta-heuristic algorithms, we utilize constrained evolutionary approaches,

specifically a Genetic Algorithm (GA) and Differential Evolution (DE), to obtain a quality

mixing plan for the grain mixing problem. We introduce a novel permutation-based

representation of the grain mixing problem for the evolutionary algorithms. It allows some of

the constraints of the problem not to be violated in the first place. For example, restricting

the mixing to two bins at a time. For permutation-based COPs such as the traveling salesman

problem and job-shop scheduling, usually, the problem representation contains the exact
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permutation of cities or jobs [30, 60]. However, our grain mixing problem representation does

not follow a strict permutation of the bin pair and mixing ratio. Therefore, the conventional

permutation-based crossover operators in GA and the differential mutation operators in

discrete DE do not fit directly to our problem representation.

Consequently, our third contribution is an adaptation of two well-known permutation-

based crossover operators - Ordered Crossover (OX) [16] and the Partially Mapped Crossover

(PMX) [29] operator for GA for our pseudo-permutation-based representation. Similarly, for

DE, we adapted the Relative Position Indexing (RPI) [46] mutation operator and introduced

another discrete mutation operator called the Global Best Perturbation (GBP). We argue

that the adaptation of these operators may be beneficial for solving similar COPs whose

representation does not follow strict permutation.

To evaluate the performance of our proposed evolutionary approaches (EA) for the grain

mixing problem, we employed three baseline algorithms. The first one is called the NoMix

algorithm that provides the baseline profit the farmers get without any grain mixing. This

algorithm helps us assess if grain mixing is beneficial in the first place to improve the overall

profitability. Then we introduce a deterministic greedy mixing approach to obtain a mixing

plan that greedily selects bin pair combinations based on the maximum profit. This method

was chosen to assess if the added complexity of the EAs is advantageous for improving the

solution quality. Finally, we used a stochastic Random search algorithm that selects bin

pair combinations for loading trucks randomly and returns the best solution. The Random

algorithm helps us assess if the proposed EAs are exploring the search space efficiently to

improve the solution quality rather than just random search.

Given the above, we hypothesize that the greedy mixing and Random search approaches

will yield a higher profit than the baseline NoMix profit as the expectation is that mixing

grain bins should provide a better solution. We further hypothesize that the GA and

DE algorithms with different recombination operators will yield higher profit than the
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deterministic greedy and the stochastic Random search approaches as they provide a more

comprehensive search of the search space. For the proposed GA and DE algorithm, both

algorithms have been adapted to fit the problem definition (constraint validation), and we

hypothesize that there will be no significant differences in the solution quality obtained from

different variations of the algorithms.

1.3 Organization

The remainder of the thesis is outlined as follows. Chapter 2 provides an overview

of general combinatorial optimization problems (COPs) and possible solution approaches

for solving COPs. Then, an overview of the Genetic Algorithm (GA) is presented in the

context of solving COPs with the example of two crossover operators (i.e., OX and PMX)

for traveling salesperson problem representation followed by the Differential Evolution (DE)

with two discrete differential mutation operators (RPI and GBP).

Chapter 3 provides an overview of the grain mixing problem with a simple example to

show how mixing grain can be beneficial to improve the overall wheat selling profit and how

it creates the scope for optimization. Then we provide a mathematical formulation for the

grain mixing problem and show why the problem is not straightforward to be used directly

in a MILP solver. Then we prove that the grain mixing problem is NP-Hard following a

reduction from the 3-Dimensional Matching problem. For the proof, we assume that each

elevator has a fixed number of bushels that they will accept. Although this assumption is

not present in the general grain mixing problem, the proof provides an idea of the hardness

of the more general grain mixing problem studied here. In addition, we provide the dataset

description with the non-linear elevator protein cost functions that were used across all of

the experiments. Finally, we provide an overview of the existing approaches that were used

in the literature to solve related optimization problems.

In Chapter 4, we present our approach for calculating the baseline NoMix profit followed



8

by the deterministic greedy mixing and the stochastic Random search approaches. Then we

show example solutions along with a detailed profitability analysis between these approaches.

Chapter 5 presents our constrained GA approach for the grain mixing problem. In

this chapter, we explain our specific implementations of the permutation-based problem

representation, fitness function, and the adapted crossover operators (i.e., OX, and PMX).

Then we show examples of the best solutions obtained by different crossover operators and

provide a comparative analysis of the results with the baseline approaches along with a

detailed analysis of the GA population diversity.

The permutation-based problem representation and the fitness function for the DE

approach are similar to the GA. However, due to the differences in search mechanism,

the differential mutation, crossover, and selection operators are different in DE. The

specific implementations of these DE operators are discussed in Chapter 6. In addition

to presenting example results for the DE variations and diversity analysis, we provide a

complete profitability analysis of all the approaches used for grain mixing in this chapter.

Finally, we conclude our thesis in Chapter 7 by summarizing our contributions and discussing

the extent to which our hypothesis has been supported or refuted, followed by a discussion

of possible future works.
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CHAPTER TWO

BACKGROUND

In this chapter, we present the necessary concepts and background for the methodology

used in this study.

2.1 Combinatorail Optimization Problem (COP)

Combinatorial optimization is the process of maximizing or minimizing an objective

function of a discrete, large configuration space domain [7, 53, 58]. The objective function

is often subject to some equality and/or inequality constraints and integrity restrictions on

many variables. For clarity, We assume a maximization problem without loss of generality

unless specified otherwise. More formally, a COP, P = (S, f) can be expressed by a set of

variables X = {x1, ..., xn} with variable domains {D1, ...,Dn}, a set of constraints among

variables, and an objective function f to be maximized such that f : D1 × ... ×Dn → R.

The set of all feasible solutions is expressed as

S = {s = {v1, ..., vn}|vi ∈ Di and s satisfies all the constraints}

where S is known as the solution space. The objective is to find the best set s∗ that maximizes

the objective function value such that f(s∗) >= f(s) ∀s ∈ S and s∗ is called the globally

optimal solution for P = (S, f).

Combinatorial optimization is used to represent a variety of problems in many fields.

In operations research, it is used to solve problems like efficient distribution of goods,

machine sequencing, and production scheduling [12, 53]. It has also been used for planning

problems such as portfolio analysis, determining facility locations, and design problems like

an automated production system, VLSI circuit design, etc [7, 80]. In mathematics and
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computational complexity theory, several applications in the domain of combinatorics, graph

theory, and logic are represented by combinatorial optimization problems [58]. The feasible

solutions in the combinatorics domain are often expressed as sets, subsets, combinations, or

permutations of the variables whereas, in graph theory, they are expressed as vertices, edges,

cliques, paths, cycles, or cuts.

There exist many combinatorial optimization problems in the literature that can

be solved using polynomial-time algorithms. For example, some such problems can be

modeled as linear programming problems and can be solved exactly in polynomial time

[48]. Some example problems that fall into this category are the shortest paths, maximum

flows, spanning trees, matching, and matroid problems [43]. However, for many real-world

problems, the space of possible solutions is often too large to search exhaustively using brute

force methods, and their formulation does not fit the Linear Programming framework. For

some problems, they are modeled as integer or mixed-integer linear programming problems

[53] and can be solved exactly using Branch and Bound algorithms [52]. For other problems,

where the exact solution is not feasible, often approximation algorithms are used that have

polynomial running time to input size and provide optimal or near-optimal solutions. An

approximation algorithm’s performance depends on how quickly it can provide a solution and

what is the best solution quality it can guarantee. Example approximation algorithms that

can provide approximation-guaranteed suboptimal solutions for some intractable problems

include greedy, sequential, and local search algorithms [74, 76] and dynamic programming

algorithms [68]. Heuristic/Metaheuristic approaches have also been used as approximation

algorithms for solving NP-Complete COPs [7]. Some of the most used metaheuristic

approach include random-restart hill-climbing [66], simulated annealing [42], evolutionary

algorithms [40], and tabu search [25]. Example problems that fall into the NP-complete

COPs are the Traveling Salesperson Problem (TSP), Bin-packing, Job-Shop Scheduling,

Boolean Satisfiability, etc [23].
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The grain mixing problem studied here can be viewed as a permutation-based

combinatorial optimization problem. In general, permutation-based problems are those

where the solutions are encoded as permutations and the goal is to find the best set from all

possible solutions for which a specific objective function is maximized. In the grain mixing

problem, the solutions can be represented as a set of bin pairs and mixing ratio combinations

to load trucks, and the objective is to find the optimal set of combinations for which the

total profit is maximized. The order in which the bin-pair are loaded into a truck matters

due to the delivery cost, which is what makes it a permutation-based problem. Other well-

known permutation-based COPs are TSP, Flow Shop Scheduling Problem (FSSP), Quadratic

Assignment Problem (QAP), etc. [10]. Most of these problems are known to be NP-complete

and rely on approximation algorithms rather than exact algorithms. Evolutionary algorithms

such as genetic algorithms (GA) and differential evolution (DE) have shown to be efficient

algorithms for solving permutation-based COPs in the literature [8, 54, 63]. We utilized the

evolutionary approach for solving the grain mixing problem. The next two sections provide

the background for GA and DE for solving permutation-based COPs.

2.2 Genetic Algorithm

A Genetic Algorithm (GA) is a stochastic search algorithm that mimics the evolutionary

process of natural selection and the “survival of the fittest.” GA was first introduced by John

Holland [34] and belongs to the larger class of evolutionary algorithms (EA). In the theory

of evolution, individuals with better adaptation to the surrounding environment have a

higher chance of survival and reproduction, while the less fit individuals will be eliminated

in the process. By sharing good characteristic genes through the process of mating, two

individuals may produce even more fit offspring for the next generation. Over the course of

several generations, the species become more and more adapted to the environment.

A GA applies the same process for solving an optimization problem. It starts with an
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initial population of individuals where each individual represents a potential solution to the

problem. The fitness of an individual is evaluated based on the objective function of the

problem. Then a selection process takes place where the highest fit individuals have a better

chance to participate in the mating pool for producing offspring for the next generation. A

crossover operator is applied to create new offspring (i.e., children) that share some common

gene characteristics from its parents. A mutation operator is then applied that alters some

genes in the individuals that help GA to prevent converging in the local optima and provides

exploration in the search space. The process of fitness evaluation, selection, crossover, and

mutation continues until a satisfactory solution is found or some termination criterion is

met. Figure 2.1 shows the classical GA flowchart.

The search mechanism of GA consists of the following components. 1) Population

representation, 2) Fitness evaluation, 3) Parent selection, 4) Genetic operators such as

crossover and mutation. In the following sections, we discussed each component of GA

in the context of solving COPs.

2.2.1 Population Representation (Encoding)

GA starts the search process with an initial population of individuals. Each individual

represents a potential solution to the optimization problem that it is trying to solve. In the

context of COP, the solution may be represented as a set of parameters/variables that only

takes discrete values. For example, let us consider an objective function f(x1, x2, ..., xm) of

M discrete parameters that we want to maximize. An individual solution will be the set

of values of these M parameters. Each parameter in the individual solution is known as a

gene and the string of genes is known as the chromosome. The goal of GA is to find the

individual with the optimal set of parameters that maximizes the objective function f .

The chromosome representation often depends on the nature of the COP. In classical

GA, strings of binary values (0–1) are usually used to represent the chromosomes. The same
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Figure 2.1: Genetic Algorithm Flowchart

representations can be applied to COPs with 0–1 Integer Programming (IP) formulations

such as the 0–1 knapsack problem [67]. However, the binary representation is not always

suitable for many COPs. For permutation-based COPs, the permutation of a finite set

of variables is often used to represent the chromosome. For example, in the Traveling

Salesperson Problem (TSP), the permutation of n cities is usually used to design the

chromosome [30]. The initial population is randomly generated most of the time, however,

heuristic approaches can also be used to find a better set of initial solutions that speeds up

the search process for GA.
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2.2.2 Fitness Function

In GA, the fitness function evaluates how good an individual’s chromosome representa-

tion is for solving the given optimization problem. It provides a single numerical score (i.e.,

fitness) that reflects the ‘quality’ of the solution in the whole solution space. An individual

with a higher fitness score will have a better chance of reproducing and surviving in the

next generation. For optimization problems, a simple way to define the fitness function is

to use the objective function. In that case, the fitness of the individual can be calculated by

assigning the chromosome values to each variable of the objective function.

For COPs with one or more constraints, the objective function alone may not be suitable

for representing the ‘true’ fitness of an individual. Due to the constraints, most of the

solutions in the search space may be infeasible. Therefore, a modified fitness function is used

to deal with the infeasible solution. Several approaches have been proposed in the literature

for handling constraints in GA [78]. One approach is to introduce a penalty function that

penalizes the infeasible individuals based on the magnitude of the constraint violation [35].

Another approach is to ensure feasibility in the chromosome representation [49]. To do that,

a ‘repair’ method is applied that modifies the structure of the infeasible individuals to make

them feasible.

2.2.3 Parent Selection

The selection of parents plays a major role in directing the GA’s search process.

Selection is the process of choosing individuals from the current population for mating to

produce offspring for the next generation. The idea of selection relates to the fitness of

an individual. It reduces the genotypic diversity in the population by selecting particular

individuals based on fitness thus narrowing the search space and eventually converging in a

particular region of the search space.

The original selection scheme proposed by Holland is commonly known as the ‘Roulette-
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Wheel’ method [34] where the selection of parents is proportional to the actual fitness values

of the individuals. One downside of this method is that if two parents have high fitness

values (but not optimal) compared to the other individuals then the selection would be

heavily biased towards the fittest individuals leading to premature convergence. To overcome

the problem with extreme individuals, another approach known as the ‘Ranking-based’

method [5, 26] is proposed where the individuals were ranked according to their fitness,

and probabilities were assigned based on the ranking instead of the exact fitness. Although

it loses some information in the process, it is a simple and efficient selection procedure.

Another alternative to strict fitness-proportionate selection scheme is the ‘Tournament’

selection [50]. A k-tournament selection operator randomly selects k individual from the

current population, and the individual with the highest fitness (tournament winner) is

selected as a parent for reproduction. The process continues until u parents are selected.

For a comparative analysis of these methods along with other selection methods, please see

[27]. As the selection is related to the individuals’ fitness, these selection methods can be

applied directly for solving COPs.

2.2.4 Crossover

The crossover operator replaces some of the genes of one parent with corresponding

genes from another parent to create a new offspring. The idea is that combining good

genes from the parents will yield offspring providing a better solution over time. In a

traditional GA, crossover operators such as one-point crossover, two-point crossover, and

uniform crossover are often used [15]. In one-point crossover, a random crossover point is

selected in the parent string and then segments of the two parent strings are swapped to

produce one or two child strings. In two-point crossover, two crossover points are selected

randomly and crossover is applied accordingly. In uniform crossover, each gene in the child

string is created by copying the corresponding gene from one or the other parent following
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a binary random number generator.

For permutation-based COPs such as TSP, traditional crossover operators like one-point

crossover, two-point crossover, and uniform crossover are not often suitable. Therefore,

crossover variants such as ordered crossover, partially mapped crossover, cyclic crossover,

etc., have been proposed for handling permutation-based problems [36, 60]. For this thesis,

we used the ordered and partially mapped crossover operators, which are similar to those used

with the TSP representation; however, we adapted both to fit our problem representation.

2.2.4.1 Ordered Crossover (OX) The OX operator was first introduced by Davis [16]

as an alternative operator for solving the 2-D bin packing problem. The mechanism of

the OX operator has been shown to be an effective operator for solving permutation-based

problems such as TSP [55]. To demonstrate OX crossover, we will use the most common

TSP representation where the cities are represented as integer vertices, and a legal tour is

represented by a sequence of vertices. For example, let us consider a TSP instance with 8

cities. If 4 → 1 → 2 → 5 → 8 → 6 → 7 → 3 → 4 is a legal tour, then the chromosome can

be represented as (4 1 2 5 8 6 7 3).

Figure 2.2 demonstrates generating new offspring using the OX operator. First, it

selects a random crossover point between two chosen parents. In the next step, it creates

two empty offspring and copies the gene of the parents until the crossover point. In this

example, offspring 1 copies genes from parent 1 and offspring 2 copies genes from parent 2.

Then offspring 1 marks the genes in parent 2 that are already present in the sequence and

copies the rest of the genes from parent 2 in the order they occur in the sequence (excluding

the marked ones). Therefore, the OX operator respects the relative orders of the genes from

parents when generating offspring. It also creates the offspring 2 analogously.

2.2.4.2 Partially Mapped Crossover (PMX) The PMX operator was first introduced

by Goldberg and Lingel [29], and for some problems, it provides better performance than
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Figure 2.2: Order crossover example on two TSP parents

other crossover operators. Figure 2.3 demonstrates the offspring generation using the PMX

operator. First, it selects two random cut points in the parent’s chromosome that forms

a substring. For the next step, offspring 1 copies the substring of parent 2 (and offspring

2 copies the substring of parent 1) and creates a partial mapping of the substring. Then,

offspring 1 further fills the sequence with genes from parent 1 that do not have any conflict.

Finally, it uses the mapping to resolve the conflicts to generate legal offspring. For example,

in Figure 2.3(b), genes 6 and 7 are conflicting in offspring 1, so the mapping (8 ↔ 6) is

used to replace gene 6 with gene 8. Similarly, gene 5 replaces gene 7 (following the double

mapping 3↔ 7, and 5↔ 3). The mapped values are represented with underlined vertices in

the final offspring. It then creates the offspring 2 analogously.
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Figure 2.3: Partially mapped crossover example on two TSP parents

2.2.5 Mutation

The mutation procedure helps GA to maintain and introduce population diversity. It

relates to the term ‘Exploration’ in the search space and randomly tweaks/alter some genes

in the chromosome to get a new solution. For a binary representation, the mutation operator

flips each bit in the chromosome with a small probability.

For COPs, applying traditional mutation operators may not always be meaningful.

Moreover, it may lead to infeasible solutions. Therefore, different variants of the mutation

operator have been proposed in the literature for COPs. For example, for permutation-

based encoding, swap mutation is a common approach that swaps the positions of the two

randomly selected genes in a chromosome [60]. Other mutation operators for permutation-

based representation include Insert, Inversion, Scramble, Translocation, etc [19].
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2.3 Differential Evolution (DE)

DE a population-based search mechanism introduced by Storn and Price [70] for solving

continuous optimization problems. DE is computationally simple and a competitive search

method for many real-world test problems. The canonical DE was designed for solving

problems defined in continuous space. However, this is somehow limiting to DE, and

researchers have proposed various techniques to adapt the standard DE to solve permutation-

based COPs over the years. First, we will briefly describe the search mechanism of canonical

DE for solving continuous optimization problems. Like GA, DE also starts with a set of

random individuals that represent a potential solution to the problem. The flowchart for the

canonical DE is shown in Figure 2.4. Let xg
i represents the i

th individual in generation g. To

introduce new individuals in the population, DE applies the differential mutation, crossover,

and selection operators.

2.3.1 Differential Mutation

The differential mutation operator creates a mutant vector vgi by first taking the

difference between two donor vectors, chosen randomly from the population. Then, the

difference is scaled and added to a third donor vector (i.e., base vector) to obtain the final

mutant vector. The equation for the mutant vector is defined as:

vgi = xg
r1 + F × (xg

r2 − xg
r3)

where, r1, r2, and r3 represents the population indices of the three donor vectors and are

mutually exclusive (i.e., r1 ̸= r2 ̸= r3), and F ∈ (0,∞) represents the differential weight

(i.e., a scaling factor).
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Figure 2.4: Differential Evolution Flowchart

2.3.2 Crossover

After the mutation step, a crossover between the current individual (target vector) xg
i

and the mutant vector vgi takes place to create a trial vector ug
i . There are mainly two

crossover variants for the standard DE: binomial crossover and the exponential crossover

[47, 61]. The binomial crossover operator is defined as follows:

ug
i,j =


vgi,j, if rand(0, 1) ≤ CR or j = jrand

xg
i,j, otherwise
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where CR represents the crossover rate and jrand represents a random value in the vector

dimension [1, D]. The trial vector ui,g takes the jth real-value of either the target vector or

mutant vector based on the condition.

2.3.3 Selection

Finally, a selection procedure selects the better individual between the trial vector and

the current individual based on their fitness values for the next generation as follows:

xg+1
i =


ug
i , if f(ug

i ) ≤ f(xg
i )

xg
i , otherwise

Thus, if the trial vector has better fitness, it replaces the current individual; otherwise,

the current individual survives to the next generation. The process of mutation, crossover,

and selection continues for each individual in the population for each generation until the

termination condition is satisfied, and the global best individual is returned as the final

solution.

2.3.4 DE for COPs

Simple DE works best for numerical optimization problems with real-valued chro-

mosome representations. However, for permutation-based representations, the arithmetic

operations to create the new mutant vector are not meaningful. Therefore, many differential

mutation operators have been proposed in the literature to deal with permutation-

based problems for DE. Application areas where DE for permutation-based COPs showed

competitive results include scheduling problems (e.g., Flow shop, Job shop, etc.), TSP,

Knapsack, Vehicle Routine Problem, and many others [14]. Some proposed differential

mutation operators involve the Permutation Matrix, Adjacency Matrix, Relative Position

Indexing, and Forward-Backward Transformation approaches [54]. For the grain mixing
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problem, we adapt two different techniques for DE mutation. The first is adapted from

the Relative Position Indexing (RPI) operator, and the second is based on perturbing

the generation best individual chromosome with random individual chromosomes in the

population.

2.3.4.1 Relative Postition Indexing (RPI) The RPI approach was adapted from the

original differential mutation and is only applicable for permutation-based problems [46].

It has been applied successfully in COPs like permutation flow-shop scheduling [57, 62].

RPI first transforms the integer permutation vectors into floating-point vectors and then

applies the standard DE mutation on the floating-point vectors. The mutated floating-point

vector is then transformed back into an integer permutation vector using the relative position

indexing.

For example, let us consider three random donor vectors in the current population, xr1,

xr2, and xr3 with the following representation where each vector represents a legal TSP tour.

xg
r1 =

[
1 5 3 6 7 4 2 8

]
xg
r2 =

[
6 2 5 1 3 7 4 8

]
xg
r3 =

[
8 2 3 6 7 5 1 4

]

To convert these integer vectors into floating point vectors with each entry in the half interval

(0, 1], one approach is to divide each integer value with the highest value in the vector. After
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conversion, the floating-point vectors become:

x(f)gr1 =

[
0.125 0.625 0.375 0.750 0.875 0.500 0.250 1.000

]
x(f)gr2 =

[
0.750 0.250 0.625 0.125 0.375 0.875 0.500 1.000

]
x(f)gr3 =

[
1.000 0.250 0.375 0.750 0.875 0.625 0.125 0.500

]

Then, the standard DE mutation operator can be applied to the resulting vectors to obtain

the floating mutation vector. With F = 0.4, the floating mutant vector would be:

v(f)gi = x(f)gr1 + F × (x(f)gr2 − x(f)gr3)

v(f)gi =

[
0.025 0.625 0.475 0.500 0.675 0.600 0.400 1.200

]

The final step is to convert the floating mutant vector back to the integer permutation

representation. To do that, the RPI is used, where the smallest floating-point value is

replaced by the smallest integer value and the next smallest floating-point by the next

smallest integer value and so on until all the floating points are converted. After conversion,

the mutant vector becomes:

vgi =

[
1 6 3 4 7 5 2 8

]

The above mutant vector transformation is a legal tour; however, it may not always be the

case if two or more floating-point values happen to be the same. In that case, the trial vector

is repaired or discarded for that individual in the current generation.

2.3.4.2 Generation Best Perturbation (GBP) The second differential mutation operator

that we used involves perturbing the chromosome of the generation best individual. Similar

approaches have been proposed in the literature for solving application-specific problems
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using discrete DE [31, 71]. For the permutation flow-shop problem, Tasgetiren et al. [72]

and Pan et al. [56] introduced a novel discrete DE algorithm where they represented the

solution based on discrete job permutation. In their approach, the target individual xi =

{π1, π2, ..., πn} in the population is represented by the discrete permutation of the jobs,

and, they perturbed the genes of the previous generation’s best individual to obtain the

mutant vector for the current generation. Therefore, the differential mutation, in this case,

is achieved in the form of perturbations. Since the perturbation procedure is stochastic, it is

expected that the new mutant individual is going to be distinct from the other individuals

in the population. Their proposed mutation vector creation can be expressed as follows:

vgi =


Fk(x

g−1
best) if r < Pm

Insert(xg−1
best) otherwise

where xg−1
best specifies the best individual from the previous generation and Fk is the

perturbation procedure with a perturbation strength of k. The perturbation function swaps

the genes of the best individual based on the value of k. If k is too high, there will be excessive

randomness in the algorithm and if k is too low, the algorithm might get stuck to local

minima. Pm represents the perturbation/mutation probability. Insert() is the procedure for

inserting random genes in the mutant vector. For a uniform random number r ∈ [0, 1], if

r is less than Pm then the mutant vector is simply the perturbation of the previous best

individual. Otherwise, the mutant vector is the perturbation of the best individual with

random insertion moves.

For this study, we formulate the grain mixing problem as a permutation-based

combinatorial optimization problem. In this chapter, we presented a brief overview of the

COPs along with some of the existing approaches for solving COPs. We also presented a

brief overview of the Genetic Algorithm and Differential Evolution and how they were used
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in the literature for solving permutation-based COPs. We adapted these two algorithms for

solving the grain mixing problem,
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CHAPTER THREE

THE GRAIN MIXING PROBLEM

In this chapter, we introduce the grain mixing problem with a simple example showing

how mixing grain can be beneficial to improve the overall profitability of the farmers when

selling wheat to local grain elevators. Then we provide a formal mathematical formulation

for the grain mixing problem studied in this thesis, followed by a theorem to show that the

grain mixing problem is NP-Hard. Finally, we provide descriptions of the datasets used for

the study followed by a review of some existing approaches that were used to solve similar

optimization problems in the literature.

3.1 Grain Mixing Example

One of the goals of this study is to develop methods for farmers to maximize their overall

wheat distribution profit when selling wheat at multiple local grain elevators. In Montana,

when selling wheat, the price per bushel of grain varies based on a range of protein levels.

Each elevator has a base protein range for which a base price is paid and follows a premium-

dockage curve where the price/bushel is increased for a higher protein level and decreased

for a lower protein level. For example, if the protein level is [10, 11)%, the price might be $3

per bushel where it might increase to $4/bu with protein levels of [12, 13)%. The payment

schedule can be viewed as a step function of the protein level with prices per bushel (which

we discuss further in dataset description in Section 3.4). There are many cases where the

protein level of a bin is short of reaching a higher price range or maybe above the minimum

protein requirement having no added benefit in terms of price. Therefore, it might be possible

to mix grain from a high-quality bin with a low-quality bin to change the average protein

level where the low-quality bin reaches the next step in the price range and the high-quality
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Figure 3.1: A simple grain mixing example

Table 3.1: Elevator price for grain mixing example

Protein range (%) Price/Bushel ($)

[10, 11) 3

[11, 12) 4

[12, 13) 6

bin remains in the same step in the price range making a better overall profit. The profit of

a truck depends on the number of bushels and the average protein content of the grain in

that truck.

Figure 3.1 illustrates an example of how mixing grain could be useful for making a

better overall profit. In the example, there are three bins with different numbers of bushels

and protein levels. Table 3.1 represents elevator prices for different quality grains. Many

small farmers who do not track the protein level of their wheat would load each truck

with grain from a single bin and sell it to the elevators. A truck has a maximum bushel

capacity it can carry which is 100 bushels in our example. The price they will get without
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any grain mixing by loading three trucks separately with grain from each bin would be

(50 × $3 + 100 × $4 + 50 × $6) = $850. However, if they were to track the protein content

and mix grains as shown in the figure; load truck one with 50 bushels from bin one and 50

bushels from bin two, and load truck two with 50 bushels from bin two and 50 bushels from

bin three, the price they will get would be (100× $4+100× $6) = $1000. Therefore, mixing

grain in this scenario increases the profit by $150.

A key challenge in the grain mixing problem is to find the optimal bin-pair combination

and bushels drawn from each bin to load trucks that will yield maximum profit. For example,

in Figure 3.1, there are also other ways to mix the grain. If we load truck one by mixing

50 bushels from bin one and 50 bushels from bin three (average protein level 11.5), and

truck two by taking 100 bushels from bin two without any mixing, the total price would be

(100× $4 + 100× $4) = $800 which yields a profit less than taking all the grains separately.

Although protein level in a truck plays a significant role in determining the profit from

wheat distribution, we also need to consider other factors such as mixing cost and delivery

cost in the profit model. When mixing grain from multiple bins to load a truck, there is an

associated mixing cost that depends on the mixing difficulty level. The farmers divide their

farms into multiple sites for better farm management (also known as site-specific farming

[75]) and store grain in site-specific locations. The mixing difficulty depends on each bin site.

For example, mixing grain from bins that are on the same site has a lower difficulty level

than mixing bins that are on different sites. A difficulty level of 0 indicates no mixing and

the mixing cost is also 0. However, a difficulty level of 4 indicates that the bins from which

we are mixing are from different sites and farther away from each other. As an example,

the mixing cost might be $0.1 per bushel in this case. Figure 3.2 depicts a notional mixing

difficulty scenario based on the site location and the Table 3.2 shows the associated mixing

cost for different mixing difficulties.

The delivery cost for a truck transporting to the nearest elevators depends on the
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Figure 3.2: Mixing difficulty based on farm site

Table 3.2: Mixing cost based on difficulty level

Difficulty Level Description Cost/Bushel ($)

0 No mixing 0.000

1 Easy 0.001

2 Moderate 0.010

3 Difficult 0.050

4 Very difficult 0.100

distance between the site location and the elevators. For example, a truck moving from site

one to elevator one might have a delivery cost of $0.2 per bushel whereas moving to the same

elevator from site three might have a cost of $0.18 per bushel. Moreover, the delivery cost

varies based on the distance between a specific site and multiple elevators.

3.2 Mathematical Model Formulation

The grain mixing problem aims to determine the optimal mix of wheat from storage

bins to maximize profit when sold to a set of elevators. In this section, we present the
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Table 3.3: Notation used in Grain Mixing Problem

B Set of bins.

E Set of elevators

bbuj bj ∈ B. Bushel content in bin bj.

bprj bj ∈ B. Protein content in bin bj.

CT Constant Capacity of each truck.

Ge Set of grades for elevator e ∈ E.

gpe,l ge,l ∈ Ge. Base Price/Bushel for grade ge,l.

gMin pr
e,l ge,l ∈ Ge. Minimum Protein requirement of grade ge,l.

gMax pr
e,l ge,l ∈ Ge. Maximum Protein requirement of grade ge,l.

mbj ,bk Mixing cost for mixing bins bj, bk ∈ B.

dbk,e Delivery cost for transporting grain from bk to elevator e.

Table 3.4: Decision variables in the Grain Mixing Problem

T Set of trucks for transporting all the grain

ti,j,k,e,l Bushels drawn from bj and bk to fill ti achieving grade ge,l.

tpri Protein content of truck ti.

mathematical specifications for the grain mixing problem studied in this thesis. The input

instances of the problem are described using the notation in Table 3.3 with the decision

variables represented as shown in Table 3.4.

The objective of the Grain Mixing Problem is to find a sequence of trucks that

maximizes the overall profit given by:

max
∑
ti∈T

∑
bj ,bk∈B

∑
e∈E

∑
ge,l∈Ge

((gpe,l − (mbj ,bk + dbk,e))× ti,j,k,e,l) (3.1)
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subject to:

ti,j,k ≤ CT ∀ti ∈ T ∀bj, bk ∈ B (3.2)

ti,j,k ≥ 0 ∀ti ∈ T ∀bj, bk ∈ B (3.3)∑
ti∈T

ti,j ≤ bbuj ∀bj ∈ B (3.4)

∑
ti∈T

ti,j,k ≤
∑
bj∈B

bbuj (3.5)

tpri × ti,j,k = bprj × ti,j + bprk × ti,k ∀ti ∈ T (3.6)

tpri × ti,j,k,e,l < gMax pr
e,l × ti,j,k ∀ti ∈ T ∀ge,l ∈ Ge (3.7)

tpri × ti,j,k,e,l ≥ gMin pr
l × ti,j,k ∀ti ∈ T ∀ge,l ∈ Ge (3.8)

Note that the objective function given in Equation 3.1 reflects the nonlinearity of the

premium-dockage curve with the inflection point given by the base price/bushel gpe,l.

Equations 3.2 and 3.3 represent the linear truck capacity constraints. Bushels loaded from

two bins in a truck cannot exceed the maximum capacity of that truck. Equations 3.4 and 3.5

represent linear bin content constraints. Bushels drawn from a single bin to load multiple

trucks cannot exceed the initial content (bushel amount) of that bin and the sum of all

bushels loaded into multiple trucks cannot exceed the total bushels of all bins. Equation 3.6

represents the weighted average protein level of a truck after mixing grain from two bins.

Finally, Equations 3.7 and 3.8 are the grade protein requirements that assign a grade (price)

and elevator to the truck based on elevator protein requirements and truck protein content.

The last three constraints contain a product of two decision variables which introduces

nonlinearity in these equations.
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3.3 Grain Mixing Complexity

The formal mathematical specifications for the grain mixing problem suggest that due

to the nonlinear objective function and nonlinearity in some of the constraints, it is hard to

solve the problem exactly using Linear Programming or Mixed-Integer Linear Programming

methods. We present and prove a theorem about the computational complexity of the

grain mixing problem following a reduction from the planar 3-Dimensional Matching (3DM)

problem. For the NP-Hardness theorem, we assume that each elevator has a fixed amount of

bushels that they will accept. Although this assumption is not present in the general grain

mixing problem, the proof provides an idea of the difficulty of the grain mixing problem

studied here.

3.3.1 Planar 3-Dimensional Matching (3DM)

Planar 3DM is a more restricted version of the “standard” 3DM problem that is known

to be NP-Complete [18]. In graph theory, a 3DM problem is the generalization of the bipartite

graph to 3-partite hypergraphs. The standard 3DM problem is known to be NP-Complete

as shown in one of Karp’s NP-Complete problem lists [39] and defined as follows:

Definition 3.1. Given T ⊂ X×Y×Z, where X,Y, and Z are finite sets and |X| = |Y| =

|Z| = α. There is a matching set M ⊆ T such that |M| = α and no two elements of M

agree in any coordinate [39].

Figure 3.3 shows an example of the 3DM problem. The subfigure 3.3 (a) shows all the

triples in set T, subfigure 3.3 (b), 3.3 (c) shows two different matchings M where |M| = 2.

In this example, |M| = 2 is the maximum 3DM as it is not possible to get a valid matching

with size greater than 2.

A bipartite graph can be associated with the standard 3DM instance where one side

of the graph consists of vertices for each element in the set X,Y, and Z and another side
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Figure 3.3: 3-Dimensional Matching example

Figure 3.4: Planar 3-Dimensional Matching example

consists of vertices for each triple in T. There is an edge between the vertices from the sets

to the vertices of the triples if and only if the set element is in the triple. If the associated

bipartite graph is planar then it is referred to as planar 3DM [18]. Figure 3.4 shows an

example of the planar 3DM instance from a standard 3DM instance.

The decision version of the (planar) 3DM instance is also known to be NP-Complete

[39] and can be defined as “Given a subset of triples T and an integer α, does there exist a
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3-dimensional matching M ⊆ T where |M| ≥ α”. Consequently, the optimization problem

for the 3DM can be defined as “Given a subset of triples T, find the 3-dimensional matching

M ⊆ T that maximizes |M|”. As the decision problem is NP-Complete, it follows that the

optimization problem will be NP-Hard [23].

3.3.2 NP-Hardness Theorem

Theorem 3.1. The grain mixing problem is NP-Hard.

Proof. First, given an instance of a planar 3DM problem, we convert it to an instance of a

GM problem as follows:

• For each element in set X, and set Y:

– Create Bin bxi
and Bin byz and assign half unit of bushels,

– Set protein content for bxi
to (p− ϵ)% and for byz to (p+ ϵ)% where p represents

a constant base protein content and ϵ is a small positive integer,

– Set initial mixing cost to +∞ for all of the created bins.

• For each element in set Z, create an elevator mzk and define its cost function to pay

$0 initially. Set the capacity of the elevators to accept a maximum of one unit bushel.

• For each triple (xi, yj, zk) ∈ T, create a truck ti that loads grain from bxi
and byz and

deliver to elevator mzk . The maximum truck capacity is also one unit bushel. Then

assign the following:

– change the mixing cost between bxi
and byz to a constant positive value C,

– Set the delivery cost of truck ti to C for delivering to elevator mzk ,

– Update elevator mzk cost function to pay $R per unit bushel where R represents

a constant positive value if the protein content of the truck is in [p, p+ 2ϵ).
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Figure 3.5: Reduction from planar 3DM to GM instance

Figure 3.5 shows the reduction from the planar 3DM to the GM instance. In the figure,

the triples represented in the red box could be considered as an intermediate vertex that is

connected to the elevator by an edge with cost +∞ that is used to prevent flowing bushels

from one elevator to another (as it is not possible for the GM scenario). The triples vertex

with the associated set vertices can be thought of as a truck starting at bxi
location and

going to byj location for mixing grain incurring mixing cost C and from there going to the

elevator with a delivery cost of C. Although the mixing and delivery cost varies based on

bins and elevators location, a constant value of C is used for both in the proof for simplicity.

These costs are represented with the edge distance. We then prove the following claim: The

planar 3DM problem has a matching of size α if and only if the GM instance has a maximum

revenue of $R× α and a minimum cost of 2C × α.
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If Part: If the planar 3DM has a matching of size α then the GM instance has a maximum

revenue of $Rα and a minimum cost of 2Cα.

For each matching in triples (xi, yj, zk) ∈ α, we load trucks with half unit bushels from

bin bxi
, and half unit from bin byj and send to elevator mzk . The elevator will pay $R as the

protein range of the truck would be [p, p+ 2ϵ) and the total mixing cost and delivery cost

would be 2C. Therefore, for α matching, the total revenue would be $Rα and the total cost

would be 2Cα.

Only If Part: If the GM instance has a maximum revenue of $Rα and a minimum cost of

2Cα then the planar 3DM has a matching of size α.

First, we argue that no two bins from the same set X or Y will be in the valid GM

solution as the mixing cost between the same set of bins is set to +∞. Therefore, there will

be no profit from mixing from the same set of bins. Then, the same bin will not appear

twice in the valid GM solution as it will either increase the overall mixing cost or decrease

the overall revenue. For example, each bin has a capacity to hold half unit bushels and if a

bin is delivered to multiple elevators the truck will be partially filled. For a partially filled

truck the revenue would be < $R and there will be multiple mixing costs for the same bin

which would be > C. Therefore, using the same bin to deliver grain to multiple elevators

would either decrease the overall revenue or increase the overall cost.

Finally, the elevator can accept only one unit of bushels. Therefore, if it accepts a

fully loaded truck (truck capacity is also one unit bushels) then it will not accept bushels

from any other truck. However, two partially loaded trucks may deliver to the same elevator

which will violate it to be a valid matching. We argue that partially filled trucks would

not be in the valid GM solution as in that case it will either increase the overall delivery

cost or decrease the overall revenue. For example, if a partially loaded truck delivers to an

elevator, the elevator will pay < $R amount and in that case, another partially filled truck

has to deliver to the same elevator to get an overall revenue of $R. However, in this case,
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multiple trucks have to go to the same elevator which will increase the delivery cost to be

> C. Therefore, each truck in the valid GM solution will have a unique bin pair and an

elevator providing a planar 3DM of size α.

The GM instance is also in NP as given a certificate consisting of triples (bxi
, byj ,mzk) it

is possible to verify if the revenue is Rα and the cost is 2Cα in polynomial time. Therefore,

the decision version of the GM problem is NP-Complete which suggests that the optimization

problem will be NP-Hard.

3.4 Grain Mixing Datasets

3.4.1 Real Dataset

The grain mixing dataset used in this project was collected from a local Montana

farmer who tracks the protein level of his wheat. The dataset contains the data for wheat

harvested in 2016 and 2017. All bushels of wheat were distributed among various bins. For

our problem, a bin entry includes the bin id, the site number where the wheat was harvested,

the average protein level of wheat in that bin, and the total number of bushels stored in that

bin. The wheat data we received contains a total of 16 bins with different number of bushels

and protein content in each bin. The wheat distribution statistics for both years is shown in

Table 3.5, and the details on each bin for the year 2017 are shown in Table 3.6.

The data provided also include a list of elevators with their associated market prices

for buying the wheat. An entry in the elevator list contains a premium-dockage curve with

the base protein level, the price for the base protein level, the premium payment added to

the base price for higher protein level (upPrice), and the dockage payment deducted from

the base price for lower protein level (downPrice). We were provided information on three

elevators for both years. The market prices for the three elevators are shown in Table 3.7.

Figure 3.6 shows the premium-dockage curves for the three elevators in 2017. The dots

in each elevator’s curve shows the base protein level and base price/bushel for that elevator.
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Table 3.5: Wheat distribution statistics

Year Tot Bush Max Bu/Bin Min Bu/Bin Avg Bu/Bin

2016 114284.8 14836.8 1712.7 7142.8

2017 112417.5 14836.8 2985.3 7026.1

Year Tot Prot Max Prot/Bin Min Prot/Bin Avg Prot/Bin

2016 191.3 13.3 10.1 12.0

2017 190.1 13.8 10.1 11.9

As shown, the price of protein increases (or decreases) as a step function, and the step size

differs based on the upProtein (or downProtein) levels from the base protein level, thus

creating an inflection point at the base price. The non-linear cost function for the elevators

can be expressed as

tRev
i,j =

[
eb price
j +

(⌊
|tPr
i − eb Pr

j |
e
up/down Pr
j

⌋)
× e

up/down price
j

]
× tBu

i

where, tRev
i,j is the revenue of truck ti going to the elevator ej with a protein content of tPr

i

and a total bushels of tBu
i . eb price

j is the base protein price of the elevator, eb Pr
j is the base

protein level of the elevator, e
up/down Pr
j is the up or down protein level, and e

up/down price
j is

the up or down price.

Multiple trucks, each with a fixed capacity of 8,000 bushels, were used to carry the

wheat to the elevators. Note that there is a delivery cost involved in going to the elevators,

ranging from $960 to $2,000 for a fully loaded truck, depending on the distance between

a bin site and an elevator. Moreover, mixing the wheat from multiple bins to change the

average protein content incurs a mixing cost. The mixing is restricted to two bins at a time

due to farmers’ physical limitations. The mixing cost also depends on the site number of the

bins; mixing two bins from the same site is less expensive than mixing bins from different
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Table 3.6: Farmer bin information for wheat harvested in 2017

Bin number Site Avg Protein Bushels

1 2 12.32 14836.8

2 7 13.78 7292.5

3 2 12.71 6395.3

4 6 11.34 8525.5

5 6 10.88 5713.36

6 1 12.58 7703.67

7 7 10.35 1712.67

8 1 10.72 4192.67

9 1 13.15 6539.83

10 3 10.11 7292.5

11 3 12.38 4921.32

12 7 12.01 7089.67

13 6 10.83 5050

14 3 12.13 8657.4

15 5 13.41 2985.3

16 2 11.4 13509

sites due to the lower difficulty. Thus, for a fully loaded truck, the mixing cost varies from

$8 to $800.

3.4.2 Artificial Dataset

For this study, we were able to collect real wheat harvest information only for the years

2016 and 2017 from a Northwest Montana farmer. To further evaluate the performance of the
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Table 3.7: Market prices for three elevators in Northwest Montana

Year Elevator Base Price BaseProtein upPrice upProtein downPrice downProtein

2016

1 3.32 11.25 0.03 0.75 -0.06 0.75

2 3.84 11.75 0.25 0.50 -0.30 0.50

3 3.54 12.00 0.50 0.60 -0.40 0.30

2017

1 4.42 11.50 0.05 0.50 -0.10 0.50

2 4.47 12.00 0.25 0.50 -0.30 0.50

3 4.39 12.20 0.50 0.60 -0.40 0.30

Figure 3.6: Premium-dockage curve of three elevators in Northwest Montana in 2017

mixing algorithms, we created twelve additional datasets. Among them, two datasets were

created by swapping the elevator prices for both years. In other words, the bin information for
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the year 2017 was used with the elevator prices from 2016 and vice-versa. These two datasets

help us assess the effectiveness of the different mixing algorithms for different elevator prices.

Moreover, we created five artificial datasets for each year. For these datasets, the

elevators, mixing cost, and delivery cost remained the same, however, the bin contents were

altered. Looking at the real dataset for the years 2016 and 2017, we noticed that the number

of bins, mixing, and delivery costs remained the same over the years. However, the number

of bushels in each bin and the protein content of the bins were different. Therefore, we

used the same 16 bins, and the number of bushels and the protein content in each bin was

assigned randomly falling within a pre-specified lower and upper bound. For bushel content,

the lower and upper bound was set between 2000 to 16000, and the protein content range

was set between 10% to 14% respectively. These artificial datasets provide a rough idea of

how the different mixing algorithms perform with different years’ bin information.

3.5 Existing Approaches

The grain mixing problem studied in this paper relates to the classical blending

optimization problem [13]. In general, the blending problem involves mixing two or more

collections of grain with different characteristics to produce a single (or multiple) final

product(s) that either lowers the production cost or improves the profit (or both). Next, we

discuss some existing approaches from the literature that were used to solve related blending

optimization problems.

3.5.1 Linear Programming

Linear Programming (LP) is an optimization tool for solving a continuous-space

optimization problem. It is possible to solve the classical blending problems by LP methods

if both the objective function and the constraints are linear [38]. There exist a few works that

attempted to solve the decision version of the grain mixing problem (also known as wheat
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blending) with linear programming. Hayka and Cakmalki utilized LP methods capable of

predicting the optimal wheat blend ratio for a targeted final quality to produce a bread

making flour [33]. Haas used the simplex algorithm to find the optimum blend that satisfies

the customer’s specific solvent retention capacities (SRC) [32]. LP has also been used for

other blending optimization problems. Yoon et al. proposed the least cost LP model in

blending various components of Surimi Seafood [79]. Eraslan et al. utilized LP to model the

coal blending problem in a power plant that was able to determine the optimal coal blends

[20]. Farghaly et al. used LP rules for blending origin mines and metallurgical units that

minimize the total cost of production and distribution [22]. In many real-world applications,

the LP formulation is often not suitable to address specific blending needs. In our case, there

is no specific targeted wheat quality (each truck’s protein content is determined at runtime),

which makes it challenging to solve the problem by only using LP.

3.5.2 Mixed-integer linear programming

Mixed-integer linear programming (MILP) is often used to solve many real-world

blending problems [59]. MILP is a variation of linear programming where some decision

variables are restricted to integer values. There are exact and approximation methods to solve

IP/MILP problems; however, MILP is known to be NP-hard [41]. Bilgen and Ozkarahan

proposed an MILP model to optimize the cost for the wheat supply chain (blending, loading,

transportation, and storage), where the model used a specific blending formula for mixing

[6]. Thakur et al. proposed a multi-objective optimization problem for minimizing the food

safety risk caused by the grain elevators’ lot aggregation and cost of blending grain [73]. They

utilized a mixed-integer programming model for the two objective functions and computed

the Pareto optimal front for the simultaneous optimization of the two objective functions.

Gholamian and Taghanzadeh proposed an integrated design of the wheat supply chain in

Iran that considers different sectors of the chains including blending wheat, locating silos,
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different modes of transportation, and export sectors [24]. In our problem, the truck protein

content and the grade protein content constraints (product of two decision variables) makes it

challenging to be used exactly in an MILP solver. Furthermore, the premium-dockage curve

used by the elevator is a nonlinear function based on a baseline protein level. Although it is

possible to relax the problem for MILP, we left this as future work.

MILP has also been used in other blending optimization problems. Moro and Pinto

utilized an MIP model for short-term crude oil scheduling where the objective is to maintain

a target crude oil load that minimizes the cost and is subject to nonlinear constraints [51].

Randall et al. proposed a water supply planning simulation model that uses MILP for finding

a long-term plan by blending water from different sources to meet water quality standards

[64]. Jia and Ierapetritou addressed the problem of gasoline blending and distribution, and

used a MILP formulation for finding the optimal operation of gasoline blending, transfer

to stock tanks, and the delivery schedule for satisfying orders [37]. Ashayeri et al. applied

MILP to a blending problem in the process industry that minimizes the overall cost of

manufacturing chemical fertilizers [3].

3.5.3 Meta-heuristic approaches

For complex blending problems, meta-heuristic approaches such as evolutionary and

swarm-based algorithms have also been used in the literature. Li et al. proposed a hybrid

evolutionary method to solve the wheat blending problem in Australia [45]. Their method

used a GA with a heuristic method and a linear-relaxed version of the simplex algorithm

to solve the blending problem. Their work closely relates to our mixing problem; however,

the problem formulation differs based on the US wheat market. In our problem, there is

an added constraint on the capacity a truck can carry, and the farmers have the choice of

delivering wheat to multiple elevators depending on the price. Farahani et al. addressed

the optimization problem of wheat storage and transportation system [21]. Due to variation
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in climate, wheat production is not consistent around the year. The difference in wheat

production and consumption rate necessitates the storage and transportation of wheat. They

utilized a genetic algorithm and MIP for solving the optimization problem, however, MIP

was failed to provide a solution in a reasonable time for real-size problems. Asgari et al.

proposed a model-based software to optimize the wheat storage and transportation problem

where they also utilized a genetic algorithm approach to find a quality solution [2].

Evolutionary approaches have also been used for other blending problems. Chen

and Wang addressed the gasoline blending optimization problem that consists of nonlinear

objective functions and nonlinear constraints [11]. They proposed a DNA-based hybrid

genetic algorithm where sequential quadratic programming (SQP) was applied in the feasible

search region to improve the solution quality. Adams et al. proposed a guided master-slave

parallel GA for optimizing blending of composite laminates in panel structure [1]. Fomeni

formulated blending tea optimization as a multi-objective optimization approach where one

of the objectives is to minimize the total cost of the raw materials used and another objective

is minimizing the violation of the desired characteristic scores of the final tea blends [17].

The multiobjective approach provides the decision-maker flexibility of balancing the raw

material cost and desired blends. They used a Monte Carlo simulation approach to solve the

multiobjective optimization problem.

Most of the work for the wheat blending problem in the US market has been done

by the milling companies to produce client-specific bread making flour. To the best of

our knowledge, our approach is the first to address the grain-mixing problem to increase

profitability to the farmers.

In this chapter, we demonstrated the general grain mixing problem and provided the

mathematical specifications for the grain mixing problem that reflects the nonlinearity in

the objective function and some of the constraints. We then provided a theorem to show

that the grain mixing problem is NP-Hard which suggests that finding an optimal mixing
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plan may not be feasible and we may need to rely on approximation algorithms for finding

a quality solution. We described the datasets that are used across all the experiments and

also discussed some of the related works for solving similar optimization problems from the

literature.
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CHAPTER FOUR

BASELINE APPROACHES

In this chapter, we introduced three basic approaches for solving the grain mixing

problem. We use these approaches for performing a baseline comparison to our proposed

evolutionary methods. The first method is referred to as the NoMix approach that assumes

that tracking protein content of the wheat is not available. Thus the wheat distribution

profit is computed assuming no grain mixing has occurred. This approach will give us the

näıve baseline profit, representing farmers who do not have the protein monitor on their

harvesters. The baseline profit will then be used to compare other grain mixing approaches

to assess the solution quality.

The second basic approach is referred to as the “greedy” mixing approach where the

grain mix is determined based on a lookup table with combinations of bin pairs and pre-

computed mixing ratios to provide the highest immediate profit, under the assumption that

there is sufficient grain left to fill the trucks. This provides a näıve baseline for farmers with

protein monitors but who do not apply our proposed evolutionary method. The deterministic

approaches are computationally efficient compared to the evolutionary methods. The greedy

solution will help us assess if the added complexity in the evolutionary approaches is beneficial

to improve the overall profitability of the farmers.

Finally, we proposed a baseline stochastic Random search algorithm to further assess

the solution quality of the evolutionary approaches. This algorithm randomly searches the

possible search space and returns the best solution after a predefined maximum number of

iterations. This algorithm helps us assess if the evolutionary algorithms are exploring the

search space efficiently to provide a better solution than just doing a random search.
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Algorithm 4.1 NoMix

1: Input: Set of Bins, Set of Elevators, Delivery Cost

2: Output: Overall Profit, Loaded truck assignment

3: for each bin in Bin list:

4: while grain in bin is not empty:

5: Load truck fully/partially with grain from that bin

6: if truck load makes profit: record profit

7: else: discard grain

8: return sum of truck profits, Loaded truck list

4.1 No Mixing Approach

The “no mixing” (NoMix ) approach calculates the baseline profit without any grain

mixing. The algorithm starts by taking a single bin at a time and loading trucks with grain

from that bin until the grain in the bin is exhausted. For a partially loaded truck (i.e., when

not enough grain is left to load the truck fully), the method checks if that truck provides

any profit (i.e., revenue > delivery cost) when going to an elevator. If not, the grain in

that truck is discarded without any penalty, and the truck is freed up to be used to load

grain from another bin. To show an example of a partially filled truck, let us consider a

bin with 9000 bushels. A truck has a capacity to carry 8000 bushels which is why we will

need two trucks to carry the grain from that bin. One will be a fully loaded truck, and

another one would carry only 1000 bushels. The method checks if carrying that 1000 bushels

is profitable or not. Finally, the total profit is calculated by summing the individual profits

from all loaded trucks. The pseudocode for the NoMix approach is shown in algorithm 4.1.
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Table 4.1: Partial lookup profit table based on a set of premium-dockage curves

ID BinPair 1 BinPair 2 MixRatio Protein Elevator MaxProfit

1 1 2 0.1 13.63 3 41992

2 1 2 0.2 13.49 3 41992

3 1 2 0.3 13.34 2 38632

4 1 2 0.4 13.20 2 38632

5 1 2 0.5 13.05 2 38632

6 1 2 0.6 12.90 3 37992

7 1 2 0.7 12.76 2 36632

...
...

...
...

...
...

...

2155 16 15 0.4 12.61 2 35200

2156 16 15 0.5 12.41 1 33200

2157 16 15 0.6 12.20 1 33200

2158 16 15 0.7 12.00 1 33200

2159 16 15 0.8 11.80 2 33200

2160 16 15 0.9 11.60 2 33200

4.2 Greedy Mixing Approach

The “greedy mixing ” (GreedyMix ) approach first creates a lookup profit table (LPT) by

considering all the possible bin pair combinations with different mixing ratios. In our dataset,

there are a total of 16 bins. Therefore, there are a total of P (16, 2) = 16!/(16 − 2)! = 240

ways to select two bins. Here, we used the permutation to determine the delivery cost

because a truck transporting to an elevator only depends on the site number of the second

bin. Therefore, the order in which a truck loads grain changes the total profit of that truck.
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Algorithm 4.2 GreedyMix

1: Input: Set of Bins, Set of Elevators, Mixing Cost, Delivery Cost

2: Output: Overall Profit, Loaded truck assignment

3: Create the lookup profit table (LPT)

4: Sort the LPT with respect to the MaxProfit

5: for each entry in the sorted LPT:

6: if both bins have sufficient grain remaining:

7: Load truck fully/partially based on bin pair and mixing ratio

8: if truck load makes profit: record profit

9: else: discard grain

10: if a single bin has sufficient grain left:

11: Load truck and record profit

12: return sum of truck profits, Loaded truck list

Moreover, to make the LPT finite, we discretize the mixing ratio and select from the values

α ∈ {0.1, 0.2, 0.3, ..., 0.9}. Therefore, in the LPT, there are a total of 240 × 9 = 2160

unique entries. Each entry in the LPT also contains an additional field MaxProfit. This field

tells us the maximum profit a truck can have when fully loaded following the bin pair and

mixing ratio combination of that entry. Table 4.1 shows a subset of the LPT for a set of

elevators/markets and their premium-dockage curves.

To find a solution, the algorithm sorts the profit table in descending order of MaxProfit

and traverses it from the top. For any particular combination, if both bins have enough grain

left to fill a new truck using the mixing ratio α, the algorithm fills the truck and records

the profit. Otherwise, it partially fills the truck with the remaining grain from both bins

and includes it in the solution if the truck provides profit (or discards the unprofitable mix

otherwise without any penalty). For example, in the case of the combination ((1, 2), α = 0.5),
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if there are 5,000 bushels left in bin 1 but only 3,000 bushels left in bin 2, the algorithm will

take 4,000 bushels from bin 1 (half the capacity of the truck) and 3,000 bushels from bin 2.

Therefore, the total number of bushels in that truck will be 7,000, and the mixing ratio will

be updated accordingly.

After the first sweep through the LPT, if there exists a single bin with sufficient grain

remaining to make a profit (where other bins do not have any bushels left to make a profitable

combination), a new truck is filled with the remaining grain from that bin. No mixing cost

is incurred for this truck. Finally, the total profit is calculated by summing the individual

profits from all loaded trucks. Algorithm 4.2 shows the pseudocode for the greedy mixing

approach.

4.3 Random Search Approach

We introduced the Random search algorithm as a stochastic baseline method to assess

the effectiveness of the proposed evolutionary approaches. The algorithm starts by randomly

selecting a subset of the bin pair and mixing combinations out of 2160 total combinations,

and using the subset to generate a feasible solution. The process of finding the feasible

solution is similar to the GreedyMix approach; however, the main difference is in using a

subset of the total mixing combinations. The algorithm repeats this process for a predefined

maximum number of iterations and returns the best solution. The intuition behind using a

subset of combinations is that it limits the possibility of filling trucks greedily based on the

maximum profit in a fully loaded truck.

For example, consider a combination ((2, 5), α = 0.9) that fills 7200 bushels from bin 2

and 800 bushels from bin 5. If the bin 2 capacity is only 8000 bushels then after loading a

truck with the above combination, there will be only 800 bushels left in bin 2. Then if we

have another combination < (2, 9), α = 0.8 >, it can load 6400 bushels from bin 2, however,

there will be only 800 bushels left in bin 2 providing an underfilled truck with less profit. By
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Algorithm 4.3 RandomMix

1: Input: MaxIter, #MC (number of mixing combination)

2: Output: Overall Profit, Loaded truck assignment

3: best profit← 0

4: best assignment← ∅

5: for each generation in MaxIter:

6: mixing comb← randomly select #MC mixing combinations

7: profit, assignment← GreedyMix(mixing comb)

8: if profit > best profit

9: best profit← profit

10: best assignment← assignment

11: return best profit, best assignment

using a subset of the total combinations, these particular combinations may not be present

in the subset ensuring a more balanced distribution of the bushels. Algorithm 4.3 shows

the pseudocode for the Random search method. At line 7, we use the GreedyMix method

to generate a feasible solution but instead of using all the combinations, it only generates

solutions based on the subset of the mixing combination.

The subset size parameter (i.e., the number of mixing combinations) plays an important

role in finding a quality solution. It has to be selected in a way so that it contains enough

bin combinations to empty all the bushels of the bins. If the subset is too small, then it

may not contain an entry for a particular bin; therefore, all of the bushels of that bin may

be unused in the solution. If the subset is too large, then it will perform like the GreedyMix

algorithm with all the choices of filling a truck.

To select the subset size, we ran separate experiments considering subset size ranges

from 50 to 150 (from a total of 2160 combinations), increasing by 10 on each experiment.
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Then we monitor the solutions to evaluate if all of the grain was utilized or not. For a subset

size of 100, more than 90% of the solutions were able to utilize all of the grain. Therefore,

for the Random search, the subset size was fixed to 100 mixing combinations, and we used

100 iterations for all of the experiments. Increasing the number of iterations above 100 did

not provide significant improvement in the solution quality, and we used 100 iteration to

make the algorithm computationally efficient. The deterministic approaches always yield

the same solution; however, the Random search algorithm is stochastic. So to evaluate its

performance, we ran 10 experiments on each dataset and recorded the average overall profit.

4.4 Results and Analysis

To evaluate the performance of the baseline algorithms, we used the real datasets for

the years 2016 and 2017 along with the twelve artificially created datasets. For a detailed

description of the datasets, please see Section 3.4. Table 4.2 shows the solutions obtained

from the NoMix, GreedyMix, and Random search approaches. In the table, the real datasets

are represented by R year, the flipped market datasets are represented by RF year, and

the artificial datasets that were created by randomly assigning bushels and protein contents

are represented by A∗ year for each year respectively. The values represent the profit in

thousands of US dollars.

The bold values represent the highest profit comparing the three baseline approaches,

and the underline values represent substantial profit increase compared to the baseline NoMix

approach. We assumed more than $5000 profit increase as substantial profit increase because

the price for purchasing a protein content tracking device cost is roughly between $4000 and

$5000. The profit from the Random search algorithm represents the mean and standard

deviation over 10 runs.

Based on the solutions on Table 4.2, we see that GreedyMix increased the overall

profit for the real datasets with a substantial profit increase for the year 2017. We see
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Table 4.2: Performance of the baseline algorithms (profit in thousands of dollars)

Dataset Random Greedy NoMix

R 2016 427.5 ± 0.86 430.5 424.5

R 2017 489.7 ± 0.53 491.6 487.1

RF 2016 500.9 ± 0.63 499.9 499.7

RF 2017 420.6 ± 0.60 423.1 418.0

A1 2016 405.6 ± 1.21 394.5 395.4

A2 2016 548.9 ± 2.24 533.1 545.2

A3 2016 568.3 ± 3.39 543.9 569.9

A4 2016 556.4 ± 1.92 520.4 539.9

A5 2016 512.7 ± 2.51 496.9 512.2

A1 2017 595.8 ± 2.28 581.7 608.9

A2 2017 520.1 ± 1.68 515.8 520.6

A3 2017 661.8 ± 2.32 655.8 643.9

A4 2017 442.4 ± 1.16 435.6 430.1

A5 2017 670.9 ± 2.95 656.0 663.5

a similar substantial profit increase for the flipped market RF 2017 dataset. However, for

most artificial datasets, GreedyMix failed to provide a solution better than no mixing at all

(except for A3 2017 and A4 2017 where we see a substantial profit increase). The Random

search algorithm was able to increase the profit compared to no mixing in most of the datasets

except for three artificial datasets and provided a substantial profit increase in five artificial

datasets. In Table 4.3, we show the complete solutions from the NoMix algorithm for the

real 2017 dataset. Each row in the table represents a single truck. The column “Bin#”

represent from which bin the truck loads grain, “Protein” is the protein content of the grain
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Table 4.3: Complete Solution from NoMix algorithm for R 2017 dataset

Bin# Protein Load Elv Profit

1 12.32 8000.0 1 33760.0

1 12.32 6836.8 1 28851.3

2 13.78 7292.5 3 38285.6

3 12.71 6395.3 2 28587.0

4 11.34 8000.0 1 33360.0

4 11.34 525.5 2 1591.3

5 10.88 5713.4 1 23253.4

6 12.58 7703.7 2 34820.6

7 10.35 1712.7 1 6267.5

8 10.72 4192.7 1 17273.8

9 13.15 6539.8 2 31195.0

10 10.11 7292.5 1 29461.7

11 12.38 4921.3 1 21112.5

12 12.01 7089.7 2 30698.3

13 10.83 5050.0 1 20553.5

14 12.13 8000.0 1 34320.0

14 12.13 657.4 1 2218.6

15 13.41 2985.3 3 15170.8

16 11.40 8000.0 1 33360.0

16 11.40 5509.0 1 22972.5

Total 112417.5 487113.3
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in the truck, “Load” is the number of bushels in the truck (maximum is 8000), “Elv” is the

elevator from which the truck gets the highest profit, and “Profit” shows the amount paid

by the elevator for grains in the truck after deducting the mixing and delivery cost.

Table 4.4 shows the complete solution of the GreedyMix algorithm for the real

2017 dataset. It considers mixing different protein content grains to improve the overall

profitability. Each row in the solution represents a truck entry. The column “Pair” identifies

the pair of bins mixed to load a truck,“P1 Bu” and“P2 Bu” specifies the number of bushels

taken from each bin in the pair, “Protein” shows the weighted average protein level, “Load”

gives the total amount of wheat loaded in the truck, and “Elv” identifies the elevator where

the truck delivers the grain. The last truck entry (i.e., with bin pair (13, 1) shows that after

the first sweep in the lookup profit table, grain remained only in bin 13. Therefore, the

algorithm loaded a truck only with the remaining grain from bin 13 (no mixing cost was

incurred for this case) to utilize all the grain and maximize the profit.

On the surface, one may suppose that the Greedy solution should provide the optimal

results since it creates all possible combinations of mixes and selects the mix greedily based

on the maximum profit. This claim might be true if there existed an infinite number of

bushels in all of the bins. However, in the real world, our problem is constrained to consider

a limited (and possibly different) number of bushels for different bins, and loading a truck

greedily based on profit may not always be possible if there are no bushels left in a specific

bin. Furthermore, the truck might be partially filled based on the remaining bushels of bins,

giving a lower profit than in an infinite grain context. For example, if we look at the second

truck with bin pair (2, 5) in Table 4.4, it should provide a profit similar or slightly lower than

the profit from truck one. However, bin 2 has only 92.5 bushels left after filling up truck one

which is why truck two ended up being a partial fill truck with a profit much lower than the

maximum profit in the LPT. Therefore, for all the test cases, the Greedy solution not only

failed to provide optimal results but also gave a lower profit (in the artificial datasets) than
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the baseline no mix solution.

The complexity of the grain mixing problem (Section 3.3) suggests that finding

the optimal solution may not be feasible. The GreedyMix algorithm is simple and

computationally efficient, however, the solution may not be a quality solution. In the next

two chapters, we will utilize evolutionary approaches to solve the grain mixing problem.

They are stochastic algorithms and more complex than the deterministic approaches. We will

assess if the added complexity is beneficial to improve the overall solution quality compared

to the baseline approaches.
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Table 4.4: Complete Solution from GreedyMix algorithm for R 2017 dataset

# Pair Mix P1 Bu P2 Bu Protein Load Elv Profit

1 (2, 4) 0.90 7200.0 800.0 13.54 8000.0 3 42080.0

2 (2, 5) 0.10 92.5 800.0 11.17 892.5 2 3112.8

3 (9, 12) 0.89 6539.8 800.0 13.03 7339.8 2 35378.0

4 (15, 5) 0.79 2985.3 800.0 12.88 3785.3 3 17840.9

5 (3, 12) 0.70 5600.0 2400.0 12.50 8000.0 2 36560.0

6 (3, 12) 0.33 795.3 1600.0 12.24 2395.3 2 10123.0

7 (6, 12) 0.90 7200.0 800.0 12.52 8000.0 2 36240.0

8 (1, 6) 0.61 800.0 503.7 12.42 1303.7 1 5014.4

9 (11, 12) 0.77 4921.3 1489.7 12.30 6411.0 2 27753.2

10 (1, 4) 0.20 1600.0 6400.0 11.54 8000.0 2 34552.0

11 (1, 4) 0.64 2400.0 1325.5 11.97 3725.5 2 16049.3

12 (1, 5) 0.90 7200.0 800.0 12.18 8000.0 2 34480.0

13 (1, 5) 0.64 2836.8 1600.0 11.80 4436.8 2 19122.6

14 (14, 7) 0.90 7200.0 800.0 11.95 8000.0 2 33840.0

15 (14, 7) 0.61 1457.4 912.7 11.44 2370.1 1 9278.7

16 (16, 10) 0.90 7200.0 800.0 11.27 8000.0 1 33120.0

17 (16, 10) 0.70 5600.0 2400.0 11.01 8000.0 1 33120.0

18 (16, 10) 0.31 709.0 1600.0 10.51 2309.0 1 9024.0

19 (8, 10) 0.72 4192.7 1600.0 10.55 5792.7 1 23923.7

20 (5, 10) 0.66 1713.4 892.5 10.62 2605.9 1 10407.0

21 (13, 1) 0.00 5050.0 0.0 10.83 5050.0 1 20553.5

Total 112417.5 491573.0
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CHAPTER FIVE

GENETIC ALGORITHM GRAIN MIXING

The first evolutionary approach we developed to solve the grain mixing problem is based

on the genetic algorithm (GA). We introduced a novel permutation-based representation for

the evolutionary approaches tailored explicitly for the grain mixing problem. To be more

precise, we use the permutation of grain bins to specify an order for how to load trucks

so as ensure the constraints of the problem remain satisfied. And the objective function of

the evolutionary approaches is to find the best sequence of loaded trucks that maximizes the

overall profit through grain mixing. In this chapter, we discuss our specific implementation of

the GA approach for solving the grain mixing problem and present the experimental results

with a detailed analysis of the results.

5.1 Encoding

For an individual chromosome in the target population, we utilize a permuta-tion-

based representation where each gene in the chromosome is a unique tuple ⟨ID, bin pair, α⟩.

There are a total of 16 grain bins in our dataset, and we use 9 discrete mixing ratios α ∈

{0.1, 0.2, ..., 0.9}, which gives a total of 2, 160 unique mixes. It is similar to the lookup

profit table (LPT) defined for the deterministic GreedyMix approach where we created a

tabular form for all the mixes (see Table 4.1). The attribute ID in a gene represents an

integer identifier for each combination. Therefore, each ID in the chromosome is going to

appear exactly once to ensure a feasible solution in the search space. When generating a

potential solution for an individual, the mixing combination in each tuple is used for loading

trucks (fully/partially) as long as the bin pairs have grain left to do so. An example of the

chromosome representation is shown in Figure 5.1.
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1 2 3 m− 1 m

21,(1,4),0.3 309,(3,6),0.3 2,(1,2),0.2 · · · 981,(8,4),0.9 356,(3,11),0.5

Figure 5.1: Sample encoding for genetic algorithm

5.2 Initial Population

For the initial population P , we create N individuals where each individual’s chromo-

some consists of m random mixing combinations (without any duplicate ID) sampled from

the total 2160 combinations where the chromosome sizem is also a tunable parameter. These

m mixing combinations in the chromosome list are used for loading trucks when generating

a potential solution. Therefore, the size of m should be sufficiently large to transport all of

the grain to the elevator.

5.3 Fitness Function

The fitness of an individual I is calculated as follows:

fitness(I) = IndividualMix()

where the method IndividualMix takes the m mixing combinations from the individual’s

chromosome as input. To generate a feasible solution, it first calculates the maximum

profit that can be achieved for each combination (assuming a fully loaded truck for that

combination), and sorts the mixing combinations with respect to the maximum profit. Then,

it performs two sweeps in the sorted combination list in order to load the trucks. In the

first sweep, for a particular combination, if both bins in the combination have enough grain

left to load a truck fully/partially and can make a profit, it loads the truck and records the
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Algorithm 5.1 IndividualMix

1: Input: Individual chromosome of m mixing combinations (MC)

2: Output: Overall Profit, Loaded truck assignment

3: Sort MC with respect to the maximum profit

4: for each combination in the sorted MC:

5: if both bins have sufficient grain remaining:

6: Load truck fully/partially based on bin pair and mixing ratio

7: if truck makes profit: record profit

8: else: discard grain

9: for each combination in the unused sorted MC:

10: if single bin has sufficient grain remaining:

11: Load truck fully/partially from the single bin

12: if truck makes profit: record profit

13: else: discard grain

14: return sum of truck profits

profit. Otherwise, it discards the truck and moves to the next combination. In the second

sweep, it checks for unused combinations in the sorted list, and for a particular combination,

if a single bin has enough grain left to make a profit, it loads a truck without incurring any

mixing cost. The second sweep is important as the size of m is generally much lower than

the total 2,160 combinations, and some bin-pair combinations might not be present in the

chromosome list. if the size of m is close to the total number of mixing combinations, then

it will perform similarly to the greedy approach. Finally, the method loads l trucks out of

m mixing combinations (where l < m) ensuring all of the constraints remained satisfied and

returns the total profit of all loaded trucks. The pseudocode for IndividualMix is shown in

Algorithm 5.1.
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5.4 Selection

The GA uses tournament selection [50] to select parents from the current population

to generate new offspring for the next generation. A tournament consists of s randomly

selected individuals from the current population, and the individual with the highest fitness

(tournament winner) is added to the mating pool to generate new offspring. Several

“tournaments” take place in order to select enough parents from the population and to

generate new offspring for the next generation. The selection pressure that controls the

GA’s convergence rate depends highly on the tournament size.

5.5 Crossover

After the selection process, the GA applies a crossover operator to generate new

offspring. For this study, we adapted two different crossover operators – OX and PMX

– designed for handling permutation-based GA representations. A brief description of

these operators on the TSP representation is given in Section 2.2.4.1 and Section 2.2.4.2,

respectively. For the grain mixing representation, these operators closely follow the TSP

representation. However, the major difference is that, unlike TSP, the grain mixing

representation does not follow a strict permutation. In the permutation-based TSP

representation, all of the cities appear in the chromosome list and, based on the order in which

they are arranged, the fitness value changes. However, in the grain mixing representation, the

chromosome list will utilize a subset of the 2,160 mixing combinations, scanned according to

the permutation. Therefore, for two different individuals, the mixing combinations selected

in the chromosome may not be exactly the same.

For example, let us consider a total of 10 mixing combinations (i.e., ID ranging from 1

through 10) with arbitrary bin pairs and mixing ratios α. Let us assume the chromosome size

of an individual is 5 (i.e., we randomly draw 5 combinations out of the total 10 combinations).
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Figure 5.2: Proposed OX operator example

Figure 5.2 illustrates our proposed OX operator for generating two offspring from selected

parents for the grain mixing representation. Notice that the chromosome representation

in the parents does not contain the same elements unlike all the city vertices in the TSP

representation. Therefore, when generating offspring with the proposed OX operator, we

end up getting new offspring that contain genes from both parents and a slightly different

chromosome representation with respect to the parents. Thus the OX operator maintains

a feasible chromosome representation following the permutation representation and also

introduces new mixing combinations in the chromosome like a traditional one-point crossover

operator.

Figure 5.3 shows our proposed PMX operator on the example problem discussed above.

Like the OX operator, we used the permutation-based PMX operator to enforce feasibility in

the chromosome representation, and introducing new mixing combinations in the offspring
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Figure 5.3: Proposed PMX operator example

can be viewed as a traditional two-point crossover operator.

Another major difference with the permutation-based crossover operator is that our

fitness function sorts the mixing combinations in the chromosome based on the maximum

profit. Therefore the relative order in which the combinations appear does not affect the

fitness value; however, the permutation interpretation allows the problem constraints to

be enforced. Then introducing new mixing combinations in the chromosome list affects

the fitness value. Although a gene is represented by the tuple ⟨ID, bin pair, α⟩ where the

bin pair and mixing ratio α is used to load trucks in the fitness function, only the integer

combination ID is used to shuffle the genes in the proposed crossover operators.
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Figure 5.4: Proposed Mutation operator example

5.6 Mutation

After applying the crossover operator, the mutation operator is applied to the current

population to add diversity for the next generation. Our mutation operator randomly selects

a subset of individuals in the current population based on the mutation probability. Then, for

each selected individual, it swaps a randomly selected mixing combination in the chromosome

with a new mixing combination that is not already present in the chromosome. Finally, it

recalculates the fitness of the mutated individuals to obtain a feasible solution (fitness value).

Figure 5.4 shows an example of our mutation operator applied to an individual chromosome.

The chromosome representation is similar to the example problem that you used for the

crossover operator demonstration. In the figure, the randomly selected entry with ID 2 is

replaced by the combination ID 4 after the mutation step.

5.7 Experimental Design

For this study, we were able to collect real wheat harvest information for the years

2016 and 2017 from a Northwest Montana farmer. We created twelve additional datasets to

further evaluate the performance of the proposed grain mixing methods. For the detailed

description of the datasets, please see Section 3.4. The GA contains many hyperparameters

that need to be tuned to obtain a quality solution. Next, we discussed the hyperparameters
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Table 5.1: Parameter settings for the GA algorithm

#MaxIter Population #MC Tournament Mutation

500 200 50 5 0.2

used in the GA for solving the grain mixing problem.

For the initial population, the GA implementations create random individuals by taking

a small subset of the total mixing combinations to form the chromosome. The intuition was

that, for a small subset of the mixing combinations, the IndividualMix method would return a

different result than the GreedyMix algorithm based on the few choices of bin combinations.

The goal of the GA’s search mechanism is to find the best sequence from all the mixing

combinations for which the total profit is maximized. Therefore, chromosome size plays an

important role in the overall solution. The subset has to be selected in such a way that it

contains sufficient bin combinations to empty all of the grain in the bins. If the subset is too

small, then it may not contain an entry for a particular bin; therefore, all of the bushels of

that bin may go unused in the solution. If the subset is too large, then it will perform like

the GreedyMix algorithm with all of the choices for filling a truck.

The hyperparameters, along with the size of the chromosome used in the GA algorithm,

were tuned manually. We performed a grid search on the hyperparameters to find a suitable

set of parameters. We used a set of {30, 50, 100, 200, 500} for the population size, a set of

{2, 5, 10, 15} for the tournament size, and a set of {0.05, 0.1, 0.2} for the mutation probability.

For the chromosome size, we used subset size (i.e., the number of mixing combinations) ranges

from 50 to 100 mixing combinations with an increment of 10. As mentioned in the Random

search approach (Section 4.3), solutions obtained using 100 mixing combinations were able

to utilize all of the grain 90% of the time. For GA, it can be more flexible as the intuition

is that the individual with a lower fitness will eventually be replaced by an individual with
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higher fitness.

We performed the grid search on the real datasets to evaluate the solution quality

and selected the hyperparameters that provided the highest average profit. Table 5.1 shows

the selected parameter values used in the GA algorithm for all of the test cases. Column

#MaxIter represents the maximum generation number, and column #MC represents the

number of mixing combinations in the chromosome list (chromosome size).

5.8 Results and Analysis

5.8.1 Profitability Analysis

First, we show the performance of the proposed GA approach compared to the Random

search and the deterministic baseline methods for all test datasets in Table 5.2. The column

Dataset identifies which data was used by the algorithms to generate the results. The

notation R year indicates the real dataset for the respective year. RF year indicates the

flipped market version of the real datasets, and A∗ year indicates the artificial datasets for

each of the respective years. The values in the table show the overall profit obtained by each

algorithm, expressed in thousands of US dollars. For GA, there are two versions, one for

each of the different adapted operators (i.e., OX and PMX). The overall profit from the GA

and the Random search are the mean and standard deviation over 10 runs of experiments;

however, the profit did not change for the deterministic algorithms (Greedy, and NoMix).

The bold values represent the maximum profit obtained across the algorithms for a respective

dataset, and the underline values represent a sufficient profit increase from the base NoMix

solution (which is more than $5000 in our case).

Based on the profit obtained from different methods, we note that the proposed GA

leads to a higher overall profit compared to the baseline NoMix solution in every case. GA’s

adapted OX and PMX operators consistently provided a sufficient profit increase for all

the real and artificial datasets. Comparing the two crossover operators of the GA, the PMX
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Table 5.2: Performance of the proposed GA algorithm (Profit in thousands of dollars)

Dataset
GA

Random Greedy NoMix
OX PMX

R 2016
435.3 435.5 427.5

430.5 424.5±1.04 ±1.53 ±0.86

R 2017
495.5 496.1 489.7

491.6 487.1±0.59 ±0.98 ±0.53

RF 2016
505.3 506.0 500.9

499.9 499.7±1.03 ±0.54 ±0.63

RF 2017
427.6 428.7 420.6

423.1 418.0±1.36 ±1.34 ±0.60

A1 2016
416.6 418.2 405.6

394.5 395.4±1.39 ±2.08 ±1.21

A2 2016
562.2 563.9 548.9

533.1 545.2±2.44 ±1.85 ±2.24

A3 2016
589.8 592.6 568.3

543.9 569.9±2.63 ±1.91 ±3.39

A4 2016
575.3 576.6 556.4

520.4 539.9±1.60 ±1.91 ±1.92

A5 2016
534.9 536.4 512.7

496.9 512.2±1.59 ±1.53 ±2.51

A1 2017
621.8 623.9 595.8

581.7 608.9±3.38 ±2.37 ±2.28

A2 2017
537.0 539.4 520.1

515.8 520.6±2.16 ±1.98 ±1.68

A3 2017
675.3 678.5 661.8

655.8 643.9±1.49 ±1.96 ±2.32

A4 2017
451.3 452.7 442.4

435.6 430.1±1.56 ±0.87 ±1.16

A5 2017
684.5 687.0 670.9

656.0 663.5±1.58 ±2.71 ±2.95

operator for all test cases provided a higher profit than the OX operator. The increased profit

from the artificial datasets also suggests that mixing grain always improves the profitability
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of the farmers.

The overall profit from the Random and Greedy algorithms are consistently lower than

the GA for all test cases. Furthermore, for most of the test cases, they failed to provide a

sufficient profit increase from the base solution, and for some datasets yielded a profit lower

than the base solution. Based on the performance of the Random algorithm, it is evident

that the GA is effectively exploring the search space to find a better solution, and the greedy

solution suggests that the added complexity of the evolutionary approaches is beneficial

for finding a better overall profit. Unfortunately, the cost associated with the production

(harvesting) was not provided to us, which would be necessary to present a more complete

estimate of profit.

The results obtained from GA crossover operators and Random search algorithms

are stochastic. To that extent, we performed statistical significance testing between these

algorithms to assess if the difference in results is statistically significant or not. We utilized

a paired t-test [65] for the significance testing and used a threshold of α = 0.05 for the

p-value. Table 5.3 shows the significance testing between these algorithms. The header rows

and columns represent which two algorithms were compared. The values represent a 3-tuple,

where the first value indicates for how many datasets the row algorithm’s profit was better

than the column algorithm, the second value indicates for how many datasets the column

algorithm’s profit was better than the row algorithm, and the third value indicates for how

many datasets the difference was not statistically significant. We have a total of 14 datasets,

and each 3-tuple sums up to 14.

As we can see in Table 5.3, GA’s OX and PMX operators significantly improved the

profit compared to the Random search algorithm for all of the datasets. For OX and PMX

operators, we notice that PMX was able to provide a better profit for 13 of the datasets

compared to the OX operator, which differed from our proposed hypothesis. We hypothesized

these two crossover operators to have similar solution quality.



69

Table 5.3: Statistical significance testing between GA and Random algorithms

OX PMX Random

OX N/A 0, 13, 1 14, 0, 0

PMX 13, 0, 1 N/A 14, 0, 0

Random 0, 14, 0 0, 14, 0 N/A

The adapted PMX operator generates offspring similar to a traditional two-point

crossover operator, whereas the adapted OX operator is similar to a one-point crossover.

Due to our permutation representation, it may be possible that the adapted OX operator

with a single random cut point is favoring one of the parent’s genes more than the other

when generating new offspring. However, for the adapted PMX, which randomly selects two

cut points, the generated offspring are more likely to share genes from both parents, which

may explain the performance difference. We presented a population diversity analysis in

Section 5.8.2 to further evaluate the performance difference between these two operators.

Next, we examine the best complete solutions obtained from the GA with the OX

operator in Table 5.4 and the PMX operator in Table 5.5 for the real R 2017 dataset. In

these tables, each row represents a separate truck entry. The column name “Pair” identifies

the pair of bins mixed to load a truck, “P1 Bu” and “P2 Bu” specify the number of bushels

taken from each bin in the pair, “Protein” shows the weighted average protein level, “Load”

gives the total amount of wheat loaded in the truck (max 8,000 bu) and “Elv” identifies the

elevator where the truck delivers the grain.

The mixing ratio of the last four truck entries (i.e., from 16 to 19) in the OX solution

(Table 5.4) is 0, which indicates that after the first sweep in the mixing combination

(chromosome list), sufficient grain remained in bin 12 and bin 16. This implies that the

chromosome in the best individual does not contain any combination with bin pair (12, 16).
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Table 5.4: Best solution from GA(OX) for R 2017 dataset

# Pair Mix P1 Bu P2 Bu Protein Load Elv Profit

1 (9, 2) 0.50 4000.0 4000.0 13.47 8000.0 3 41600.0

2 (15, 2) 0.65 2985.3 1600.0 13.54 4585.3 3 23843.6

3 (9, 2) 0.60 2539.8 1692.5 13.40 4232.3 3 22008.1

4 (3, 12) 0.80 6395.3 1600.0 12.57 7995.3 2 36538.5

5 (1, 6) 0.10 800.0 7200.0 12.55 8000.0 2 36080.0

6 (1, 4) 0.20 1600.0 6400.0 11.54 8000.0 2 34552.0

7 (6, 4) 0.19 503.7 2125.5 11.58 2629.2 2 11126.1

8 (1, 5) 0.60 4800.0 3200.0 11.74 8000.0 2 34480.0

9 (1, 7) 0.77 5600.0 1712.7 11.87 7312.7 2 31298.2

10 (10, 11) 0.50 4000.0 4000.0 11.25 8000.0 1 33912.0

11 (1, 8) 0.56 2036.8 1600.0 11.62 3636.8 2 15274.7

12 (14, 5) 0.61 4000.0 2513.4 11.64 6513.4 2 27486.4

13 (13, 11) 0.84 4800.0 921.3 11.08 5721.3 1 23972.3

14 (14, 8) 0.64 4657.4 2592.7 11.62 7250.1 2 30232.8

15 (13, 10) 0.07 250.0 3292.5 10.16 3542.5 1 14052.2

16 (12, 9) 0.00 5489.7 0.0 12.01 5489.7 2 23770.3

17 (14, 16) 0.00 0.0 4000.0 11.40 4000.0 1 16680.0

18 (5, 16) 0.00 0.0 5600.0 11.40 5600.0 1 23352.0

19 (16, 4) 0.00 3909.0 0.0 11.40 3909.0 1 16277.8

Total 112417.5 496537.0

Therefore, it loaded the truck separately with the remaining grain without incurring any

mixing cost. Without bin pair (12, 16), this solution provided the highest profit for the
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Table 5.5: Best solution from GA(PMX) for R 2017 dataset

# Pair Mix P1 Bu P2 Bu Protein Load Elv Profit

1 (9, 2) 0.60 2539.8 1692.5 13.40 4232.3 3 22008.1

2 (9, 2) 0.50 4000.0 4000.0 13.47 8000.0 3 41600.0

3 (3, 12) 0.70 5600.0 2400.0 12.50 8000.0 2 36560.0

4 (6, 12) 0.90 7200.0 800.0 12.52 8000.0 2 36240.0

5 (15, 2) 0.65 2985.3 1600.0 13.54 4585.3 3 23843.6

6 (3, 6) 0.61 795.3 503.7 12.66 1299.0 2 5318.1

7 (8, 12) 0.29 1600.0 3889.7 11.64 5489.7 2 23764.8

8 (1, 4) 0.30 2400.0 5600.0 11.63 8000.0 2 34552.0

9 (1, 4) 0.58 4000.0 2925.5 11.91 6925.5 2 29911.2

10 (1, 5) 0.50 4000.0 4000.0 11.60 8000.0 2 34480.0

11 (1, 7) 0.72 4436.8 1712.7 11.77 6149.5 2 26319.7

12 (10, 11) 0.60 4800.0 3200.0 11.02 8000.0 1 33912.0

13 (14, 13) 0.70 5600.0 2400.0 11.74 8000.0 2 33760.0

14 (14, 5) 0.64 3057.4 1713.4 11.68 4770.8 2 20132.6

15 (13, 11) 0.61 2650.0 1721.3 11.43 4371.3 1 18315.8

16 (16, 10) 0.80 6400.0 1600.0 11.14 8000.0 1 33120.0

17 (8, 10) 0.74 2592.7 892.5 10.56 3485.2 1 14301.1

18 (16, 1) 0.00 7109.0 0.0 11.40 7109.0 1 29644.5

Total 112417.5 497783.6

GA with the OX operator. We observed a similar scenario in the PMX solution (Table

5.5) where the last truck entry (truck 18) shows a mixing ratio of 0, and sufficient grain

remained in bin 16. Both best solutions loaded grain from bin 16 separately, which implies
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that mixing bin 16 with other bins might reduce the overall profit. We also observed that

the best PMX solution was able to load all the grains using 18 trucks whereas the best OX

solution required 19 trucks thus providing a better overall profit. A complete solution from

the mixing algorithms shows a farmer how to load each truck with bushels from respective

bins to generate the solution’s overall profit.

5.8.2 Population Diversity

The GA often suffers from prematurely converging into a local optimum due to loss of

diversity in the population. One approach to evaluate this is by considering the extent to

which population diversity is lost as evolution proceeds. Therefore, we completed an analysis

of population diversity for the proposed GA approach.

5.8.2.1 Fitness Diversity One common approach to monitoring population diversity is

to track the fitness values of the individual in each generation. To assess the population

diversity, we tracked the fitness (profit) of the best individual and the average fitness of the

population in each generation. Figure 5.5 shows the fitness diversity of the best solutions

obtained from the OX and the PMX operator for the real 2016 and 2017 datasets. The y axis

in the subfigures represents the profits in thousands of US dollars. The average population

fitness curve (i.e., the blue line) for all of the subfigures is not smooth as GA’s crossover

and mutation operator may create a new individual with a lower/higher fitness providing a

lower/higher average profits. We observe that the average fitness curve tends to converge to

the generation best for both OX and PMX indicating a loss in the population diversity in

terms of the fitness values.

5.8.2.2 Genotypic and Phenotypic Diversity Since our permutation-based GA repre-

sentation is composed of mixing combinations, for different mixing combinations the fitness

might be similar. Therefore, in our case, using only fitness values to monitor diversity
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Figure 5.5: Fitness Diversity of the OX and PMX operator

may not portray the actual scenario. Moreover, not all of the mixing combinations in the

chromosome are used in the final solution returned by the IndividualMix method due to

varying grain content in the bins. Therefore, we analyzed both ‘Genotypic diversity’, which

compares mixing combinations in the chromosome between two individuals (i.e., structural

differences), and ‘Phenotypic diversity’, which compares the actual mixing combinations used

in the final solution (generated by IndividualMix ) between two individuals (i.e., behavioral

differences). A survey for different population diversity measures for permutation-based GA

was presented in [82].

To compute diversity, we used Levenshtein distance (i.e., edit distance) [44] to compare
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different mixing combinations. Levenshtein distance is used to measure the distance between

two strings by determining the minimum number of insertions, deletions, and substitutions

required to transform one string into another. To use Levenshtein distance for our diversity

measure, we encoded the mixing combinations to make them into strings. Recall that a

mixing combination is a tuple ⟨bin pair 1, bin pair 2, α⟩. We have 16 bins in our datasets,

which are encoded hexadecimally (from 0 to F ), and 10 mixing ratios (including 0, meaning

no mixing) that are encoded from 0 to 9. For example, the string encoding for the

combination ⟨2, 15, 0.6⟩ becomes “1E6”. In this way, all of the mixing combinations in a

chromosome are transformed into a sequence of strings.

When generating the final solution, a mixing ratio may not be a single decimal value

due to having a partially loaded truck. In that case, the value is encoded to the closest

integer (e.g., 0.64 would be encoded to 6). As measuring edit distance between all pairs of

individuals for all of the generations is computationally expensive, we used the generation

best individual as a reference point. All other individuals in the current population were

compared against the generation best individual for measuring the distance.

Figure 5.6, and Figure 5.7 shows the fitness, genotypic and phenotypic diversity of the

best solutions obtained from the OX and the PMX operator for the real 2016 and 2017

datasets. Each row shows the population diversity using the proposed crossover operator

for respective datasets; column (a) shows the genotypic diversity, and column (b) shows the

phenotypic diversity. For each subfigure, the x axis represents the generation number, the

left y axis represents the edit distance, and the right y axis represents the fitness (profit) in

thousands of US dollars. The top red line shows the best individual fitness for the current

generation, and the lower blue line represents the average population fitness for the current

generation. The box plots show the edit distance statistics of the individuals after every

50 generation. GA uses 50 mixing combinations in the chromosome, which is why the

maximum edit distance between two individuals would be 150 if all the combinations were
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Figure 5.6: Population diversity of the OX and PMX operator in R 2016 dataset

different (since each combination is encoded by a three-character value) for the genotypic

conversion. For the phenotypic diversity, the actual mixing combinations used to load the

trucks range from approximately 18 to 25, and the maximum distance could be 75 or higher.

Although the average fitness curve in the diversity plot seems to converge on the

generation best, the edit distance box plots show that there is diversity both in the

chromosome representation (genotypic) and actual (phenotypic) solutions. For the edit

distance, we observe a high variance at the beginning, and as the evolution progress, more

individuals in the population tend to align with the generation best. For both datasets, the
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Figure 5.7: Population diversity of the OX and PMX operator in R 2017 dataset

genotypic and the phenotypic diversity of the PMX operator seems to control the population

diversity slightly better than the OX operator. This phenomenon might explain why the

PMX provided a better solution for all test cases compared to OX.

In conclusion, the proposed GA approach was able to find solutions with increased

overall profit for both real and artificial datasets. Moreover, for all cases, the increased

profit obtained from GA variants is sufficient to invest in the protein tracking device. The

experimental results suggest that the added complexity of the proposed GA approach is

beneficial to improve the overall profitability compared to the baseline approaches.
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CHAPTER SIX

DIFFERENTIAL EVOLUTION GRAIN MIXING

We adapted Differential Evolution (DE) as the second evolutionary approach for solving

the grain mixing problem. The permutation-based representation for DE is similar to the

GA approach; however, the main difference lies in the computational steps and the search

mechanism. DE iteratively tries to improve the candidate solutions based on the fitness

function using the recombination operators that are different compared to GA. In this

chapter, we present our specific implementation of the DE algorithm for solving the grain

mixing problem, the experimental results, comparative analysis of DE with GA and the

deterministic approaches along with a detailed analysis of the results.

6.1 Encoding, Initial Population, and Fitness

The encoding, initial population, and fitness function used in DE are the same as in

GA (see Chapter 5). The main differences lie in the ‘Mutation’, ‘Crossover’, and ‘Selection’

operators. Next, we discuss our specific implementation of these operators in the context of

DE.

6.2 Mutation

For this study, we used two differential mutation operators. The first one is an

adaptation of Relative Position Indexing (RPI) as described in Section 2.3.4.1. The

chromosome in an individual consists of a subset of the total mixing combinations, and

two individuals may contain different mixing combinations in the chromosome. Therefore,

we need to adapt the RPI operator to fit our problem description. To illustrate the adapted

RPI, let us consider three donor vectors xr1, xr2, and xr3. Assume there are a total of 10
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mixing combinations, and the vector length of each donor vector is 5 (i.e., randomly take 5

combinations out of 10). The donor vector’s representation is as follows (note that the bin

pair and mixing ratio are excluded for simplicity):

xr1 =

[
9 4 6 1 3

]
xr2 =

[
7 10 2 4 8

]
xr3 =

[
3 10 9 1 4

]

From these, we create a union vector that includes all of the different combination IDs from

the three donor vectors. We need the union vector to compute the relative indexing of the

mutant vector as the donor vector does not represent exact permutation. The union vector

is computed as follows:

U = xr1 ∪ xr2 ∪ xr3

=

[
1 2 3 4 6 7 8 9 10

]

The next step is to transform all of the integer values to floating-point values by dividing

each vector element by the largest integer in the vector list and then mapping these values

back onto the original donor vectors as follows:

U(f) =

[
0.1 0.2 0.3 0.4 0.6 0.7 0.8 0.9 1.0

]
x(f)r1 =

[
1.0 0.44 0.67 0.11 0.33

]
x(f)r2 =

[
0.7 1.0 0.2 0.4 0.8

]
x(f)r3 =

[
0.3 1.0 0.9 0.1 0.4

]
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Next, the standard DE mutation operator is applied to the real-valued donor vectors to

obtain the real-valued mutant vector (suppose F = 0.5) as follows:

v(f) = x(f)gr1 + F × (x(f)gr2 − x(f)gr3)

=

[
1.2 0.44 0.32 0.26 0.53

]

The final step is to convert the floating mutant vector to an integer-valued mutant vector. To

do that, we use the floating union vector. Each value in v(f) is compared against the values

in U(f) and for the U(f) value for which the distance is the minimum, the corresponding

integer combination ID from U is selected to replace the floating-point value. The ID which

has been assigned to the mutant vector is removed from the list U and U(f) to avoid any

duplicate entry. The procedure is illustrated as follows:

U =

[
1 2 3 4 6 7 8 9 10

]
U(f) =

[
0.1 0.2 0.3 0.4 0.6 0.7 0.8 0.9 1.0

]
v(f) =

[
1.2 0.44 0.32 0.26 0.53

]
v =

[
10 4 3 2 6

]

The second differential mutation operator is the Generation Best Perturbation (GBP)

as described in Section 2.3.4.2. Our proposed GBP operator works as follows. Two random

individuals along with the generation best individual are selected from the target population

(all mutually exclusive), and the differential variation is achieved by deleting some genes

from the generation best individual and inserting new genes from the two random individuals

depending on the mutation factor. The mutation factor controls the rate of perturbation of

genes in the best individual to create the mutant vector. The modified GBP operator can
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be represented as follows:

vgi,j =


xg
best,k if 0 ≤ qj ≤ F

xg
r2,l if F ≤ qj ≤

(
F + (1−F )

2

)
xg
r3,m if

(
F + (1−F )

2

)
≤ qj ≤ 1

where, qi is a random number between (0, 1) and F ∈ [0, 1] is the mutation factor.

The resulting mutation can be thought of as a probability measure. For an F value

of 0.5, the mutant vector has a 50% probability to copy a gene from x best and a 25%

probability to copy a gene from donor vector xr2 and a 25% probability, to copy a gene from

the donor vector xr2. If the gene is already present in the mutant vector, it moves to the

next index until it finds a valid gene entry.

For example, let us consider the same donor vectors that we used in the RPI example.

With a mutation factor of 0.5 and q ∼ U(0, 1), the mutation vector v can be obtained as

follows:

q =

[
0.57 0.19 0.32 0.84 0.07

]
xbest =

[
9 4 6 1 3

]
xr2 =

[
7 10 2 4 8

]
xr3 =

[
3 10 9 1 4

]
v =

[
7 9 4 3 6

]
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6.3 Crossover

After creating the mutant vector, binomial crossover is performed between the target

vector xg
i and the mutant vector vgi to create the trial vector ug

i . The crossover operation

is similar to the standard DE crossover, however, in our implementation, the trial vector

first copies the chromosome of the mutant vector vi,g and replaces the gene with the target

vector xi,g only if it is not already present in the trial vector and the crossover condition

(rand(0, 1) ≤ CR or j = jrand) condition is satisfied.

6.4 Selection

The selection operator is the same as standard DE. It selects the better individual by

comparing the fitness of the trial vector ui,g and the target vector xi,g. If the trial vector

has a higher fitness value than the target vector, the target vector is replaced by the trial

vector for the next generation. Otherwise, the trial vector is discarded and the target vector

remains in the population for the next generation.

6.5 Experimental Design

Similar to the other grain mixing approaches, we used the two real datasets along with

the twelve additional datasets to evaluate the performance of the DE algorithm. The dataset

descriptions are given in Section 3.4. The hyperparameters along with the chromosome

size used in DE were tuned manually. Similar to the GA approach, we followed a grid

search to determine the best set of parameters. We used a set of {30, 50, 100, 200, 500} for

the population size, a set of {0.3, 0.4, 0.5, 0.6} for the mutation probability, and a set of

{0.6, 0.7, 0.8, 0.9} for the crossover rate. For the chromosome size, we used subset size (i.e.,

the number of mixing combinations) ranges from 50 to 100 mixing combinations with an
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Table 6.1: Parameter settings for the DE algorithm

#MaxIter Population #MC CR Mutation

500 100 100 0.9 0.5

increment of 10.

We performed the grid search on the real datasets to evaluate the solution quality

and selected the hyperparameters that provided the highest average profit. Table 6.1 shows

the selected parameter values used in the DE algorithm for all of the test cases. Column

#MaxIter represents the maximum generation number, column #MC represents the number

of mixing combinations in the chromosome list (chromosome size), and CR represents the

crossover rate.

The solution obtained from DE is compared against the GA approach to evaluate if

there is any significant profit increase using the DE search technique. We also consider the

solution obtained from Random search and other deterministic approaches (i.e., Greedy and

NoMix ) to assess DE’s overall solution quality.

DE is also a stochastic algorithm similar to GA and baseline Random search algorithm.

Therefore, we ran 10 experiments for each dataset and recorded the average overall profit to

get a fair comparison with the other stochastic approaches.

6.6 Results and Analysis

6.6.1 Profitability Analysis

Table 6.2 shows the performance of all of the approaches (i.e., stochastic and

deterministic) that we used for solving the grain mixing problem studied in this thesis. The

column Dataset identifies which data was used by the algorithms to generate the results.

The notation R year indicates the real dataset for the respective year. RF year indicates
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the flipped market version of the real datasets, and A∗ year indicates the artificial datasets

for each of the respective years. The values in the table show the overall profit obtained by

each algorithm, expressed in thousands of US dollars. For DE, we adapted two differential

mutation operators: RPI and GBP, and for GA we have two versions with the adapted OX

and PMX crossover operators. The overall profit from the stochastic algorithms are the

mean and standard deviation over 10 runs of experiments; the profit did not change for the

deterministic algorithms (i.e., Greedy and NoMix ) so they were run only once. The bold

values represent the maximum profit obtained across the algorithms for a respective dataset,

and the underline values represent a sufficient profit increase from the base NoMix solution

(which is more than $5000 in our case).

Based on different algorithms’ performance, it is evident that the evolutionary

approaches lead to a higher overall profit compared to the NoMix solution in every case. For

all datasets, DE’s GBP operator along with the GA’s OX and PMX operators consistently

provided a sufficient profit increase compared to the baseline Random search and no mixing

solutions. However, for DE, the RPI operator did not perform as well as the GBP operator.

Although RPI provided a sufficient profit increase for most of the datasets (except for two),

the profit from RPI is consistently lower than the other evolutionary operators for most of

the test cases. And, comparing all evolutionary approaches, DE with the GBP operator

performed best for the real and flipped datasets, whereas the GA with the PMX operator

performed best for all the artificial datasets.

The profit obtained from the DE’s RPI operator was still able to provide a better profit

than the Random search and the Greedy approach for all test cases. A possible reason for

why DE’s RPI operator consistently provided a lower profit than the GBP operator might be

in the core design of the RPI operator. The RPI operator is designed to function similarly

to the original DE mutation for solving the continuous search space problem. For strict

permutation problems (e.g., TSP), converting the fractional values to the integer domain may
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Table 6.2: Performance of the different algorithms (profit in thousands of dollars)

Dataset
DE GA

Random Greedy NoMix
RPI GBP OX PMX

R 2016
430.9 436.0 435.3 435.5 427.5

430.5 424.5±0.48 ±0.50 ±1.04 ±1.53 ±0.86

R 2017
494.2 497.1 495.5 496.1 489.7

491.6 487.1±0.77 ±0.74 ±0.59 ±0.98 ±0.53

RF 2016
502.8 506.2 505.3 506.0 500.9

499.9 499.7±0.38 ±0.37 ±1.03 ±0.54 ±0.63

RF 2017
424.0 429.1 427.6 428.7 420.6

423.1 418.0±0.96 ±0.67 ±1.36 ±1.34 ±0.60

A1 2016
411.2 417.1 416.6 418.2 405.6

394.5 395.4±1.02 ±1.34 ±1.39 ±2.08 ±1.21

A2 2016
558.0 562.7 562.2 563.9 548.9

533.1 545.2±1.32 ±2.04 ±2.44 ±1.85 ±2.24

A3 2016
583.1 588.7 589.8 592.6 568.3

543.9 569.9±1.90 ±1.73 ±2.63 ±1.91 ±3.39

A4 2016
566.9 572.8 575.3 576.6 556.4

520.4 539.9±1.96 ±1.98 ±1.60 ±1.91 ±1.92

A5 2016
527.3 533.8 534.9 536.4 512.7

496.9 512.2±1.13 ±1.98 ±1.59 ±1.53 ±2.51

A1 2017
610.2 620.8 621.8 623.9 595.8

581.7 608.9±2.43 ±3.31 ±3.38 ±2.37 ±2.28

A2 2017
529.5 538.4 537.0 539.4 520.1

515.8 520.6±1.75 ±1.33 ±2.16 ±1.98 ±1.68

A3 2017
668.4 676.1 675.3 678.5 661.8

655.8 643.9±1.37 ±1.58 ±1.49 ±1.96 ±2.32

A4 2017
449.4 452.5 451.3 452.7 442.4

435.6 430.1±1.24 ±1.06 ±1.56 ±0.87 ±1.16

A5 2017
677.0 686.2 684.5 687.0 670.9

656.0 663.5±1.11 ±2.36 ±1.58 ±2.71 ±2.95

be an appropriate choice, however, in our case, we have a pseudo permutation representation

for which the fractional conversion may be favoring a particular set of combinations.
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Table 6.3: Statistical significance testing on the stochastic algorithms

RPI GBP OX PMX Random

RPI N/A 0, 14, 0 0, 14, 0 0, 14, 0 14, 0, 0

GBP 14, 0, 0 N/A 9, 3, 2 1, 9, 4 14, 0, 0

OX 14, 0, 0 3, 9, 2 N/A 0, 13, 1 14, 0, 0

PMX 14, 0, 0 9, 1, 4 13, 0, 1 N/A 14, 0, 0

Random 0, 14, 0 0, 14, 0 0, 14, 0 0, 14, 0 N/A

Table 6.3 shows the statistical significance testing between all of the stochastic

algorithms. For the significance testing, we utilized a paired t-test [65] and used a threshold

of α = 0.05 for the p-value. The header rows and columns represent which two algorithms

were compared. The values represent a 3-tuple, where the first value indicates for how

many datasets the row algorithm’s profit was better than the column algorithm, the second

value indicates for how many datasets the column algorithm’s profit was better than the

row algorithm, and the third value indicates for how many datasets the difference was not

statistically significant. We have a total of 14 datasets, and each 3-tuple sums up to 14.

As we can see in Table 6.3, similar to GA’s crossover operators, DE’s RPI and GBP

operator significantly improved the profit compared to the Random search algorithm for all

of the datasets. All of the proposed recombination operators provided a significant profit

increase compared to the baseline Random algorithm as we hypothesized. However, we also

hypothesized the four recombination operators to perform the same, which did not turn out

to be true. DE’s RPI operator consistently provided a lower profit compared to the other

three recombination operators for all of the datasets. As mentioned earlier, the RPI operator

transforms the integer permutation vectors into real-valued vectors, which for our pseudo-

permutation representation may not be an appropriate choice. We presented a population
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diversity analysis in Section 6.6.2 to further analyze RPI’s behavior.

Comparing the performance of the GBP, PMX, and OX operators, we notice that for our

experiments, GA’s PMX operator performed the best, followed by DE’s GBP operator. The

GBP operator significantly performed better than the PMX operator for only one dataset

(R 2017) with four other datasets where the difference was not statistically significant.

Moreover, for nine of the datasets, GBP’s performance was better than OX, and for two

of the datasets, the difference was not statistically significant. Overall, DE’s GBP operator’s

performance was competitive compared to the GA’s PMX operator for our test cases.

We present the best solution obtained from the DE’s RPI operator in Table 6.4, and

GBP operator in Table 6.5 for the real R 2017 dataset. In these tables, each row represents

a separate truck entry. The column “Pair” identifies the pair of bins mixed to load a

truck, “P1 Bu” and “P2 Bu” specify the number of bushels taken from each bin in the

pair, “Protein” shows the weighted average protein level, “Load” gives the total amount of

wheat loaded in the truck (max 8,000 bu) and “Elv” identifies the elevator where the truck

delivers the grain.

As can be seen from the tables, both best solutions were able to utilize all of the

bushels. The profit obtained from the RPI solution is almost $3000 less than the GBP

solutions. This means some of the bin pair combinations taken by the RPI solutions may

not be the best choice for filling a truck. For example, in the RPI solution (Table 6.4),

all of the trucks mixed bins from a bin pair including the bin 16. However, in the GBP

solution (Table 6.5), we observe that the last three trucks were loaded with grain from bin

16 without any mixing. We observe a similar pattern in the GA’s OX and PMX best solution

where bin 16 was taken separately without any mixing (see Section 5.8.1, Table 5.4 and 5.5).

From these observations, taking bin 16 separately seems to be a better choice to increase

the profitability. This means that the best RPI individual did not have a set of bin pair

combinations for which it can load grain from bin 16 separately. A possible reason may
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Table 6.4: Best solution from DE(RPI) for R 2017 dataset

# Pair Mix P1 Bu P2 Bu Protein Load Elv Profit

1 (1, 2) 0.20 1600.0 6400.0 13.49 8000.0 3 41992.0

2 (15, 2) 0.77 2985.3 892.5 13.50 3877.8 3 20147.5

3 (3, 9) 0.11 800.0 6539.8 13.10 7339.8 2 34937.6

4 (1, 6) 0.10 800.0 7200.0 12.55 8000.0 2 36080.0

5 (1, 3) 0.30 2400.0 5595.3 12.59 7995.3 2 35659.0

6 (8, 12) 0.30 2400.0 5600.0 11.62 8000.0 2 34632.0

7 (1, 4) 0.20 1600.0 6400.0 11.54 8000.0 2 34552.0

8 (1, 4) 0.65 4000.0 2125.5 11.98 6125.5 2 26456.0

9 (1, 5) 0.58 4436.8 3200.0 11.72 7636.8 2 32914.6

10 (10, 11) 0.50 4000.0 4000.0 11.25 8000.0 1 33912.0

11 (14, 7) 0.77 5600.0 1712.7 11.72 7312.7 2 30932.6

12 (16, 12) 0.76 4800.0 1489.7 11.55 6289.7 2 26605.3

13 (16, 6) 0.91 4800.0 503.7 11.51 5303.7 2 22381.5

14 (14, 5) 0.55 3057.4 2513.4 11.57 5570.8 2 23508.6

15 (16, 11) 0.63 1600.0 921.3 11.76 2521.3 1 10172.1

16 (16, 10) 0.74 2309.0 800.0 11.07 3109.0 1 12710.9

17 (13, 10) 0.68 5050.0 2400.0 10.60 7450.0 1 30470.5

18 (8, 10) 0.95 1792.7 92.5 10.69 1885.2 1 7405.1

Total 112417.5 495469.3

be the DE with the RPI operator was converging slowly. We considered a maximum of 500

iterations for each evolutionary algorithm and maybe with more iterations, the RPI operator

would eventually find a solution similar to the other operators.
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Table 6.5: Best solution from DE(GBP) for R 2017 dataset

# Pair Mix P1 Bu P2 Bu Protein Load Elv Profit

1 (6, 2) 0.30 2400.0 5600.0 13.42 8000.0 3 41920.0

2 (15, 2) 0.64 2985.3 1692.5 13.54 4677.8 3 24324.6

3 (9, 12) 0.89 6539.8 800.0 13.03 7339.8 2 35378.0

4 (3, 12) 0.80 6395.3 1600.0 12.57 7995.3 2 36538.5

5 (1, 6) 0.23 1600.0 5303.7 12.52 6903.7 2 31135.6

6 (11, 7) 0.74 4800.0 1712.7 11.85 6512.7 2 28134.7

7 (10, 12) 0.25 1600.0 4689.7 11.54 6289.7 2 27171.4

8 (1, 4) 0.40 3200.0 4800.0 11.73 8000.0 2 34552.0

9 (1, 4) 0.39 2400.0 3725.5 11.72 6125.5 2 26456.0

10 (1, 5) 0.60 4800.0 3200.0 11.74 8000.0 2 34480.0

11 (1, 5) 0.53 2836.8 2513.4 11.64 5350.2 2 23059.2

12 (10, 11) 0.97 4000.0 121.3 10.18 4121.3 1 16646.0

13 (14, 13) 0.70 5600.0 2400.0 11.74 8000.0 2 33760.0

14 (14, 13) 0.54 3057.4 2650.0 11.53 5707.4 2 24085.2

15 (8, 10) 0.71 4192.7 1692.5 10.54 5885.2 1 24305.8

16 (16, 2) 0.00 4800.0 0.0 11.40 4800.0 1 20016.0

17 (16, 12) 0.00 4000.0 0.0 11.40 4000.0 1 16680.0

18 (3, 16) 0.00 0.0 4709.0 11.40 4709.0 1 19636.5

Total 112417.5 498279.5

6.6.2 Population Diversity

One of the questions to be addressed is whether or not the DE variants are converging

prematurely. To address this, we completed an analysis of the fitness diversity in the
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population along with the genotypic and phenotypic diversity for both DE variants.

6.6.2.1 Fitness Diversity Similar to the GA fitness diversity approach, we tracked the

best individual fitness (profit) and the average fitness of the population in each generation

to assess the fitness diversity for the DE variants. We show the fitness diversity plot for the

best solution obtained by DE’s RPI and GBP operator for the real 2016 and 2017 datasets

in Figure 6.1. The y axis in the subfigures specify profit in thousands of US dollars. As can

be seen, unlike the GA fitness curve, the average fitness curve in DE is a smooth increasing

curve portraying the search mechanism difference between these two algorithms. In DE, an

individual in the current population is only replaced by a better-fit individual created by

the mutation and crossover operator. Therefore, as evolution progress, more fit individuals

appear in the population increasing (or may remain the same in case of loss of diversity) the

average population fitness. Also, comparing the fitness curve of the RPI and GBP operator

for both datasets, we notice a huge gap between the generation best and the average fitness

curve for the RPI operator indicating a slow convergence rate. However, the average fitness

curve of the GBP operator seems to close the gap with the generation best curve which may

explain the better performance of the GBP operator.

6.6.2.2 Genotypic and Phenotypic Diversity We followed a similar approach like GA

to measure the genotypic and phenotypic diversity in the DE variants. To do that, we

had to convert the set of mixing combinations in an individual into a series of strings

and used edit distance measures to compute how different each individual is. We encoded

each mixing combination with a 3 character symbol. For genotypic diversity, we used the

mixing combinations in the chromosome, and for phenotypic diversity, we used the mixing

combinations used to generate the final solution. As comparing edit distance between all pairs

of the individual is computationally expensive, we consider the generation best individual

as the reference point. For a detailed description of the string conversion and edit distance
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Figure 6.1: Fitness Diversity of the RPI and GBP operator

measure, please see Section 5.8.2.2.

Figure 6.2, and Figure 6.3 shows the fitness, genotypic, and phenotypic diversity of

the best solutions obtained by the RPI and the GBP operator for the year 2016 and 2017

respectively. Column (a) shows the genotypic diversity, and column (b) shows the phenotypic

diversity. For each subfigure, the x axis represents the generation number, the left y axis

represents the edit distance, and the right y axis represents the fitness (profit) in thousands of

US dollars. The top red line shows the best individual fitness for the current generation, and

the lower blue line represents the average population fitness for the current generation. The

box plots show the edit distance statistics of the individuals after every 50 generation. The
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Figure 6.2: Population diversity of the RPI and GBP operator in R 2016 dataset

chromosome size used in DE is 100. Therefore, for the genotypic conversion, the maximum

edit distance could be 300 if all of the combinations in the chromosome are different. For

the phenotypic conversion, the actual solution consists of 18 to 25 mixing combinations, and

the maximum edit distance maybe 75 or higher.

For both Figure 6.2, and Figure 6.3, we observe a high edit distance in the genotypic

diversity for both the RPI and GBP operator (with GBP being the highest). However,

for the GA operators genotypic diversity, we notice that as generation increases, the edit

distance of the individuals (i.e., chromosomes) tends to match with the generation best
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Figure 6.3: Population diversity of the RPI and GBP operator in R 2017 dataset

individual. This also shows the differences in the recombination operators for DE and GA.

The operators in GA copy a subset of the genes of parents to produce offspring maintaining

the order. Therefore, as evolution progresses, more individuals turn out to be similar in

their chromosome structure. However, in our DE implementation, the mutation operators

perturb the genes of the best individuals in random orders with genes from other individuals

to create the mutant vectors. Therefore, even if the same mixing combination exists in the

individual, the order in which they appear is always different providing high edit distance

values.
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However, for the phenotypic diversity, we sort the mixing combinations with respect to

their profit to generate the final solutions. Therefore, in this case, we may expect to find more

individual solutions that are closed to the generation’s best solution as generation progresses.

For the RPI, we notice high phenotypic diversity for both datasets. This also indicates the

slow convergence rate of the RPI operator. However, for the GBP operator, we noticed

more individuals with slightly different solution quality (i.e., mixing combinations) emerge

as evolution progresses for both datasets. Comparing the phenotypic diversity between the

proposed GA and DE approach, DE seems to maintain diversity better than GA.

In conclusion, the adapted DE approach with the modified mutation operators was able

to provide increased profit compared to the baseline approaches. For DE, the adapted GBP

operator provided the highest overall profit for the real datasets and showed competitive

solutions compared to GA’s PMX operator for the artificial datasets. The experimental

results confirmed that the evolutionary approaches were consistent in providing a sufficient

profit increase for all datasets depicting the benefit of grain mixing.
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CHAPTER SEVEN

CONCLUSION

7.1 Discussion

Combinatorial optimization is a class of mathematical optimization that tries to find an

optimal value from a finite set of values. It has many theoretical and practical applications

arising in different disciplines such as computer science, operation research, business, and

economics. Usually, combinatorial optimization problems (COPs) are modeled in terms of

variables, constraints, and an objective function. And for COPs, some or all variables may

be restricted to contain only integer values. Restricting variables to contain only integer

values make COPs even harder to solve exactly using Linear Programming (LP) models.

Mixed Integer Linear Programming (MIP) is a widely used technique to tackle many real-

world COPs. However, MILP relies on suitable linear approximations of the non-linear

objective functions and constraints which is often hard to come up with for some problems.

Evolutionary approaches (EA) have also been used widely in the literature for solving COPs.

The benefit of using EA over MIP is that the former does not put any restriction on how the

objective function is defined. Therefore, for problems with non-linearity in the objectives

and constraints, EAs are often the most suitable approach.

In this thesis, we considered a combinatorial optimization problem in the wheat supply

chain referred to as grain mixing. Wheat protein content plays a critical role in determining

the end-use functionality and the commercial value of wheat. Therefore, in some states, the

price of a bushel of wheat depends on its protein level as measured at the elevator. Due to

the presence of several environmental factors, it is quite difficult to get a uniform protein

content across the fields. Consequently, the farmers end up with varying protein content

grain in their storage bins. One possible approach to improve the profitability of the farmers
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when selling wheat to local grain elevators is to apply some grain mixing plan that will

change the average protein content in a truck. However, coming up with a quality mixing

plan is not trivial as many real-world constraints come into play. Moreover, the farmers also

need to invest in the protein tracking infrastructure to do grain mixing in the first place.

We have considered several approaches for determining how to maximize the profit

of wheat production by mixing different numbers of bushels to change the protein level

contained in a truck being delivered to an elevator. The first question that arises is how hard

the grain mixing problem is for determining the optimal grain mixing plan. To answer that

question, we provided a formal mathematical representation in Chapter 3 of the grain mixing

problem. Due to the presence of non-linearity in the objective function and some constraints,

we explained why the problem cannot be solved exactly using LP or MILP solvers. To further

emphasize the hardness of the problem, we provided the NP-Hardness of the grain mixing

problem following a reduction from the 3-Dimensional Matching problem, thus justifying the

use of approximate algorithms for finding optimal or near-optimal solutions.

For the approximation algorithms, we utilized two evolutionary approaches: Genetic

Algorithm (GA) and Differential Evolution (DE) for solving the grain mixing problem. To

evaluate the performance of the evolutionary approaches, we also introduced three baseline

methods in Chapter 4. The first one is the NoMix algorithm that provides the baseline wheat

selling profit without any grain mixing. Farmers without the protein tracking infrastructure

end up getting a profit close to this. This method helps us assess if grain mixing is beneficial

to improve the overall profit. Then we presented the deterministic GreedyMix approach

which greedily selects the bin pair combinations that provide the highest profit for a fully

loaded truck. Due to the varying bushel content in the storage bins, it is not always possible

to load each truck fully which is why GreedyMix might fail to provide an optimal mixing

plan. The third baseline approach was the stochastic Random search that randomly chooses

a subset of bin-pair and mixing combinations and calculates profit based on the selected
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combinations. It does this several times and returns the result with the best solution.

We then showed the profitability analysis of the GreedyMix and Random search

algorithms compared to the baseline no mixing profit on both real and artificial datasets

to evaluate the solution quality. The expectation for the GreedyMix did not exactly match

our hypothesis. Although greedy mixing provided an increased profit for the real datasets, for

some artificial datasets it failed to provide a profit better than no mixing. And, for the real

datasets, it often failed to provide a sufficient profit increase that would be necessary to invest

in the supporting protein tracking infrastructure. On the other hand, the Random search

algorithm provided increased profit for most of the datasets except for a few. Overall, these

two methods demonstrated the potential of grain mixing for improving overall profitability.

In Chapter 5 and 6, we presented our adapted GA and DE to address the grain

mixing problem. For these approaches, we formulate the problem as a permutation-based

combinatorial optimization problem. Our proposed permutation-based representation only

contains a subset of the permutations. Therefore, adapted two permutation-based crossover

operators: OX and PMX, as alternate crossover operators for GA. Similarly, we adapted

a discrete mutation operator RPI and introduced another mutation operator GBP for DE.

The experimental results from both real and simulated datasets showed that the evolutionary

algorithms with adapted recombination operators consistently provided an increased profit

compared to no mixing, greedy mixing, and random search profits for all of the datasets.

The experimental results also showed that the evolutionary algorithms for all datasets

came up with solutions with sufficiently increased profit over just doing a random search.

The solution quality from these evolutionary approaches matched our hypothesis, and for

all of the test datasets, we observe solutions with increased profit that were sufficient to

invest in the protein tracking infrastructure. The results with the simulated datasets also

confirmed that mixing grain in our experiments always improves the overall wheat selling

profit, and the adapted operators are efficiently exploring the search space for improving the
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solution quality.

We then presented a detailed performance analysis for each of the adapted crossover

operators for GA and mutation operators for DE. The experimental results on all datasets

showed that DE with the GBP operator provided the best solutions for the real datasets,

and GA with the PMX operator provided the best solutions for the artificial datasets on

average. GA with the OX operator did provide a sufficient profit increase for all the datasets,

but the profit was always slightly lower than the PMX solution. In our GA population

diversity analysis, we showed that the PMX operator maintained the diversity slightly better

than the OX which may explain this behavior. On the other hand, DE with the RPI

operator performed the worst comparing all other recombination operators. Although it did

improve the profit from the baseline, it consistently provided a lower profit from all other

recombination operators for all datasets.

In conclusion, the evolutionary approaches with the adapted recombination operators

were always able to provide solutions better than the baseline approaches in our experiments.

For three out of the four recombination operators, they found solutions with sufficient profit

increase that needed to invest in the protein tracking infrastructure. Therefore, farmers

should consider grain mixing infrastructure to improve their overall profitability when selling

wheat to the nearest elevators.

Finally, to summarize our contributions, first, we provided a mathematical formulation

for the grain mixing problem. The formulation reflects the non-linearity in the objective

function and some constraints which makes the problem harder to solve exactly using LP or

MILP solvers. Second, we proved a theorem to show that the grain mixing problem is NP-

Hard. The theorem justifies the use of approximation algorithms such as GA and DE to find a

quality mixing plan in a decent amount of time. For the evolutionary approaches, we followed

a pseudo-permutation-based encoding for the problem representation. Therefore, as our third

contribution, we adapted two crossover operators for GA and two mutation operators for
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DE. The experimental results demonstrate that the adapted recombination operators were

always able to find better solutions compared to the baseline grain mixing approaches and

may be beneficial for other COPs with similar permutation-based representation.

7.2 Future Work

For this thesis, we made certain assumptions on the grain mixing problem. One of

them was to limit the mixing to only two bins at a time for the problem representation. This

was based on limits given to us by the farmers. For future work, a possible direction could

be to consider if mixing more than two bins would provide a better profit or not, thereby

justifying to the farmers the more complicated process of mixing from multiple bins.

For the grain mixing datasets, we were not able to collect the production or harvesting

cost associated with the wheat selling process that would be necessary to provide a complete

estimate of the profit. Therefore, a more realistic cost model that includes the production

cost associated with harvesting, the cost of the protein tracking device, and supporting

infrastructure could be considered as future work.

For the NP-Hardness proof from the 3-dimensional matching problem, we had to place

an additional capacity constraint for the elevators which is not present in the actual grain

mixing problem. Although the proof provides us an idea of the hardness of the general

mixing problem, for future work, we would like to consider alternate reductions that would

exclude the elevator capacity constraint.

It was also our intent to explore the suitability of comparing the proposed approaches

to a relaxed MILP model; however, the inherent nonlinearity constraints of the problem

would seem to suggest optimization quality would be limited. We also left this as possible

future work. Moreover, an alternate representation of the grain mixing problem for the

evolutionary approaches, and using other combinatorial optimization techniques such as

swarm intelligence-based algorithms could also be considered as possible future work.
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Finally, we proposed an adaptation of the two crossover operators for GA and two

mutation operators for DE for solving the grain mixing problem. For possible future work,

it would be interesting to explore whether the proposed adaptation is suitable for other

permutation-based problems that do not follow a strict permutation rule.
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