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ABSTRACT

Current genetic sequencing technologies allow for fast and cheap measurement of short
substrings of genetic sequence called reads which must be assembled to recover the full
unknown sequence. In some cases, such as when assembling RNA transcripts or the genomes
of a mixture of species taken in a single sample, the reads come from multiple sequences.
In this case, we would like to recover all of the distinct unknown sequences and their
relative abundances, a task which we call multiassembly. A common model underlying
many multiassembly approaches is flow decomposition, which decomposes a flow network
into a set of paths and weights that parsimoniously explains the flow. In this dissertation,
we formalize two new variations on flow decomposition to better model the information
available when performing multiassembly from reads. The first, inexact flow decomposition,
allows for some uncertainty in the flow measurements. The second, flow decomposition with
subpath constraints, incorporates additional information that may be provided by longer
reads. We give algorithms to solve these problems and demonstrated their usefulness for
RNA assembly on a simulated dataset. Additionally, we give the first polynomial-size integer
linear programming (ILP) formulation for minimum flow decomposition and show that it can
be adapted to encode both of the variants mentioned above. An implementation of the ILP
using the ILP solver CPLEX runs faster than existing exact MFD solvers on RNA sequencing
datasets.
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CHAPTER ONE

INTRODUCTION

1.1 Motivation

Flow networks are useful models in many domains, from transportation planning to

computational biology. In some cases, the flow on a graph arises as the superposition of

some set of weighted paths, such as trips through a road network, routing of information

through a communication network, or paths in a graph encoding mixed reads sequenced

from several biological sequences, as in the case of RNA transcripts through a splice graph.

In many such applications, we are actually presented with the inverse problem: given a flow

in a graph, we need to recover the initial paths that made up the flow. This problem is

also referred to as the flow decomposition (FD) problem. In computational biology, this is a

common subroutine in multiassembly problems, where we are given short subsequences of a set

of larger sequences from which we must recover the original sequences and their abundances.

Well-studied examples of multiassembly problems include RNA transcript assembly and viral

quasispecies assembly. In this dissertation, we focus on the application of RNA assembly, but

algorithmic advances for flow decomposition variations could be used for any multiassembly

task.

Algorithms that solve variations of the flow decomposition problem are at the heart of

most RNA transcript assembly software, including IsoLasso [40], Traph [68], FlipFlop [11],

Scallop [60] and StringTie [54]. More recently, flow decomposition methods have also been

used for viral quasispecies assembly [3, 5]. Briefly, flow decomposition methods for sequence

assembly work by using reads and their abundances to first construct a flow network whose
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vertices may represent exons (in the case of an RNA splice graph) or k-mers (in the case of

a de Bruijn graph). Edges in the network are present if there is read evidence that some

sequence followed the edge (e.g., two exons are consecutive in some transcript). Each edge

is weighted by the number of reads that support it. With perfect data, we might expect

the weights to directly provide a flow in the network; however, in practice some adjustment

to the weights may be needed to achieve a flow. One such method uses a minimum-cost

flow approach for this adjustment [68]. We describe a variation of the flow decomposition

problem that can be used when the observed weights are not a perfect flow in Chapter 2.

Finding a flow decomposition with the minimum number of weighted paths is a well-

studied problem in computer science. Even when restricted to DAGs, the minimum FD

problem is NP-hard [70], and thus various practical approaches to it exist, including approx-

imation algorithms [6, 7, 27, 50, 55, 63], FPT algorithms [33], and greedy algorithms [61, 70].

1.2 Flow Network Decomposition

In this section, we formalize flow networks and the flow network decomposition problem.

In general, flow values can be non-integer and non-positive; however, since flow weights

represent read counts in our applications, we restrict attention to positive integral flow

networks and flow decompositions.

Definition 1. A flow network G = (V,E, f) is a directed acyclic graph (DAG) comprised

of a set of vertices V containing a source s and sink t, a set of directed edges E, and a flow

function f : E → N, such that for v ∈ V \ {s, t},

∑
u:(u,v)∈E

f(u, v) =
∑

w:(v,w)∈E

f(v, w). (1.1)

Finally, for each v ∈ V , there is an s-t path in G that includes v.
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Definition 2 (Flow decomposition). A flow decomposition for a flow network G = (V,E, f)

consists of a set of s-t paths P = (P1, . . . , Pk) and associated integral flow weights w =

(w1, . . . , wk) with wi ∈ N such that for each edge e ∈ E,

∑
i:e∈Pi

wi = f(e). (1.2)

We define the basic problem at the heart of this dissertation.

Problem 3 (MFD). Given a flow network G = (V,E, f), the minimum flow decomposition

problem is to find a decomposition (P , w) such that |P| is minimized.

1.3 RNA Sequencing

Because this dissertation focuses on RNA sequencing as the primary multiassembly

application for flow decomposition, we give a description of what RNA is and how flow

decomposition arises out of the current available technologies for sequencing it.

While DNA gives the “blueprint” for an organism in the form of genes — instructions

for making gene products such as proteins — it is the use of those instructions to produce

the proteins that yields differences in cells throughout an organism and over time. In order

to produce proteins, however, the cell first transcribes the DNA code from the gene into

another molecule called RNA, and then translates the RNA to a protein. By observing the

RNA sequences in a cell at a given time, we can tell which genes were being expressed or,

equivalently, which proteins were present in the cell.

When RNA is transcribed from a gene, only the coding portions (called exons) of

the gene are retained, and the non-coding portions (called introns) are discarded. We call

the resulting RNA sequence a transcript. Additionally, a single gene can in fact produce

multiple different RNA transcripts through a process called alternative splicing. In this

dissertation, we focus on alternative splicing via exon skipping, which is the most common
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Gene

Transcript 1

Transcript 2

Transcript 3

1 2 3 4

1 3

2 3 4

1 2 3 4

Figure 1.1: Three RNA transcripts that could be produced by alternative splicing of the
gene. The boxes represent exons (coding sequence) and the portions of the gene not in boxes
represent introns (non-coding sequence). Transcripts are composed of exons only.

mechanism for alternative splicing in humans. In exon skipping, exons can be skipped over

during transcription. Thus, the transcripts consist of a sequence of exons from the gene

that respects the original exon order. See Figure 1.1 for an example. When we perform

RNA sequencing, our goal is to identify the RNA transcripts that are present and their

abundances.

As mentioned earlier, current genetic sequencing technologies (often referred to as “next

generation sequencing technologies”) read short substrings of genetic code that are sampled

from the sequence of interest in an unknown order and must be assembled together to recover

the underlying sequence. We call these substrings reads. Newer technologies (sometimes

called “third generation”) produce longer reads which may cover many exons; we call these

long reads and the shorter reads which usually cover only one or two exons short reads or

just reads. Given a set of reads sampled from some set of RNA transcripts from the same

gene (that is, consisting of ordered subsets of exons from the gene), we can represent the

exons as nodes and add an edge if two exons are consecutive in at least one transcript. Since
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exons in the transcripts must respect the order of exons in the gene, such a graph is a DAG.

Then, we can assign each edge a weight based on the number of reads that support it. Under

perfect conditions, these weights would form a flow on the graph, and any decomposition of

the flow into paths and weights represents a possible set of transcripts and abundances that

could have generated the observed reads.

Genetic sequencing approaches are often divided into two separate paradigms: reference-

based and de novo, which refer to whether a pre-existing reference for the genetic sequence is

used or not. When a reference is used for RNA assembly, we call the graph described above

a splice graph and it comes from previously observed exons in the reference. In the de novo

paradigm, the graph must be constructed without previous knowledge of the exons. In this

dissertation, we ignore how the graph is constructed and we call all graphs used for RNA

assembly splice graphs.

1.4 Problem Statement & Contributions

The primary problem that this dissertation addresses is the following: How can the

development of new problem variations on minimum flow decomposition and algorithmic

advancements for such problems improve multiassembly methods, particularly RNA assem-

bly?

In Chapters 2 and 3, we propose two new problem variations, give algorithms to solve

them, and demonstrate their usefulness for RNA assembly using a simulated dataset.

In Chapter 4, we give a novel integer linear programming formulation for the minimum

flow decomposition problem that fully encodes the problem using a polynomial number of

variables for the first time. We also show that this formulation can be adapted to model to

the two variants proposed above. Additionally, using the commercial solver CPLEX, we show

that our new forumalation allows for faster exact solutions to minimum flow decomposition

problems on RNA datasets than existing exact solvers.
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CHAPTER TWO

INEXACT FLOW DECOMPOSITION

2.1 Introduction

In this chapter, we describe a new way of extracting transcripts and their abundances

from a splice graph built from short read data. Assuming the splice graph is a flow, recent

work [33, 61] has modeled this task using MFD and sought efficient heuristics [61] and

improved theoretical approaches such as fixed parameter tractable (FPT) algorithms [33] to

solve it. Here, we extend the flow decomposition model to account for uncertainty in the

sample measurements. There are numerous sources of uncertainty, biases and errors that

plague each step of an RNA sequencing experiment. Prior to splice graph construction, these

sources include sampling, library preparation, base-calling, read preprocessing and spliced

read alignment [14, 18, 37, 47, 51, 72]. Because of these errors, a measured splice graph is

unlikely to be a flow; thus, in order to uncover transcripts and their quantities from data,

an error-correction model must be applied to generate a flow network, which can then be

decomposed into paths (transcripts) and weights (abundances).

Rather than assign an exact weight to each edge, we assign an interval of possible

weights, thereby accounting for possible errors in measurement. We then seek a minimal set

of paths to explain these intervals. We model this as the inexact flow decomposition (IFD)

problem and formalize it in Section 2.2. Additionally, we give a method for applying IFD

to find source and sink nodes in the splicing graph. In general, IFD may be a more realistic

model for many problems currently modeled as flow decomposition or similar problems,

because it explicitly accounts for uncertainty in measurements.
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s t

[1,∞]

[3,∞]

[2,2]

[1,∞]

e1

e2

e3

e4

Figure 2.1: An inexact flow network for which there is no minimum path decomposition that
achieves the minimum possible network flow.

2.2 Problem Definition

An inexact flow network is a variation on the flow network described in Section 1.2.

Each edge e ∈ E has an associated flow interval Ie. Flow intervals are either bounded or

unbounded. Bounded flow intervals have the form [le, ue], where 0 ≤ le ≤ ue. Unbounded

flow intervals have the form [le,∞), where 0 ≤ le. We use unbounded edges to identify a

source and sink if they are not known; see Section 2.4.3. A path flow decomposition for an

inexact flow network consists of set of s-t-paths P = {p1, . . . , pk} and associated positive

path flow weights, w = (w1, . . . , wk) such that for each edge e

[f(e) ,
∑
i:e∈pi

wi] ∈ Ie. (2.1)

A natural question is whether a minimum path decomposition exists that also achieves

the minimum possible s-t flow in the network. Figure 2.1 provides an example network where

this does not occur; the minimum flow is this network is 4, but it requires three paths to

decompose, whereas it is easy to create a path decomposition using two paths with a total

flow of 5.

In this work, we restrict attention to the case where the flow interval bounds 0 ≤ le ≤ ue

and the path weights wi > 0 are integers. The inexact flow decomposition (IFD) problem

is to find a path flow decomposition (P,w) such that |P | = k is minimized. Among all
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exon 1 exon 2s
[7,11]

[2,4]

[9,10]
exon 3 exon 4 t

[10,12] [9,13] [8,11]

[2,5]

(a) An inexact flow network representing a gene
with four exons.

exon 1 exon 2s exon 3 exon 4 t

exon 2s exon 3 t

(b) An example decomposition of the inexact
flow network into two paths, representing two
transcripts. Assigning the first transcript weight
10 and the second transcript weight 2 satisfies
Equation (2.1).

exon 1 exon 2s exon 3 exon 4 t

texon 2s exon 3 exon 4

texon 1 exon 2s exon 3

(c) An example decomposition of the inexact
flow network into three paths, representing three
transcripts. Assigning the first transcript weight
9 and the second and third transcripts weight 1
satisfies Equation (2.1).

Figure 2.2: An example inexact flow network and two possible decompositions of it.

solutions (P,w), where |P | = k, we seek those with minimum total flow F =
∑

iwi. Figure

2.2 shows an example inexact flow network representing a gene with four exons, along with

an optimal decomposition of the network into two paths and a non-optimal decomposition

of the network into three paths.

We now discuss some properties of IFD solutions.

Lemma 4. Let (P ∗, w∗) be an optimal solution to IFD. For each pi ∈ P ∗, there exists an

edge e ∈ pi such that f(e) = le.
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Proof. Suppose there exists pi ∈ P such that for every edge e ∈ pi, f(e) > le. Then the flow

value wi of pi can be reduced by 1, contradicting the optimality of (P ∗, w∗).

The upper bound on the fixed-weight version of the problem, given in [70], applies to

the interval version as well.

Lemma 5 (Upper bound on optimal solutions). k∗ ≤ m− n+ 2.

Proof. First, note that (P ∗, w∗) corresponds to some flow on the graph G. By Proposition

4 of [70], the paths in a minimal decomposition of an exact flow graph must be linearly

independent. Then, the number of paths in an optimal decomposition of the flow graph is

upper bounded by the number of linearly independent paths in the graph. As in the proof of

Proposition 9 of [70], we let G0 be G with an additional edge from t to s. Then, by Theorem

1, Chapter 2 of [10], the maximum number of independent cycles in G0 is (m+1)−n+1. So,

the total number of independent cycles in G is m−n+ 2. Thus, k∗ = |P ∗| ≤ m−n+ 2.

We note that this upper bound may be improved by excluding edges that will not be

used in a solution to IFD.

Lemma 6. The maximum flow on any edge in an optimal path decomposition is bounded

above by

B = (m− n+ 2) max
e
le. (2.2)

Proof. By Lemma 4, the flow on a path in any optimal path decomposition (P ∗, w∗) equals

some le value. By Lemma 5, there are at most m − n + 2 paths in P ∗. Thus, f(e) ≤

(m− n+ 2) maxe le for any edge e ∈ E.

Lemma 6 shows that we can replace unbounded flow intervals with bounded ones, so

we can assume that all flow intervals are bounded in the input. For example, in the network

shown in Fig. 2.2, B = 30, and would be even if any edges had infinite upper bounds.
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2.3 Algorithm

Clearly a path flow decomposition to an IFD instance exists if and only there is a flow

solution 〈f(e)〉e∈E that meets all flow interval constraints. Given an IFD instance in which

the flow intervals are all bounded, we can use a standard approach based on a maximum-

flow solution that conforms to all lower and upper bounds on edge flows, if one exists.

For completeness, we describe the approach: We define a new set of flow variables 〈f ′(e)〉

satisfying

f(e) = le + f ′(e). (2.3)

We add a new edge (t, s) with l(t,s) = 0 and u(t,s) = B and extend the conservation of flow

requirement to s and t; thus (t, s) will have flow F in any flow solution. For each vertex

v ∈ V (including s and t),

∑
e∈out(v)

f(e)−
∑

e∈in(v)

f(e) = 0. (2.4)

By (2.3) and (2.4),

∑
e∈out(v)

f ′(e)−
∑

e∈in(v)

f ′(e) =
∑

e∈in(v)

le −
∑

e∈out(v)

le

, exc(v). (2.5)

We create a flow network G′ = (V ′, E ′) where V ′ = V ∪ {s′, t′}; s′ is a new source

vertex and t′ is a new sink vertex. We include all edges e ∈ E into E ′ where the capacity

of an edge e ∈ E is set to ue − le. For any v ∈ V with exc(v) > 0, we add an edge (s′, v)

with capacity exc(v). Likewise, for any v ∈ V with exc(v) < 0, we add an edge (v, t′)
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with capacity −exc(v). Next, we find a maximum flow F ∗ in this network (e.g., by using

the Edmonds-Karp algorithm [17]; we note that the solution found will be integral since all

constraints are integers).

Lemma 7. The maxflow solution 〈f ′(e′)〉 saturates all edges (s′, v) ∈ E ′ (equivalently, all

edges (v, t′) ∈ E ′) if and only if there is a flow solution 〈f(e)〉 to the IFD instance.

Proof. It is easy to see that
∑

v∈V exc(v) = 0, since each edge e ∈ E contributes le and −le

to the sum. Thus, ∑
v∈V :exc(v)>0

exc(v) =
∑

v∈V :exc(v)<0

−exc(v), (2.6)

and so the outgoing edges from s′ are saturated if and only if the incoming edges to t′ are

saturated. If this occurs, by conservation of flow, (2.5) will be satisfied for all v ∈ V , and so

defining 〈f(e)〉 by (2.3) provides valid flow in the original IFD network (since 0 ≤ f ′(e) ≤

ue − le for all e ∈ E and the fact that (2.3) and (2.5) imply (2.4)). Conversely, a valid IFD

flow 〈f(e)〉 gives rise to a maximum flow in G′, 〈f ′(e)〉 by defining f ′(e) = f(e)− le for e ∈ E

and saturating all edges incident to s′ and t′.

Lemmas 6 and 7 suggest the following strategy for solving the IFD problem: first

compute upper bounds for all unbounded edge constraints, then find a valid integer flow

solution, then decompose this flow into paths. We refine this basic approach with several

additional heuristics and summarize it in Figure 2.3.

We remark that this strategy is guaranteed to find a solution when one exists but

that this solution is not necessarily optimal. Since IFD generalizes the standard flow-

decomposition problem, it is at least as computationally hard; namely it is NP-hard even if

all flow values are taken from {1, 2, 4} [27] and also does not admit a PTAS [70]. The running

time of each step is: Step 1: O(m) time, Step 2: O(n2m) time (using Edmonds-Karp), Step

3: O(n2m) time per edge removed (see below), Step 4: Greedy-Width: O(m + n lg n) time
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1. Replace all unbounded flow intervals [a,∞) with bounded intervals [a,B], where

B is computed in Equation (2.2).

2. Find a valid integer flow 〈f(e)〉 for the bounded IFD instance (or report that no

solution exists) by solving an associated maxflow problem.

3. Heuristic 1: Modify the flow solution 〈f(e)〉 to another feasible solution 〈f ′(e)〉

that potentially requires fewer paths to decompose.

4. Decompose 〈f ′(e)〉 using an existing method such as Greedy-Width or Catfish to

obtain an initial path solution (P,w).

5. Heuristic 2: Refine (P,w) in order to reduce |P |; we search for opportunities to

adjust the weights on a pair of paths such that a third path becomes unnecessary,

or to splice paths such that one of the resulting paths can be eliminated.

Figure 2.3: The proposed IFD algorithm.

(using a modification of Dijkstra’s algorithm), Catfish: O(m2n2|f ′|) time, Step 5: O(|P |3)

time. We next describe the heuristic steps above in further detail.

2.3.1 Heuristic 1: Flow Simplification

It may be possible to modify the initial flow 〈f(e)〉 produced by Step 2. to create

another feasible flow 〈f ′(e)〉 that requires fewer paths to decompose. Lemma 6 provides an

upper bound on k∗ that depends linearly on the number of edges in the graph. Thus, if we can

modify the flow to use fewer edges, we may reduce k∗. We define Cf = {e : le = 0, f(e) > 0}

as the set of candidate edges for elimination. To check if it is possible to modify the flow

solution f so that f(e) = 0 for some e ∈ Cf , we make use of the previous maxflow instance
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and modify the upper bound constraint for e to be ue = 0; again by the Lemma 7, we can

find a feasible flow with this additional constraint if one exists. The full method is as follows:

1. Compute Cf = {e : le = 0, f(e) > 0} and Zf = {e′ : f(e′) = 0}.

2. Order Cf by increasing f(e).

3. For each e ∈ Cf , check (using maxflow) if f ′ can be found that satisfies the IFD

instance with additional constraints f ′(e) = 0 and f ′(e′) = 0 for all e′ ∈ Zf . If yes,

add e to Zf and go to 1.

2.3.2 Heuristic 2: Reducing the Number of Paths

We next describe several heuristics for reducing the number of paths needed in the IFD

solution. If the edge flow interval bounds are somewhat slack, these opportunities are often

found; see Section 2.5.

2.3.2.1 Rebalancing Consider a triple of paths pi, pj and pk that overlap as shown in

Figure 2.4. It is possible that the flows on pi and pj can be adjusted such that pk can be

eliminated.

For each pair of paths pi, pj, we compute the following:

pi

pj

pk
s t

Figure 2.4: Path reduction opportunity: We may be able to (1) adjust the flows on pi and
pj so as to eliminate the need for pk, or (2) splice pi and pj in the region they overlap so that
one of the resulting paths coincides with pk and can be merged; this again requires checking
if path flows can be found that satisfy all edge flow constraints.
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fwd(i, j) , argmax
l≥0

pi[1 . . . l] = pj[1 . . . l]

rev(i, j) , argmax
l≥0

pi[len(pi)− l + 1 . . . len(pi)]

= pj[len(pj)− l + 1 . . . len(pj)] (2.7)

Next, for all triples of paths pi, pj, pk, we define:

lap(i, j, k) , fwd(i, k) + rev(j, k)− len(pk). (2.8)

If lap(i, j, k) > 0, then paths pi, pj and pk are as shown in Fig. 2.4. Let

f−ijk(e) ,
∑

pl∈P\{pi,pj ,pk},e∈pl

wl (2.9)

be the current flow on edge e, ignoring paths pi, pj and pk.

We first check if the flows wi and wj on paths pi and pj can be adjusted so that

all affected edge constraints remain satisfied. Then wi and wj must satisfy the following

constraints:

wi ∈ [le − f−ijk(e), ue − f−ijk(e)], ∀e ∈ pi ∩ pj,

wj ∈ [le − f−ijk(e), ue − f−ijk(e)], ∀e ∈ pi ∩ pj,

wi + wj ∈ [le − f−ijk(e), ue − f−ijk(e)], ∀e ∈ pi ∩ pj.
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Let

Lwi
= max

e∈pi∩pj
le − f−ijk(e),

Uwi
= min

e∈pi∩pj
ue − f−ijk(e),

Lwj
= max

e∈pi∩pj
le − f−ijk(e),

Uwj
= min

e∈pi∩pj
ue − f−ijk(e),

Lwi+wj
= max

e∈pi∩pj
le − f−ijk(e),

Uwi+wj
= min

e∈pi∩pj
ue − f−ijk(e).

Then, the above constraints are equivalent to the following:

wi ∈ [Lwi
, Uwi

],

wj ∈ [Lwj
, Uwj

],

wi + wj ∈ [Lwi+wj
, Uwi+wj

]. (2.10)

There exists an integer solution wi, wj that satisfies each of the constraints in (2.10) if and

only if Lwi
≤ Uwi

, Lwj
≤ Uwj

, Lwi+wj
≤ Uwi

+ Uwj
, and Lwi

+ Lwj
≤ Uwi+wj

. If all

these inequalities hold, then among feasible solutions w′, wk we choose one that maximizes

the distance to any constraint with the idea that this may improve the chance of finding

subsequent path reductions.

2.3.2.2 Splice and Merge If it is not possible to eliminate pk by modifying the flow on

pi and pj, then we next consider the option of splicing pi and pj in the region they overlap.

The resulting path splice generates a path that agrees with pk (and so can be merged with
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it) and a new path p′ that is defined by

p′ , pj[1 . . . len(pj)− rev(j, k) + lap(i, j, k)]

+ pi[(fwd(i, k) + 1 . . . len(pi)]. (2.11)

Again, we would like to see if integers flow for paths p′ and pk can be found so that all edge

flow constraints are satisfied. The formulation of this problem is identical to (2.10), so we

apply the same method as above.

We implement checking these path reduction options in a subroutine, try-reduce(i, j, k).

The full heuristic is a follows: while there is an unchecked triple (i, j, k), call try-reduce(i, j, k),

if it finds a path-reduction operation among paths pi, pj, and pk it performs it; thus reducing

|P | by one. Remove unchecked triples that involve the eliminated paths and create new

triples to check involving any new or modified paths against current set of paths. Finally,

we update the fwd and rev tables along rows and columns corresponding to each new path

created by splicing.

2.3.2.3 Other Pairwise Opportunities The final path-reduction method is to consider

just pairs of paths pi and pj that have some overlap. We check if rebalancing is possible by

adjusting their path flows, such that the flow on one of the paths can be reduced to zero and

thus eliminated. We also check if splicing the paths at a vertex where they overlap and then

rebalancing allows the flow on one of the paths to be reduced to zero. This is also checked

using the same approach as above.

2.4 Using IFD for RNA Transcript Assembly

As mentioned, there are variety of ways that the edge weights in the splice graph can

contain errors, and so it is likely that real RNA read data sets will not yield a flow in the splice
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graph. We consider two approaches to model these errors and determine an IFD instance to

solve in order to obtain a set of paths (assembled transcripts) and weights (abundances).

2.4.1 Confidence-based Flow Intervals

Suppose that the probability distribution of measured edge weights in the splice graph

is known, e.g. if the true flow value on an edge is x, the measured flow value is distributed

according to some probability distribution Dx. For simplicity, we assume that for each true

flow value x, the measured edge weight m is independently sampled from N (x, (εx)2), the

Gaussian distribution with mean x and standard deviation εx; and then m is rounded to the

nearest integer. The resulting edge weights will no longer be a flow (with high probability),

and so existing flow decomposition methods cannot be directly applied. To use IFD, we

need to choose flow intervals for each measured edge weight m. We numerically compute the

posterior distribution (assuming a uniform prior), i.e., for a given m what is the probability

that m was sampled from N (x, (εx)2). We then compute a confidence intervals for each m

value, e.g., 95%. For example, if [l95(m), u95(m)] is the computed 95% confidence interval

for a measured edge weight m, the true flow value falls in this interval with probability 0.95.

Higher confidence intervals are larger, and so more likely to yield a feasible IFD solution,

but intervals that are too large may allow too much flexibility and reduce solution fidelity if

too few paths are found. We explore this in Section 2.5.2.

2.4.2 Minimum Cost Flow Intervals

We adapt the method of Tomsecu et al. [66], which considers the problem of finding a

flow that provides the best fit to the experimental abundance data. A fitting-error function

ce() is specified for each edge e ∈ E. Common functions include linear or sum-of-squares

error. The objective is then to determine a flow f on G such that
∑

e∈E ce(|a(e)− f(e)|) is
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minimized. Let this flow be called ffit. For each edge e ∈ R, let

∆(e) = |a(e)− ffit(e)|. (2.12)

We then use the interval [a(e) − ∆(e), a(e) + ∆(e)] as the flow constraint interval for edge

e in the IFD instance. Note that if each ce() is monotonic then any flow solution to the

IFD will have the same fitting-error as ffit. Some intervals found in this way have le = ue,

and so we also consider adding some slack to these edges to promote the use of Heuristic 2.

See Section 2.5.3.

Tomsecu et al. find ffit by solving an associated minimum-cost flow problem. The

construction below is a slight simplification of their approach: We suppose that a splice

graph G = (V,E) is given as input and that for each edge e, a(e) is the experimentally

determined abundance of transcripts that traverse e. Source and sink nodes in G are also

specified. For convenience, we first add a new node x to G and edges (x, s) and (t, x)

to E, for each source s and sink t. We let a(x, s) =
∑

e∈out(s) a(e) −
∑

e∈in(s) a(e) and

a(t, x) =
∑

e∈in(t) a(e) −
∑

e∈out(t) a(e). The node x will serve to ensure that a balanced

flow is achieved; we require that the flow out of all sources equals the flow into all sinks.

We construct a supplemental flow network Gsup = (Vsup, Esup), where Vsup = V ∪ {s′, t′, x}.

For each e ∈ E, including the newly created edges above, we add an edge esup to Esup and

let f(e) = a(e) + fsup(e); fsup(e) is the amount by which a(e) must be supplemented (either

positively or negatively) in order to achieve an optimal flow. The cost of sending flow on

esup is given by ce(|fsup(e)|) and esup is provided infinite capacity. For each v ∈ V ∪ {x}, we

compute

a-exc(v) ,
∑

e∈in(v)

a(e)−
∑

e∈out(v)

a(e).

In order to achieve conservation of flow at all vertices in the final flow solution, we must
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have that ∑
e∈out(v)

fsup(e)−
∑

e∈in(v)

fsup = a-exc(v), (2.13)

for all v ∈ V ∪ {x}. To achieve this at minimum cost, we create following min-cost flow

instance: If a-exc(v) > 0, add an edge (s′, v) with capacity a-exc(v) > 0 and cost 0. Likewise,

if a-exc(v) < 0, add an edge (v, t′) with capacity −a-exc(v) > 0 and cost 0. The flow

requirement is to send

A ,
∑

v:a-exc(v)>0

a-exc(v)

units of flow from s′ to t′. We observe that A is the capacity of both the cut (s′, Vsup \s′) and

the cut (Vsup \ t′, t′), thus all outgoing edges of s′ and incoming edges of t′ must be saturated

to achieve the desired flow. If this flow is achieved, it is easy to see that (2.13) will hold at

each v ∈ V ∪{x} and so f will be a flow in G. As shown in [66], f minimizes the fitting-error.

2.4.3 Identifying Sources and Sinks

Existing RNA transcript prediction methods based on flow decomposition, such as

Traph [66], Catfish [59] and Toboggan [32] assume that the source and sink nodes are known

in the flow network. These nodes correspond to exons that appear at the beginning or end of

transcripts. While some start/end exons may be clear (e.g., nodes for which there are only

outgoing/incoming edges with measured weights), this is not a completely reliable method

if, for example, an exon appears at the beginning of one transcript and in the middle of

another. We propose a simple approach to identify sources and sinks using IFD: create a

new source node s∗ and sink node t∗ and then, for all v ∈ V , add edges (s∗, v) and (v, t∗)

to the network, with associated flow constraint intervals of [0,∞). Then, all v such that

f(s∗, v) > 0 in the IFD solution are sources, and all v such that f(v, t∗) > 0 in the IFD

solution are sinks.
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2.5 Experimental Results

We tested our proposed IFD algorithm on splice graphs constructed from simulated

human transcriptomes, drawing from the extensive test corpus used in two previous

studies [33, 61]. This data consists of flow graphs generated from simulated transcriptomes

from three different species: human, mouse, and zebrafish. Transcripts (paths) and their

abundances (weights) were simulated for each species using Flux-Simulator [22], and these

were superimposed to construct splice graphs. (Reads were not used.) For this study, we

considered only the human data set, which had 524,212 splice graph instances with at least

two paths. These nontrivial instances averaged 18.8 nodes, 22.6 edges, and 2.8 paths. We

simulated errors on the weights of the splice graph edges; see Section 2.5.1.

Because these reads were simulated from real gene data, the simulated paths are

considered to be a ground truth minimal decomposition of paths for the resulting flow

network. While it may not always be the case that the simulated paths are in fact a minimal

decomposition (there could be a decomposition with a smaller number of paths, using a

different set of paths than those that generated the flow graph), it was found in [33] that in

most cases (at least 99%), the simulated paths are indeed a minimal decomposition for the

network.

In order to measure the quality of the paths and weights predicted by our algorithm,

we compute the weighted Jaccard similarity (WJS) between the groundtruth set of paths P ∗

and the predicted set of paths P . For each IFD instance, we arbitrarily order the set of all

paths in the union of P ∗ and P and create vectors X∗ and X containing the corresponding

weights. If X∗ and X both have length n, then the weighted Jaccard similarity between

them is defined to be

WJS(X∗, X) =

∑n
i=1 minX∗[i], X[i]∑n
i=1 maxX∗[i], X[i]

.

WJS(X∗, X) ∈ [0, 1], with WJS(X∗, X) = 1 only when the predicted paths and their weights
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exactly match the groundtruth paths and their weights.

We implemented the IFD algorithm described in Section 2.3 in Python, making use of

some graph data structures and processing functionality developed as part of Toboggan [32],

and using Google’s OR-Tools [1] to solve min-cost flow and maxflow instances. For simplicity

and scalability, the Greedy-Width algorithm [70] was used to construct the initial path

decomposition and as in [27] we use a modified version of Dijkstra’s algorithm to find

bottleneck paths. The Python code and link to the data used to generate the results reported

in this section can be found at https://github.com/msu-alglab/ifd.

2.5.1 Simulating Data Errors

As discussed in Section 2.1, there are variety of ways that splice graph edge weights can

contain errors. To create data with such errors, we assume that for each true flow weight x,

the actual measured edge weight m is independently sampled from N (x, (εx)2), the Gaussian

distribution with mean x and standard deviation εx; we assume the sample m is then rounded

to the nearest integer. For this experiment we fixed ε = 0.05. The resulting edge weights

will no longer be a flow (with high probability) and so existing flow decomposition methods

cannot be directly applied. We investigate both confidence interval and minimum cost flow

interval approaches described in Section 2.4.1 and Section 2.4.2, respectively, in order to

determine path decomposition solutions.

2.5.2 Confidence Interval Experiment

To create IFD instances from flow graphs with errors, we need to choose flow intervals for

each measured edge weight m. To use the method from §2.4.1, we numerically compute the

posterior distribution (assuming a uniform prior), i.e., for a given m what is the probability

that m was sampled from N (x, (εx)2). For example, if [l95(m), u95(m)] is the computed 95%

confidence interval for a measured edge weight m, the true flow value falls in this interval

with probability 0.95.
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Our results are reported in Table 2.1, by confidence interval. Because not all instances

are solvable at every confidence level, and instances with larger |P ∗| are generally more

difficult to solve, we report the average WJS and |P | weighted according to the distribution

of |P ∗| in the full data set. The best WJS is found when using a 95% confidence interval.

Surprisingly, the fewest paths are found using the one of the smaller tested confidence

intervals, 85%. One possible reason for this is that the graphs with error that are solvable

with smaller intervals must have perturbed weights that are close to the true weights, making

them “easier” to solve. Additionally, for those graph instances which have smaller solutions

for lower confidence intervals, it is often the case that the initial solution found by Greedy-

Width is smaller for the lower confidence intervals than higher confidence intervals. This

suggests that a substituting a more accurate method such as Catfish may reduce the number

of paths found at higher intervals. However, our ultimate goal is accurate reconstruction

of isoforms and abundances, which we measure with WJS. Wider intervals are necessary to

find solutions for most instances. For example, a 90% confidence interval finds solutions in

less than half of our test cases. This is because the test cases tend to have many edges (22.6

on average), meaning that there are many opportunities for non-overlapping intervals to be

created in a graph, even when we expect that each interval contains the true weight 90% of

the time.

Though not reported in Table 2.1, we also note that, as expected, Heuristic 2a

(rebalancing) and Heuristic 2b (splice and merge) occur more frequently as the interval size

increases. At all confidence levels tested, rebalancing occurred much more frequently than

splicing and merging. For example, at a 95% interval, the weighted average of rebalances

per solvable graph instance was 0.96, while the weighted average of splice and merges per

solvable graph instance was 0.34.
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Table 2.1: Experimental results using a simulated human transcriptomic data set with
simulated errors. For varying confidence intervals, we report the percentage of inputs for
which the IFD instance was solvable. For solvable instances we also report the weighted
average of weighted Jaccard similarity scores and number of predicted paths.

confidence IFD weighted avg. weighted avg.

interval solvable WJS |P |

99% 99.9% 0.810 2.673

95% 83.3% 0.822 2.768

90% 46.6% 0.803 2.813

85% 36.4% 0.798 2.643

80% 32.8% 0.792 2.752

2.5.3 Minimum Cost Flow Interval Experiment

We next test the IFD algorithm using the minimum cost flow method for generating

intervals, as described in Section 2.4.2. We use a linear fitting-error function for simplicity.

After generating intervals, we proceed with the five steps outlined in Figure 2.3. We refer to

this method as mc-IFD. Because the intervals are generated as [a(e)−∆(e), a(e)+∆(e)], they

always include the best fit flow for the measured graph according to the specified fitting-error

function. Thus, every IFD instance created in this way is solvable. We compare the quality

of solutions found by our algorithm to the quality of solutions found by setting the best-fit

flow and then running Greedy-Width, as in [66], which we refer to as the mc-fd method.

The minimum cost flow method for finding intervals generates many small intervals. In

fact, on this data set, almost every path found by Greedy-Width contains at least one edge

with le = ue. Because there is so little slack in some of the intervals, no splice or rebalance

opportunities are found in this data set, so our results are nearly identical to those found

by the mc-fd method. The only differences come from the differences in initial flow solution
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found by our maxflow method, described in Section 2.3, and the min-cost flow used in the

mc-fd method. We also tested a widening heuristic for such zero-width intervals according

to the following rules: if le = ue = 0, set le = 0, ue = 5. If le = ue > 0, reassign le to be 0.8le

and ue to be 1.2ue, both rounded to the nearest integer. We refer to this as the mc-IFD+

method.

Our results are reported in Table 2.2. We see that, by adding some slack in the zero-

width intervals, we are able to reduce the number of paths found, though at the expense of a

very slightly lower WJS. Overall, the min-cost flow method for finding intervals yields higher

WJS than the confidence interval method we test in the previous subsection, but requires

more paths.

Table 2.2: Experimental results using a simulated human transcriptomic data set with
simulated errors. We compare the weighted Jaccard similarity and number of paths found
by applying Greedy-Width to the minimum-cost flow found as in [66] (mc-fd) with our
IFD approach (mc-IFD). We also try widening width-zero intervals in our IFD approach
(mc-IFD+).

avg. avg.

method WJS |P |

mc-fd 0.902 4.387

mc-IFD 0.902 4.387

mc-IFD+ 0.882 4.120

2.5.4 Unknown Sources/Sinks Experiment

To test the ability of our method to recover the ground truth paths and their abundances

even when the source and sink nodes are unknown, we remove the given source node and

then proceed as described in Section 2.4.3: we create new source and sink s∗ and v∗, add

edges from s∗ to all other nodes and to t∗ from all other nodes with intervals [0,∞). Then, we
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apply the confidence-based method for creating intervals. Results are reported in Table 2.3.

For both the 95% and 85% confidence levels (the best confidence levels to maximize WJS

or minimize |P | respectively in Table 2.1), nearly all IFD instances tested contained a flow

(> 99%). Despite the true starts and ends of transcripts being unknown, the IFD method

is able to achieve relatively high WJS.

Table 2.3: Experimental results using IFD to recover paths and weights in a splice graph
where the sources and sinks are unknown.

weighted avg. weighted avg.

method WJS |P |

95% 0.783 3.17

85% 0.770 4.33

2.6 Discussion

In this chapter we propose the IFD problem and an algorithmic strategy for solving

it based on first finding a feasible flow, possibly modifying this flow, and then finding

an initial path decomposition and refining that using path splicing and merging. To our

knowledge, ours is the first algorithm for path decomposition to first find an initial solution

and then attempt to improve it. Other heuristics might be effective for reducing the initial

number of paths needed for an IFD instance. We remark that it is possible to adapt the

dynamic-programming based FPT scheme of [33] to solve the IFD problem on directed acyclic

graphs (the only step that needs modification is to incorporate the interval constraints into

the integer linear systems that are checked for feasibility, as path solutions are found in

each sub-problem). The IFD problem may be of interest in other multiassembly contexts

such as transportation route prediction [49] or telecommunications and computer network

routing [27, 70], where flow measurements might contain errors or be inexact.
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Our experimental results suggest that the IFD model has promise for transcript

assembly. In the presence of random errors on splice graph edges, our heuristic algorithms

predict paths and weights with high weighted Jaccard similarity to the groundtruth paths

and edges.
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CHAPTER THREE

FLOW DECOMPOSITION WITH SUBPATH CONSTRAINTS

3.1 Introduction

MFD has proved to be an accurate assembly method for path decomposition based

multiassembly approaches, but it can suffer when there are multiple parsimonious solution

to choose from. As such, in this chapter we consider a natural generalization of the

flow decomposition problem by assuming that extra information about the initial paths

is available in the form of subpath constraints. These are paths in the network graph that

must be followed by at least one path in the flow decomposition; thus, we are looking for flow

decompositions with the property that every constraint is a subpath of some decomposition

path. We call the resulting problem flow decomposition with subpath constraints (FDSC).

In practice, the subpath constraints can be derived from reads overlapping three or more

nodes of the flow graph. Long reads naturally have this property in many cases; however,

short reads can exhibit this behavior in the case of short exons. As we review below, other

possible sources of such constraints exist in practice as well, such as from partial assemblies,

or super-reads [54] constructed from short reads that can be uniquely extended.

Because finding a minimum solution to the FDSC problem is NP-hard, existing RNA

assembly methods and tools have focused on either heuristic approaches for MFD or a

polynomial-time solvable particular version of the problem (MPC) that ignores valuable

edge weight information. Here, we make two advances that bring us closer to being able

to use the complete version of the problem in practical tools. On the theoretical side, we

formalize the problem and give the first algorithm to determine whether an instance is

feasible (Theorem 22), and produce a solution if it is. The algorithm works via a reduction

to the standard flow decomposition problem where any solution must translate to a solution
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in the original graph that satisfies all of the subpath constraints. Based on this reduction,

in Section 3.3.2 we also propose a “bridge-reweighting” heuristic algorithm to solve the

minimum FDSC problem. Additionally, we give an FPT algorithm for the minimum FDSC

problem (Theorem 24), extending the one of Kloster et al. [33]. Finally, in Section 3.4, to add

to the complexity picture around the FDSC problem, we show that two application-oriented

FD problems related to FDSC are NP-hard in the strong sense, even without requiring a

solution with a minimum number of paths.

We implement both algorithms for FDSC, and perform a proof-of-concept study of

their usefulness in RNA assembly. We experiment on a dataset developed by Shao et al. [61]

to study their heuristic for the minimum FD problem. The same dataset was then used

by Kloster et al. [33], who focused on studying the usefulness of standard minimum flow

decompositions in RNA assembly, as explained above. We find that our FDSC algorithms

increase our ability to uncover the ground truth RNA transcripts, as more and longer subpath

constraints are included in the input. This holds both when minimality is enforced, through

our FPT algorithm, and when it is only heuristically sought, through the flow decomposition

reduction and an associated path reduction heuristic. For example, when there are seven

ground truth transcripts, we increase the accuracy by 13% when an optimal solution is found

(via FPT) and 30% when a heuristic solution is found.

Our FDSC algorithm runs in polynomial time (i.e. always finds a solution to the FDSC

problem, not necessarily minimum). Though we desire a minimum such path decomposition,

algorithms that guarantee such solutions in general may be too slow to be used in practice.

Despite a lack of minimality guarantees in our heuristic FDSC algorithm, our experiments

show that the addition of subpath constraints yields solutions that approach the accuracy of

a minimum decomposition without subpath constraints; thus, our results show that heuristic

FDSC is a practical substitute for minimum FD without subpath constraints.
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3.1.1 Related Work

In Kloster et al. [33] it was shown that in the case of RNA transcripts, most of the

time the “true” transcripts also provide a minimum flow decomposition of the splice graph.

However, there can often be more than one solution to the minimum flow decomposition

problem; indeed, Kloster et al. found that, when the number of true transcripts is seven,

the minimum flow decomposition found corresponds to the true paths in only 80% of the

instances of that size, with lower accuracies as the number of true paths increases. In fact,

practical methods for RNA assembly methods also have a precision of 50%-60% on some

human datasets [54, 62]. Adding subpath constraints to the flow decomposition problem

may further restrict the solution space, thus improving the RNA assembly accuracy.

The idea of improving RNA assembly by multi-edge subpath information is in fact

used by several flow-based tools, such as Scallop [60] and StringTie [54]. However, both

approaches integrate subpaths in a heuristic manner, with no overall formulation of the

computational problem they are solving. The same holds also for the viral quasispecies

assembler [5]. Recently, the method TransBorrow [75] uses partial assemblies from different

RNA assembly tools, and works by heuristically extending the subpaths they correspond to

in a splice graph.

Moreover, our FDSC problem generalizes a related problem on DAGs. Recall that in

the minimum path cover (MPC) problem, we are looking for a minimum-cardinality set of

path that together cover all nodes of a DAG (e.g. “explain” all exons of a splice graph).

The problem is behind early RNA assembly methods such as Cufflinks [69], and early virus

quasispecies assembly methods such as ShoRAH [76]. The MPC problem has been extended

to include subpath constraints as well [9, 35, 36, 56], by analogously requiring that each

constraint is a subpath of some solution path. While these generalizations are polynomially-

time solvable, they (together with the initial MPC formulations) are usually unsatisfactory

since they ignore the weights of the graph (i.e. the abundances of the reads)—recall that most
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Figure 3.1: An example FDSC flow network with the flow values of the edges being 1 or x;
the dashed paths indicate the subpath constraints. If x = 1, then the instance is infeasible.
If x = 2, then the instance is feasible and requires three paths to decompose (whereas the
associated FD instance without subpath constraints can be decomposed with two paths in
both cases).

state-of-the-art RNA assembly methods cited above are flow-based. Moreover, MPCs and

MPCs with subpath constraints correspond to restricted classes of flows in some DAG [8, 56],

and thus the minimum FDSC problem is a strict generalization of the MPC problem with

subpath constraints.

3.2 Preliminaries

We refer the reader to Section 1.2 for definitions of the basic flow decomposition and

minimum flow decomposition problem, and proceed by introducing the main object of study

for this chapter.

Definition 8 (Flow decomposition with subpath constraints). Let G = (V,E, f) be a flow

network. Subpath constraints are defined to be a set of simple paths R = {R1, . . . , R`} in G

such that no Ri ⊆ Rj. A flow decomposition (P , w) satisfies the subpath constraints if and

only if

∀Ri ∈ R ∃Pj ∈ P such that Ri is a subpath of Pj

(in short, Ri ∈ Pj).

(3.1)

Figure 3.1 shows an example of a flow network with subpath constraints.
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Problem 9 (FDSC). Given a flow network G = (V,E, f) and subpath constraints R, the

flow decomposition with subpath constraints problem is to determine if there exists, and if

so, find a flow decomposition (P , w) satisfying Equation (3.1).

Problem 10 (MFDSC). Given a flow network G = (V,E, f) and subpath constraints R,

the minimum flow decomposition with subpath constraints problem is to determine if there

exists, and if so, find a flow decomposition (P , w) satisfying Equation (3.1) such that |P| is

minimized.

3.3 FDSC Algorithms

In this section, we show that there are FDSC inputs that may not have decompositions.

We give a polynomial time algorithm for determining whether a FDSC input has a flow

decomposition and finding one (though not necessarily the minimum) if it does. We also

give a FPT algorithm for MFDSC.

3.3.1 FDSC Reduces To FD

We now describe a reduction from the FDSC problem to the FD problem. The idea is

to convert subpath constraints into edges in an FD instance so that any path decomposition

of the FD instance translates into a path decomposition for the FDSC instance that covers

the subpath constraints.

Given a flow network G = (V,E, f) with subpath constraints R, we define the

overdemand of an edge as

do(e) = max(0, |{i : e ∈ Ri}| − f(e)), (3.2)

and say that e is overdemanded if do(e) > 0. The FDSC problem (G,R) may be feasible if

multiple subpaths covering e are satisfied by a single path in a path decomposition. If no



32

edges are overdemanded, we can give a simple reduction from FDSC to FD by transforming

all subpath constraints in the FDSC instance into edges in the FD instance.

Lemma 11. Let G = (V,E, f) be a flow network with subpath constraintsR such that no edge

is overdemanded. Let G′ = (V,E ′, f ′) be the flow network that results from converting every

subpath constraint Ri = [v1, v2, . . . , v|Ri|] to a bridge edge ei = (v1, v|Ri|) with f ′(ei) = 1

and subtracting one from the flow values on the edges it covers. That is, for all e ∈ E,

f ′(e) = f(e)− |{i : e ∈ Ri}|. G′ is a flow network.

Proof. Consider building G′ from G iteratively by converting each subpath constraint into

a new edge and subtracting its flow from the edges it covers. At each step, conservation of

flow holds. Thus, after the final step, f ′ is a flow on G′. Additionally, because no edge is

overdemanded, all flow values in f ′ are nonnegative. Thus, G′ is a flow network.

Lemma 12. Let G and G′ be as described in Lemma 11. Let (P ′, w) be a size k solution to

the FD problem on G′. There exists a size k solution to the FDSC problem on G.

Proof. We show how to construct a size k solution to FDSC on G from (P ′, w). For each

path P ′ ∈ P ′, create a new path P by replacing all bridge edges e′i with the original sequence

of nodes Ri. By construction, Ri must form a path from the start node of ei to the end

node of ei in P , and so P is a valid path from s to t in G. We take P to be the set of all

k such paths P . We now must show that (P , w) forms a flow decomposition with subpath

constraints for G.

Let e be any edge in G and let R′ ⊆ R be the set of subpath constraints containing

e. We can divide the paths in P that cover e into two disjoint sets: PB, those that covered

bridge edges ei : Ri ∈ R′, and PO, those those that covered the original edge e in G′. Because

(P ′, w) is a flow decomposition for G′, each path in PB must have unit weight. Thus, paths

in PB contribute |{i : Ri ∈ R′}| to e’s flow. On the other hand, paths in PO must cover e’s

flow in G′, which is f(e) − |{i : Ri ∈ R′}|. Thus, paths from PB and PO together cover e
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with exactly f(e) units of flow. Additionally, PB must satisfy all of the subpath constraints

R′, so together PB and PO do as well.

Because any FDSC instance without overdemanded edges can be solved by reduction

to FD, it follows that all FDSC instances without overdemanded edges are feasible.

Corollary 12.1. Let G = (V,E, f) be a flow network with subpath constraints R. A

sufficient condition for a flow decomposition to exist is that no edge is overdemanded.

When an FDSC instance has an overdemanded edge, the reduction given above fails,

because any overdemanded edge would have a negative flow value after subtracting all of its

demands from its original flow. However, if the FDSC instance (G,R) is feasible, it is possible

to first transform (G,R) to an FDSC instance (G,R∗), where no edge is overdemanded and

any path decomposition for (G,R∗) also provides a feasible path decomposition for (G,R).

By Lemma 11, (G,R∗) can be solved via reduction to an FD instance.

Lemma 13. Let (G,R) be a feasible FDSC instance with overdemanded edge e and (P , w)

be a path decomposition for (G,R). Let R′ ⊆ R be the set of subpath constraints that contain

e. There must be some P ∈ P such that |{Ri : Ri ∈ R′, Ri ∈ P}| ≥ 2.

Proof. Suppose not. That is, suppose (P , w) is a path decomposition for (G,R) but no

path in P covers two or more subpath constraints in R′ completely. This means that every

subpath constraint in R′ must be satisfied by a different path; call this set of paths P ′ and

let the total weight assigned to these paths be w′ ≥ |P ′| = |R′| = |{i : e ∈ Ri}|. As e is

overdemanded, we have |{i : e ∈ Ri}| > f(e). But then w′ > f(e), contradicting the fact

that (P , w) is a path decomposition for (G,R).

Definition 14 (Compatible subpaths). Two subpaths Ri, Rj ∈ R are compatible if and only

if Ri and Rj have a suffix-prefix overlap (so that Ri ∪Rj forms a simple path in G).
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Definition 15 (directly-compatible subpaths). Two subpaths Ri, Rj ∈ R are directly-

compatible if and only if Ri and Rj are compatible and there does not exist a subpath Rk

such that Ri and Rk are compatible and Rk and Rj are compatible.

We remark that the directly-compatible relation is just the transitive reduction of the

compatible relation.

Lemma 16. Let (G,R) be an FDSC instance with some overdemanded edge e. Then (P , w)

is a solution for (G,R) if and only if there exist directly-compatible subpaths Ri and Rj, each

containing e, such that (P , w) is a solution for (G,R∪ {Ri ∪Rj} \ {Ri, Rj}).

Proof. (→) Let (G,R) be a feasible FDSC instance with overdemanded edge e. Let (P , w)

be a path decomposition for (G,R). Let R′ ⊆ R be the set of subpath constraints that

contain e. By Lemma 13, there exists a P ∈ P and Ri, Rj ∈ R′ such that Ri 6= Rj and

Ri, Rj ∈ P . Since Ri and Rj both belong to P and overlap (since they each contain e), it

follows that they are compatible. If Ri and Rj are not directly-compatible, there must exist

some Rk such that Ri and Rk both contain e and are directly-compatible. In this case, take

Rj to be Rk. Furthermore, the path P satisfies the subpath constraint Ri ∪Rj, so (P , w) is

a feasible solution for (G,R∪ {Ri ∪Rj} \ {Ri, Rj}).

(←) Let Ri and Rj be directly-compatible subpaths that both contain e. Let (P , w) be

a feasible solution to (G,R∪{Ri∪Rj} \ {Ri, Rj}). It follows that there exists a path P ∈ P

that covers Ri ∪ Rj. Clearly, P also covers Ri and Rj, so (P , w) is also a feasible solution

for (G,R).

Corollary 16.1. Let (G,R) be an FDSC instance. If there are no compatible subpaths Ri

and Rj containing some overdemanded edge e, then (G,R) is infeasible.

We can determine the feasibility of an FDSC instance (and, if it is feasible, give a path

decomposition for it) in polynomial time. To describe the algorithm, we first define a graph

describing the direct compatibility relationships between subpaths.
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Definition 17 (Constraint graph). Let (G,R) be an FDSC instance. We define its

constraint graph Gc as the graph where the vertices are constraints in R and an edge (Ri, Rj)

indicates that Ri and Rj are directly-compatible.

Let L be the total length of all subpath constraints. We can construct the constraint

graph Gc in O(L + `2) time by first using Gusfield’s algorithm for all pairs suffix-prefix

overlaps [24] and then finding the transitive reduction of this relation in O(`3) time using

Aho’s algorithm with standard matrix multiplication [2]. (Note that the original all pairs

suffix-prefix overlap relation is acyclic since no subpath constraint is properly contained

inside another, and G is a DAG.)

Remark 18. Gc is a DAG.

Definition 19 (Edge-induced subgraph). Let e be an edge in G. The edge-induced subgraph

Gc(e) is the subgraph of Gc consisting of all vertices Ri in Gc (and induced edges) such that

e ∈ Ri.

Lemma 20. Let (G,R) be an FDSC instance and let Gc be its constraint graph. (G,R) is

feasible if and only if there is a vertex-disjoint path cover Pc of Gc such that, for every edge

e in G, at most f(e) paths in Pc visit Gc(e).

Proof. (→) Assume (G,R) is feasible. By Lemma 16 and Corollary 16.1, it is possible to

merge subpath constraints until no edge is overdemanded. The resulting constraint subpaths

are each formed from the union of original constraint subpaths in G that were directly-

compatible, so each resulting subpath corresponds to a path in Gc. Since each original

subpath belongs to exactly one of the final subpaths, all such paths provide a vertex-disjoint

path cover Pc of Gc. Let e ∈ G. Since e is not overdemanded, the number of paths from Pc

that visit Gc(e) is at most f(e).

(←) Let Pc be a vertex-disjoint path cover for Gc such that, for every edge e in G, at

most f(e) paths in Pc visit Gc(e). Create a new FDSC instance (G,R′) as follows: For each
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path in Pc, add a single subpath constraint to R′ that corresponds to union of the subpath

constraints in the path. In (G,R′) no edge is overdemanded, since no edge in G had more

associated paths in P c than its flow. Thus (G,R′) is feasible and has a solution (P , w). Since

any path covering a merged subpath constraint must cover the original un-merged subpath

constraints it contains, (P , w) also provides a solution to (G,R).

We now show that it is possible to find such a path cover, if one exists, in polynomial

time. We show that a simple greedy strategy (Algorithm 3.1 and Figure 3.2) finds a vertex-

disjoint path cover Pc of Gc that minimizes the number of paths intersecting Gc(e) for all

edges e in G.

Algorithm 3.1: Greedy algorithm to find a vertex-disjoint path cover for Gc such that for all
edges e in G, the minimum possible number of paths in the cover visit Gc(e).

1: function PathCover((G,R), Gc)

2: V ← topological sorting R1, . . . , R` of vertices of Gc

3: Pc ← ∅

4: for Ri ∈ V do

5: U ← all in-neighbors of Ri

6: if |U | > 0 then

7: ui ← the u ∈ U with greatest number of edges in suffix-prefix overlap with Ri

8: Extend the path ending at ui to end at Ri

9: else

10: Add new path starting and ending at Ri to Pc

11: end if

12: end for

13: return Pc

14: end function
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Figure 3.2: Illustration of the greedy choice for extending paths used in Algorithm 3.1. When
processing node R3 in the constraint graph in Figure 3.2b, the path from R2 is extended
because the overlap between R2’s subpath constraint and R3’s subpath constraint is greater
than R1’s and R3’s.

Lemma 21. In O(`2) time, Algorithm 3.1 finds a vertex-disjoint path cover for Gc such that

for every edge e in G, the minimum possible number of paths in the cover visit Gc(e).

Proof. Consider any vertex R in Gc, with incoming edges from R1, . . . , Ra. Clearly, at most

one such edge (Ri, R) can belong to any vertex-disjoint path cover. Observe that for any

edge e in G, whether (Ri, R) belongs to a path in the cover only affects the number of cover

paths visiting Gc(e) provided both Ri and R belong to Gc(e); in other words, e belongs to

both Ri and R. For each incoming edge (Ri, R) in Gc, consider the set of e ∈ G for which e

belongs to both Ri and R; these edges form a path in G that is a prefix of R. Thus, choosing

(Ri, R) will benefit — i.e., not increase — the visitation counts to exactly those edges in

this prefix of R. It follows that simply choosing the (Ri, R) that has the longest suffix-prefix

overlap will minimize all visitation counts. By considering the vertices in topological order,

we can extend paths in O(1) time.

Since Gc has ` vertices, we can perform the topological sort in O(`2) time. Each

edge is examined once during the algorithm, and we assume that suffix-prefix overlaps have

been pre-computed during the construction of Gc, so the total running time of this step is
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O(`2).

Because we can find an optimal path cover in polynomial time, we can check the

feasibility of an FDSC instance (and, if it is feasible, find a solution) in polynomial time.

Theorem 22. Let (G,R) be an FDSC instance with |R| = `, total length of all subpath

constraints L, and at least one overdemanded edge. In O(L + `3) time, we can determine

whether (G,R) is feasible, and if so, reduce (G,R) to an equivalent FD instance with at

most ` additional edges.

Proof. As discussed above, Gc and the suffix-prefix overlaps can be found in O(L+ `3) time.

We can then use Algorithm 3.1 to find an optimal vertex-disjoint path cover P c of Gc in O(`2)

time. Because the path cover is optimal, Lemma 20 tells us that (G,R) is feasible if and only

if for every edge e of G, at most f(e) paths in P c visit Gc(e); this can be checked in O(L)

time. If the instance is feasible, by Lemma 20, we can merge the subpath constraints in each

path found by Algorithm 3.1, yielding an equivalent FDSC instance with no overdemanded

edges. Then, we can use the method of Lemma 11 to transform that FDSC instance into an

equivalent FD instance with at most ` additional edges.

3.3.2 A Heuristic Algorithm for MFDSC

In practice, we can run an MFD heuristic algorithm to determine a solution to the FD

instance found via the reduction in the previous section. We use greedy-width, first proposed

in [70], which greedily chooses the heaviest (“widest”) paths in order to decompose the flow.

As G′ is a DAG, a greedy-width path can found in O(|V | + |E| + `) time, by standard

dynamic programming. In [70] it is shown that at most |E|− |V |+2 greedy-width paths can

be found, so the total time to find an FD solution is O(|E|(|V |+ |E|+ `)). Translating the

FD solution back to the original graph (following Lemma 12) yields a path decomposition

for the FDSC problem. However, in applications, we are often interested in finding solution
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Figure 3.3: Demonstration of reduction and bridge reweighthing procedure used in the
heuristic MFDSC algorithm. The resulting FD instance in Figure 3.3b is solved using greedy-
width. The dashed edge is a bridge edge for the corresponding subpath constraint. Weights
in parentheses are the weights before bridge reweighting.

to the MFDSC problem, i.e. finding a solution with the minimum number of paths. The

introduction of bridge edges in the reduction described above may lead to more paths being

required to decompose the reduced FD instance than the original FDSC instance. This is

because we now must find paths through bridge edges, as well as in the original flow network.

For this reason, we apply a bridge reweighting heuristic before decomposing the network in

order to reduce the number of paths. For some arbitrary ordering of the bridge edges, we do

the following:

1. For each bridge edge, find the minimum flow fmin on the edges of its corresponding

subpath constraint. Since the FDSC is feasible, fmin ≥ 0.

2. Subtract fmin from each of the subpath constraint edges, and add fmin to the bridge

edge.

Since the bridge edge starts at the first node of the subpath constraint and ends at the last,

flow conservation holds and the mapping of the bridge paths back to the original network

again provides a solution to the FDSC instance. Figure 3.3 demonstrates the reduction to

an FD instance and the bridge reweighting step on an example FDSC instance.
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3.3.3 An FPT Scheme for MFDSC

In this section, we describe an extension of Toboggan [33], an FPT algorithm for

decomposing DAG flows, to also handle subpath constraints. Toboggan is able to find a

k-path decomposition for a flow network G = (V,E, f), if one exists, in 2O(k2) · (|V | + λ))

time, where λ is the logarithm of the largest flow value present. To solve MFD, Toboggan just

tests increasing k values until a solution is found. We briefly describe Toboggan’s approach

and then discuss how to modify the algorithm so that it can also check if an FD solution

also satisfies subpath constraints.

Toboggan considers the vertices of G in topological order and computes a table Ti for

each vertex vi using dynamic programming. Table entries are of the form (g, L), where g

indicates how paths from the previous table Ti−1 are extended, and L is a linear system

indicating how the weights of these paths are constrained to satisfy the flow requirements

on all edges encountered so far. This linear system can be written as Aw = b, where A is a

binary matrix of k columns representing whether each row’s edge is covered by each column’s

path, w is the length k solution vector, and b is the flow on the row’s edge. Because there

are k weights and all coefficients are integers, each linear system can be reduced to k linearly

independent rows. As noted in [33], testing an integer linear system L for feasibility and

finding a solution can be done in O(k2.5k+o(k)|L|) time, where |L| is shown to be kO(1)λ.

When the final vertex in the order is reached, these linear systems indicate the path

flow constraints on all edges in G, and so, if a particular system is feasible, the corresponding

paths and weights provide an FD solution.

To modify Toboggan to also consider the subpath constraints, for the final table T|V |,

we will add a second linear system to simultaneously satisfy of the form Aw ≥ b, where A

is an ` × k binary matrix and bT = (d1, . . . , d`). Here A(i, j) ∈ {0, 1}, indicates whether

path Pj contains Ri. We give an updated version of a lemma [33, Lemma 5] that bounds

the number of distinct linear systems in the final table.
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Lemma 23. The final table has at most 4k
2+ k`

2

k!kk
distinct linear systems.

Proof. We follow the proof of [33, Lemma 5]. Since A is an ` × k binary matrix, there

are 2k` possible systems of the second form. We must multiply this by the number of flow

matching systems which was bounded ([33, Lemma 5]) by 4k
2

k!kk
. So, the total number of

possible combined linear systems is 2k` 4k
2

k!kk
= 4k

2+ k`
2

k!kk
.

Theorem 24. Let (G,R) be an FDSC instance with |R| = ` and λ is the logarithm of the

largest flow value in the input. Modifying the Toboggan algorithm as described provides an

FPT algorithm for MFDSC with running time 2O(k2)|V |+ 2O(k2+k`)(k + `)O(1)λ.

Proof. Kloster et al. prove ([33, Lemma 4]), that in any table Ti, the number of distinct g

values present is at most
√
k(0.649k)k. This implies (following [33, Theorem 7]) that there

are at most

4k2+ k`
2

k!kk
·
√
k(0.649k)k =

√
k

4k2+ k`
2 0.649k

k!

final linear systems L to check for integer solutions. The encoding size of a linear system L is

now bounded by (k+ `)O(1)λ, where λ is the logarithm of the largest flow value in the input.

Checking feasibility and finding a solution for L can now be done in O(k2.5k+o(k)(k+ `)O(1)λ)

time, so the total time needed to check all such linear systems is at most

√
k

4k2+ k`
2 0.649k

k!
·O(k2.5k+o(k)(k + `)O(1)λ)

≤ O(4k(k+ `
2
)k1.5k1.765kko(k)(k + `)O(1)λ), (3.3)

using the fact that kk

k!
≤ ek. The total running time of the algorithm becomes 2O(k2)|V | +

2O(k2+k`)(k + `)O(1)λ.
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3.4 Hardness of Related Flow Decomposition Problems

In this section we add to the computational complexity picture around the FDSC

problem, by studying two natural application-oriented variants of it. In contrast to the

FDSC problem, where deciding if the instance is feasible can be done in polynomial time

(recall Theorem 22), for both of these problems feasibility checking is NP-complete in the

strong sense (i.e. even if the input flow values are bounded by a polynomial in the size of the

input; in fact, the former one is NP-complete even when all flow values equal 1). Since their

application setting is slightly different from the one of the FDSC problem (see our FDSC

experiments in Section 3.5), in this paper we do not give algorithms for them, and leave that

for future work.

First, we consider the version of the problem where the subpath constraints have

associated demands that must be met by the flow assigned to a path that covers them.

This problem could arise if we would like a subpath constraint to be covered by at least one

flow path of higher weight, since a more heavily-weighted path may be less likely to be result

of noisy data.

Definition 25 (Flow decomposition with subpath constraints and demands). Let G =

(V,E, f), be a flow network. Let R = {R1, . . . , R`} be a set of subpath constraints in G, and

let D = {d1, . . . , d`} be a set of demands, where each di is associated to subpath constraint Ri.

We say that a flow decomposition (P , w) of G satisfies subpath constraints R and demands

D if and only if

∀Ri ∈ R ∃Pj ∈ P such that Ri ∈ Pj and di ≤ wj. (3.4)

Problem 26 (FDSCD). Given a flow network G = (V,E, f) and subpaths constraints R and

demands D, the flow decomposition with subpaths constraints and demands problem is to
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Figure 3.4: Given an instance of 3-PARTITION A = {a1, a2, . . . , a3q}, where each ai has
size s(ai), we construct the flow network with edges labeled a1, . . . , a3q, b1, . . . , bq. For all
i ∈ {1, . . . , 3q}, we set f(ai) = s(ai), and for all j ∈ {1, . . . , q} we set f(bj) = B. For each ai
we add the single-edge subpath constraint (ai) with demand di = s(ai).

determine if there exists, and if so, find a flow decomposition (P , w) satisfying Equation (3.4).

We note that FDSC is a special case of FDSCD, where all demands are equal to one.

The following proof is very similar to the NP-completeness proof of [70] for MFD.

Theorem 27. FDSCD is NP-complete in the strong sense.

Proof. Clearly, FDSCD belongs to NP. For NP-hardness, we reduce from the 3-PARTITION

problem. The input of this problem consists of a set A = {a1, a2, . . . , a3q}, where for each

a ∈ A we have an associated size s(a), and it holds that
∑

a∈A s(a) = qB, and B/4 < s(a) <

B/2 for all a ∈ A. The question is whether there exists a partition of A into q disjoint

subsets, the elements of each summing up to B.

Given an input for 3-PARTITION, we construct the flow network G = (V,E, f) with

subpath constraints R with demands D as in Figure 3.4. We claim that this is a YES

instance for 3-PARTITION if and only if the reduction creates a YES-instance for FDSCD.

(→) Assume
{
{aj1 , aj2 , aj3 | j ∈ {1, . . . , q}}

}
is a proper 3-partition of A. For each j ∈

{1, . . . , q}, we build the flow paths (aj1 , bj), (aj2 , bj), (aj3 , bj), of weights s(aj1), s(aj2), s(aj3),

respectively. This is possible since f(bj) = B =
∑3

k=1 s(ajk). As such, each subpath

constraint (ai) of demand s(ai) is satisfied.
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(←) Let (P , w) be a flow decomposition with subpath constraints R and demands D

of G as indicated. Since the demand of each constraint (ai) is s(ai), and f(ai) = s(ai) it

follows that each edge ai is used by exactly one flow path of weight s(ai), and thus that

P consists of exactly 3q paths P1, . . . , P3q, of weights s(a1), s(a2), . . . , s(a3q), respectively.

For each j ∈ {1, . . . , q}, consider the flow paths passing thorough bj. Since B/4 < s(a) <

B/2 holds for all a ∈ A, there are exactly 3 such paths, say Pj1 , Pj2 , Pj3 , each of weight

s(aj1), s(aj2), s(aj3) respectively, passing through bj. As such, {{aj1 , aj2 , aj3 | j ∈ {1, . . . , q}}}

is a proper 3-partition of A.

Finally, since 3-PARTITION is NP-complete in the strong sense [21], it follows that so

is FDSCD.

Our second problem variant is motivated by paired-end reads, which naturally induce

pairs of subpath constraints that must be covered by the same flow path (since e.g. they are

sequenced from the same RNA transcript).

Definition 28 (Flow decomposition with paired subpath constraints). Let G = (V,E, f) be

a flow network. Paired subpaths constraints are defined to be a set of pairs of simple paths

R = {(R1, R
′
1), . . . , (R`, R

′
`)} in G. A flow decomposition (P , w) satisfies the paired subpaths

constraints if and only if

∀(Ri, R
′
i) ∈ R ∃Pj ∈ P such that Ri ∈ Pj and R′i ∈ Pj. (3.5)

Problem 29 (FDPSC). Given a flow network G = (V,E, f) and paired subpaths constraints

R, the flow decomposition with paired subpaths constraints problem is to determine if there

exists, and if so, find a flow decomposition (P , w) satisfying Equation (3.5).

Our NP-completeness proof below is similar to the NP-completeness proof of the

minimum path cover problem with paired subpath constraints from [57]. Note that hardness

holds even if all flow values equal 1.
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e = (vi, vj)

v! i

v! j

v1 v2 vn

Edge partVertex part
Figure 3.5: Given an undirected graph G = (V,E), with V = {v1, v2, . . . , vn}, we construct a
flow network G∗ as illustrated. For every vertex vi we add three parallel edges, labeling one
of them with vi. For every edge e = (vi, vj) of G, we add three parallel edges, one labeled
v′i and one labeled v′j. For e we also add one constraint pairing the edge labeled vi from the
vertex part, with the edge labeled v′i, and one constraint pairing the edge labeled vj from
the vertex part with the edge labeled v′j. The flow value of every edge is 1.

Theorem 30. FDPSC is NP-complete even when all flows values are 1.

Proof. Clearly, FDPSC belongs to NP. For NP-hardness, we reduce from the problem of

deciding whether the chromatic number of an undirected graph G = (V,E) is 3. Given G,

we construct the flow network G∗ = (V ∗, E∗, f), with paired subpaths constraints R, as in

Figure 3.5. We claim that the chromatic number of G is 3 if and only if (G∗,R) is a feasible

FDPSC instance.

(→) Let V1, V2, V3 be a partition of V such that no edge of G has endpoints in the same

Vk. Then, we can construct a flow decomposition (P1, P2, P3) of G∗, where each path has

weight 1, as follows. In the vertex part of G∗, suppose vi ∈ Vk; Pk follows the edge labeled

vi, and the other two paths follow the other two edges parallel to it, respectively. In the edge

part of G∗, for each edge e = (vi, vj), where vi ∈ Vki and vj ∈ Vkj , path Pki follows the edge

labeled v′i and path Pkj follows the edge labeled v′j. The remaining path follows the middle

unlabeled edge. Clearly, all subpath constraint pairs are satisfied.

(←) Any flow decomposition of G∗ has exactly 3 paths, each of weight 1. Let P1, P2, P3

be a flow decomposition with paired subpaths constraints of (G∗,R). We construct a

partition V1, V2, V3 of V : in the vertex part of G∗, an edge labeled vi belongs exactly to
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one Pk, and we assign vi to Vk. Assume for a contradiction that some edge e = (vi, vj) of

G has endpoints in the same Vk. Recall that for e, R contains a constraint pairing the edge

labeled vi with the one labeled v′i, and one constraint pairing the edge labeled vj with the

one labeled v′j. Because of these constraints, since Pk passes through both vi and vj (in the

vertex part of G∗), in the edge part of G∗ corresponding to e we have that Pk passed through

both the edge labeled v′i and the one labeled v′j, which is a contradiction.

3.5 Experiments

The algorithms described in Section 3.3 were implemented in Python in a package called

Coaster1. We refer to the algorithm of Section 3.3.2 as heuristic MFDSC and Section 3.3.3

as FPT MFDSC. Experiments were performed on a high performance research cluster, where

each run was executed on a single Intel Xeon Ivy Bridge E (3.4 Ghz) or similar CPU. For

all runs, a memory limit of 20 Gb was set and instances were timed out if they ran longer

than 30 seconds. For fairness of comparison, we report only on graph instances that ran to

completion for all algorithm and parameter combinations, unless otherwise mentioned.

3.5.1 Datasets

As in previous studies on flow decomposition methods for RNA assembly [33, 61, 73],

we use a simulated dataset from [61] where each instance is a flow network generated by

simulating RNA transcripts and their abundances with Flux-Simulator [22]. The original

dataset includes human, mouse, and zebrafish genes, but we restrict our attention to instances

in the human dataset, which contains 100 independently generated transcriptomes. As in [33,

73], we use only instances with at least two ground truth paths (since a single ground truth

path is trivial to decompose). We also restrict the dataset to instances with 10 ground truth

1Coaster is based on the codebase for Toboggan [32] and is available at github.com/msu-alglab/

coaster.

github.com/msu-alglab/coaster
github.com/msu-alglab/coaster
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paths or fewer, yielding a total of 528,544 instances. Because the transcripts and abundances

are known, we have ground truth paths and weights for each splice graph instance. We

measure accuracy as the proportion of instances for which the algorithm returns the ground

truth set of paths and weights exactly.

3.5.2 Simulating subpath constraints

In order to simulate subpath constraints, we take subpaths of the ground truth paths

according to two parameters: the number of subpaths `, and a fixed length for all subpaths

|R|. As noted in [33, Lemma 8], we can simplify the graph by bypassing any vertex with

out-degree or in-degree equal one. We set |R| as the length of subpaths in this contracted

graph. To generate subpath constraints that are consistent across experiments, we fix an

arbitrary ordering for the ground truth paths for each instance, and take the first |R| edges

of the first ` (contracted) paths as the subpaths. We note that the method of generating

subpath constraints described here does not yield any overdemanded edges.

3.5.3 Accuracy results

To study the effect of the subpath constraints on the accuracy of the RNA assembly,

we vary ` and |R| independently, letting ` ∈ [0, 4] and |R| ∈ {3, 4}. Because instances

become more difficult to solve correctly as the number of ground truth paths increases, we

separate results by the number of ground truth paths, which we denote by k. Accuracy

results for both algorithms are reported in Table 3.1. For each k value, we also report the

percentage of instances that completed for all parameter combinations tested in the “pc”

column.. For k = 9 and k = 10, less than 40% and 1% respectively of instances completed for

the FPT runs, so we include them only for heuristic MFDSC, which ran to completion for all

instances. As already shown by Kloster et al. [33], the MFD solutions found by Coaster for

` = 0 (for them, Toboggan) do correspond to the the ground truth paths and weights most

of the time. (The italicized values in Table 3.1 are the same results reported in [33], with
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small differences due to the fact that we restrict to the human dataset while they studied two

additional datasets and timeout differences.) However, for larger k values, we can see that

FPT MFD solutions (without subpath constraints) do not necessarily recover the correct

set of paths and weights. For k = 7, for example, only 81% of the optimal decompositions

produced by Coaster are the ground truth decomposition that we are seeking. Similarly, we

see that FPT MFDSC solutions tend to be correct, with accuracy decreasing as k increased.

However, FPT MFDSC has higher accuracy for all parameter combinations than FPT MFD

at the same k value. For k = 7, when we add four subpath constraints of length four each,

the ground truth decomposition is found 91% of the time, a 13% increase over FPT MFD.

When ` = 0, our heuristic MFDSC algorithm is equivalent to the often-used greedy-

width heuristic for MFD; our results show that adding subpath constraints to greedy-width

increases its accuracy considerably for larger k values, for example, by 30% when k =

7. The increased accuracy of heuristic MFDSC is also good news for the use of MFDSC

in practical methods, since heuristic MFD methods are already commonly used in RNA

assembly tools. In fact, the inclusion of many long subpath constraints makes heuristic

MFDSC more accurate than FPT MFD for k values up 5, which account for 95.6% of the

full dataset studied (all k ≥ 2).

Part of the success of the heuristic MFDSC can be attributed to the fact that it finds

optimal solutions in most cases. Without subpath constraints, heuristic MFDSC (i.e. greedy-

width MFD) finds an optimal solution in 98.0% and the ground truth solution in 95.3% of

instances in our dataset. With two subpath constraints of length 4, that increases to 99.0%

and 98.1%, respectively. (For ` > 2, small k values are excluded, so results are not comparable

with ` = 0 experiments.)

With and without subpath constraints, the vast majority of incorrectly predicted path

decompositions are due to the algorithm returning an optimal decomposition of the same size

as the ground truth one, but different from it, rather than a too-small optimal decomposition.
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As found in [33], in nearly all instances, the ground truth path decomposition is also an

optimal decomposition. (They find that 0.043% of instances of all ground truth k that ran

to completion in 50 seconds had non-optimal ground truth decompositions; we find that

0.100% of instances that completed in 30 seconds for all parameter combinations and had

ground truth k less than 9 had non-optimal ground truth decompositions.) However, most

instances are solved correctly, so it could be the case that the few instances that are not

solved correctly are those that had non-optimal ground truths. This tends not to be the case.

Overall, only 0.027% of instances for which the FPT for MFD yields incorrect solutions have

non-optimal ground truth path decompositions. This is dominated by the k = 2 instances,

however, for which no instance had a non-optimal ground truth; for k = 3 through k = 8,

between 0.1% and 0.3% of instances that were predicted incorrectly had non-optimal ground

truths. With many and longer subpath constraints (|R| = 4 and ` = 4), it is still only a

very small number – 0.052% – of incorrect solutions that have non-optimal ground truth

path decompositions. Thus, this implies that the addition of subpath constraints restricts

the solution space, allowing the algorithm to return the correct one more frequently and

explaining the increase in accuracy when they are included.

3.5.4 Effect of the bridge reweighting

To confirm the effectiveness of the bridge reweighting heuristic for MFDSC, as opposed

to simply using a path decomposition found by the method of Lemma 12, we measured the

accuracy of the FDSC algorithm without bridge reweighthing on the same dataset studied

above. In that case, the addition of subpath constraints in our experiments reduces the

accuracy of the path decompositions returned, as shown in Table 3.2. Bridge reweighting

allows the maximum flow that can cover a subpath constraint to do so, without introducing

extra weight-one paths.
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Table 3.1: Accuracy results using heuristic MFDSC (odd rows) and FPT MFDSC (even
rows).

|R| = 3 |R| = 4

k n pc ` = 0 ` = 1 ` = 2 ` = 3 ` = 4 ` = 1 ` = 2 ` = 3 ` = 4

2 291734 100% 0.992 0.999 0.999 1.000 1.000

0.991 0.999 0.999 1.000 1.000

3 130867 100% 0.961 0.977 0.983 0.986 0.985 0.993 0.994

0.969 0.983 0.990 0.994 0.986 0.996 0.998

4 58167 100% 0.901 0.926 0.941 0.948 0.958 0.942 0.964 0.974 0.979

0.934 0.952 0.964 0.974 0.983 0.958 0.976 0.987 0.995

5 25933 100% 0.822 0.853 0.873 0.887 0.900 0.876 0.911 0.930 0.944

0.892 0.913 0.928 0.940 0.953 0.922 0.944 0.962 0.976

6 11774 99.6% 0.727 0.763 0.784 0.805 0.816 0.787 0.831 0.862 0.883

0.849 0.870 0.885 0.898 0.911 0.881 0.906 0.928 0.944

7 5095 94.6% 0.617 0.659 0.692 0.706 0.729 0.681 0.738 0.775 0.802

0.810 0.835 0.855 0.871 0.883 0.845 0.872 0.894 0.912

8 2109 83.7% 0.495 0.523 0.558 0.589 0.611 0.545 0.607 0.664 0.702

0.787 0.808 0.822 0.833 0.845 0.819 0.840 0.863 0.884

9 1323 100% 0.388 0.423 0.452 0.485 0.512 0.447 0.497 0.555 0.608

10 699 100% 0.310 0.333 0.349 0.367 0.393 0.351 0.383 0.418 0.454
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Table 3.2: Accuracy values for FD heuristic without bridge reweighthing. If all bridges are
kept at weight one, subpath constraints reduce the accuracy of the path decomposition,
though less if they are longer.

|R| = 3 |R| = 4

` = 0 ` = 1 ` = 2 ` = 3 ` = 4 ` = 1 ` = 2 ` = 3 ` = 4

0.980 0.940 0.816 0.588 0.348 0.958 0.919 0.798 0.637

3.5.5 Performance results

We measured runtime and peak memory use of the implementation for both algorithms

using all instances k = 2 through k = 10. For heuristic MFDSC on all instances, even those

that timed out during FPT runs, the average, minimum, and maximum runtimes in seconds

were 0.0059, 0.00096, and 0.977. For FPT instances that completed, they were 0.076, 0.001,

and 30 (the timeout limit set for the experiments – instances would take longer if allowed). As

mentioned in the Table 3.1 caption, for FPT MFDSC, less than half and almost no instances

with k = 9 and k = 10 completed in 30 seconds respectively, indicating as expected that

there is a steep increase in runtime as k gets large. However, for the heuristic MFDSC, no

instance took longer than one second, even those with k = 10, showing that the heuristic

MFDSC algorithm can be practical in applications. We measured the peak memory usage

for batches of 2000 instances (batched according to the original order of instances in the

dataset). Thus, the memory use for all instances is included, including those that timed out,

and minimum and average measurements are over the batches, not individual instances. For

heuristic MFDSC, the average, minimum, and maximum peak memory usage in MB was 52,

36, and 60. For FPT MFDSC, they were 77, 51, and 811.
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3.6 Discussion

In this chapter, we initiate the formal study of the MFDSC problem, which is used

as a model in applications such as RNA sequencing and viral quasispecies assembly. We

give both a heuristic algorithm, based on a novel reduction to flow decomposition, and an

FPT algorithm, which extends the FPT MFD algorithm of Kloster et al. [33]. Through

experiments on a previously-studied simulated transcriptomics dataset, we verify the base

assumption underlying the use of MFDSC in practical RNA sequencing tools: that the

minimum-size path decomposition should correspond to the ground truth set of paths and

weights. Additionally, we show that the use of subpath constraints increases accuracy

when compared to MFD without subpath constraints. We also find that our heuristic

algorithm is practical, completing in less than 1 second for all instances studied, and achieves

accuracy levels near those of FPT MFDSC. This is an encouraging result, because while

RNA sequencing data tends toward very small ground truth path sets, other multiassembly

problems such as viral quasispecies assembly may not – for example, some benchmarking

datasets of [4] contain 10 and 15 strains, meaning that MFDSC (or even MFD without

subpath constraints) would be intractable without a heuristic.
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CHAPTER FOUR

NOVEL INTEGER LINEAR PROGRAMMING FORMULATION FOR MFD AND

VARIANTS

One promising direction for fast exact solvers for MFD is integer linear programming

(ILP). Existing ILP solvers like Gurobi [23] and CPLEX [29] incorporate optimizations that

allow for fast runtimes in practice for problems that should be hard in general. For example,

see [25] for various applications of ILP in bioinformatics.

Many existing multiassembly tools do use ILP to solve MFD as one step in their process.

The basic idea behind these existing formulations is to consider some set of source-to-sink

paths through the graph and assign each a binary variable indicating whether or not it is

selected in the optimal solution, along with constraints to fully encode the FD problem (i.e.,

that the selected set of paths—with the weights derived for them by the ILP—form an FD)

and to model further practical aspects of the specific multiassembly problem. However, the

number of paths in a DAG is exponential, meaning that if the tools enumerate all paths

(and thus can be guaranteed to find the true optimal solution) they are impractical for

larger instances (e.g., Toboggan [33]). The most common strategy is to pre-select some set

of paths, either for all instances (e.g., vg-flow [5] and CLIIQ [43]), or only when the input

is large (e.g., MultiTrans [77] and SSP [58]). But by pre-selecting paths, these formulations

may not find the optimal MFD solution for the instance.

We give a new ILP approach to the MFD problem on DAGs, and we show that it can

be used on both simulated and real RNA assembly graphs under conditions used in many

reference-based multiassembly tools. Our approach is:

4.0.0.1 Fast and exact. We show in Section 4.1.1 that it is not necessary to enumerate all

paths in order to encode them in an ILP. The key idea is that any path must have a conserved
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(unit) flow from its start to its end, and that this concept can be encoded using only a number

of variables that is linear in the size of the graph (rather than exponential, as is the case

when the model enumerates all possible paths). This is a standard integer programming

method for expressing paths in DAGs, used for example in [64]. An implementation of our

ILP formulation using CPLEX finds optimal flow decomposition solutions on RNA assembly

graphs (simulated and assembled from real reads) in under 13 seconds on average over

all the datasets tested. This is several times faster than the state-of-the-art MFD solver

Toboggan [33], depending on the dataset. While heuristic solvers such as Catfish [61] or

CoasterHeuristic [74] finish withing a few seconds, we show that they do not provide optimal

solutions. Another benefit of our ILP solutions is that all optimal solutions can be reported

by the ILP solver, thus potentially helping in “identifying” the correct RNA multiassembly

solution (practical issue acknowledged by e.g. [30, 45]).

4.0.0.2 Flexible. In practice, many multiassembly tools in fact solve variants of MFD.

For example, many tools account for paired-end reads by requiring that they be included

in the same path. Another common strategy is to incorporate longer reads as subpath

constraints or phasing paths [53, 60, 74] which again must be covered by some predicted

transcript (i.e. flow path). In Section 4.1.2, we give additional constraints that are expressive

enough to not only encode paired-end reads and subpath constraints, but also any generic

set of edges that must be covered by a single path (e.g., as when modelling the recent Smart-

seq3 protocol producing RNA multi-end reads [26]). Additionally, due to sequencing or read

mapping errors, the weights on edges may not be a flow (i.e. flow conservation might not

hold). One approach in this case is to consider intervals of edge weights instead, as in [58, 73].

We give a formulation to handle this approach in Section 4.1.3.
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4.1 ILP Formulations

4.1.1 Minimum Flow Decomposition

In this section we return to the basic problem of finding a minimum-size flow

decomposition, Problem 3. We give a solution based on an ILP formulation of a flow

decomposition with a given number k of paths (a k-flow decomposition). Using this, one

can easily solve the MFD problem by finding smallest k such that the flow network admits

a k-flow decomposition. Notice that any DAG admits a flow decomposition of size at most

|E|. Moreover, if assuming integer weights, another trivial upper bound on the size of any

flow decomposition is |f |, namely the flow exiting s, and there is always a flow decomposition

with |f | paths of weight one. Thus, if there is a k-flow decomposition, there is also a k′-flow

decomposition, for all k < k′ ≤ min{|E|, |f |} (just duplicate a path of weight greater than

one, and move weight one from the old copy to the new one). This shows that when searching

for the smaller k such that the graph admits a k-flow decomposition we can either do a linear

scan in increasing order, or binary search. Since k is usually small in our applications, we

just do a linear scan. The problem can also be defined as allowing real flow values and/or

weights. Our ILP formulation can also handle this variant by just changing the domain of

the corresponding variables (in which case we will obtain a Mixed Integer Linear Program

(MILP))1.

We start by recalling the standard formulation of a path used for example by [64] for

the shortest path problem. If an s-t path repeats no edge (which is always the case if the

graph is a DAG) then we can interpret it simply as the set of edges belonging to the path.

1We note that this version has one subtlety to address: as discussed below, it is necessary to linearize
products in the formulation to make it a true ILP (or MILP, in this case). To linearize products of the real
variables, it is required that the real variables have closed bounds. However, if we solve k-FD for increasing
k (and not binary search), we can use wi ≥ 0, since no weight 0 path will be included. This introduces the
limitation that this formulation could not be used to solve flow decomposition for a fixed k, but only if k is
an upper bound on the solution size.
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Figure 4.1: Example of the edge variables of the ith path, satisfying Equations (4.1a) to (4.1c).

If we assign value 1 for each edge on the path, and value 0 for each edge not on the path,

then these binary values correspond to a conceptual flow in the graph (V,E) (different from

the input flow). Moreover, this conceptual flow induced by the (single) path is such that the

flow out-going from s is 1 and the flow in-coming to t is 1. If the graph is a DAG, then this

is a precise characterization of an s-t path.

Thus, for every path i ∈ {1, . . . , k}, and every edge (u, v) ∈ E, we can introduce a

binary variable xuvi indicating whether the edge (u, v) belongs to the i-th path. The above

characterization of a path can be expressed by the following equations (see also Figure 4.1):

∑
(s,v)∈E

xsvi = 1, ∀i ∈ {1, . . . , k}, (4.1a)

∑
(u,t)∈E

xuti = 1, ∀i ∈ {1, . . . , k}, (4.1b)

∑
(u,v)∈E

xuvi −
∑

(v,w)∈E

xvwi = 0, ∀i ∈ {1, . . . , k},∀v ∈ V \ {s, t}. (4.1c)

Having expressed a set of k s-t paths with already known ILP constraints, we need to

introduce the new constraints tailored for the k-flow decomposition problem. That is, we

need to state that the superposition of their weights equals the given flow. Thus, for each

path i we introduce a positive integer variable wi corresponding to its weight, and add the
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constraint:

∑
i∈{1,...,k}

xuviwi = f(u, v), ∀(u, v) ∈ E. (4.2)

To get the ILP formulation, it remains to linearize Equation (4.2), which is nonlinear

because it involves a product of two decision variables. We remark that even though non-

linear programming solvers exist (such as IPOPT [71]), they are inefficient, do not scale to a

large number of variables and are non-professional grade. Instead, having an ILP formulation

means that we can make use of popular solvers such as CPLEX [29] and Gurobi [23].

Since the decision variables involved in the product in Equation (4.2) are bounded (xuvi

is binary and wi is at most the largest flow value of any edge), it can be linearized by standard

techniques as in [20] and [42]. For that, we introduce the integer decision variable πuvi, which

represents the product between wi and xuvi, and a constant w that is a large enough upper

bound for any variable wi (e.g., the largest flow value of any edge). As such, Equation (4.2)

can be replaced by the following equations:

f(u, v) =
∑

i∈{1,...,k}

πuvi, ∀(u, v) ∈ E, (4.3a)

πuvi ≤ wxuvi, ∀(u, v) ∈ E,∀i ∈ {1, . . . , k}, (4.3b)

πuvi ≤ wi, ∀(u, v) ∈ E,∀i ∈ {1, . . . , k}, (4.3c)

πuvi ≥ wi − (1− xuvi)w, ∀(u, v) ∈ E,∀i ∈ {1, . . . , k}. (4.3d)

In these constraints, Equation (4.3b) ensures that πuvi is 0 if xuvi is 0, and Equa-
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(b) Constraint R1 is satisfied because for
the ith path we can set ri1 = 1 (and satisfy
Equation (4.4b)) so that xaci + xcti ≥ 2ri1
holds (and satisfy Equation (4.4a)).

Figure 4.2: A flow network with a subpath constraint and example of a path satisfying the
constraint.

tions (4.3c) and (4.3d) ensure that πuvi is wi if xuvi is 1.

4.1.2 Subpath Constraints

We now show how the ILP formulation above can be adapted to solve the FDSC problem

described in Chapter 3. Let R be the set of simple paths that are required to be part of

at least one path of the flow decomposition. For each Rj ∈ R, we introduce an additional

binary variable rij denoting the presence of the subpath Rj in the ith path. It clearly holds

that rij = 1 if and only if for each edge (u, v) in Rj we have that xuvi = 1. Let |Rj| denote

the length (i.e., number of edges) of subpath constraint Rj, which is a parameter and thus

constant. The following inequalities guarantee that each subpath constraint is satisfied by

the flow decomposition (see also Figure 4.2b):

∑
(u,v)∈Rj

xuvi ≥ |Rj|rij, ∀i ∈ {1, . . . , k}, ∀Rj ∈ R, (4.4a)

∑
i∈{1,...,k}

rij ≥ 1, ∀Rj ∈ R. (4.4b)
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In the above ILP formulation we do not use the fact that the edges of subpath constraint

Rj are consecutive (i.e., form a path). Thus, the same formulation also applies if the

constraint consists of a pair of edge-disjoint paths that must all occur in the same transcript,

modeling paired-end Illumina reads, or if it consists of a set of edge-disjoint paths (or

simply of a set of edges), modeling multi-end Smart-seq3 RNA reads [26]. More specifically,

Equation (4.4a) simply characterizes when all edges of constraint Rj are covered by some

flow path i, and Equation (4.4b) requires that at least one flow path satisfies the constraint

Rj.

4.1.3 Inexact Flow

The formulation above can also be easily adapted to solve the IFD problem described

in Chapter 2 by simply replacing the flow conservation expressed in Equation (4.2) (in the

linearized form in Equation (4.3a)) with the following two constraints:

f(u, v) ≤
∑

i∈{1,...,k}

πuvi ≤ f(u, v), ∀(u, v) ∈ E. (4.5)

Notice that Equation (4.5) can be combined with Equations (4.4a) and (4.4b) to obtain

a solution if one needs to solve an inexact flow decomposition with subpath constraints

problem, further underscoring the versatility of the ILP solution in handling various practical

variants of the flow decomposition problem.

4.1.4 Imperfect flow

An alternative approach to handle a graph whose weights do not satisfy the flow

conservation property is to directly take the observed read coverages and try to find a

set of path whose superposition best explains them under some error model, penalizing the
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difference between the observed coverage of an edge and the sum of the weights of the paths

going through that edge. This problem has been formalized in [67] and also proven NP-hard.

To formalize this problem, we call an imperfect flow network any DAG (V,E) with unique

source s and unique sink t, where for every edge we have an associated integer positive value

f(u, v) (not necessarily satisfying the flow conservation property).

A first formulation of such an MFD variant imposes a fixed bound on the total error of

all of the edges.

Problem 31 (Minimum imperfect flow decomposition (bounded error)). Given an imperfect

flow network G = (V,E, f), and an error bound B ≥ 0, find (if it exists) a minimum-sized

set of s-t paths P = (P1, . . . , Pk) and associated weights w = (w1, . . . , wk) with wi ∈ Z+ such

that for each edge (u, v) ∈ E

∣∣∣∣∣∣∣∣f(u, v)−
∑

i∈{1,...,k} s.t.
(u,v)∈Pi

wi

∣∣∣∣∣∣∣∣ ≤ B. (4.6)

Notice that Problem 31 is a strict generalization of the MFD problem, since we can

obtain the MFD problem from it by taking B = 0. As done in Section 4.1.3, we can

obtain an ILP for it by extending the ILP formulation for k-Flow Decomposition to express

Equation (4.6) by the following two sets of linear equations:

f(u, v)−
∑

i∈{1,...,k}

πuvi ≤ B, ∀(u, v) ∈ E,

f(u, v)−
∑

i∈{1,...,k}

πuvi ≥ −B, ∀(u, v) ∈ E.

This model is for a fixed k value, and a full solution for Problem 31 is obtained by

trying all values of k in increasing order until the ILP formulation admits a solution.
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Another formulation, defined by [67] and at the core of RNA multiassembly tools such

as [12, 38, 41, 66], asks to minimize the total sum of squared errors with a minimum number

of paths.

Problem 32 (Minimum imperfect flow decomposition (minimum total error) [67]). Given an

imperfect flow network G = (V,E, f), find a set of s-t paths P = (P1, . . . , Pk) and associated

weights w = (w1, . . . , wk), minimizing

∑
(u,v)∈E

f(u, v)−
∑

i∈{1,...,k} s.t.
(u,v)∈Pi

wi


2

, (4.7)

and among all such sets of paths, find one with minimum k (i.e. with minimum cardinality).

For a given number k of path, Equation (4.7) can be used as an objective function in an

Integer Quadratic Problem (IQP), which can solved by commercial solvers such as CPLEX

and Gurobi. The main requirements is that the objective function is quadratic and convex,

such as:

min
∑

(u,v)∈E

f(u, v)−
∑

i∈{1,...,k}

πuvi

2

. (4.8)

As before, to fully solve Problem 32, one can iterate over k from 1 to |E| and choose

the one attaining Equation (4.8).

4.2 Experiments

We compare our ILP formulation for MFD, implemented using Python and the

commercial solver CPLEX, to existing MFD solvers. Additionally, we implement the IFD
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and MFDSC variants using ILP and compare to the software developed in Chapters 2 and 3.

We use the simulated data also studied in Chapters 2 and 3, along with two new datasets

built from the human reference transcriptome and real experimental RNA sequencing reads.

We give further details and the results of our experiments below.

4.2.1 Experiment Design

4.2.1.1 Solvers We denote by StandardILP, SubpathConstraintsILP, and InexactFlowILP

our ILP formulations for MFD, MFDSC, and MIFD, respectively. We implemented these

using the Cplex Python API under default settings. We compare StandardILP with

Toboggan, the implementation by [33] for their exact FPT algorithm for MFD, and with

Catfish, the implementation by [61] of their heuristic algorithm for MFD. We compare

SubpathConstraintsILP with Coaster, the implementation from Chapter 3. We compare

InexactFlowILP with IFDSolver, the implementation of the heuristic algorithm for MIFD from

Chapter 2. Given the size of the datasets, we set a time limit for each graph, as also done

by [33] and in previous chapters of this dissertation. We use 60 seconds.

4.2.1.2 Datasets To test the performance of the solvers under a range of biologically-

occurring graph topologies and flows weights, we used three human transcriptomic datasets

containing a perfect (i.e., the edge weights satisfy conservation of flow) splice graph for

each gene of the human genome. The first dataset, produced by the authors of [60] and

also used in Chapters 2 and 3, was built using publicly available RNA transcripts from

the Sequence Read Archive with quantification using the tool Salmon [52]. We use one of

the larger transcriptomes2 and call this dataset SRR020730-Salmon. We also produce

perfect splice graphs by running HiSat2 [31] with the provided GRCh38 reference index and

then popular RNA assembly tool StringTie [34] on real RNA reads from SRR307903, and

2The full dataset from [61] is available at https://zenodo.org/record/1460998. We use the file rnaseq/
sparse_quant_SRR020730.graph.

https://zenodo.org/record/1460998


63

superimposing the resulting transcripts and abundances (after rounding abundances to the

nearest integer). We call this dataset SRR307903-StringTie. Finally, we create another

dataset by directly simulating expression values for all reference transcripts of all genes

in the reference genome GRCh.104 homo sapiens by sampling weights from the lognormal

distribution with mean and variance both equal to −4, as in the default setting of the

RNASeqReadSimulator tool [39]. We multiply the simulated values by 1000 and round to

the nearest integer. We call this dataset Reference-Sim. For both the Reference-Sim

and SRR307903-StringTie datasets, we use only genes on the positive strand.

For the subpath constraint experiments, we simulate four subpath constraints in each

graph as in Chapter 3. For four of the groundtruth paths, we take the prefix of the path

that includes three nontrivial junctions (equivalent to three edges in the contracted graph

described in [33, Lemma 13]) as a subpath constraint. If a splice graph has fewer than four

groundtruth paths, it is excluded from this experiment.

For the inexact flow experiments, we simulate interval flows as follows, similar to what

was done in Chapter 2. For each true edge flow f(u, v), we independently sample a perturbed

flow f ′(u, v) from N (f(u, v), (εf(u, v))2), the Gaussian distribution with mean f(u, v) and

standard deviation εf(u, v) For this experiment we fixed ε = 0.05. We then create intervals

as [0.9f ′(u, v), 1.1f ′(u, v)] with values rounded to the nearest integer, corresponding to a

10% error tolerance from the observed values. As described in [73], it is possible that an

inexact flow decomposition instance created in this way is infeasible; if an infeasible instance

is created, we re-create it until a feasible instance is found.

From all datasets, the trivial graphs made up of a single path are excluded.

4.2.1.3 Metrics For each dataset and each FD variant, we report min k, the number

of paths in a minimum flow decomposition for each problem variant; Amount, the number

of graphs having that specifc value of min k; Avg., the average time (in seconds) for each
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instance solved within the time limit; Σ, the total time (in seconds) required to solve all

instances (this also includes the running time of the instances that did not finish within the

time limit); Solved, the percentage all instances solved within the time limit; and Diff., the

average difference between the number of paths obtained with a heuristic algorithm and the

optimal number.

4.2.2 Results

The results for MFD are shown in Table 4.1. For all three datasets, the average time

and the total time of Toboggan and Catfish outperform StandardILP for less complex genes,

where the number of flow-paths is at most 10 or 15. However, as the genes becomes more

complex (larger optimal flow decompositions), StandardILP is capable of solving all instances

within an average of 10 seconds, while Toboggan and Catfish require on average 16 and

11 seconds for the solved instances, respectively. In addition, Toboggan does not solve all

instances within the time limit. Recall also that Catfish is a heuristic, and thus it does not

always return optimal solutions (see column Diff.).

Among the different datasets, SRR020730-Salmon has fewer complex genes and most

instances are solved more easily. However for SRR307903-StringTie (constructed from

real RNA reads) and Reference-Sim datasets, there is a larger amount of complex genes

and consequently fewer instances can be solved by Toboggan and Catfish, while StandardILP

remains efficient and scalable. In these results, although StandardILP does not perform as

fast as on SRR020730-Salmon, its runtime is still competitive, it can be scaled to graphs

with larger k without compromising its efficiency. On the other hand, Toboggan’s runtime

is exponential in the size of the optimal decomposition, which hinders its usage on larger

instances. Moreover, notice that in some applications (e.g., cancer transcriptomics [28]) the

graphs of interest do have a large number of RNA transcripts.

Lastly, one of the key steps in the Toboggan implementation is a reduction of the graph
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(to simplify nodes with in-degree or out-degree equal to one, see [33]), which is a key insight

behind its efficiency. However, this observation is highly tailored to the MFD problem,

and cannot be easily extended to other FD variants — in fact, it is not used by real RNA

assemblers.

Table 4.1: Results for MFD.

StandardILP Toboggan Catfish

min k Amount Avg. Σ Solved Avg. Σ Solved Avg. Σ Solved Diff.

S
R

R
0
2
0
7
3
0

S
a
lm

o
n

2-5 34371 0.091 4093 100 0.002 68 100 0.001 34 100 0.00

6-10 2291 0.204 458 100 0.023 52 100 0.031 71 100 0.00

11-15 95 4.692 448 100 2.361 225 100 3.582 342 100 2.85

16-20 16 5.891 97 100 10.453 287 86 8.451 139 100 3.75

21-max 7 10.222 75 100 16.564 281 50 11.621 85 100 4.56

R
e
fe

re
n

ce
S

im

2-5 14513 0.089 1300 100 0.002 28 100 0.058 14 100 0.00

6-10 1506 0.352 301 100 0.124 34 100 0.124 46 100 0.00

11-15 261 4.564 1225 100 24.132 4365 75 1.299 935 100 2.79

16-20 63 10.332 375 100 36.344 1753 65 10.45 538 100 3.75

21-max 41 12.833 419 100 54.732 1553 51 31.65 478 100 4.56

S
R

R
3
0
7
9
0

S
tr

in
g
T

ie

2-5 7335 0.122 660 100 0.022 14 100 0.029 7 100 0.00

6-10 768 1.051 153 100 1.191 17 100 0.172 23 100 0.00

11-15 133 4.855 625 100 5.063 2535 71 3.871 447 100 2.53

16-20 55 6.895 328 100 12.451 1764 57 5.452 471 100 3.75

21-max 37 10.512 384 100 20.562 1433 51 9.651 437 100 4.56

Results for MFDSC are shown in Table 4.2. For all three datasets,SubpathConstraintsILP

solves instances of any size within a few seconds. As an ILP formulation, the addition of

the constraints corresponding to the subpath constraints do not hinder its scalability or

efficiency. On the other hand, Coaster is both slow on small instances, and does not solve
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large instances. This shows that the Toboggan implementation is optimized to use many

properties of the standard MFD problem, that are not generalizable to variants of it of

practical applicability, such as MFDSC.

Table 4.2: Results for MFDSC.

SubpathConstraintsILP Coaster

min k Amount Avg. Σ Solved Avg. Σ Solved

S
R

R
0
2
0
7
3
0

S
a
lm

o
n

4-10 5691 0.192 1082 100 30.123 196823 85

11-15 95 1.475 139 100 45.121 3367 44

16-20 16 3.461 55 100 60.000 960 0

21-max 8 10.452 83 100 60.000 480 0

R
e
fe

re
n

ce
S

im

4-10 6512 0.18 1367 100 37.132 263963 84

11-15 260 1.10 379 100 46.211 15097 14

16-20 78 2.58 303 100 60.000 4680 0

21-max 40 11.51 672 100 60.000 3000 0

S
R

R
3
0
7
9
0

S
tr

in
g
T

ie

4-10 864 0.181 156 100 28.2411 32013 86

11-15 104 1.124 115 100 45.142 7484 25

16-20 70 2.578 181 100 60.000 3240 0

21-max 27 11.51 321 100 60.000 2160 0

The results for Problem MIFD are shown in Table 4.3. For all three datasets, both

formulations run on any instance in a small amount of time (around 10 seconds for

InexactFlowILP and less than 2 seconds for IFDSolver). In fact, InexactFlowILP generally
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has the same running time as StandardILP, which further underscores the flexibility and

efficiency of our formulations. However, IFDSolver is a heuristic solver, having a significant

difference with respect to the size of a minimum decomposition even for small k.

Table 4.3: Results for MIFD.

InexactFlowILP IFDSolver

min k Amount Avg. Σ Solved Avg. Σ Solved Diff.

S
R

R
0
2
0
7
3
0

S
a
lm

o
n

2-5 34371 0.087 2990 100 0.001 15 100 2.12

6-10 2291 0.131 300 100 0.025 57 100 2.41

11-15 95 4.784 454 100 0.134 12 100 3.51

16-20 16 5.784 91 100 0.618 10 100 4.13

21-max 7 10.16 70 100 1.124 8 100 5.17

R
e
fe

re
n
ce

S
im

2-5 14513 0.153 2165 100 0.003 44 100 2.56

6-10 1506 0.109 164 100 0.052 78 100 2.78

11-15 261 3.132 817 100 0.254 66 100 3.64

16-20 63 5.791 364 100 0.783 50 100 3.34

21-max 41 11.56 473 100 1.341 55 100 3.56

S
R

R
3
0
7
9
0

S
tr

in
g
T

ie

2-5 7335 0.104 762 100 0.001 12 100 2.56

6-10 768 0.219 168 100 0.047 36 100 2.78

11-15 133 2.891 384 100 0.345 45 100 3.64

16-20 55 6.183 340 100 0.871 48 100 3.34

21-max 37 13.214 488 100 1.091 40 100 3.56
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CHAPTER FIVE

FUTURE WORK

In this dissertation, we defined two variants of the MFD problem to better model the

multiassembly problem, gave algorithms to solve them, and demostrated their effectiveness

on simulated RNA sequencing datasets. Additionally, we gave the first ever polynomial-

sized ILP formulation for the MFD problem. Using current commercial ILP software, this

formulation yields a faster exact solver for MFD than competitors. Additionally, the ILP

formulation is expressive enough to encode both variants proposed in the first part of the

dissertation.

While we have already advanced the state of the art for the use of MFD to solve

multiassembly problems, the work presented in this dissertation has also opened many

additional avenues for research. In this concluding section, we discuss two major areas of

future work: one, on fundamental algorithmic advances for the MFD problem, and another

on further tailoring MFD variants to new multiassembly applications, such as single cell

RNA sequencing.

5.1 Approximating MFD

Despite the ubiquity of the MFD problem, the gap in our knowledge about the

approximability of MFD is large, even when restricting to DAGs. Recall from above that

MFD (even on DAGs) is APX-hard (i.e., there is some ε > 0 such that it is NP-hard

to approximate within a (1 + ε) factor), so in particular, MFD does not admit a PTAS,

unless P=NP. On the other hand, it is known that it can be approximated with a factor of

λlog ‖f‖ log ‖f‖ [50], where λ is the length of the longest source-to-sink path and ‖f‖ is the

largest flow value in the network.
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A natural lower bound for the size of an MFD of a DAG is the size of a minimum path

cover of the set of edges with non-zero flow (i.e., the minimum number of paths such that

every such edge appears in at least one path). This size is called the width of the network.

This lower bound trivially holds because every flow decomposition is also such a path cover.

The edge path cover and edge width notions are analogous to the more standard notions

of path cover and width of the node set. The node variants are classical concepts, with

algorithmic results dating back to Dilworth and Fulkerson [16, 19]. Despite this, the width

has not been given any attention in the MFD problem, and in particular it has never been

used in approximation algorithms. In preliminary work, we have shown that by considering

the width we can show both a tighter (larger) bound on the approximation ratio for the

common heuristic greedy-width, and that a O(log ‖f‖) approximation algorithm exists for a

relaxed version of the problem where decomposition weights can be negative.

5.2 Additional Variants

As seen in Chapter 2, defining new variations on the MFD problem can help account

for differences in the idealized version of sequencing represented by the plain MFD problem

(e.g, read counts are perfectly accurate and produce a flow in the splice graph) and the

realities (read counts in the splice graph do not produce a flow), allowing us to express the

problem more naturally. Additionally, as sequencing technology changes, the algorithmic

formulations we use to assemble genetic sequences must also change. We see an example of

this in Chapter 3, where we define a version of the problem to explicitly account for more

recently developed long read technology. We now discuss two additional variations, one to

address a primary goal of RNA sequencing, which is computing gene expression, and another

to address a new sequencing technology, single cell RNA sequencing.
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5.2.1 Differential Flow Decomposition

In this dissertation, we assumed that the goal of multiassembly was to reconstruct the

sequences and abundances as accurately as possible. When assembly RNA transcripts, the

goal is often to compare two different samples [65]. A common workflow for this process is to

first use a tool such as Salmon [52] to find transcript counts for each sample, and then pass

these counts to a differential expression tool such as DESeq2 [44]. However, we propose to

combine the two steps by decomposing the flow network representing the difference between

the two samples. Determining the differences in this way is expected to be more accurate

than first finding some flow decomposition for A and then finding another for B as there can

be multiple optimal decomposition solutions [46, 74], and so picking these arbitrarily may

lead to more paths than the minimum number paths needed to explain the difference. With

this in mind, we define differential flow decomposition. In this problem, we have a common

flow network (i.e. exon splice graph) G and assume flow functions fA and fB have been

found as before using the RNA sequencing reads.

Definition 33 (Minimum Differential Flow Decomposition (MDFD)). A minimum differ-

ential flow decomposition (P , w) for a differential flow network G = (V,E, fB − fA) seeks

to find a minimum number (k) of s-t flow paths P = (P1, . . . , Pk) and associated weights

w = (w1, . . . , wk), with each wi ∈ Z, such that for each edge (u, v) ∈ E:

∑
i∈{1,...,k} s.t.

(u,v)∈Pi

wi = (fB − fA)uv. (5.1)

As can be seen above, we still want to want to find the minimum number of paths

that decompose the flow network. However now both flow values and path weights can be

negative.
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(a) Differential flow network resulting from the
difference between two flows A and B and a
MDFD of it (colored paths).

Transcripts over-
expressed in  A

Transcripts over-
expressed in  B

Transcripts with 
same expression

(b) The MDFD solution finds tran-
scripts over-expressed in A as positive-
weight paths and transcripts over-
expressed in B in negative-weight
paths. Transcripts with equal expres-
sion in both A and B are not found in
the MDFD instance.

Figure 5.1: Minimum Differential Flow Decomposition (MDFD). We are interested in
determining those transcripts that are differentially expressed between two samples A and
B based on their differential flow network.

This MDFD problem has not been explored to date but is a natural formulation of

the differential expression problem; see Figure 5.1. Additionally, MDFD is precisely the

relaxation of the problem described in Section 5.1, and so our preliminary results indicate

that an O(log ‖f‖) approximation algorithm exists for the problem. Additionally, the

question of whether there is a difference in complexity of the related problem of assigning

weights to an optimal path decomposition when using integer or real-valued weights is still

open [33]; exploring the problem with negative integers would help fill in the complexity

picture for this problem. Solving MDFD instead of MFD on the same instance can yield

fewer paths in some cases, as shown in Figure 5.2.

5.2.2 Single Cell RNA Sequence Assembly

Bulk RNA sequencing software like StringTie and Cufflinks has been successfully

applied to single cell RNA sequencing (scRNA-Seq) data, which suggests that flow
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Figure 5.2: If negative weights are allowed, the four paths decompose the flow with weights
4, 5, 8, and −3 (dark blue). With positive weights only, five paths are needed, since the
edge (v1, v2) must be decomposed by a weight 1 path, leaving 4 edges that must be covered
separately.

decomposition based methods can be used for scRNA-seq transcript assembly for some

protocols [13]. Additionally, specific software has been developed for scRNA-seq tasks,

including transcript assembly [48]. One issue with scRNA-seq data, however, is its high

error rate. We propose to develop new variants of the MFD problem specifically to account

for this high error rate. One issue is that we may miss some edges in the network if they are

only traversed by low-abundance paths. Read counts on any edge will also be more noisy, so

it may be necessary to apply additional smoothing to these values in order to produce a flow.

We may consider extending the inexact flow model developed in Chapter 2, or adapting a

likelihood based approach as in assemblers such as Salmon [52].
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[71] Andreas Wächter and Lorenz T Biegler. On the implementation of an interior-
point filter line-search algorithm for large-scale nonlinear programming. Mathematical
programming, 106(1):25–57, 2006.

[72] C. Williams, A. Baccarella, J. Parrish, and C. Kim. Trimming of sequence reads alters
RNA-Seq gene expression estimates. BMC Bioinformatics, 17(1):103, 2016.

[73] Lucia Williams, Gill Reynolds, and Brendan Mumey. RNA transcript assembly
using inexact flows. In 2019 IEEE International Conference on Bioinformatics and
Biomedicine (BIBM), pages 1907–1914, 2019.

[74] Lucia Williams, Alexandru Tomescu, Brendan Marshall Mumey, et al. Flow decom-
position with subpath constraints. In 21st International Workshop on Algorithms in
Bioinformatics (WABI 2021). Schloss Dagstuhl-Leibniz-Zentrum für Informatik, 2021.

[75] Ting Yu, Zengchao Mu, Zhaoyuan Fang, Xiaoping Liu, Xin Gao, and Juntao Liu.
Transborrow: genome-guided transcriptome assembly by borrowing assemblies from
different assemblers. Genome Research, 30(8):1181–1190, 2020.

[76] Osvaldo Zagordi, Arnab Bhattacharya, Nicholas Eriksson, and Niko Beerenwinkel.
ShoRAH: estimating the genetic diversity of a mixed sample from next-generation
sequencing data. BMC Bioinformatics, 12(1):119+, 2011.



80

[77] Jin Zhao et al. Multitrans: an algorithm for path extraction through mixed integer linear
programming for transcriptome assembly. IEEE/ACM Transactions on Computational
Biology and Bioinformatics, 2021.


	Titlepage
	Copyright
	Acknowledgements

	Table of Contents
	List of Tables
	List of Figures
	List of Algorithms
	Abstract
	Chapter 1 — Introduction
	Motivation
	Flow Network Decomposition
	RNA Sequencing
	Problem Statement & Contributions

	Chapter 2 — Inexact Flow Decomposition
	Introduction
	Problem Definition
	Algorithm
	Using IFD for RNA Transcript Assembly
	Experimental Results
	Discussion
	Acknowledgments

	Chapter 3 — Flow Decomposition with Subpath Constraints
	Introduction
	Preliminaries
	FDSC Algorithms
	Hardness of related flow decomposition problems
	Experiments
	Discussion
	Acknowledgments

	Chapter 4 — Novel Integer Linear Programming Formulation for MFD and Variants
	ILP Formulations
	Experiments
	Acknowledgments

	Chapter 5 — Future Work
	Approximating MFD
	Additional Variants

	References Cited

